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We have computed several statistical properties of these networks: the number
of nodes (N) and links (E), the density (ρ = E

N(N−1) ) of the network and the
in and out degree distributions. We have found that the degree distributions are
very heterogeneous and �tted them to a power law following the methodology
described in Section 3.4.1. The in-degree (kin) distribution is more heterogeneous
than the out-degree (kout) distribution; that is, theγ exponents follow the relation
γout > γin. This is due to the fact that the kout is associated to individual e�orts
whereas thekin corresponds to collective actions. An individual is physically limited
to posting a given number of tweets during a given period of time, whereas a large
group of users may post many more messages in the same period of time. Because
of this, high kin values are more probable than high kout values, leading to the
aforementioned relationship between the γ exponents.

The properties of the aggregated networks are displayed in table 3.4, where we
can appreciate clear di�erences between the mention and the retweet networks.
First of all, the former presents higher average and maximum degree. Whereas
the higher γin of the mention network shows that its kin distribution is slightly
less heterogeneous than the one for the retweets, the lower value of γout implies
that the kout distribution is more heterogeneous for mentions than for retweets.
The �rst phenomenon can be attributed to the construction methodology of the
networks. Since all retweeters are linked to the original poster, high values of kin
are slightly more common in the retweet network. The second phenomenon arises
from the fact that there can be more than one mention per tweet and in every
retweet there is, at least, one mention to the original poster.

The higher average clustering coe�cient5 (C̄) for mention networks can be
explained by the di�erent uses of mentions and retweets. Mentions are a communi-
cation and allusion mechanism, whereas the retweets are used mainly to broadcast
messages, leading to more clustered networks on the �rst case and to more star-like
subgraphs on the second one. Nevertheless, the construction mechanism of the
networks also plays a relevant role, since the relationships between middlemen are
not present in the retweet network.

In any case, the results show very little change from one election to the other,
suggesting that the underlying dynamics of the networks of interactions are robust
and, to some extent, independent of the context.

In Figure 3.6 we present the temporal evolution of the exponents of the in and
out degree distributions of the mention and retweet networks. There, it can be
seen that the in-degree exponent remains approximately constant throughout the
period under study. The averaged daily values are γ2015in = 1.68 ± 0.08 and
γ2016in = 1.67± 0.07 for the mention networks and γ2015in = 1.65± 0.08 and
γ2016in = 1.63 ± 0.07 for retweet networks, with a con�dence interval of 2σ.
These results indicate a high consistency of the user behavior for both elections.
However, between days −2 and 0 there are small but noticeable �uctuations due to
the particularities of the reflection and the election days. The exponents are slightly
higher to those of the aggregated networks because in the latter almost everyone
has more mentions, making the tail of the distribution longer and heavier.

5 The average clustering coe�cient is the average local clustering coe�cient of all the nodes of a net-
work. The local clustering coe�cient of a node is the proportion of pairs of neighbors of the node
that are connected out of the total pairs of neighbors. Intuitively, it measures how many of your
friends are friends with each other.
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Figure 3.6: Daily evolution of the γ exponent of the in and out degree distributions for
mentions (@) and retweets (RT) networks for the 2015 (top) and 2016 (bot-
tom) electoral campaigns.
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network statistics mention retweet
2015 2016 2015 2016

Nodes 354079 319961 330071 296645

Links 1361495 1251113 928492 852216

Density 1.09E− 05 1.22E− 05 8.52E− 06 9.68E− 06

k̄in(= k̄out) 3.85 3.91 2.81 2.87

(kminin , kminout ) (0, 0) (0, 0) (0, 0) (0, 0)

(kmaxin , kmaxout ) (17747, 824) (16829, 645) (9054, 459) (8985, 534)

γin 1.606± 0, 005 1, 623± 0, 005 1, 587± 0, 005 1, 577± 0, 006
γout 1, 827± 0, 003 1, 825± 0, 003 2, 034± 0, 004 2, 022± 0, 004
C̄ 0.19 0.19 0.06 0.06

Table 3.4: General statistical properties of the retweet and mention networks aggregated for the whole period of study for both electoral campaigns. kin(out) corresponds to in
(out) degree and γin(out) to the exponent of the degree distribution. The con�dence intervals in the power law exponents calculations correspond to 2σ.
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The out-degree exponent also remains approximately constant for most of the
period under study. The averaged daily values are γ2015out = 1.99 ± 0.09 and
γ2016out = 2.00 ± 0.08 for the mention networks and γ2015out = 2.7 ± 0.3 and
γ2016out = 2.6 ± 0.2 for the retweet networks, with a con�dence interval of 2σ.
Analogously to the in-degree, the similarity of the values of the exponents from one
year to the other suggests a recurrent behavioral pattern, but a small �uctuation
occurs the voting day and the day before. The exponents are also similar to those of
the aggregated network, but higher, meaning that the heterogeneity is lower. The
reason is again the construction mechanism of these networks. People are active
during all the period under study, establishing more links each day, thus slightly
changing the distribution to a more heterogeneous one as more days are aggregated.

We have explored the degree correlations of the networks and their evolution in
several ways. First, we have computed the degree assortativities [Fos+10], presented
in table 3.5, and compared them with assortativities of randomized networks via
a Z-Score in order to determine if the assortativities are a result of the degree dis-
tributions alone or of more complex correlations. The Z-Scores are given in table
3.6. The randomization have been carried out using 500 realizations of the directed
con�guration model [NSW01] implemented in the NetworkX Python module
[HSS08].

link direction mention retweet
2015 2016 2015 2016

out-in −0.1096 −0.1095 −0.1234 −0.1169

in-in −0.0174 −0.0162 −0.0313 −0.0287

in-out −0.0006 −0.0014 0.0109 0.0074

out-out 0.0521 0.0488 0.0988 0.0892

Table 3.5: Assortativities of the di�erent aggregated networks.

link direction mention retweet
2015 2016 2015 2016

out-in −152 −137 −141 −133

in-in −22 −19 −31 −31

in-out 2 2 12 9

out-out 100 95 107 113

Table 3.6: Z-Scores of the assortativities of the di�erent aggregated networks with respect
to 500 realizations of the directed con�guration model.

As we can see in table 3.5, the assortativities display a recurrent order among
networks and years: rout−in < rin−in < rin−out(≈ 0) < rout−out. Con-
sistently with the rest of the measures presented so far, they exhibit a high similarity
between years. Moreover, when we compare the results of the degree correlations
of the retweet network to those of the 2011 election [Bor+12b], we see that they are
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also comparable. This result suggest a recurrent behavior in the communication
patterns of the users.

This order is maintained for the Z-Scores (see table 3.6), meaning that the assor-
tative relations are still more assortative than what we should expect for a random
network and that the disassortative ones are more disassortative.

With respect to the temporal evolution of the daily degree assortativities that
is displayed in Figure 3.7, we can see that they �uctuate around a more or less
�xed value. However, these �uctuations are sometimes strong enough to alter the
previously described order.

Figure 3.7: Daily evolution of the directed degree assortativities for mentions (@) and
retweets (RT) networks for the 2015 (top) and 2016 (bottom) electoral cam-
paigns.

These �uctuations seem to be caused by disruptive events, both exogenous and
endogenous. On day -6 of 2015 a debate was celebrated between the leader of the
PP (then, the president) and the leader of the PSOE. A similar pattern, but weaker,
can be observed in the time series of assortativity on day -13, which coincides with
the other important debate of the campaign. On day -11 of 2016 we have found
a viral tweet that contained a comical video about Spanish politics. The retweets
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received by that particular tweet amounted to 4.7% of all the tweets published that
day in the analyzed conversation, when the average proportion of retweets received
by the most popular tweets each day during the 2016 campaign was (1.7± 0.3)%.

3.5 influence and communication patterns of politicians
and regular users

In this section we further analyze the communication patterns among di�erent
kinds of users by studying the relative in�uence of regular users and politicians,
whose behavior is of special interest in an electoral context. We also analyze the
information �ows between users from di�erent parties.

3.5.1 Communication efficiency

In order to measure the global in�uence of a user on the network, we have used the
user e�ciency metric [Mor+14], which was introduced and thoroughly discussed
in Chapter 2. In Twitter, it can be considered that a message has reached a higher
impact if it gets a high number of retweets (RTs). A user is more e�cient in spreading
information the higher her average number of RTs per original tweet is. Hence, the
e�ciency of a user is de�ned as follows:

ηi =
RTs

Posts
=

(sRTin )i
Ai

(3.5)

Where (sRTin )i is the in-strength of the user i in the retweet network and Ai
is her activity, that is, the total number of posted messages. It should be noted
that η ∈ [0,∞). As explained in Chapter 2, this measure represents the collective
response to the individual action.

We have computed the distribution of e�ciency for the global conversation in-
cluding regular users and the politicians that participated in it. In order to compare
the behavior of regular users with politicians, we have also considered the distribu-
tion of e�ciency corresponding to the groups of accounts of the four main political
parties described in Section 3.2.

In Figure 3.8 we represent, for both electoral campaigns, the probability distribu-
tions of e�ciency for Twitter accounts associated to each party and for the whole
set of users. There, we can appreciate that the distributions have a similar shape for
regular users and users associated to political parties. The same kind of behavior is
observed in both elections.

To check if there are di�erences in the e�ciency patterns of regular users and
politicians that may be undetectable in Figure 3.8, we have divided the interval that
spans all the possible values of e�ciency (shown in Figure 3.8) in logarithmic bins.
Then, we have computed the probability of �nding an account of a given party in
each bin (Pparty) and the probability of �nding a user account belonging to the
global conversation (Pglobal). Finally, we have plotted the di�erence Pparty −
Pglobal for the four main parties as shown in Figure 3.9.

In order to assess the signi�cance of this result, we have taken 100 samples of
1000 randomly chosen users and computed their e�ciency probability di�erences
with respect to the bulk of users as described above. The average values of the
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Figure 3.8: Probability distributions of e�ciency for Twitter accounts associated to each
party and for the whole set of users. Top: 2015 electoral campaign. Bottom:
2016 electoral campaign. The value η = 1 is marked with a dashed line.

di�erences and their standard deviations are represented respectively as blue dots
and a blue-grey shadow in Figure 3.9.

In that �gure, it can be noticed that accounts belonging to political parties tend
to exhibit higher probabilities than regular users for e�ciencies in the region η > 1
and lower probabilities for e�ciencies in the region η < 1. The behavior of this
measure is similar for all the parties. According to this result, the collective reactions
to the communication strategies of each party are comparable. Additionally, it is
shown that, in general, political accounts are more e�cient in propagating messages
than regular users.

3.5.2 Communication among the elites

While most of the users act as passive listeners or broadcasters, Twitter conversations
are usually driven by a small elite of in�uential accounts [He+15; Bor+12b]. The
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Figure 3.9: Probability di�erences of having an e�ciency that falls within a given bin
(ηi < η < ηi+1) between political users with respect to the total of users.
The blue dots and shadowed area corresponds to the average and standard de-
viation of the di�erences for 100 samples of 1000 randomly chosen users. Po-
litical accounts tend to exhibit higher probabilities of having high e�ciencies
and lower probabilities of having low e�ciencies.
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composition of such elite varies depending on the main subject of the conversation
and on the interaction medium [Bor+15]. As we have shown in the previous sec-
tion, politicians are among the most e�cient users, implying that they hold a high
in�uence. Given the relevance of this group of users, in this section we will study
the communication dynamics among them. To this end, we have retrieved lists of
user accounts associated to each party following the process described in Section
3.2.

In order to analyze the communication among politicians, we have computed
the subgraphs induced by the user accounts associated to political parties. Then,
we have grouped nodes belonging to the same party in supernodes, obtaining a C-
network6. The resulting supernodes correspond to groups of users and the weights
of the links among those supernodes are the sum of the weights of all the links
that join a user from one group with a user of another in the original network.
The resulting colored adjacency matrices7 are displayed in Figure 3.10, where the
numbers are the weights of the links; that is, the total number of times that users of
a party in a row have mentioned (retweeted) a user of another party in a column.
The color is related to the proportion of mentions (retweets) from party i to party
j relative to the total number of mentions (retweets) by party i, such that ifAij is
an element of the adjacency matrix, the color of the cell would be proportional to
cij =

Aij∑
jAij

.
As we can see, in line with previous works [Bor+12b; Yaq+17], there is a complete

lack of communication between accounts of di�erent parties. The diagonal of the
adjacency matrix (the self-links) holds the heaviest weights by more than two orders
of magnitude. For the retweet networks, there are almost no links at all between
di�erent parties. Taking into account that retweeting a message normally implies
an endorsement of the ideas of the original poster, this is not surprising. In the case
of the mention networks, there are more message exchanges than in the retweet
network, although they also account for a small fraction of the total.

We have included the party IU in this analysis to study the e�ect of the agree-
ment between them and Podemos to form a coalition (UP) in the 2016 election.
The results displayed in Figure 3.10 show that, although both parties were already
interacting in 2015, they exchanged much more messages in 2016.

We have also computed the evolution of the assortative mixing [New03] by
political a�liation using two di�erent partitions of the nodes. In the �rst parti-
tion we assign each node to its own party such that we have �ve groups of nodes
corresponding to PP, PSOE, Cs, Podemos and IU. This is the partition by party.
In the second partition, we assign the nodes belonging to IU and Podemos to the
same group, leaving the rest of the nodes in their own parties. Hence, we have four
groups that correspond to PP, PSOE, Cs and UP = (Podemos+IU). We have called
this second partition, the partition by coalition.

The assortative mixing is a metric used to test if the links of a network prefer-
entially join nodes of the same kind, nodes of di�erent kinds or the connections
are random. In our case, the di�erent kinds would be the di�erent parties in one
case and the coalitions in the other. In order to compute the assortative mixing,
the nodes are classi�ed in groups and the proportions eij of strength (that is, the

6 A C-network is built by partitioning the nodes of a network in disjoint sets and aggregating the nodes
of each set in a supernode, such that the weight of the link between two supernodes is the aggregate
weight of the links between the individual nodes of the two corresponding sets.

7 We de�ne each elementAij of the adjacency matrixA of a network as the weight of the link i→ j.
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Figure 3.10: Adjacency matrices of C-networks where each supernode is the aggregation of
political accounts belonging to a given party. Left panels correspond to men-
tion networks and right panels to retweet networks. Top panels correspond
to results of 2015 and bottom panels to results of 2016. Color is related to
the proportion of mentions (retweets) directed from party i (row) to party j
(column) by the following formula: cij =

Aij∑
jAij

.

total weights of the links) from group i to group j are computed. In our case, since
we already have aggregated the nodes by party in the C-networks, we can use the
elements of the adjacency matrixAij of such C-networks to determine eij:

eij =
Aij∑
ijAij

(3.6)

Then, ai =
∑
j eij is the proportion of links with an origin node of type i and

bj =
∑
i eij the proportion of links with a target node of type j. If we ignore the

network structure, the probability of �nding a link with origin node of type i and
target node of type jwould be ai × bj. Taking that into account, the assortative
mixing of a network is de�ned as follows:

rm =

∑
i eii −

∑
i aibi

1−
∑
i aibi

(3.7)
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This metric takes the value rm = 1 for a perfectly assortative network, rm = 0

for a random network and rminm = −
∑
i aibi

1−
∑
i aibi

for a perfectly dissassortative
one.

In Figure 3.11 we have plotted the temporal evolution of the assortative mixing
by party and coalition. As we can see, the assortative mixing by party and coalition
remains very high for mentions and retweets. The retweet network is however the
most assortative, reaching values extremely close to 1.0.

Figure 3.11: Daily evolution of the assortative mixing by party and coalition for the men-
tion (@) and retweet (RT) networks in 2015 (top) and 2016 (bottom) electoral
campaigns.

The drop in assortativity the day after the elections means that politicians of
di�erent parties interacted more with each other that day than during the campaign.
This seems to be caused partially by some exchange of messages commenting the
consequences of the results of the elections. There are tweets containing criticism to
adversaries, congratulation messages to related parties and tweets trying to convince
or push potential allies to form coalitions. Notice however that this decrease, al-
though signi�cant, is not large: the value reached in 2015 is around 0,87 and in 2016
is 0,89. Summarizing, we attribute the decrease both to the drop in the number of
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posted messages the day after the elections, which makes the data noisier, and to
the increase of message exchange between parties.

The most remarkable feature of these time series is the di�erence between the
elections of 2015 and 2016. In the latter, the parties IU and Podemos formed a
coalition, fact that is re�ected here in the following way: whereas in 2015 coalition
and party assortativities are almost equal, in 2016 the coalition assortativity is clearly
higher for both networks. This means that the communication between users from
Podemos and IU is high enough to lower the general assortativity.

In order to assess the relevance of this e�ect, we have performed a paired t-test
on the assortativities time series coupling each assortativity from 2015 with its
counterpart of 2016. The null hypothesis is that the assortative mixing values for
both elections have the same expected values. The results presented in table 3.7
imply, for a statistical con�dence of 99%, a clear rejection of the null hypothesis
for the parties time series while in the case of the coalitions time series the null
hypothesis can not be rejected.

p-value parties coalitions

Mentions 0.0029 0.9

Retweets 0.0001 0.3

Table 3.7: P-values of the paired t-test performed in the assortative mixing time series of
parties and coalitions. The test has been carried out by taking each time series of
2015 and coupling it with its counterpart of 2016.

3.6 discussion

In this chapter our main goal was to perform a comparative analysis of the user
behavior in Twitter in two consecutive electoral campaigns. To this end, we have
analyzed the temporal evolution of user activity and interaction networks corre-
sponding to two Twitter datasets retrieved during the Spanish electoral campaigns
of 2015 and 2016. Although the individual activity and the political actors may
change, we have shown evidence of recurrent activity patterns.

In particular, the activity time series for both elections exhibit a strong correlation
and, by studying the distribution of user activity, we have found that in both
elections its exponent �uctuates in the same tight interval. The value of the exponent
obtained in a previous work [Bor+12b] also lies within this interval. We have also
shown that the daily rate of tweets, retweets and mentions follow a power law
with respect to the number of unique users that participated in the conversation
each day. This phenomenon may be understood in terms of the densification power
law theory by Leskovec et al. [LKF05]. Both dynamical patterns discussed here
(the correlation of the time series and the densi�cation power law) may be general
properties of Twitter (or of SNS) and deserve further exploration.

We have assessed the consistency of the topology of the mentions and retweets
networks from one election to the other by computing the degree distribution and
the degree correlations of the aggregated networks. The variation of the exponent of
the degree distributions from one electoral period to the other is of 1% at most, and
the degree correlations change less than 10%. The values of these properties are also
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comparable to the results obtained in a previous work for similar political context
[Bor+12b]. This indicates that the underlying interaction dynamics are robust in
the face of a change in social context. However, the analysis of the daily evolution
of the degree assortativity of the networks has enabled us to detect �uctuations that
seem to be caused by disruptive events, both exogenous and endogenous, that have
a relevant impact on the political conversation.

By computing the distribution of e�ciency for average users and the accounts
associated to each party, we have shown that its functional form is not dependent
on the chosen group of users nor in the particular electoral period under study.
This adds further evidence of the universality of the e�ciency patterns presented
in Chapter 2. We have also computed the di�erences between average users and
politicians and found that, as one may expect, politicians tend to present higher
e�ciencies.

The analysis of the mention and retweet C-networks induced by political ac-
counts shows a lack of debate among di�erent political parties, corroborating the
existing literature [Bor+12b; Yaq+17]. However, we have detected an intensi�cation
of the interactions between parties after the formation of a coalition.

To conclude, in addition to the regularities in behavioral patterns that we have
found by comparing two similar political contexts, several results are consistent
with a previous study of the 2011 Spanish elections [Bor+12b], suggesting that
there exist collective behaviors that are robust in the face of social change. Once
these baselines have been established, we can look for �uctuations and irregularities
that indicate signi�cant changes in the social landscape.





4S ENT IMENT ANALYS I S IN POLAR IZED CONTEXTS :
S EM I -AUTOMAT IC CONSTRUCT ION OF TRA IN ING
SETS

Over fifty of the T-14 android as he recalled
had made their way by one means or another to Earth,

and had not been detected for a period in some cases up to an entire year.
But then the Voigt Empathy Test had been devised by the Pavlov Institute [...]

And no T-14 android [...] had managed to pass that particular test.

— Phillip K. Dick - Do Androids Dream of Electric Sheep?

Social polarization is usually de�ned as [Gue+13; Ise86; Sun02]:

"The social process whereby a social or political group is divided
into two opposing sub-groups having con�icting and contrasting po-
sitions, goals and viewpoints, with few individuals remaining neutral
or holding an intermediate position."

Therefore, the study of social polarization requires information about opin-
ion. Historically, the most widely used method for estimating the population’s
opinion has been opinion polls. With the adoption of social media as a means of
public debate, the contents that users publish online started to be analyzed with
Natural Language Processing (NLP) techniques to extract their opinions [O’C+10;
Rob+19], giving rise to the discipline of sentiment analysis [Poz+17; Ant+13].

Supervised machine learning classi�cation is one of the most relevant and widely
used techniques for sentiment analysis [MHK14]. This methodology is based on
training a classi�cation algorithm with text samples that have been previously la-
beled as positive or negative (or neutral in some cases). The classi�cation algorithm
can then be fed with new text samples, which are assigned a positive or a negative
sentiment.

Although this approach usually o�ers very good results [YC17; WM12], it su�ers
from one burden: the training set of pre-labeled samples need, in most cases, to be
built by hand. This implies that a group of human annotators need to work on a set
of text samples to assign them a sentiment. Hence, the size of the training set will
be limited by the time and work that the human annotators are willing to invest in
this task. Moreover, it has been shown that the inter-annotator agreement is usually
around 80% [BS17].

In order to address the issues discussed above, some e�orts have been directed to
automatize the construction of training sets [KS20]. In this chapter, we contribute
to these e�orts by developing a technique to build and label a training set of tweets
published in a polarized context in a semi-automatic way [MGLB20a; MLB18].

4.1 building training sets automatically

Inspired by the works of Read [Rea05] and Go et al. [GHB09], Pak et al. [PP10]
developed one the �rst approaches to tackle the problem of automatizing the re-
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trieval and labeling of text samples from Twitter. They proposed to build a training
dataset by retrieving messages with happy emoticons and sad emoticons. They
also downloaded objective tweets from user accounts belonging to newspapers and
magazines.

Another methodology was considered by Vania, Wicaksono and their coworkers
in two complementary works [VIA14; Wic+14]. They employ a lexicon-based tech-
nique to expand a seed dataset in order to obtain an automatically labeled training
set. In the �rst paper [VIA14] Vania et al. propose to build a seed lexicon by trans-
lating an existing one developed for the English language and expand the translated
seed lexicon by looking for di�erent grammatical patterns related to sentiment and
by analyzing co-occurrence of words. Starting from this lexicon, Wicaksono et al.
[Wic+14] build a seed labeled dataset by performing a sentiment assignment based
in counting the number of positive and negative terms from the lexicon that appear
in each document and assigning them the sentiment associated to the majority
of the terms. Then, they iteratively train and test a Naive Bayes classi�er in unla-
beled text samples through the Expectation-Maximization framework and build
the training set choosing documents with high probability of belonging either to
the positive or the negative class according to the classi�er.

In this chapter, we propose a methodology to automatically build a training set
in any system that presents a high polarization among the actors. More speci�cally,
in order to apply our methodology to a given system, the requirement is that there
exist well de�ned confronted groups (or poles). Although this could seem like
a very limiting condition, it should be noticed that in very recent times several
social contexts have emerged that show behaviors compatible with this requirement
and have attracted considerable attention [Oli+19; Hür+16; BM19; DVB18; GS17;
Yaq+17]. For example, dichotomous electoral processes such as Brexit [HLT18;
DV+17; Bau+20], the Catalan independence issue in Spain [AB+19; MC16; BRT17;
Ser13] or the 2016 USA presidential election [Gro+19].

In order to assign a sentiment to a tweet we take into account who is the author
of the tweet and check if a list of terms or keywords appear in it. Our working
assumption is that, in a polarized context, tweets sent by users associated to a
given pole will be positive if they mention terms (names, slogans, other users, etc.)
associated to the same pole and negative if they mention terms of any other pole (we
consider the possibility of a multipolar system). We have tested this methodology
in two di�erent contexts that typically exhibit a high polarization among the users:
an important football match and a political campaign.

The polarized (or even polarizing) character of a conversation about a relevant
football match is a well known fact that has been studied in the context of Twitter
[Pac+15; LW14]. We have considered tweets extracted from a conversation around
a football match held on 23 December 2017 [Par] between the two top-teams
[Wik18b] of the Spanish football league: Real Madrid Club de Fútbol and Barcelona
Fútbol Club. The poles of this system would be the supporters of each team.

With respect to the polarization associated to political contexts, there is abundant
literature centered around the study of this phenomenon in social media. See for
example [Con+11], where they reference several works providing empirical evidence
about how politically active web users tend to organize into insular, homogeneous
communities segregated along partisan lines [AG05; HGK08]. Analogous results
have been obtained in [Con+12; Mor+15]. We have used the same dataset of Chapter
3: tweets associated to the conversation around the Spanish general elections of 2015
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and the repetition of the elections in 2016. In the context of political campaigning,
the poles in which the users are organized correspond to the di�erent political
parties.

Notice that, although this work is focused on Twitter conversations in Spanish,
there is no limitation to apply this technique to di�erent languages. Hence, it may
be useful for researchers that need to tackle under-resourced languages.

A training set built following this methodology may su�er from some bias: the
proportion of positive to negative messages posted by the user sets de�ned as the
poles may not be the same as the corresponding proportion for the bulk of users.
Accordingly, we also discuss the situation in which the dataset used to train and
test an algorithm and the dataset in which it is applied have di�erent base rates of
positive and negative samples. This discussion also holds importance beyond this
particular application.

In order to test our methodology, we build training and test sets by combining
reference datasets [C+́16] composed of manually labeled samples with the automat-
ically labeled dataset obtained by the application of our approach to the previously
mentioned Twitter conversations. We then train and test a sentiment classi�cation
model proposed in [WM12] in di�erent combination of datasets and check if the
quality of the classi�cation is comparable for our automatically built training set
and for the manually labeled datasets.

4.2 method to build and apply the training set

In this section we describe the methodology we have used to build the training
sets, from the retrieval of the data to the text processing, and the reference datasets
considered. This process is summarized in the diagram shown in Figure 4.1.

4.2.1 The Twitter datasets

Detailed information about the Twitter datasets used in this chapter, including
the keywords used to �lter the tweets and the number of tweets obtained, can be
found in Appendix B.1. In Figure 4.2 the word clouds of the most frequent terms
are shown.

4.2.1.1 Datasets of the 2015 and 2016 elections

As mentioned above, these datasets are made up of tweeets retrieved during the
elections held in Spain on December 2015 and June 2016. We have selected tweets
published during a period that spans from 1 November 2015 to 19 December 2015
and from 1 April 2016 to 25 June 2016. Both periods span just until the day before
the election. The reason to avoid tweets posted in the election day or at any time
after that is that once the campaign is �nished there is some exchange of cordial
messages between the politicians. Given the nature of our methodology, this would
introduce noise in our automatically built training set. We have also used the lists
of political twitter users described in Section 3.2.
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Figure 4.1: Diagram that shows the process adopted to retrieve tweets associated to the
conversations around the Spanish elections and the football match. The sub-
sequent �ltering to extract the training set for sentiment analysis and the text
processing to standardize and tokenize it is also shown.

Figure 4.2: Word clouds for the most used terms in each of the datasets: 2015 Spanish elec-
tions (left), 2016 Spanish elections (middle) and football match (right). The
size is proportional to the frequency of each hashtag.
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4.2.1.2 Dataset of the football match

The tweets corresponding to the conversation around the Madrid-Barcelona match
span from 22 December 2017 at 5 AM to 23 December at 13 PM (local time of
Spain - UTC+1), which coincides with the time the match started. We �ltered
out tweets published after the beginning of the match because the supporters of
the losing team (in this case, Real Madrid), could potentially post negative tweets
against their own team, rendering our working hypothesis useless.

We have compiled lists of accounts that follow either engaged users or o�cial
accounts of sports fan clubs with a strong association to Real Madrid or Barcelona.
Speci�cally, we have retrieved 202074 users that support Real Madrid and 183874
users that support Barcelona by looking at the followers of these accounts:

• Accounts supporting Real Madrid: aficion_Rmadrid, FondoSur_1980, GradaFan-
sRMCF, RealMadrid_GO

• Accounts supporting Barcelona: madridblaugrana, Culedeleon, MDPilar6,
PENYA_B_MADRID, UNIVERSO_1899

We have also �ltered out those users that followed at least one account associated
to each of the teams, which amounted to 0.6% of the total.

4.2.2 Reference datasets

In order to perform tests on our automatically built dataset, we have used two
manually labeled datasets provided by the TASS organization (Spanish acronym for
Workshop on Semantic Analysis at SEPLN-Spanish Society for Natural Language
Processing).

4.2.2.1 General dataset: TASS

The �rst one, which we have called TASS, is composed of 67395 tweets (24905
positive, 17829 negative and 24661 neutral) written in Spanish by 150well-known
personalities and celebrities of the world of politics, economy, communication,
mass media and culture. It was built between November 2011 and March 2012.

4.2.2.2 Politics dataset: STOMPOL

The second, which is called STOMPOL (corpus of Spanish Tweets for Opinion
Mining at aspect level about POLitics), contains 1220 political tweets (291 positive,
666 negative and 263 neutral) related to political aspects that appeared in the
Spanish political campaign of regional and local elections that were held on 2015.
These tweets were gathered from 23rd to the 24th of April 2015 [C+́16].

4.2.2.3 Football dataset: TASSf

The tweets contained in the TASS corpus also have labels according to the main
topics of each message. We have exploited this feature to extract 534 positive and
152 negative tweets associated to football. We have called this selection of tweets
TASSf.
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4.2.3 Construction of the training set

In order to build a training set for sentiment classi�cation of tweets, we normally
would need to manually label an enormous quantity of messages or rely in the
applicability of a third party corpus to our system. In order to avoid that, we have
adopted some criteria to retrieve tweets whose sentiment can be easily inferred.
These criteria are based on the following assumption: In a polarized context, users
associated to a given pole will speak positively of their own pole and negatively
of any other pole. In Figure 4.3 we illustrate this rationale for the case of political
polarization. The precise criteria for the assignment of sentiment must be adapted
to the speci�c system under study.

BluePolitician

@blue_candidate is awesome!

2 hours ago

Tweet

BluePolitician

@yellow_candidate proposes 
awful policies.

2 hours ago

Tweet

Figure 4.3: Diagram that illustrates the idea that in a polarized context, members of a pole
will post positive messages about other partners of their own pole and negative
messages about members of di�erent poles.

Consequently, in the case of the elections, we have selected tweets sent by users
appearing in twitter lists associated to several political parties and that include
mentions to accounts belonging either to users of their own party or to users of
di�erent parties. Among these users we �nd politicians, organizations a�ne to
speci�c parties, some sympathizers, etc. From these tweets we �lter out retweets and
keep only original tweets; otherwise we would end up with a degenerate dataset.
We assign a sentiment to each message depending on who posts the message and
who is mentioned in the tweet:

• Positive tweets: Those that include mentions only to accounts of the same
party as the posting user.

• Negative tweets: Those that contain mentions to accounts of di�erent parties
and that do not contain mentions to accounts of the same party. They may
include mentions to other accounts.

By adopting these criteria we obtained 18902 positive tweets and 567 negative
tweets. The scarcity of negative tweets is due to the lack of communication between
di�erent parties, which is a recurrent property of electoral contexts that we already
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discussed in Chapter 3 [MGLB18; Bor+12b; Bor+15]. We have called this dataset
Spanish Polarized Tweets of the General Elections (SPTGE).

With respect to the football match, we have selected tweets sent by users that
follow accounts belonging either to engaged users or to sports fan clubs with a
strong association to one of the teams. From these tweets, we have extracted those
that contain keywords linked to one of the two teams. These keywords are the
names and Twitter accounts of the players and the coaches that participated in the
match and the names and some nicknames of the teams ( culés for Barcelona and
merengues for Real Madrid for example). Some of the keywords associated to Real
Madrid are Real Madrid, Ronaldo, Zidane, etc. In the case of Barcelona, some
examples of keywords are Barcelona, Messi, Valverde, etc. The criteria to assign a
sentiment to a tweet are the following:

• Positive tweets: Those that include keywords associated only to the same
team as the posting user.

• Negative tweets: Those that include keywords associated only to the rival
team.

By adopting these criteria we obtained 1729 positive tweets and 273 negative
tweets. We have called this dataset Spanish Polarized Tweets of a Football Match
(SPTFM).

4.2.4 Sentiment classification algorithm

After the retrieval of the data, we have preprocessed and standardized the text in
the following ways:

• The whole text has been converted to lower case.

• The metadata of the tweet have been used to identify mentions, media and
urls and replace them with the 11mention11, 11media11 and 11url11 labels
respectively. If a url is present in the text of the tweet but not in the metadata,
it is replaced also with 11url11.

• The terms associated to any pole have also been substituted by 11mention11.
For example, Rajoy or Pedro Sánchez in the case of the elections dataset and
Zidane or Valverde in the case of the football dataset.

• In order to standardize the most used cheers used by Real Madrid and
Barcelona fans, hala madrid and visca barça respectively, we have replaced
them by 11exclamation11.

• The words of the text have been lemmatized with a dictionary for Spanish
lemmatization [Ats+06].

• The text has been then tokenized by splitting it with the following regular
expression:

[#¿\?¡!\.,;:\[\]\"\s“”-]+

Any character that matches the regular expression is a splitting point.



64 sentiment analysis in polarized contexts

• The split text has been then converted to a bag of unigrams and bigrams.

We have adopted the classi�cation algorithm proposed in [WM12]. In that work,
Wang et al. propose to train a multinomial naive Bayes (MNB) classi�er and use its
log-count ratios as feature vectors for a discriminative classi�er such as a support
vector machine (SVM) or a logistic regression (LR) classi�er. Let us brie�y describe
their method.

Let f(i) ∈ R|F| be the feature count vector for training case iwith label y(i) ∈
{−1, 1}. F is the set of features (unigrams and bigrams in our case) and f

(i)
j rep-

resents the number of occurrences of feature Fj in training case i. Let us de�ne
the count vectors as p = α+

∑
i:y(i)=1 f

(i) and q = α+
∑
i:y(i)=−1 f

(i) for
smoothing parameter α, which we have chosen to be α = 1. The log-count ratio
is:

r = log
(
p/||p||1
q/||q||1

)
. (4.1)

Let x(k) be the feature vector that represents text sample (k). In order to build
an MNB feature vector, we need �rst to obtain the feature count vector f(k) and
binarize it: f̂(k) = 1{f(k) > 0} where 1 is the indicator function. The MNB
feature vector can then be computed as x(k) = r ◦ f̂(k), where ◦ is the element-
wise product.

The obtained MNB feature vectors x(k) are used then as input for a discrimi-
native classi�er. In our case, we have opted for a logistic regression (LR) classi�er
cross validating theC parameter and calibrated using sigmoid calibration [Ped+11;
NMC05].

4.2.5 Choosing a classification threshold for unknown base rates

A classi�cation problem consists in assigning a label, out of a �xed set of classes, to
a particular entity, which is characterized by a vector of features. Given the entity
to be classi�ed, machine learning algorithms usually work by assigning a score to
each possible label, choosing the one with the highest score.

If the problem only has two possible classes (binary classi�cation), one may
proceed as follows: for each entity to be classi�ed, subtract the score for class 2 from
the score of class 1. If the result is above 0, the entity is assigned to class 1, otherwise
it is assigned to class 2. This approach enables us to chose a di�erent classi�cation
threshold. If we push it above 0, it will be more probable for samples to be classi�ed
as class 2 than as class 1, and vice versa.

A common approach to choose a classi�cation threshold is to plot the precision-
recall curve and decide which point of the curve (which corresponds to a speci�c
threshold) is best suited for a given application. However, in some situations (as
is our case), the training samples may have not been randomly sampled from the
population. Hence, the base rates of members of each class may not be the same in
the training and test sets as in the data where the algorithm is intended to be used
(let us call it the application set). In this case, the precision is not very informative,
as it depends heavily on the base rates. The recall however can be trusted, since its
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consistency is guaranteed as long as the new samples that are fed to the algorithm
are similar to the samples of the training set. Let us express this formally.

Given a binary classi�cation task with a number of positive samples P = TP +
FN, a number of negative samplesN = TN + FP and an outcome of TN true
negatives, TP true positives, FN false negatives and FP false positives, the precision
p and the recall r are de�ned as follows:

p =
TP

TP + FP
; r =

TP

TP + FN
=
TP

P
. (4.2)

In Figure 4.4 we present an intuitive visualization of a confusion matrix with its
corresponding TN, TP, FN and FP quantities.
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Figure 4.4: Visualization of a confusion matrix in a binary classi�cation task. This �gure
is a modi�ed version of [Wal].

In equation (4.2) we see that the recall do not depend on the proportion of
positives to negatives. It only informs about the fraction of correctly classi�ed
positives out of the total number of positives. Let us now express the precision in
the following way:

p =
rP

N(1− s) + rP
=

1
N
P
1−s
r + 1

, (4.3)

where s = TN
N is the speci�city or true negative rate.

Thus, p depends on theN/P ratio and on a function of both r and s. Since
both quantities are positive, for a �xedN/P, if we wanted to improve our precision,
we would need to minimize 1−sr ; or, conversely, maximize r

1−s . This metric is the
positive likelihood ratio (LR+), and is insensitive to the positive to negative samples
ratio. The reason is that, for a given classi�er, if P (N) is increased or decreased,
TP (TN) will increase or decrease in the same proportion, leaving r (s) constant.
Consequently, we could use LR+ as an alternative measure for the precision.
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If we plot p as a function of LR+ for di�erent base rates; that is, di�erent pro-
portions of positive samples P,

p =
1

1−P
P

1
LR+

+ 1
, (4.4)

we have the situation shown in Figure 4.5. As we can see, when the proportion
of positive samples P is too small, there is no way to achieve a high precision, even if
the likelihood ratio is very good. This is a very inconvenient result: independently
of how good our classi�er is, if the entities of the class we aim to detect are scarce,
we have no way to ensure that the identi�ed samples actually belong to that given
class.
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Figure 4.5: Dependence of the precision pwith respect to the proportion of positive sam-
ples P and the positive likelihood ratio LR+. Although LR+ is not bounded,
the empirical results suggest that it is reasonable to expect that a classi�er will
not exceed a value of LR+ = 20.

Summing up, when choosing a threshold for a classi�cation task, we usually
focus on balancing out the precision and recall of one of the classes. If the base rates
of the dataset to be classi�ed are unknown, the precision (computed with the test
set) may not be informative. The likelihood ratio of the chosen class could be used
instead.

A further step can be taken if we do not want to give up on using the precision:
a sample of the application dataset can be extracted and the base rates can be com-
puted by counting their occurence by hand. In the case of tweets, this is not a very
di�cult task, since a lot of messages can be read in a relatively short time. Once
the base rates are estimated, they can be plugged in equation (4.3) toghether with
the recall and speci�city calculated for the test set and obtain an approximated
precision.

An alternative and potentially easier way would be to compute the corrected pre-
cisionp∗ for the application dataset directly from the original precisionp computed
for the test set and theN/P ratios of each dataset. To do this, we should take into
account that LR+ is the same for both datasets. Then, if we de�ne R∗ = N∗/P∗
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as the negative to positive samples ratio for the application set and R as the corre-
sponding ratio for the test set, the corrected precision is:

p∗ =
1

R∗

R

(
1
p − 1

)
+ 1

. (4.5)

Then, a cross validation of the classi�er can be performed such that a con�dence
interval∆p for the precision is obtained. Additionally, the uncertainty∆R∗ can
be easily inferred by bootstrapping or by computation of binomial proportion
con�dence intervals [Wal13]. With this information, an estimation of the con�dence
interval for p∗ can be computed straight forward by error propagation:

∆p∗ ≈
(
p∗

p

)2
R∗

R
∆p+

p∗2

R

(
1

p
− 1

)
∆R . (4.6)

To conclude, with equation (4.5) we have a way to estimate the corrected preci-
sion of a classi�er trained and tested in a dataset whose base rates are biased with
respect to the dataset where we intend to apply it. Equation (4.6) provides us with
the means to determine the con�dence interval of such corrected precision.

4.3 testing the training set

In order to test the proposed methodology to automatically build a training set for
supervised sentiment analysis in a polarized context, we have compared our datasets
with the two manually labeled datasets described in Section 4.2.2: a dataset of
tweets covering several topics which we call TASS and a dataset containing political
tweets called STOMPOL. We have also extracted those tweets with football-related
content from the TASS corpus and built the TASSf dataset. These corpora have
been described in Section 4.2.1.

When tweets are examined in a political context, sentiment analysis is usually
used to verify if a text sample supports or criticizes a given politician or political
party that is mentioned in the sample. The interpretation of a message classi�ed as
positive or negative is clear; however, a neutral message in a political context can not
be considered to be in the middle point between a criticism and a praise. In these
cases, neutral messages usually hold information about events like debates, meetings
or rallies. Consequently, if posted by a common user, these kind of messages can
be treated as positive, since that user is spreading information that can potentially
bene�t the political party mentioned in the message. Hence, for the elections dataset,
we combine neutral and positive messages in the same class. In the case of the football
dataset, we have kept only positive and negative tweets.

To perform the comparison between the di�erent datasets, we have carried out a
kind of cross validation of our datasets (SPTGE and SPTFM) by using the comple-
mentary datasets mentioned above. In order to do that, we have iterated over the
following procedure:

1. Choose a given dataset (SPTGE, STOMPOL or TASS for the political con-
text and SPTFM or TASSf for the football match) or a combination of several
datasets.
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2. Split the dataset in train/test applying strati�ed K-fold with K=3: use 1/3 of
the samples for test and maintain the proportion of negative and positive
samples in the train and test sets.

3. Train the classi�er described in Section 4.2.4 and test it in the corresponding
sets, computing the area under the receiver-operating characteristic curve
(ROC) [Spa89; Bra97] to check the quality of the classi�cation (see Appendix
H for an explanation of the ROC).

4. If a combination of datasets has been chosen, compute the area under the
ROC individually for the test samples corresponding to each individual
dataset.

5. Test the classi�er on the remaining individual datasets which have not been
used to train the classi�er.

6. Repeat steps 2-5 for each of the three possible train/test splits and obtain
average values and standard deviations for the area under the ROC.

7. Repeat steps 1-6 for every possible choice of datasets (single and combina-
tion).

The resulting average values of areas under the ROC of these tests for the political
context are presented in Table 4.1. The uncertainty corresponds to one standard
deviation (1σ).

As one would expect, when we train only in one corpus, the best test result
corresponds to the samples obtained from the same dataset. It is so because, even
if they have not been seen by the algorithm, they are more similar to the training
samples.

Another relevant characteristic of the individual datasets that boosts their ROC
is their size. The best classi�cation is the obtained with TASS (67395 tweets),
followed by SPTGE (19469 tweets) and STOMPOL (1220 tweets).

When we train the classi�er in a given dataset and test it in a di�erent one, the
obtained area under the ROC is lower. Nevertheless, we should take into account
that sentiment prediction models are known to be sensitive to the domain [C+́16].
This is relevant because, in one hand, every dataset was compiled in a di�erent
context. In the other hand, STOMPOL and SPTGE contain only political tweets,
while TASS is general (and includes political tweets). With these facts in mind, the
results of the tests are satisfactory.

One of the most relevant testings that we have performed to assess the correctness
of our method is the combination of several datasets in a single training set followed
by a testing performed in each of the individual sets of such combination. This
analysis is based upon the idea that, if the SPTGE dataset is meaningful, when we
combine it with other similar datasets, the classi�cation should yield comparable
results as the classi�cation carried out with the individual datasets.

As we can appreciate in the bottom four rows of Table 4.1, the quality of the
classi�cation when the algorithm is trained in a combination of datasets is compa-
rable to the results obtained for individual training. Moreover, the quality of the
classi�cation slightly improves for SPTGE when it is combined with STOMPOL.

When the classi�er is trained in the SPTGE dataset (or a combination of SPTGE
and STOMPOL) and tested in the TASS dataset, the area under the ROC takes
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train ↓ / test→ sptge stompol tass combination

sptge 0.823± 0.013 0.640± 0.008 0.50± 0.03 -
stompol 0.631± 0.010 0.77± 0.02 0.650± 0.004 -
tass 0, 6534± 0.0015 0.673± 0.012 0.908± 0.002 -
stompol + tass 0.665± 0.004 0.726± 0.013 0.907± 0.003 0.903± 0.004
sptge + tass 0.81± 0.02 0.680± 0.006 0.904± 0.002 0.908± 0.002
sptge + stompol 0.847± 0.008 0.73± 0.02 0.526± 0.008 0.899± 0.003
sptge + stompol + tass 0, 82± 0.02 0, 74± 0.03 0.9030± 0.0008 0.9046± 0.0008

Table 4.1: Average area under the receiver-operating characteristic curve (ROC) for a strati�ed 3-fold cross validation for the electoral context datasets. The model is trained in
a single dataset or a combination of them. Then it is tested in unseen samples of every corpus (including unseen samples from the corpus used as training set). The
Combination column corresponds to the area under the ROC for a test set composed of samples of the combination of corpora used as training set (in the case of a
single corpus it coincides with the value obtained for the corresponding test set of the same name). The uncertainty corresponds to 1σ.
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values as low as a random classi�er. However, as we discussed earlier, sentiment
classi�cation is known to be domain dependent and, while dataset TASS contains
samples of several topics, SPTGE and STOMPOL contain only political tweets.
Consequently, since the classi�er has not seen samples similar to many tweets that
can be found in TASS, the quality of the classi�cation can be expected to be low.

The higher quality of a classi�er trained in the STOMPOL dataset and tested in
TASS could imply that the text samples present in SPTGE are slightly more speci�c
than those of TASS (which is obvious) and STOMPOL. To add further evidence,
notice that the SPTGE dataset is also pretty well classi�ed by an algorithm trained
in TASS or STOMPOL.

Although a combination of SPTGE+TASS seems to achieve the best general
results when compared with other combination of datasets, notice that the obtained
area under the ROC is the same as for the TASS dataset trained individually. In
order to perform a correct comparison, we should also look at the area under the
ROC for the test samples of the individual datasets, which are high for every dataset
when the classi�er is trained in a combination of the three corpora. Consequently,
as we would expect, the algorithm generalizes best when trained with more samples
and in more diverse contexts.

With respect to the football dataset, the average values of areas under the ROC
of the tests are shown in Table 4.2. The uncertainty corresponds to one standard
deviation (1σ).

train ↓/ test→ sptfm tassf combination

sptfm 0, 756± 0, 013 0, 64± 0, 03 -
tassf 0, 628± 0, 010 0, 82± 0, 02 -
sptfm + tassf 0, 760± 0, 004 0, 80± 0, 05 0, 77± 0, 02

Table 4.2: Average area under the receiver-operating characteristic curve (ROC) for a strati-
�ed 3-fold cross validation for the football context datasets. The model is trained
in a single dataset or a combination of them. Then it is tested in unseen samples
of every corpus (including unseen samples from the corpus used as training set).
The Combination column corresponds to the area under the ROC for a test set
composed of samples of the combination of corpora used as training set (in the
case of a single corpus it coincides with the value obtained for the corresponding
test set of the same name). The uncertainty corresponds to 1σ.

The results that we have obtained with these datasets are analogous to those
obtained with the political context. When we use samples from one corpus to train
our classi�er, the best result is obtained for unseen samples of the same corpus. In
this case, however, TASSf, although smaller, yields a slightly better classi�cation
quality than SPTFM. The quality of the cross-classi�cations are comparable and
satisfactory.

If we look at the combination training set of SPTFM and TASSf, we see that the
results that we obtain when we test in the individual datasets are similar to those
achieved when training only in samples from each of them individually. Moreover,
consistently with the results obtained for the political context, the area under the
ROC for test samples taken from the combination is also high.
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As a general result, we can see that our datasets (SPTGE and SPTFM) o�er
comparable classi�cation quality when they are compared with manually labeled
datasets. This indicates that their samples and labeling are meaningful.

4.4 tuning the classification threshold

As we discussed in Section 4.2.5, we will �nd some issues if we train and test a
classi�er in a dataset whose samples are representative of the set we want to classify,
but which do not have the same base rates. In these cases, the classi�er could su�er
from a bias and tend to classify samples from one class as if they belong to another
one.

In principle, we could �x this by plotting the precision-recall curve for the class
we are interested in and choosing the classi�cation threshold that better suits our
needs. However, when the base rates of the test set are not the same as those of
the application set, the precision yields biased results. Fortunately, if we are able to
estimate the base rates of the application set, we can compute an approximation of
the true precision using equation (4.5).

We have tested this approach by combining all the considered datasets for each
of the two studied systems; that is, we have taken the combination of SPTGE +
TASS + STOMPOL (let us call itC1) on one hand and SPTFM + TASSf (C2) on
the other. Then, we have split the sets in a training+test set and reserved a certain
quantity of samples for a validation set.

In the case of the C1 dataset, the training+test sets are composed of 59491
positive samples and 9531 negative samples and the validation set is composed of
9531 positive samples and 9531 negative samples. Hence, the training+test set has
a positive to negative ratio of P/N = 6.24 and the validation set has a ratio of
P/N = 1

With respect to the C2 dataset, the training+test sets are composed of 2051
positive samples and 213 negative samples and the validation set is composed of
212 positive samples and 212 negative samples. Hence, the training+test set has
a positive to negative ratio of P/N = 9.67 and the validation set has a ratio of
P/N = 1.

We have then split the training+test set using a strati�ed 3-fold, such that the
test set contains 1/3 of the samples and maintains the P/N ratio. Next, we have
trained the classi�er on the training set and tested it both in the test set and in the
validation set. This step has been performed for the three possible partitions of the
train+test dataset. Finally, we have computed the precision-recall curve for the test
set and for the validation set. Additionally, we have computed the estimation of the
precision-recall curve for the validation set calculating the precision by applying
equation (4.5) to the results obtained with the test set and taking into account the
P/N ratios of the validation and test sets. This process has been performed 100
times, obtaining a total of 300 realizations when each of the 3-fold splits are taken
into account. Each time, the train+test/validation and the subsequent train/test
splits have been randomized.

In Figure 4.6 we have represented the average of the precision-recall curves for
the 300 realizations in theC1 = TASS + STOMPOL + SPTGE dataset (left panel)
and theC2 = SPTFM + TASSf dataset (right panel). The shadowed areas around
the curves correspond to an uncertainty of 1σ. As we can appreciate in Figure 4.6,
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the estimation of the precision once the base rates are taken into account is very
reliable. Consequently, we could train and test a classi�er in a dataset with biased
base rates with respect to the application set and still obtain a good estimation of the
precision-recall curve. This �nal step enables us to choose a classi�cation threshold
suited for our particular needs.
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Figure 4.6: Precision-recall curves for the test sets and the validation sets of the dataset
corresponding to C1 = TASS + STOMPOL + SPTGE (left panel) and C2 =
SPTFM + TASSf (right panel). The estimated precision curve applying equa-
tion (4.5) to the results for the test set and taking into account the base rates
is also shown. The curves have been computed averaging 300 realizations. The
shadowed areas correspond to 1σ.

As can be noticed in Figure 4.6, the precision for the test set is higher than for
the validation set, since the proportion P/N is higher for the former. However, if
we used the precision of the test set to choose a classi�cation threshold, we would
probably make a poor choice.

For example, in the case of theC1 dataset, if we looked for a compromise between
high recall r and high precision p, we could choose the threshold associated to
r ≈ 0.94 and p ≈ 0.94. But then, the real precision of the classi�er would be
p∗ ≈ 0.7.

In the case of theC2 dataset, the situation is even more dangerous due to the
higher P/N ratio in the train+test set. In this scenario, a threshold with a recall
of r ≈ 0.80 and a p ≈ 0.93 in the test set would yield a corrected precision of
p∗ ≈ 0.6 in the validation set, which may be an issue depending on the use case of
the classi�er. Notice, however, that the reverse situation is also possible: we may
get a better precision if the P/N ratio of the application set is higher than in the
train+test set.

It can also be appreciated that the football dataset exhibits a precision-recall curve
with larger deviations around the mean and a faster decay. The �rst characteristic is
due to the size of the dataset, which is composed only of a few hundred samples,
with respect to the several thousands of the political context dataset. This causes
large �uctuations in the quality of the classi�cation depending on which samples
are used to train and which to test. With respect to the second feature, it can also
partially be attributed to the size of the dataset (we have already discussed the
importance of a large dataset in order to achieve a high classi�cation quality), but
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another decisive factor is the P/N ratio of the train+test set, which is larger than
the one obtained in the political context. A higher P/N ratio in the train+test
set implies, for a �xed precision computed with the test set, a lower value of the
corrected precision.

4.5 discussion

In this chapter we have proposed a methodology to automatically build a training
set for supervised sentiment analysis with data retrieved from Twitter in polarized
contexts. Given the relevance of sentiment analysis for the research of online user
behavior, this has the potential for becoming a powerful tool. The reason is that it
enables researchers to build big training datasets with a fraction of the e�ort needed
for labeling text samples by hand.

In order to test the applicability of the datasets built this way, we have performed a
series of tests using a classi�cation algorithm based on a combination of a generative
model (multinomial naive Bayes) and a discriminative model (logistic regression).
For these tests we used two reference datasets provided by the Spanish Society for
Natural Language Processing (SEPLN).

The tests consisted in training the classi�er in one (or a combination) of the three
datasets. Then it was tested both in unseen samples extracted from the same dataset
as the one used for training and in the remaining datasets. Our �ndings show that
the labeled samples obtained by our method are meaningful and can be trusted to
be used as training set.

Complementarily, we have discussed how a classi�er trained and tested in a
dataset extracted from a given population but with biased base rates with respect
to that population can be handled to compute an unbiased value of the precision.
This discussion has enabled us to compute a corrected precision-recall curve that
can be used to choose a suitable classi�cation threshold. The developed formalism
holds importance beyond this particular application.

The proposed methodology can be applied to any situation in which partisan
behaviors emerge. Besides the examples provided in this work (political campaigns
and sports), other scenarios in which this methodology may �nd application are
those when di�erent companies compete to promote similar products (Samsung vs
Apple, Intel vs AMD, McDonalds vs Burger King, etc.).

Summing up, the proposed methodology to automatically build a training set
for supervised sentiment analysis in polarized contexts has been proven to produce
meaningful and well-labeled text samples. This technique complemented with
the computation of an unbiased precision-recall curve has the potential to enable
researchers to generate large and reliable training sets with a fraction of the e�ort
needed to label text samples by hand.

Our conclusion is that the methodology developed throughout this chapter is
a promising proof of concept. However, while the quality scores for our training
sets are comparable with those of manually labeled sets, sentiment classi�cation
models are still not very reliable when applied to Twitter data [RFN17]. Moreover,
although the biased positive/negative base rate has been addressed, the scarcity of
negative samples remains a problem, as the fewer the training samples the worse the
model. Besides, polarization is usually measured on an opinion distribution, and
sentiment analysis classi�cation models are developed only for binary or, at most,
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�ve-class problems. In the next chapter we develop an alternative methodology that
shifts the focus from the content of messages to the interactions between users and
delivers a continuous opinion distribution as output.



5MULT I POLAR OP IN ION INFERENCE AND
MEASUREMENTS

In a moment when passions were acutely excited by political events,
I sought, in order to distract myself, to establish analogies

between the principles of modern mechanics
and what was taking place in front of me.

— Lambert Adolphe Jacques Quetelet

The usual approach to measure polarization is de�ning a metric related to one
or several properties of a one-dimensional opinion distribution, like spread or bi-
modality [DEB96; Bra+16; BO19; Gue+20]. Nevertheless, a few works have studied
polarization from a multidimensional point of view, generalizing previous one-
dimensional measures [Bra+16] and expanding polarization into additional distinct
senses, like correlation [BG08]. After all, there are systems with more than two
confronted factions and the factions may dissent in more than one issue, so multiple
ideological axis are frequently required to fully understand the sociopolitical reality
[ML84; Les96; BM68; Mil68; Bod+19]. In this chapter, we present a methodologi-
cal framework to infer multidimensional opinions and a set of tools to characterize
the polarization patterns of multidimensional opinion distributions.

The most common methods to infer opinions from social media interactions
are the sentiment analysis techniques described in Chapter 4. These techniques
focus on the content of the interaction (the message), but the problem has also been
approached from another perspective that looks instead at the networks of social
links that are established through this interaction. Since this methodology does not
use content, it is able to generalize to any topic, domain and language [Gar+18].

The alternative approach is based in building interaction networks with data
from social networking sites. Two fundamentally di�erent families of methods
have been developed to extract polarization information from the networks. In
the �rst family polarization is measured directly from the topology of the net-
work by analyzing its modular structure (the communities) [Gar+18; Gue+13]. In
the second family a small set of nodes are selected as opinion seeds and the opin-
ion of the rest of the nodes is inferred through a learning mechanism [Cal+11;
Mor+15]. Polarization is then measured in the resulting opinion distribution. See
[Gar+18] for a neat comparison between the di�erent approaches. In this chapter
we take the one-dimensional opinion inference technique developed by Morales et
al. [Mor+15], which belongs to the second family of methodologies, and extend it
to multidimensional contexts.

We analyze the multidimensional opinion distribution by visualizing its one and
two-dimensional projections. The polarization patterns of the distribution are char-
acterized using the covariance matrix, which is the multidimensional generalization
of the variance, a measure often adopted as a one-dimensional measure of polariza-
tion [DEB96; BO19]. In particular, the trace of the matrix (the total variation) can
be interpreted as a measure of global polarization and the direction of maximum
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polarization in the opinion space can be identi�ed with the eigendecomposition of
the matrix.

Summarizing, our multipolar framework is composed of two main elements: an
opinion inference technique based on user interactions that yields a multidimen-
sional opinion distribution and a set of polarization measures that are applied to
that distribution.

5.1 opinion inference

The opinion inference technique developed in this thesis generalizes a bipolar
method [Mor+15] based in models of opinion dynamics. In this method, instead
of using the opinion model to explain how opinions are disseminated and adopted
[Say20; Bö+20], it is used as an inference tool: the model is applied to an empirical
network of user interactions and its outputs are the inferred opinions of the users.
Therefore, the opinion inference technique requires:

• A network of interactions, which is built using data from social networking
sites.

• A small set of nodes of the network (the elite) to be used as opinion seeds
divided in factions (identi�ed with contextual information) with di�erent
and extreme opinions about the topic under study.

• An iterative updating strategy or learning mechanism based on a model of
opinion dynamics to infer the opinions of the rest of the nodes (the listeners).

In principle, there are many potential candidates for the opinion model, but some
of them lack desirable properties for our application. In the classical Voter model
[CS73], for example, opinions are binary, while we are interested in obtaining a
continuous opinion distribution. The Axelrod model for culture dynamics [Axe97]
has the advantage of being multidimensional by design, but the coordinates of
the opinion vectors are categorical, so it also lacks real valued opinions. Another
promising candidate could be the Hegselmann-Krause [HK02; For+05; PLR06] or
De�uant-Weisbuch [Def+00] bounded confidence models, where multidimensional
real valued opinions can be easily introduced. However, in bounded confidence
models [Lor07] nodes only consider their peer’s opinions if they are closer than
a given con�dence threshold to their own opinion, but the retweet interactions
(which we use to build the interaction network) imply that the user doing the
retweet already trusts the retweeted user, so it can be assumed that any confidence
barrier between both agents has already been overcome. Furthermore, it is not
clear how the con�dence bound should be assigned to each agent in a real-world
application.

For the reasons stated above and for the sake of consistency with the previous
work, we maintain the same kind of linear model used by Morales’ et al. In this
model, each elite node is assigned a �xed opinion of +1 or −1 depending on the
option they support. Then, the DeGroot learning mechanism [DeG74] is used to
compute the opinion of the remaining nodes of the network (the listeners) as the
average of their neighbor’s opinions. This modi�ed version of the DeGroot model
(DeGroot did not include elite nodes with �xed opinions originally) was studied for
the �rst time from the perspective of opinion modeling by Friedkin and Johnsen
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[FJ99], who developed their FJ model as a generalization of the DeGroot [DeG74]
and French [Fre56; Har59] classical models. In a later paper a multidimensional
extension of the FJ model was proposed and thoroughly studied by Parsegov et al.
[Par+17], so we will draw on their results for our inference technique.

5.1.1 The multidimensional opinion model

In the FJ model a node’s opinion is not only in�uenced by its neighbors, but also
by the node’s own prejudices. The relative in�uence of the prejudices and the
neighbors’ opinions is controlled by a parameter of the model that can be di�erent
for every node.

To formalize the ideas laid out above, we consider a particular version of the FJ
model with only two kinds of nodes: stubborn nodes that only trust their prejudices
(elite) and nodes with no prejudices (listeners). Formally, letG be a directed and
weighted network with a set V of nodes, a set E of links and an adjacency matrixA
withAij the weight of the link i→ j. Let S ⊂ V be the set of opinion seeds or elite
nodes and L = V \ S, the set of listeners. Each elite node is assigned an opinion
vector~xs that will remain constant throughout the iterative learning process. We
call those extreme opinion vectors the opinion poles, and they will be de�ned below.
The listener nodes are initially assigned a neutral opinion vector ~xl = ~0 of the
corresponding dimension. The opinion of the listeners is inferred by iteratively
averaging the opinion of their neighbors, such that at each time step t the opinion
of a given listener~xi(t) is given by:

~xi(t) =

∑
jA
∗
ij~xj(t− 1)∑
jA
∗
ij

(5.1)

WithA∗ij the i, j element of a modi�ed adjacency matrix de�ned in such a way
that elite nodes do not change opinion throughout the learning process (their rows
are changed by vectors of 0s with a 1 in the diagonal, so we use the Kronecker delta
δij):

A∗ij =

Aij if i∈ L

δij if i∈ S
(5.2)

Notice that we adopt the convention that when node i is connected to node j
with a directed link from i to j, i is being in�uenced by j. This averaging process is
iterated until convergence, which is guaranteed (and the solution is unique) as long
as every listener is connected to at least one elite node through a directed path (see
Theorem 1 of [Par+17]).

If X(t) is the matrix whose rows are the opinion vectors of the listeners, such
that in a k-dimensional opinion space ~xi(t) = [Xi1(t), Xi2(t), . . . , Xik(t)],
we consider that X(t) has converged when ‖X(t) − X(t − 1)‖1 < tol, where
‖M‖1 =

∑
i,j |mij| is the entrywise 1-norm of the matrix M and we have set

tol = 10−6.
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5.1.2 Pole vectors and the opinion simplex

The cornerstone of our multipolar methodology is the de�nition of the elite opinion
vectors or poles. In their seminal paper, Morales et al. assigned a scalar value of
xs = +1 and xs = −1 to each of the two opposing elite subsets, placing the
poles at a symmetrical position around zero. To generalize this idea for a mutipolar
system, we look for an opinion space where the poles are placed at a �xed distance
from the neutral ideological position (say~0) and in a way that the distance between
any two poles is the same. A geometrical object that ful�lls these requirements is
the regular simplex1. For a system withn poles we build an (n− 1) regular simplex
and place the poles on its vertices. In particular, we have chosen a regular simplex
centered at the origin with the vertices at distance u = 1 from the origin. In Figure
5.1 we show the opinion spaces of dimension 1, 2 and 3. Notice that the distance
between poles is di�erent for opinion spaces of di�erent dimension (see table 5.1).

number of dimensions distance between poles

1 2

2
√
3

3
√
8/3

k
√
2(u2 + 1

k)

Table 5.1: Distance between poles for a regular simplex of di�erent dimensions with ver-
tices placed at distance u = 1 from its center.
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Figure 5.1: Diagram of the opinion spaces of dimension 1 (left), 2 (middle) and 3 (right).
While in 1D the poles can be intuitively labeled as against (−1) or in favor (+1)
of something, in higher dimensions they are labeled with numbers from 0 to
n−1wheren is the number of poles. The neutral point (the barycenter of the
simplex’s vertices) is marked with a black square.

The motivation for setting the same distance between poles is to adopt the
most neutral or uninformative con�guration, in the same spirit as the principle
of indi�erence [Key21]. In some contexts it may seem more appropriate to place
certain poles closer together; for example, in an election certain political parties
may be more ideologically aligned between each other than with the rest. However,
parties that share ideology also compete for the same electoral base, leading to even

1 A k-regular simplex is a generalization of the concept of equilateral triangle (which is a 2-regular
simplex) to k dimensions.
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greater antagonism between them. With our parsimonious approach, we impose
no a priori bias and infer the a�nity between poles from the opinion distribution
resulting from interactions between individuals.

Notice that the positions of the poles together with the updating mechanism
being a convex combination cause that if the support of an individual for a certain
pole grows, her support for the remaining poles decreases in the same proportion.
This can be easily seen by working in barycentric coordinates, where the pole/elite
vectors are the vectors of the standard basis ~ej = (0, . . . , 1, . . . , 0). Be aware
that the number of barycentric coordinates is always one more than the number of
Cartesian coordinates and the initial condition of the listeners (the neutral position)
in barycentric coordinates is:~xi(0) = (1/n, . . . , 1/n). The updating mechanism
of equation (5.1) can be written in matrix form as

X(t+ 1) =WX(t) (5.3)

WhereW is a matrix whose elements are the normalized rows of the modi�ed
adjacency matrix Wij =

A∗ij∑
jA
∗
ij

. Notice that both W and X(t = 0) are row
stochastic matrices2, and the product of two row stochastic matrices is row stochas-
tic itself. This means that the aggregate support of any listener to all the poles always
adds up to one, so if the support for one pole increases, the support for the rest of
the poles must decrease accordingly. This notion of opinion budget was proposed for
the �rst time by J. Lorenz [Lor08], who studied it from the perspective of opinion
dynamics using multidimensional bounded con�dence models.

In order to save memory, speed up the computation and simplify visualization,
we work with Cartesian coordinates instead of barycentric. To obtain the Cartesian
coordinates for our regular n− 1 simplex we have used the following properties:

A) For a regular simplex, the distance from its center~0 to each vertex~vp is the
same, and we �x it to 1:

|~vp| = 1 (5.4)

B) The angle subtended by any two vertices of a k-dimensional simplex through
its center is arccos(−1k ); therefore, for any two unit vertex vectors~vp and
~vq, we have that

~vp ·~vq =
−1

k
(5.5)

The pole vectors~v0,~v1, . . . ,~vn−1 are built by applying properties A) and B)
in the following way:

1. Set~v0 = (1, 0, . . . , 0).

2. To compute the �rst component of~v1, apply equation (5.5) to vertices 0
and 1, which gives us~v1 ·~v0 = −1

n−1 .

2 The entries of a row stochastic matrix are nonnegative real numbers and each row sums up to 1.
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3. Set all the remaining elements of~v1 to 0 except one.

4. Compute the only remaining unknown element of~v1 using equation (5.4).

5. Compute the �rst two elements of~v2 with equation (5.5), which gives us
~v2 ·~v0 = −1

n−1 and~v2 ·~v1 = −1
n−1 .

6. Set all the remaining elements of~v2 to 0 except one.

7. Compute the only remaining unknown element of~v2 using equation (5.4).

8. Repeat 5-7 for each of the remaining pole vectors.

In Figure 5.2 we illustrate how the opinion simplex works in a simple tripolar
system whose network has one listener node connected to three elite nodes, each
associated to a di�erent pole. If all the links have the same weight, the opinion of the
listener node is neutral (see panel A); but if the weight of one of the links increases,
the listener’s opinion gets closer to the corresponding pole and, more importantly,
gets equally away from the other poles (see panel B). Panel C shows a situation with
di�erent weights for every pole and panel D shows that when the listener is only
connected to two of the poles (the remaining weight is 0), its opinion lies on the
edge that joins the two poles.
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Figure 5.2: A-D: Examples of the opinion position of a listener node for three di�erent
weighted networks of a tripolar system. Top: network of the tripolar system
with one listener node in gray (L) connected to three elite nodes corresponding
to the three poles. The numbers on the links are their weights. Bottom: the
corresponding opinion simplex with the opinion position of the listener node.

5.1.3 Opinion projections

The �nal goal of applying the multipolar opinion inference to an interaction net-
work is to obtain the opinion distribution of the listeners. For a system withn poles
the opinion space hasn−1dimensions. One and two-dimensional opinion distribu-
tions can be readily analyzed with histograms or heat maps, but higher dimensional
distributions are challenging to visualize. One possibility to overcome this issue is to
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project the high-dimensional opinion distributions to the two-dimensional faces of
the simplex. Also, even if the distribution is two-dimensional, one may be interested
in studying the opinion distribution projected onto a one-dimensional subspace.
For example, onto the edges of the simplex to analyze the opinion distribution
between two poles or, in an electoral context, onto the left-wing / right-wing axis,
which is usually of sociological relevance. In Figure 5.3 we show some examples of
one and two-dimensional projections for tripolar and quadripolar systems.
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Figure 5.3: Opinion projections in di�erent multidimensional spaces: A. One-
dimensional projection of tripolar (2D) opinions to the (0, 1) edge; B.
One-dimensional projection of quadripolar (3D) opinions to the (0, 1) edge
and C. Two-dimensional projection of quadripolar (3D) opinions to the
(1, 2, 3) face.

There is a family of one-dimensional projections that we have found specially
helpful when analyzing multipolar systems. We call them the adversarial pro-
jections. One-dimensional projections are characterized by the direction of the
projection line, and we call adversarial T1vsT2 directions to those that join the
barycenters of two disjoint subsets of poles (subset T1 and subset T2), as in the
corresponding adversarial projection the poles of subsets T1 and T2 lie on opposite
extremes. For example, in panels A and B of Figure 5.3, the data have been pro-
jected onto the 0vs1 adversarial direction. In Figure 5.4 we show all the possible
adversarial directions for a tripolar system.
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Figure 5.4: Diagram of all the adversarial directions in a tripolar opinion space.

The number of di�erent adversarial projections for a system withn poles can be
computed as follows:

• In a system withn poles, selectm of them (2 6 m 6 n). The total number
of di�erent sets ofm poles is

(
n
m

)
.

• Now split the subset ofm poles in two disjoint subsets with i poles on one
side and (m − i) on the other. We can do this in

(
m
i

)
di�erent ways and



82 multipolar opinion inference and measurements

i can take values from 1 to bm/2c to avoid counting combinations twice.
For example, if we havem = 5 poles, putting all the possible subsets of 2
poles on one side and the remaining 3 on the other is the same as putting all
the possible subsets of 3 on one side and the remaining subsets of 2 on the
other.

• But if i is exactly equal tom/2, we have to divide
(
m
i

)
by 2 to avoid repeti-

tions because, for example, withm = 4 poles it is the same to have the poles
split as (0, 1)/(2, 3) as having them split as (2, 3)/(0, 1).

With the previous considerations, the number of di�erent adversarial projections
(NAP) is:

NAP =

n∑
m=2

(
n

m

) bm/2c∑
i=1

(
m

i

)
f(m/i) (5.6)

With factor f(m/i) de�ned as:

f(m/i) =

1
2 if mi = 2

1 if mi , 2
(5.7)

5.1.4 Selecting the opinions to project

We have considered three di�erent ways to select the listeners whose opinion will
be projected: project all of them, project only those that are closer to the projection
subspace and project all but assign them di�erent weights according to their distance
to the projection subspace.

The most straight forward way is to project the opinions of all the listeners,
getting a broad idea of their preference when the options are restricted to the poles
that de�ne the projection subspace.

However, in certain cases it may not be convenient to project all the listeners’
opinions, as the projection may lead us to biased conclusions or misinterpretations.
Consider the situation of the left panel of Figure 5.5, where we have a tripolar system
with opinions concentrated near the poles. If we project all the opinions onto the
(1, 2) edge, the opinion distribution seems to have a peak around the neutral point,
which may induce us to conclude that there is a reasonably high consensus in a
moderate position regarding poles 1 and 2. But looking at the 2D distribution
we see that the apparent consensus comes from listeners’ opinions near pole 0,
which obscure the contributions of the listeners closer to the poles of interest, so
our interpretation of the projection at �rst sight may be wrong. Moreover, it is
reasonable to assume that listeners very close to pole 0 do not care much about
the rest of the poles, so their opinions may not be that relevant for this particular
subspace.

The second method circumvents these issues by projecting only the opinions of
the listeners that are closer to the poles of interest. When we do that we obtain the
right panel of Figure 5.5, where the bimodal nature of the opinion distribution in
the (1, 2) axis is clearly exposed.
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Figure 5.5: Tripolar opinion distribution projected onto the (1, 2) edge when all the listen-
ers’ opinions are equally taken into account (left) and when only the opinions
of the ones closest to poles 1 and 2 are considered (right). The resulting 1D
distribution is represented as a gray histogram with its maximum rescaled to
have a �xed height to facilitate comparison between projections.

The selected opinion points in this case are those contained in the Voronoi cells
of the poles that de�ne the subspace. Given a set of points in an Euclidean space of
arbitrary dimension, the Voronoi cell of a given point is the region of the space closer
to that point than to any other of the points of the set [Aur91]. Panel A of Figure
5.6 shows the Voronoi cells associated to a set of points in the Euclidean plane. In
most of our analysis we project only the opinion points within the Voronoi cells
associated to the poles de�ning the projection subspace. In Panel B of Figure 5.6
we show the Voronoi cells of the poles of a tripolar opinion space.

A B

Figure 5.6: A: Voronoi cells of a cloud of points in the Euclidean plane. Dashed lines are
those with an end point in in�nity. B: Voronoi cells of the vertices (the poles)
of an equilateral triangle (a tripolar opinion space).

The third strategy takes into account that points further away from the poles of
interest should matter less in the projected distribution by assigning each point a
weight inversely proportional to its distance to the projection subspace. In this case,
the contribution of each opinion to the projected distribution would be inversely
proportional to its distance to the subspace, as opposed to all of them contributing
as 1.
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5.2 polarization measures for opinion distributions

Once we have obtained the opinion distribution, the next step is to measure the
polarization patterns that may be present in it. Many polarization measures have
been proposed for one-dimensional distributions, but the research on multidimen-
sional measures is scarce. In this section, we will summarize the main polarization
metrics for bipolar (one-dimensional) contexts and then develop multidimensional
measures of polarization with clear sociological interpretation.

5.2.1 One-dimensional measures of polarization

Among the plethora of polarization measures for one-dimensional opinion distri-
butions, some of them have overlapping interpretations and others o�er comple-
mentary information. Bramson et al. [Bra+16] provide an excellent synthesis of the
di�erent metrics and

“distinguish nine senses of polarization which are pairwise inde-
pendent: for any two senses one can construct an example from two
distributions showing that an increase in one sense of polarization
does not require or imply an increase (and could be matched with a
decrease) in the other sense. [...] The concepts (and their measures)
are not, however, completely orthogonal. If one sets and holds con-
stant the value of a third measure it may force the �rst two to become
positively or negatively related (depending on the particular measures
involved)”.

We will brie�y discuss them and include another measure proposed in Morales’
work on polarization [Mor+15] that is a combination of two of these notions.
To illustrate the di�erent measures, let us consider a population ofN individuals
labeled as i = 1, . . . ,N, each with a scalar opinion xi ∈ R.

5.2.1.1 Spread

Spread measures the total width of the opinion distribution:

spread = max{xi|i ∈ [1,N]}−min{xi|i ∈ [1,N]} (5.8)

5.2.1.2 Dispersion

Statistical dispersion is similar to spread, but instead of considering only the ex-
tremes of the distribution, it takes into account its global shape. Bramson et al. use
the average absolute deviation as a measure of dispersion, but arguably the most
common measure is the variance (the average squared deviation) [DEB96; BO19]:

dispersion = Var(X) =
1

N

N∑
i

(xi − x̄)
2 (5.9)

Where x̄ is the mean opinion.
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5.2.1.3 Coverage

Coverage takes into account the level of variation of opinions. When there are many
di�erent ideas, the opinion distribution is far from consensus, so polarization in
the sense of coverage is higher. Coverage can be computed by building an opinion
histogram with B bins labeled as b = 1, . . . , B each with a probability y(b):

coverage =
1

B

R∑
b=1

1[y(b) > 0] (5.10)

Where 1[·] is the indicator function, which is equal to 1 if the condition inside
its argument is satis�ed and 0 otherwise.

Coverage can be understood for example in terms of budget allocation. Suppose
that a city has some budget to be spent on parks and libraries. The budget could
be fully spent on parks or fully spent on libraries, but it could also be distributed
between the two projects. If every citizen thinks that the budget should be used
di�erently (one citizen says it should be fully spent on parks, other prefers to spend
it all on libraries, another that it should be divided 1% / 99%, another 2% / 98%, etc.),
the polarization in the sense of coverage would be maximal, since no one agrees
with anybody. If instead everyone agrees on the same allocation, the polarization
would be zero.

5.2.1.4 Regionalization

A complementary measure to coverage consists in counting the number of gaps
that may exist in the opinion distribution. The higher the number of gaps between
populated opinion intervals, the higher the polarization, as this implies a lack of
individuals adopting middle grounds. Using an opinion histogram, regionalization
can be computed by looking for empty bins after populated ones:

regionalization = 1[y(1) = 0]+
B∑
b=2

1[y(b) > 0 & y(b+1) = 0] (5.11)

Let us illustrate regionalization using the previous example about budget allo-
cation. Imagine that there are three groups of citizens: one that wants to use the
full budget for parks, other that wants to use it only for libraries, and another that
strongly advocates for dividing the budget 50% / 50 %. Although the position of the
third group is intermediate, its members are stubborn and do not agree with either
of the other two options, so the three-way discussion to reach a consensus is hard.
And if yet another stubborn collective were to appear defending a di�erent alloca-
tion, even if it would be an intermediate point close to the already existing opinions,
the overall disagreement could be even greater rather than lower. In this situation,
the polarization in the sense of regionalization would have grown. However, if there
were citizens with opinions in between the dominant groups, they could act as
mediators, lowering the tensions. This way, by closing the gaps between opinion
islands, they would be lowering the polarization in the sense of regionalization.
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5.2.1.5 Community fragmentation

Another notion of polarization is the number of di�erent groups that emerge when
discussing an issue. When considering a one-dimensional distribution, community
fragmentation can be measured by the number of local maxima (number of modes)
of the distribution.

5.2.1.6 Distinctness

Alternatively, instead of considering the endogenous groups emerging from the
distribution, the groups can be de�ned exogenously by looking at categories like
ethnicity, nationality or political orientation. In those cases, we can ask how well the
opinion subdistributions of each group can be distinguished. Are the opinions well
mixed, are they a little far apart or is each group clearly di�erentiated by its opinion?
Bramson et al. suggest several ways to measure this sense of polarization. For their
empirical examples they assume that there are two disjoint groups g1 and g2 with
populations n1 and n2 and compute their respective opinion distributions using
a histogram with B bins, such that the probabilities for each group are yg1(b) and
yg2(b). Then, the distinctness is measured as:

distinctness ∝ 1−
B∑
b=1

min{yg1(b), yg2(b)} (5.12)

The sum in this equation measures the proportion of overlap between the two
distributions, so that if they are identical, the sum is 1, while if they present no
overlap it is 0.

A di�erent notion with an interpretation close to distinctness but for endoge-
nous (instead of exogenous) groups is the concept of bimodality, which is usually
measured with the kurtosis of the distribution [DEB96; BO19]:

distinctness = Kurt(X) =
1
N

∑N
i (xi − x̄)

4

[ 1N
∑N
i (xi − x̄)

2]2
− 3 (5.13)

It is common to subtract 3 so that the kurtosis is 0 for a normal distribution.
The interpretation of the kurtosis is as follows: when opinions are highly concen-
trated around any value, kurtosis is positive; as the opinions approach a uniform
distribution it gets negative and for a bimodal distribution it reaches −2. We show
examples of distributions with di�erent kurtosis in Figure 5.7. Notice however that
nothing is said about the possibility of having more than two modes.
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Figure 5.7: Examples of distributions with di�erent kurtosis.
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5.2.1.7 Group divergence

For exogeneously de�ned groups, group divergence measures the average distance
between the average opinions of the di�erent groups. So if there are G groups
g1, . . . , gG with populations n1, . . . , nG such that

∑G
i ni = N and their aver-

age opinions are ḡi = 1
ni

∑
j∈gi xj, group divergence can be computed as:

divergence =
(
G

2

)−1 G∑
i<j

|ḡi − ḡj| (5.14)

5.2.1.8 Group consensus

Another manifestation of polarization between di�erent groups is the level of inner
cohesion within each group. When each group is uni�ed in its attitude (its variance
is very close to zero) the society as a whole is more polarized. This idea can be
measured by averaging the in-group variances:

group consensus = 1−
1

G

G∑
i=1

1

ni

∑
j∈gi

(xj − ḡi)
2 (5.15)

Then, the system is fully polarized when group consensus is equal to 1.

5.2.1.9 Size parity

A system where two groups have very di�erent opinions may appear polarized,
but if one of the groups is much smaller than the other, the reality is that most of
the population shares a similar opinion, so the system can not be considered very
polarized. Bramson et al. propose a measure of size parity based on the entropy of
the distribution of population in each group:

size parity = −
1

ln(G)

G∑
i=1

ni
N
ln
(ni
N

)
(5.16)

5.2.1.10 The polarization index

The polarization index proposed by Morales et al. [Mor+15] is a combination of
the notions of group divergence and size parity. Since they consider an opinion
distribution with opinion values between −1 (completely against something) and
+1 (completely in favor), two groups are exogenously de�ned: one made up of
agents with opinions xi < 0 and the other with opinions xi > 0. The polarization
index is computed using the following quantities:

• The relative populations of the negative and positive opinions:

A− =

∑
i 1[xi < 0]
N

A+ =

∑
i 1[xi > 0]
N

(5.17)
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• The di�erence in population sizes, which is a direct measure of size parity:

∆A = A+ −A− (5.18)

• The gravity centers of the two groups, the one with positive opinions and
the one with negative opinions:

gc− =

∑
i xi1[xi < 0]∑
i 1[xi < 0]

gc+ =

∑
i xi1[xi > 0]∑
i 1[xi > 0]

(5.19)

• The normalized distance between the two gravity centers, which is a measure
of group divergence:

d =
|gc+ − gc−|

2
(5.20)

• Finally, the polarization index combines the information from the distance
and the population di�erence as follows:

µ = (1− |∆A|)d (5.21)

Therefore, the polarization index reaches its maximum value of 1when the two
groups have the same size and their gravity centers are on the extremes of the opinion
spectrum.

5.2.2 Multidimensional measures of polarization

To study polarization in multipolar contexts we have developed measures based
on the covariance matrix, which is the natural multidimensional extension of the
variance. From this matrix we de�ne a multipolar generalization of the notion of
dispersion and propose a way to compute the directions along which polarization
is maximal. The covariance matrix of a random vector ~X is de�ned as follows:

Cov[~X, ~X] = E[(~X− E[~X])(~X− E[~X])T ] (5.22)

Where E[~X] is the expected value.

5.2.2.1 Total variation

The trace of the covariance matrix can be interpreted as a measure of multidimen-
sional variance (usually called total variation-TV) [Jol02]. Therefore, the TV can
be used as a measure of global polarization in the sense of dispersion. To show this
let us take the de�nition of variance:

Var(X) = E[(X− E[X])2] (5.23)
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And replace the random variableX by a random vector ~X = (X1, X2, . . . , Xk),
such that the di�erence between the variable and its expected value is replaced by
the Euclidean distance || · ||2:

TV(~X) = E[‖~X− E[~X]‖22]

= E[

k∑
i=1

(Xi − E[Xi])
2]

=

k∑
i=1

E[(Xi − E[Xi])
2]

=

k∑
i=1

Var(Xi) =

k∑
i=1

Cov[~X, ~X]ii = tr(Cov[~X, ~X])

(5.24)

5.2.2.2 Principal Components Analysis

Additional meaningful information can be extracted from the eigen-decomposition
of the covariance matrix, which is commonly referred to as Principal Component
Analysis (PCA) [Jol02]. The eigenvectors (or components) form an orthogonal
basis of the opinion space and their corresponding eigenvalues are the variances
of the opinion distribution projected onto the direction of their associated eigen-
vector. Therefore, the eigenvector with the largest eigenvalue (or �rst Principal
Component) corresponds to the direction of maximum variance or, following a
more sociological interpretation, the direction of maximum polarization. In Chap-
ter 6, where we apply this framework to real-world scenarios, we will show that
the one-dimensional projection of the opinion distribution onto the direction of
maximum polarization is very informative.

Since the trace of a matrix remains invariant after a change of basis, the sum of
the eigenvalues of the covariance matrix is the total variation. In PCA it is common
to compute the ratio between each eigenvalue and the total variation to get the
proportion of explained variance of each component; we perform an analogous
computation with the adversarial projections to �nd out which of them are best
aligned with each Principal Component (PC).

5.3 application to twitter

In this section we develop the methodology to apply the multipolar framework to
real-world scenarios using data retrieved from Twitter. In particular, we explain
how to build the three basic elements needed for the opinion inference technique:
the interaction networks, the set of elite nodes to be used as opinion seeds and the
set of listeners.

5.3.1 Building the interaction networks

In the networks used for opinion inference, we consider that a directed link from
node i to node j implies that i is being in�uenced by j (after all, j’s opinion will
pass onto i during the inference process), so the actual interactions used to build



90 multipolar opinion inference and measurements

those networks should re�ect this idea. For this reason, among the interaction
mechanisms of Twitter (follow, retweet, quote, answer, etc), we have chosen the
retweet. Retweets can be considered as a proxy of in�uence because they are a
broadcasting mechanism that usually imply that the retweeting user agrees with
the original tweet and has enough interest to perform the retweet action [Met+15;
Yaq+17; MGLB18; Bor+12b]. The retweet networks are built as explained in Section
3.3: whenever a user i retweets a message originally posted by the user j, i is being
in�uenced by j’s ideas and we make a directed link from i to j. The weight of the
i→ j link is the number of times i has retweeted jwithin a given time interval. We
will consider the retweet networks built with the Twitter users who participate in
the corresponding conversations as the interaction networks on which the opinion
inference process is applied.

5.3.2 Elite selection

One of the main challenges of applying the multipolar methodology is the selection
of the set of nodes that are part of the elite. Elite nodes are crucial since they are the
seeds that will in�uence the opinion of the remaining nodes. Therefore, these nodes
should be very in�uential and should have constant and extreme opinions. This
way, the full range of opinions can be inferred. Since we apply the methodology to
Twitter data, the elite is chosen by analyzing behavioral patterns of the users (which
are the nodes). The selection is carried out in two steps.

First, we look for highly engaged and in�uential users with a well de�ned opinion.
The engagement of a user is measured as the proportion of days (out of the total)
that the user participates in the conversation (the participation ratio). The in�uence
of a user is measured as the number of retweets received. To get a reasonably sized
elite set, the speci�c thresholds for participation ratio and retweets are adjusted to
each dataset. Nevertheless, the resulting opinion distribution is robust with respect
to fairly large changes in the thresholds (see Section 6.1)

Once these highly engaged and in�uential users are selected, in the second step
we check which of them hold extreme and mutually exclusive opinions to assign
them to the corresponding opinion pole. We do that by analyzing the whole retweet
network with the Nested Stochastic Block Model [Pei14]. This model is hierarchical,
which means that it reveals the community structure of the network at di�erent
levels. The �rst level corresponds to the individual nodes, and the higher the level,
the lower the number of communities it has. Several communities of a given level
may merge into a larger community in a higher level. The highest level has only one
community that corresponds to the whole network.

We calculate the community structure of the retweet network with the afore-
mentioned model and analyze the community assignment of the elite users selected
in the �rst step. Then, we look for the highest level of the community structure
where we can identify, in each community, nodes with a known a�liation to only
one of the poles. If there are nodes from two or more di�erent poles, we go to
an inferior level of the community structure. To identify the factions contextual
information is required. For example, in many social issues political parties usually
endorse di�erent ideological positions, so a straight forward approach is to look
for elite nodes corresponding to political user accounts whose party has explicitly
shown support for a given option. Since we have mostly worked with political
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contexts, this is the method we have followed. The process can be considered as a
snowball sampling technique, as the user subsets of each pole is built from a small
sample of nodes with known a�liation.

5.3.3 Listeners selection

After building the retweet network and choosing the elite nodes, we identify the
set of listeners, which are all the nodes that are connected to at least one elite node
through a directed path. This means that there must be a directed path that starts in
each listener and ends in at least one elite user. This condition, which is schematized
in Figure 5.8, guarantees the convergence of the listener’s opinions to a unique
solution, as we explained in Section 5.1.1. Finally, the opinion distribution of the
listeners is computed and analyzed with the methodologies described in the previous
sections.

Figure 5.8: Diagram of a network showing the criterion to select the listeners once the elite
has been chosen. Listener users (blue) are those which have a directed path to
an elite user (orange). The gray users are those that are neither elite, nor have a
directed path to any elite user. Two examples of directed paths from two circled
listeners to two elite users are marked in white. Links are colored according to
their target node.

5.4 discussion

In this chapter we have developed a generalization of a bipolar opinion inference
technique [Mor+15] to systems withn opinion poles. Unlike the usual approach
of analyzing the sentiment of text samples, our methodology infers opinions from
a network of social interactions. To do that we �rst de�ne the interaction network
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to study; then, we select a small set of elite nodes divided in n disjoint subsets,
each with a strong a�nity for one of the n poles of the system. Finally, we use
the elite nodes as opinion seeds to compute the opinion of the remaining nodes
(the listeners) with the multidimensional FJ model (an extension of the DeGroot
model).

Our key contribution is the abstraction of opinions as (n − 1) dimensional
vectors, with the opinion poles placed at the vertices of an (n− 1) regular simplex.
The pole vectors de�ned this way endow the opinion points with the properties of
unbiasedness and interdependence. They are unbiased because the poles are placed
at a �xed distance from the neutral point and the distance between any two poles is
the same. And they are interdependent because for an opinion vector to get closer
to a given pole, it simultaneously must get away from the other poles.

From the application of the opinion inference technique we get an (n − 1)
dimensional opinion distribution, which can be analyzed with a set of tools that we
have developed. On the one hand we project the opinion distribution to subspaces
of lower dimensions, which not only facilitates the analysis but also enables the
study of sociologically relevant opinion spaces such as the left-wing / right-wing
axis. On the other hand we have proposed multidimensional polarization measures
based on the covariance matrix, which is the multivariate generalization of the
variance, a quantity that is usually interpreted as a measure of social polarization. In
particular, the trace of the covariance matrix provides a multidimensional analogue
for the variance, the total variation, and the direction of maximum polarization
can be obtained from the eigendecomposition of the covariance matrix.
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...and people stopped patiently building their little houses of rational sticks
in the chaos of the universe and started getting interested in the chaos itself

—partly because it was a lot easier to be an expert on chaos,
but mostly because it made really good patterns

that you could put on a t-shirt.

— Terry Pratchet - Witches Abroad

In this chapter we illustrate the application of the opinion inference methodology
developed in Chapter 5 to �ve real-world scenarios. We start with a one-dimensional
(bipolar) example: a Twitter conversation around the independence of the Spanish
region of Catalonia, where the two poles correspond to being against or in favor
of the independence. We will show that in this apparently bipolar system a third
pole emerges in an intermediate position, so our next step will be to model it as
a tripolar system embedded in a two-dimensional space. We will continue with a
quadripolar context that was studied in Chapter 3: the Spanish general elections
of 2015 and 2016, with four poles (3D) corresponding to the four main political
parties. Finally, we will explore a new scenario: the two Spanish general elections of
2019, which present a pentapolar structure (4D) due to the incorporation of a new
strong party to the political arena.

Here we will focus on the multipolar analysis of the multidimensional opinion
distributions, but the preliminary computations to build those distributions are
detailed in Appendix I, including the selection of the elite and the listeners. For
each case study, we will visualize the opinion distribution with histograms and two-
dimensional heat maps. For the higher dimensional contexts we �rst project the
distribution onto the faces of the opinion simplex 1. We will also apply the other tools
developed in Chapter 5 to analyze these distributions, including the adversarial
directions, the total variation and the direction of maximum polarization.

Throughout the analysis, we will show that the emergent patterns are consistent
with the underlying sociopolitical reality and can be easily interpreted taking into
account their context, highlighting the usefulness of the methodology introduced
in Chapter 5 for the study of multipolar social systems.

6.1 bipolar system: the catalan independence issue

The �rst case study is the polarized system around the independence movement
in the Spanish region of Catalonia, which in principle can be considered to have
only two opinion poles: being against the independence or being in favor of the
independence. We use Twitter data from a period that covers several key events
related to this issue (from 15/09/2017 to 03/11/2017), the most important being

1 For each face we will project only the opinions closer to the three poles corresponding to the vertices
of the face. The same will be done for the one-dimensional edge projections (see Section 5.1.3 for the
rationale).
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a referendum on independence carried out without approval of the Spanish gov-
ernment (see Appendix F.2 for contextual information and Appendix B.1 for a
description of the dataset).

As discussed in Chapter 5, the application of our opinion inference framework
requires a network of interactions (the retweet network) and the selection of two
disjoint sets of users: users with �xed opinions to be used as seeds, called elite,
and users whose opinion is to be inferred, called listeners. Following the approach
outlined in Section 5.3.2, we build the elite with highly in�uential and engaged
users, i.e., users with a high number of retweets that participate a high number of
days.

In Figure 6.1, we show the number of retweets versus the participation ratio of
all the users of the Twitter conversation. Considering these two criteria, we pick
out a set of users with a participation ratio > 80% and a number of retweets > 5500.
These users correspond to the subset marked as a pink rectangle in Figure 6.1. In
order to test the robustness of our results, we have repeated these computations
with two other subsets and we have veri�ed that the results are practically the same
independently of the chosen subset. The orange subset of Figure 6.1 gives more
importance to the participation ratio and the blue subset gives more importance to
the number of retweets received. The speci�c values are presented in Table 6.1.

rectangle minimum
retweets

minimum
participation

ratio

Blue 10000 20%
Pink 5500 80%
Orange 2000 95%

Table 6.1: Minimum retweets and participation ratios of the elite sets corresponding to
the three rectangles drawn in Figure 6.1.

Finally, we study the community structure of these users and de�ne the two
elite sets as the two communities that include the largest number of users where all
politicians contained are from political parties completely in favor of the Catalan
independence (we assign them the opinion index xs = +1), or completely against
it (we assign them the opinion index xs = −1). The rest of the users (the listeners)
must be connected to the elite in the retweet network by a directed path that starts
in each listener and ends in at least one elite user, and will take opinion values
xi ∈ [−1,+1].

The considered network is the aggregated retweet network corresponding to the
listeners and elite users that tweeted during the period under study. The resulting
opinion distribution when the opinion inference model is applied to this network
is shown in the left panel of Figure 6.2, where, as explained above, −1means being
completely against the Catalan independence and +1 being completely in favor.

It is well known that most of the users of any social network hardly ever par-
ticipate. The activity distribution for this system, presented in the right panel of
Figure 6.2, shows that this is also the case for this context, as 78.50% of the users
have an activity smaller than 10 tweets (original tweets, retweets or quotes) on the
50 days time interval considered. As we estimate the users opinion based on their
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Figure 6.1: Retweets received vs. percentage of participation days of users in the Catalan
independence Twitter conversation. Colored rectangles represent three subsets
of possible elite users according to di�erent criteria thresholds. We will work
with the pink set, although the outcome is practically the same with the other
two sets.
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Figure 6.2: Left: opinion distribution of all the users and of the users with an activity cor-
responding to more than 10 tweets in the Catalan independence conversation.
Right: distribution of user activity. The shadowed area shows the percentage
of users that have posted more than 10 tweets in the whole period.
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retweets connections, the inferred opinion of low activity users is not very reliable
and the opinion distribution may be noisy. Therefore, we have �ltered out users
with an activity lower than 10 tweets and computed the opinion distribution for
the remaining 390k+ users. The resulting distribution, shown in the left panel of
Figure 6.2 as a purple line, is remarkably smoother than the original.

It is worth noting that in the cleaned version of the opinion distribution, besides
the pro and against independence poles, we can infer the existence of a third pole,
which has emerged spontaneously from the opinion inference process. The third
mode of the distribution can be easily understood considering the existence of the
political parties with alternative positions to being completely in favor or completely
against the Catalan independence.

We have characterized both the �ltered and un�ltered opinion distributions with
the polarization index µ and its associated parameters, which were presented in
Section 5.2.1.10. The corresponding values are given in Table 6.2. From the values
ofA+ andA− we can see that the opinion is almost evenly distributed among the
two poles. On the other hand, as the gravity centers of each pole do not present
very extreme values, the pole distance is not high either. Accordingly, although∆A
is low, the polarization index µ is fairly small. Notice that µ is very similar for the
whole set of users and for those that posted over 10 tweets.

A+ A− ∆A gc+ gc− d µ

all users 0.55 0.45 0.10 0.36 −0.42 0.39 0.35

users with more
than 10 tweets

0.59 0.41 0.18 0.39 −0.50 0.45 0.37

Table 6.2: Values of the polarization index and its associated parameters, de�ned in Sec-
tion 5.2.1.10, that characterize the opinion distributions of Figure 6.2.

6.2 tripolar system: the catalan independence issue

Taking into account the results of the previous section, we now analyze the Catalan
independence issue from a tripolar perspective. To this end, we consider the same
two elite sets used for the bipolar analysis and add a third set incorporating politi-
cians from the third pole (see Appendix I for the details). Accordingly, from the
in�uential and engaged set of users identi�ed in the �rst step of the elite selection,
we search in the community structure for a cluster whose users can be associated to
the party Podemos (We can), as this party clearly showed its support for a middle
way [Gar16]. To avoid noisy results in the opinion distribution we use the same
approach adopted in Section 6.1 and �lter out users with low activity (those that
have posted less than 10 tweets).

We have applied the opinion inference process using the elite described above on
the same retweet network of the previous section, and the resulting 2D opinion
distribution is presented in Figure 6.3, where the poles have been labeled as follows:

0− Against-independence pole.

1− Pro-independence pole.
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2− Third way / Podemos pole.

Figure 6.3: Heat maps and contour plots of the opinion distribution for the Catalan inde-
pendence Twitter conversation analyzed as a tripolar system. The white square
indicates the position of the center of mass of the tripolar distribution. The
two-headed arrow centered at the barycenter of the simplex (marked with an
empty circle) shows the direction of maximum polarization. The 1D projec-
tions onto each edge of the simplex are shown on the sides of the triangles. In
the left panel, the 1D projections include the opinions of all the listeners while
in the right panel only the opinions of the listeners closer to the two poles of
each edge are considered. The labels correspond to the against-independence
pole (0), the pro-independence pole (1) and Podemos (2).

Both panels of Figure 6.3 show the same heat map, where opinion regions with
high density of users have a light color and regions with low density of users have
a dark color. The white contours drawn on top of the heat map are lines of con-
stant density. The histograms shown on the sides of the triangle represent the 1D
projections of the opinion distribution onto the edges of the opinion simplex. The
di�erence between the left and right panels of Figure 6.3 is that in the left one all the
opinions are considered for the 1D projections while on the right one only those
inside the Voronoi cells of the two vertices of the corresponding edge are taken into
account.

The2Dopinion distribution shows a high maximum near the against-independence
pole (0), three or more local maxima near the pro-independence pole (1) and another
local maximum close to Podemos pole (2), although the distribution is smoother
there. The center of mass (the white square) appears next to the barycenter of the
triangle, so the relative support for every pole is similar. Let us now direct our atten-
tion to the wide black area near the (1, 0) edge (area A). This empty region indicates
that users whose opinion is equally distant from the pro and against-independence
poles should not be considered as equally supporting both poles, but rather that
they do not support either and are closer to the Podemos pole. The same opin-
ion void (although smaller) is found near the (0, 2) edge (area B), indicating that
there are no users that equally support the Podemos and against-independence
pole; instead, these users tend to be near the pro-independence pole. However, the
situation is di�erent along the (1, 2) edge, where there are actually users that adopt
intermediate positions between the Podemos and pro-independence poles while
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clearly rejecting the against-independence pole. The a�nity between these two
poles is also re�ected in the fact that the two main local maxima near them are closer
to the center of the edge that join their corresponding vertices than to its extremes.

The largest eigenvector of the covariance matrix (the �rst PC) is shown as a
double arrow centered at the neutral point (the barycenter of the simplex, marked
with an empty circle). Its corresponding eigenvalue (the projected variance along
that direction) is 0.18, which accounts for 78% of the total variation (TV = 0.23).
This eigenvector indicates the direction of maximum polarization, and in this case
is almost parallel to the 0vs(1, 2) direction with a slight inclination towards 1.
Therefore, polarization occurs mainly between the against-independence pole and
the other two, with a higher antagonism between the against and pro-independence
poles, a result that can be understood given the sociological context.

The 1D projections of the opinion distribution shown on the edges of the
opinion simplex in the left panel of Figure 6.3 tell us the preference for a given
pole when only two possible choices are given. The 0vs1 projection (in green)
corresponds to the opinion distribution when only the against-independence and
pro-independence poles are considered. Notice that the shape of this distribution
is quite similar to the one in Figure 6.2, which was obtained using the bipolar
technique. In fact, we have veri�ed that the users’ opinions inferred from the bipolar
methodology show a high agreement with the projected opinions from the tripolar
analysis by performing a linear regression between the opinions got with both
techniques and also representing their corresponding opinion distribution in Figure
6.4. Therefore, we can interpret the 1D projection of a multipolar distribution
onto the edge of a simplex as the opinion distribution that we would get from a
bipolar analysis where the −1 and +1 poles are the vertices of the edge.

Figure 6.4: Comparison of the opinions associated to the Catalan independence inferred
with the bipolar opinion inference technique and the tripolar one. In the left
panel we plot the linear regression between the two opinions (each point is
a user’s opinion) and in the right panel we plot their corresponding opinion
distributions.

Be aware that in spite of this, the coincidence can not be expected to be perfect.
The reason is that when the new pole is incorporated to the computation, many
important paths through which opinions were disseminated in the previous bipolar
analysis are removed, as when the selected nodes of the new pole (which are highly
central in the network) are converted from listeners to elite nodes, they e�ectively
remove all their outgoing edges by a self-loop. This disruption of the network topol-
ogy will necessarily a�ect the outcome of the opinion inference process, although
further theoretical research is needed to get a thorough understanding of this phe-
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nomenon. Besides, elite nodes attract the opinions of the nearby listeners. This
explains the peak around opinion 0.0 in the projected tripolar opinions of the right
panel of Figure 6.4, as that is the position of the projection of the third pole.

As stated in Section 5.1.4, we should be careful when analyzing the 1D edge
projections, as opinions of users far from the poles of interest (the vertices of the
edge) may dramatically a�ect the distribution and obscure relevant structures. In
the Catalan system, the 1vs2 projection clearly shows a high global maximum in
an intermediate point, which is actually caused by a concentration of users near
pole 0. Therefore, it would be precipitate to conclude that there is a high consensus
regarding poles 1 and 2 in a moderate position, as users closer to 0 can be considered
to be against the other poles, rather than in between. When we compute the edge
projections using only users that are closer to the corresponding edge vertices (see
the right panel of Figure 6.3) a bimodal structure is revealed in projection 1vs2,
with both modes close to the center.
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Figure 6.5: 1D adversarial projections of the 2D opinion distribution shown in Figure 6.3,
which corresponds to the Catalan independence case study.

In Figure 6.5 we present the six adversarial projections of the Catalan context.
We have rescaled the projections to the interval (−1,+1) for easier comparison.
In each panel we show the variance of the projected and rescaled distribution (the
projected and rescaled variance - PRVar) inside a rectangle with a red bar, whose
length is proportional to the maximum PRVar among the adversarial projections.
The projection with the highestPRVar is 0vs(1, 2), as expected from the direction
of the �rst PC, while the lowest variance occurs in the pro-independence / Podemos
axis (1vs2). In the panels corresponding to the adversarial directions with highest
alignment with the two PCs a red text shows the proportion of explained variance
of the PCs and the angle (in degrees) between the adversarial direction and the
corresponding PC (Explained variance % / Angle º). Notice that in this case the
projections best aligned with the PCs coincide with the ones with the highest and
the lowest projected variance respectively 2.

2 This needs not to be always the case, as the variance of the 1D projections (PRVar) is computed
after rescaling them between −1 and +1, so it is di�erent from the variance of the non rescaled
projection, which is the one yielded by PCA.
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Figure 6.6: Projection of the Catalan independence tripolar opinion distribution onto the
direction of maximum polarization. The projected positions of the poles are
shown as vertical dashed lines.

Finally, we show the 1D projection onto the direction of maximum polarization
(the �rst PC) in Figure 6.6, where the projections of the poles are marked with
vertical lines. A diagram showing how this projection is computed for tripolar (2D)
opinion distributions is presented in Figure 6.7. The distribution of Figure 6.6 is
bimodal with the against-independence pole on one extreme, the pro-independence
pole on the other and Podemos in between but very close to the pro-independence
pole. Notice the similarity with the 0vs(1, 2) projection of Figure 6.5, an expected
result given the high alignment between both directions (4º).
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Figure 6.7: Process followed to compute the 1D projection of a tripolar (2D) opinion dis-
tribution onto the direction of maximum polarization (�rst PC). A: The cloud
of opinion points with the barycenter of the simplex marked as an empty circle
and a double-headed arrow indicating the direction of maximum polarization.
B: Same as A plus the projections of the opinion points (white squares) and
the poles (red stars) onto the direction of maximum polarization. C: The cor-
responding projected opinion distribution.
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6.3 quadripolar system: spanish general elections of 2015
and 2016

The next case studies are the Spanish General Elections of 2015 and 2016, since the
presence of four strong political parties makes this electoral context optimal to be
modeled as a quadripolar system. Although the system is described in Appendix
F.1 and thoroughly analyzed in Chapter 3, let us brie�y recall the main features
of the political context. When the the Spanish General Elections were held on 20
December 2015, the traditional two-party system (PP and PSOE) had lost a lot
of social support, while the emerging parties Podemos and Cs were on the rise.
This caused a transition from a two-party system to a multiparty system [OC16]
where no party held an absolute majority and large coalitions were needed to form
a government. Due to the lack of agreement between the di�erent parties, another
general election was announced for 26 June 2016.

For this analysis we have worked with Twitter data retrieved during the elec-
toral campaigns of 4/12/2015 - 21/12/2015 for the 2015 election and 10/6/2016 -
27/6/2016 for the 2016 election. The details of the datasets can be found in B.1).
The elite sets for this electoral context are in�uential and engaged politicians of
PP, PSOE, Podemos and Cs. An elite node has to have at least 100 retweets and a
participation ratio of 50%, and also belong to one of the communities associated
with one of the poles (see Appendix I). Accordingly, each elite node is associated to
one of the following poles:

0− PP, conservatism and Christian-democracy.

1− PSOE, social-democracy.

2− Podemos, left-wing populism.

3− Cs, national-liberalism.

In a quadripolar context, the opinion space is a three-dimensional simplex (a
tetrahedron), and we have projected the opinion distribution onto the faces of that
simplex to facilitate visualization, as shown in Figure 6.8. We have �ltered out users
with low activity (tweets < 10) to avoid noise, and for each projection we have
only considered the opinions of the users that are closer, according to the Euclidean
distance, to the poles of interest (the vertices of the faces for 2D projections and the
vertices of the edges for 1D projections), i.e., opinions withing the Voronoi cells of
the corresponding poles, as explained in Section 5.1.4.

It should be noted that the distribution barely changes from 2015 to 2016. We
already reported the recurrence of behavioral patterns in this system in Chapter 3,
but this result adds further evidence of the robustness of our technique. Keep in
mind that in the second step of the elite selection, communities must be chosen by
hand by checking if the nodes that constitute them can be associated to one of the
poles. Therefore, the similarity between the two opinion distributions indicate that
the retweet networks of the two electoral periods have a similar topology and that the
opinion inference technique is tolerant to moderate variations in the composition
of the elite.

In all the projections users are mainly concentrated near the poles, with filaments
emerging from the poles and stretching roughly towards the barycenter of the
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Figure 6.8: Quadripolar opinion distributions of the 2015 (left) and 2016 (right) Spanish
elections. The distributions are shown as heat maps and contour plots of the
2D projections onto the faces of the simplex. The centers of mass of the pro-
jected opinion distributions are represented as white squares and the projec-
tion of the direction of maximum polarization (�rst PC), as a double headed
arrow. The 1D projections onto each edge of the simplex are shown on the
sides of the triangles. The poles are PP (0), PSOE (1), Podemos (2) and Cs (3).
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triangle. The maximum density is found halfway between the Podemos pole and
the barycenter, with the center of mass very close to that maximum. This can be
explained by the popularity of Podemos, as it was an emergent party that achieved
a moderate success in the previous European elections of 2014 (their �rst election)
and had even reached �rst place in some electoral polls [Kas14; O’L15]. Podemos’
popularity in Twitter has been also reported in other works [GS18].

The double white arrow shows the projection of the direction of maximum
polarization (the �rst PC), which in 2015 explained 46% of the total variation
(TV = 0.23) and in 2016, it explained 49% (TV = 0.35). We interpret this as a
slight polarization increase in two senses: since TV rises, the global polarization is
higher, but as the �rst PC also explains more variance, the opinions are also more
aligned along a 1D axis, which can be seen as an increase of bipolarization.

The length of the segment delimited by the two short lines that cross the arrow
is proportional to the size of the projection of the �rst PC in the corresponding
face, so when the segment is long the �rst PC is mostly parallel to the face, while
when it is short, the �rst PC is mostly orthogonal to the face. In both elections,
the most orthogonal face to the direction of maximum polarization is (0, 1, 3),
de�ned by the poles of PP, PSOE and Cs3. This result can be explained because,
since Podemos is in the left of PSOE and Cs was de�ned as a center party [Min15],
(0, 1, 3) is the pole triplet with highest ideological a�nity.

The directions of all the PCs are represented in the 3D opinion simplex in Figure
6.9. The center of mass is a red square that is found between pole 2 and the neutral
point~0. While the �rst PC approximately maintains its direction, the 2nd and 3rd
change. This may be a sign for changes in the support for, or alignment between,
the di�erent parties. The �rst PC, or direction of maximum polarization, indicates
that the polarization takes place mainly along a line with Podemos on one side and
the remaining poles on the other, as it is almost perpendicular to face (0, 1, 3).
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1st PC
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Figure 6.9: Directions of the PCs for the 2015 (left) and 2016 (right) Spanish elections rep-
resented as double arrows centered at~0. Their length is proportional to their ex-
plained variance. The center of mass of the opinion distribution is represented
as a red square, which in this case is between pole2 and~0but closer to the latter.

In Figure 6.10 we show how the projection of the opinion distribution onto the
direction of maximum polarization reveals the one-dimensional structure of the

3 Due to the perpendicularity of the (0, 1, 3) face to the �rst PC, a small change in the direction of
the �rst PC may cause a large change in its projection onto that face. Therefore, the change observed
from 2015 to 2016 in the direction of the �rst PC in projection (0, 1, 3) of Figure 6.8 may not be
signi�cant.
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ideological spectrum of this electoral context. A diagram of the projection process is
shown in Figure 6.11. The poles (the vertices of the simplex) have also been projected
onto the direction of the �rst PC, and the relative order of Podemos, PSOE and PP
spontaneously matches their ideologies. The Cs pole appears next to PP in 2015
and between PSOE and Podemos in 2016. These changes may seem unnatural from
an ideological point of view, but it is worth noting that there are more polarization
drivers besides ideology. Popularity is another fundamental factor; for example, in a
multipolar system two poles with small ideological di�erences (imagine two poles
with a bimodal distribution with close modes) but huge support when compared
with the rest of the poles of the system may determine the direction of the �rst PC,
even if other poles are more antagonistic.
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Figure 6.10: Projection of the 2015 (left) and 2016 (right) elections opinion distribution
onto the direction of maximum polarization. The projected positions of the
poles are shown as vertical dashed lines.
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Figure 6.11: Process followed to compute the 1D projection of a quadripolar (3D) opin-
ion distribution onto the direction of maximum polarization (�rst PC). A:
the cloud of opinion points with the barycenter of the simplex marked as an
empty circle and a double-headed arrow indicating the direction of maximum
polarization. B: same as A plus the projections of the opinion points (white
squares) and the poles (red stars) onto the direction of maximum polarization.
C: the corresponding projected opinion distribution.

Also, as discussed above, antagonism between poles may be fueled by other
reasons than ideological di�erences. For example, while Podemos and PSOE are
relatively ideologically close (they formed a joint executive after the elections of 10
November 2019) and tried to reach agreements after the 2015 election, they also
competed to be the leading party on the left, triggering frictions between the two
[Sim16] (notice how they are further apart in 2016 than in 2015). Additionally, Cs
has been described as “a party whose politics are distinctly vague” [Cli15] and to
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have “mutated ideologically”, from centre-left to “become increasingly conservative”
[Qui18]. Summarizing, the combination of ideology, popularity, other sources of
pole antagonism and especially the apparent ambiguous nature of Cs can explain
its drift through the opinion space.

With respect to the multiple modes of Figure 6.10, some of them can be explained
by the concentration of users near the poles: peaks can be clearly seen at the positions
of poles 0, 1 and 3 in the right panel (2016 election). However, the highest maxima
appear between pole2 (Podemos) and the rest, and are caused by the density maxima
that were detected halfway between pole 2 and the barycenter in the 2D projections
of Figure 6.8. Therefore, this may be another manifestation of the popularity of
Podemos in Twitter during these electoral periods.

6.4 pentapolar system: spanish general elections of 2019

In this section we analyze the two Spanish General Elections of 2019 as pentapolar
case studies, since another political formation gathered enough support to chal-
lenge the four main parties of the previous election. The �rst election was held on
28 April 2019 (from now on, the 28A election). The support for the four main
parties (PP, PSOE, Podemos and Cs) remained high, but a previously minority far-
right party called Vox had attracted much attention after obtaining parliamentary
representation for the �rst time. In December 2018 they had won 12 of the 109
seats in the regional parliament of Andalusia, and in the 28A general election they
gained 24 of the 350 seats in the Congress of Deputies [Hed19]. After a failure to
form a government due to lack of political agreements, another general election
was held on 10 November 2019 (the 10N election), when the presence of Vox in
the parliament raised to 52 seats.

For this analysis we have worked with Twitter data retrieved during the period
11/4/2019 - 29/4/2019 for the 28A election and 1/11/2019 - 11/11/2019 for the 10N
election (see Appendix B for more details). The elite sets for this electoral context
have been selected from the communities of in�uential and engaged users (at least
1000 retweets and a participation ratio of 70% for 28A and at least 800 retweets
and a participation ratio of 58% for 10N) associated to PP, PSOE, Podemos, Cs
and Vox (see Appendix I), which have been assigned the following poles:

0− PP.

1− PSOE.

2− Podemos.

3− Cs.

4− Vox.

In a pentapolar system the analysis grows considerably in complexity, as the
opinion simplex has 10 faces. The 2D projections of the opinion distribution onto
those faces are shown in Figure 6.12. We have �ltered out users with low activity
(tweets< 30) to avoid noise and in each projection we have only considered the
opinions of the users that are closer to the poles of interest (the vertices of the faces
for 2D projections and the vertices of the edges for 1D projections) according to
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Figure 6.12: Contour plots corresponding to the 2D projections of the opinion distribu-
tion of the 28A and 10N Spanish elections onto the faces of the simplex. The
centers of mass of the projected opinion distributions are represented as white
squares and the projection of maximum polarization as a double-headed ar-
row. The 1D projections onto each edge of the simplex are shown on the sides
of the triangles. The pole labels correspond to PP (0), PSOE (1), Podemos (2),
Cs (3) and Vox (4).
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the Eculidean distance, i.e., opinions within the Voronoi cells of the corresponding
poles. A lot of similarities can be found between both elections, adding further
evidence of the robustness of the method.

The highest concentration of users can be found near Podemos and Vox, al-
though Podemos is more popular according to the position of the center of mass
(see the projections where poles 2 or 4 appear). Additionally, high density areas
appear near the edges shared by the two left-wing parties (Podemos and PSOE), as
can be appreciated in projections (0, 1, 2), (1, 2, 3) and (1, 2, 4). Similar structures
are also found near the edges shared by two right-wing parties (Cs, PP and Vox)
in the projections of 28A, like (0, 2, 4), (0, 1, 4), (1, 3, 4), (0, 1, 3). However, the
moderately high density regions near edges (0, 3) and (0, 4), i.e., between (PP,Cs)
and (PP,Vox), disappear in 10N. This becomes apparent when comparing the fol-
lowing projections for 28A and 10N: (0, 2, 4), (0, 1, 3), (0, 1, 4) and (0, 2, 3).
This variation can be explained by a decline in popularity of PP due to their loss of
71 seats in the 28A election (from 137 in the 2016 election to 66). Conversely, the
1vs2 projection (PSOE vs Podemos) shows higher symmetry in the 10N election
than in 28A, probably due to the gain of seats by PSOE in the 28A election (from
85 in the 2016 election to 123).

With respect to the behavior of the �rst PC, faces (0, 1, 3) and (0, 3, 4) are the
most orthogonal to the direction of maximum polarization, which can be explained
by ideological a�nity, as poles (3, 0)-(Cs, PP), (3, 1)-(Cs, PSOE) and (0, 4)-(PP,
Vox) had formed coalitions for some regional governments.
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Figure 6.13: Projection of the 28A (left) and 10N (right) opinion distributions onto the ad-
versarial direction (PSOE,Podemos) vs (PP,Cs,Vox) that de�nes the left-wing
/ right-wing axis.

In Figure 6.13 we show the projection for the left-wing / right-wing adversarial
projection, which has the highest PRVar in both elections (PRVar = 0.60 and
PRVar = 0.39 respectively).

This left-wing / right-wing pattern also emerges in the projection of the opinion
distribution onto the �rst PC (see Figure 6.14), where the poles are again spon-
taneously ordered according to their political leaning. It is worth noting the gap
between the left-wing block and the right-wing block and the fact that, as in the
2015/2016 elections, the only pole that switches positions is Cs (the reasons were
discussed in the previous section).

In this system, both ideology and popularity cause Podemos and Vox to appear
in the extremes of the projected opinion space of Figure 6.14. To evaluate the
partisanship and relative support for each of the parties, we have elaborated Figure
6.15, where each pole is a bubble whose size is proportional to the number of users
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Figure 6.14: Projection of the quadripolar (3D) opinion distribution of the 28A (left) and
10N (right) elections onto the direction of maximum polarization. The pro-
jected positions of the poles are shown as vertical dashed lines.

within its Voronoi cell and whose height is the distance from the center of mass of
these users to the neutral point. The bigger the bubble, the more popular is the
pole, and the higher the position of the bubble the more partisan are its supporters.
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Figure 6.15: Bubble chart where the sizes of the bubbles are proportional to the number
of listeners closer to the corresponding pole (that is, within its Voronoi cell)
and the height of the position of the bubble indicates the distance from the
center of mass of those listeners to the neutral point, i.e., the barycenter of the
simplex, which is opinion~0. Left panel shows the chart for the 28A election
and right panel for the 10N election.

6.5 discussion

In this chapter we have applied the multipolar opinion inference technique devel-
oped in Chapter 5 to �ve real-world social contexts. The technique has revealed
meaningful and complex properties of the systems with clear links to their sociolog-
ical background.

From the bipolar analysis of the Catalan independence issue, we have shown
that although there is a clear concentration of users at the two extremes of the ideo-
logical spectrum (in favor or against the independence), a third pole is detected in a
moderate/pro-independence position. This evidences that the proposed methodol-
ogy is able to reveal emergent intermediate positions even if a bipolar elite is used.
In this case, the third pole can be explained by the existence of political parties that
defend a middle ground.

When the Catalan context is modeled as a tripolar system, the projection of the
2D opinion distribution onto the for / against independence axis shows strong
similarities with the distribution obtained in the bipolar analysis, implying that
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the multipolar methodology generalizes the previous bipolar method consistently.
Moreover, the adversarial projections of the tripolar opinion distribution clearly
re�ect the underlying context, because the highest polarization occurs in the against-
independence vs (Podemos and pro-independence) direction; and the lowest, in
the Podemos vs pro-independence projection. This pattern emerges again in the
projection along the direction of maximum polarization. Nevertheless, the two-
dimensional opinion distribution has also revealed new polarization patterns: users
whose opinion is equally distant from the pro and against-independence poles do
not equally support both poles, but rather they oppose both and are closer to the
Podemos pole. The same happens for the against-independence and Podemos pole;
but in the case of the Podemos and pro-independence pole the situation is di�erent,
as there are users that adopt intermediate positions between both while remaining
far away from the against-independence pole.

Taking advantage of the availability of data from elections with similar contexts
we have veri�ed that our methodology is highly robust. The opinion distributions
of comparable electoral periods present analogous features even when their respec-
tive elites are chosen independently according to their corresponding interaction
networks (so moderate variations in the composition of the elite could be expected).
We have also shown that in electoral contexts political parties are spontaneously
ordered according to ideology along the direction of maximum polarization. More-
over, by analyzing the adversarial projections, in the 2019 elections a clear gap is
detected between the left-wing and right-wing blocks: there are almost no listeners
in intermediate positions. Conversely, the faces of the opinion simplex whose ver-
tices correspond to the parties with highest a�nity are the most orthogonal to the
direction of maximum polarization.





7OP IN ION -LANGUAGE INTERPLAY IN A
TERR ITOR IAL CONFL ICT

[...] you begin with him, with Liet-Kynes, and the other children,
teaching them ecological literacy, creating a new language with symbols

that arm the mind to manipulate an entire landscape, its climate, seasonal limits,
and finally to break through all ideas of force

into the dazzling awareness of order.

— Frank Herbert - Dune

In the previous chapters we focused on opinions, as they are central to understand
social polarization. But just as opinions on di�erent issues are often interdependent,
in some contexts there are social categories with strong ties to opinion, so to get a
complete picture of a system it is necessary to study both aspects in parallel, placing
special emphasis on their interplay.

Since opinion is formed by means of interactions and debate, in many signi�cant
scenarios the di�erences in the use of language or even the use of di�erent languages
is key to understand the mechanisms that underlay polarization [Cav20; SWK98].
After all, it is well known that the use of di�erent languages result in di�erent
cognitive mechanisms in the people who use them [Sus99; GM+08]. Moreover,
languages are often powerful symbols of social categories like age [MFP08], ethnicity
[Ahn+10], gender [Cra95; SO13] and social class [SO13].

For these reasons, in this chapter we will study the relationship between language
and opinion. To do that, we will consider the independence issue in Catalonia,
where two co-o�cial languages coexist: Catalan and Spanish [HF+19]. In line with
the discussion above, sociological studies have consistently linked territorial disputes
and the use of di�erent languages [IW67; SG82; Cra11]. Recent examples of this
phenomenon can be found in India [Pat19], Canada [Bre13], Belgium [Tra10] or
Cameroon [O’G19]. Following this idea, we analyze how the use of language is
related to political opinion in the system under study; that is, we analyze the use of
Catalan and Spanish in relation to the opinion about the Catalan independence
[AB+19]. Using the bipolar analysis of Section 6.1 we will assign an opinion index
to each user and study its interplay with a (continuous-valued) measure of use of
language. While previous works present aggregated results [Bor+14], we carry out
this study with �ner granularity by performing the analysis at the individual level,
unraveling more complex patterns.

Besides the analysis of the relationship between language and opinion, in this
chapter we will also explore some aspects of the opinion distribution that were
overlooked in Chapter 6, where the focus of the discussion was placed on the
application of the multipolar framework rather than on details of user behavior.

7.1 daily evolution of the opinion distribution

To get a more comprehensive understanding of the dynamics of the Twitter con-
versation, we present the activity time series (number of tweets per day) in Figure
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7.1. On the 1st of October, the highest peak of the time series, a referendum on
independence was held with the opposition of the Spanish central government. The
third highest peak on the 10th of October coincides with a symbolic declaration of
independence by the Catalan government. The second highest peak corresponds
with a �rmer declaration of independence and the simultaneous suspension of
the authority of the regional government by the Spanish executive. The average
number of tweets per user each day remains considerably constant on three tweets
per user, implying that participation peaks are due to new users joining the conver-
sation rather than users writing more tweets, corroborating the results presented in
Chapter 3.
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Figure 7.1: Temporal evolution of the number of tweets published in a Twitter conversa-
tion about the Catalan independence issue from 09/11/2017 to 11/04/2017.
The three highest activity peaks match the o�-line events of: the referendum
day (1-0), the Catalonia independence declaration signed and suspended on
the same day, and the Unilateral Declaration of Independence (DUI) and the
enforcement of the Article 155 of the Spanish Constitution.

While in Chapter 6 we presented an aggregate analysis of the opinion distribution,
in this section we present its evolution on a daily basis. After all, as we discussed
above, there are some o�-line relevant events that correspond to bursts of activity
(see Figure 7.1) and are worth analyzing in more detail. For this purpose, we take
the users’ opinion computed with the aggregated retweet network of the entire
time interval, i.e., the network resulting from considering all retweets that took
place during the 50 days. With these computed opinions, we build the opinion
distribution of each day selecting only the users that tweeted at least once that day.
Therefore, we consider the users’ opinion constant in time, but the distribution
changes each day depending on the users that participated that day. The resulting
daily opinion distributions are shown in Figure 7.2.

It can be noticed that during the �rst days, the opinions are mostly distributed
between the two extremes values, the right one with a larger number of users. When
the day of the referendum arrives, the opinion distribution becomes more diverse
and this greater diversity remains until the 5th of October, when the opinion returns
to be distributed mainly on the two extremes values. On the 8th of October the
diversity increases again until the 11th. Afterwards, it returns to be restricted to
the two extremes until the days around the 27th of October. In the last days the
opinion is distributed again at both extremes. Overall, it seems that the greater the
participation the greater the diversity of opinions. Also, the positive side of the
opinion index seems to have more users than the negative one.
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Figure 7.2: Time evolution of the daily distributions of opinion index for the Catalan in-
dependence twitter conversation. Color indicates the number of users that par-
ticipate each day. The three days framed in red correspond to the three activity
peaks observed in Figure 7.1.
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Figure 7.3: Temporal evolution of the number of users and the normalized pole distance
(d), relative population size (∆A) and the polarization index µ for the Catalan
independence conversation.
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In order to measure and quantify these observations about the shape of the distri-
bution, we calculate three parameters of each daily distribution (de�ned in Section
5.2.1.10): the normalized pole distance (d), the di�erence in population sizes (∆A)
and the polarization index (µ). The temporal evolution of these parameters are
shown in Figure 7.3. In this �gure we see that d remains relatively high (∼ 0.6) and
remains at an almost constant value excluding the days with very high activity, when
the distributions are broader and the value of d decreases. On the other hand,∆A
is always positive, i.e., the pro-independence pole is always greater than the against
independence pole. However,∆A is more positive at the beginning and then the
sizes of the two poles become more similar. Finally,µ, as it is a combination of these
two parameters and d is roughly constant, is dominated by the �uctuations of∆A.
Although pole distanced is quite high, due to the fact that most of users are located
in one of the two poles, the measure of polarization µ did not correspond to a high
polarization.

7.2 language distribution

We compute the Language index (Li) of the users in the retweet network taking
into account all the users’ tweets (original, retweets and quotes) published during
the 50 days time interval. The language of the tweets has been inferred with the
Python implementation of the library langdetect [Shu10], which we have tested in
several Spanish short texts (28666 total words) and Catalan short texts (37399 total
words). Both languages show fairly high precision and recall (see Table 7.1). As we
are interested in the relationship between Catalan and Spanish tweets, messages
written in any other language are not considered. We de�ne the language index Li
as follows:

Li =
nCATi − nESi
nCATi + nESi

(7.1)

Where nCATi and nESi are the number of tweets user i has written in Catalan
and in Spanish respectively. Notice that, like the opinion index, the language index
also takes values in the interval Li ∈ [−1,+1].

language precision recall

Catalan 0.9783 0.9783
Spanish 0.9766 0.9483

Table 7.1: Precision and recall of testing the method [Shu10] to detect Catalan and Span-
ish languages.

In Figure 7.4 the language use distributions for the bipolar elite users (top), lis-
tener users (middle) and users whose tweets were geolocated in Catalonia (bottom)
are presented. The language distribution of the listeners shows a large majority of
users who write (or retweet or quote) only in Spanish (notice that the vertical axis
is in logarithmic scale). This makes intuitive sense because, although the conversa-
tion is about Catalonia, the topic has been of general interest in Spain. However,
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the language distribution of the against independence elite users has a high peak
of users that speak only Spanish, while the pro independence elite users have an
approximately uniform distribution. Finally, the language distribution of Catalan
users have an approximately uniform distribution too.
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Figure 7.4: Distributions of language index (L) for (a) Elite users, where the pro-
independence elite users are in blue and the against-independence in orange,
(b) Listeners users and (c) Geo-located in Catalonia users.

7.3 joint distribution of language and opinion

To study the interplay between opinion and language we have used the bipolar
opinion indices computed in Section 6.1. Using a one-dimensional (scalar) index
allows us to study the opinion-language relationship with an easily interpretable
2D visualization. We leave the higher dimensional analysis required for the two-
dimensional tripolar opinions for future works.

Since each user has been assigned an opinion value and a language index, we
can represent the relationship between ideology and language use by plotting these
couples of values. In Figure 7.5 we present the 2D histogram of this point cloud,
where color indicates density of users and the red ×’s correspond to individual
users geolocated in Catalonia. In order to characterize this relationship, we have
computed the Spearman rank correlation coe�cient between the language and
opinion indices and the value obtained is 0.46. Notice that if users used Catalan or
Spanish regardless of their political position, the distribution would be homoge-
neous, yielding a value of ∼ 0 for the Spearman correlation. The speci�c shape of
the language-opinion joint distribution also o�ers valuable information of their
interaction: If only users of the independence pole (opinion index from 0 to 1) used
mainly Catalan, and users of the against independence pole (opinion from −1 to
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0) used mainly Spanish, both the upper-left and lower-right quadrants of the 2D
histogram would be approximately empty, which is not the case either.
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Figure 7.5: Interplay between language index and opinion index of the users of the Cata-
lan independence Twitter conversation. Color measures the number of users
located in the 2D bin. The red ×’s correspond to Geo-located in Catalonia
users.

In more detail, what we see in Figure 7.5 is that users with an opinion index from
−1 to 0.3 (from completely against-independence to slightly pro-independence)
have a language index close to −1, i.e., they speak almost exclusively Spanish. On
the other hand, for users with an opinion index between 0.3 and 1, the possible
language index values are wider and there exists a monotonously increasing tendency
to use more preferably Catalan as the opinion gets closer to the pro-independence
pole. The Catalan geo-located users follow an analogous behavior.

7.4 active, influential and engaged users

In Chapter 6, we �ltered out users with low activity in order to clean the noise of
the opinion distribution. Active users are those that either are enthusiastic about
the topic for a short but intense period or participate in a more moderate but
consistent fashion. To di�erentiate between these two behaviors, in this section
we also study the opinion of users with high participation ratios (engaged users).
Another relevant subset of users worth of analyzing are those with a high number
of retweets received (in�uential users).

Three �lters have been applied so that each of the three user subsets (active,
engaged and in�uential) contains approximately the same number of users. If we
consider the activity �lter of 10 tweets, the in�uence �lter of having received at least
7 retweets and the engagement �lter of participating 7 days, the size of the subsets
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are 391318, 352397 and 345528 users, respectively. Besides these thresholds, we
consider two increasingly more restrictive (i.e. higher) values for activity, retweets
and participation. The resulting opinion distributions for each threshold are shown
on the left side of Figure 7.6. The �rst thing to notice is that the shapes of the
distributions of the same restriction level are very similar. In fact, the intersection
between the active, in�uential and engaged users for each threshold is very high,
particularly in the less restrictive level, meaning that the sets of users are almost the
same.

Figure 7.6: Left side: Comparison of the e�ect of activity, in�uence and engagement on
the users’ opinion distribution. Results are �ltered by activity (blue), retweets
received (purple) and days of participation (pink) for three di�erent threshold
values increasing from top to bottom panels. Right side: E�ect of the activity
�lters in the interplay between language index and opinion index. Color indi-
cates the number of users located in each 2D bin.

Furthermore, it can be seen that as we increase the threshold (from top to bottom
in Figure 7.6), the extreme poles get progressively narrower while the central pole
approximately maintains its shape, with a slight decrease in size and height. Besides,
the pro-independence pole increases so that in the last threshold the positive part
of the distribution contains 67% of the users. That is, the more active (engaged
or in�uential) a user is, the more probable it is that she is found in an extreme
position in the ideological spectrum. Moreover, the progressive narrowing of the
distribution around the three modes (the three poles) means that opinion variability
signi�cantly decreases for the most active users. This e�ect has been corroborated
by computing the entropy of the distributions of active users for each of the three
thresholds considered and verifying that, as the threshold increases, the entropy of
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the distribution decreases. The values of the entropy for each activity threshold,
calculated as described below, are h10 = 0.54, h50 = 0.37 and h210 = 0.08.

The di�erential entropy for the probability density function (PDF) f(x) of a
continuous random variable Xwith support ξ is usually de�ned as1:

h(f) = −

∫
ξ

f(x) log f(x)dx (7.2)

Here, a di�culty arises, because we have a discrete histogram, not an analytical
expression for the PDF of the opinion index. To overcome this issue we have �rst
computed the histogram of the opinion index, which yields a list of equally spaced
intervals of the opinion index and their associated probability density. Then, we
have performed a cubic interpolation using the center of the intervals as x values
and the probability density values as y values and we have used it to calculate (7.2)
numerically. We have assessed the correctness of this methodology by verifying that
the interpolated PDF is normalized and that the resulting entropy is consistent
when we change the number of bins employed to compute the histogram (we have
tested values from 10 to 1000).

We have performed an analogous �ltering to study the language-opinion interplay
by selecting users with high activity in order to obtain a cleaner joint distribution.
Since the intersection between active, in�uential and engaged users is quite high
(>64%), the results for the active users will be analogous as those obtained for the
engaged and in�uential users. Therefore, to avoid redundancies, we present only
the results obtained with the activity �lters. On the right side of Figure 7.6 we
see that the distribution follows the same pattern for the three thresholds, but it
becomes narrower as its value is increased. In addition, there are three areas that
stand out because of the higher density of users. These areas correspond to the
three poles observed in the corresponding opinion distributions of the left-hand
side of Figure 7.6. Thus, the users of the pole with an opinion index around −0.7
(against independence) and the pole with the most central opinion index speak
almost exclusively Spanish. Conversely, the users of the pole with an opinion index
around 0.6 (pro-independence) speak in a wide range between Catalan and Spanish.
That is, although the third pole (the central one) is closer to the pro-independence
pole in the opinion index, it behaves similarly to the against independence pole in
the use of language.

7.5 discussion

In this chapter we have studied the relationship between opinion and the use
of Spanish and Catalan in a Twitter conversation around the independence of
Catalonia.

The use of language has been quanti�ed by the language index Li, which mea-
sures the Spanish-Catalan usage ratio of each user. The joint language-opinion
distribution shows that users with an opinion index ranging from completely
against-independence to slightly pro-independence speak almost exclusively Span-
ish, while for users with an opinion index closer to the pro-independence pole,

1 Although alternative de�nitions have been proposed and there is much debate around the matter
[Jay63; Jay68].
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the range of language index values is wider. However, there is a monotonously
increasing tendency to preferably use Catalan as the opinion gets closer to the
pro-independence pole.

Another relevant result is that active, in�uential and engaged users are practically
the same subset of users. Besides, the more active (engaged or in�uential) a user
is, the more probable it is that she is found in an extreme position in the ideologi-
cal spectrum. Moreover, the progressive narrowing of the opinion distributions
around the three modes (the three poles) means that opinion variability signi�cantly
decreases for the most active users.

When the activity �lter is applied to the language-opinion joint distribution,
three areas stand out, corresponding to the three political poles detected in Section
6.1. Users of the against-independence pole and users of the central pole speak
almost exclusively Spanish. Conversely, users nearer the pro-independence pole
present a wide range of language use between Catalan and Spanish. Therefore,
although the third pole (the central one) is closer to the pro-independence pole in
political opinion, it behaves similarly to the against independence pole in the use of
language.





8NETWORK (CO )VAR IANCE AND ITS APPL ICAT IONS

A system of cells interlinked within
cells interlinked within cells interlinked

within one stem.

— Vladimir Nabokov - Pale Fire

The variance of a probability distribution is a fundamental concept in the toolkit
of probability theory and statistics and is routinely applied throughout science,
engineering and numerous practical settings. Intuitively speaking, the variance
captures how spread-out the outcomes of a distribution are, and thus re�ects the
inherent variability in this distribution. Moreover, as discussed in Chapter 5, it is of-
ten adopted as a measure of polarization for one-dimensional opinion distributions.
In many practical cases however, probability distributions are de�ned on the nodes
of a network. And when studying distributions de�ned on nodes we should take
the underlying network structure into account. As the usual de�nition of variance
can not incorporate this underlying structure into the computation, we lack a basic
methodological tool when analyzing distributions on networks.

In this chapter we propose a measure of variance and covariance for distributions
de�ned on a network that takes into account the network topology by considering
the distances between nodes. These distances provide a notion of what it means
to be spread out on the network, which in turn allows to de�ne (co)variances of
distributions on the network [DMGL20]. Our proposed formulas for variance
and covariance take a very simple mathematical form yet still capture many of the
intuitive and mathematical properties of the usual (co)variance. To illustrate our
new measures in practice, we apply the proposed variance and covariance measures
to the analysis of an empirical network of mathematical concepts with data from
a collection of scienti�c papers. Our approach allows for a uni�ed and intuitive
treatment of the structural data (relations between concepts) and functional data
(usage of concepts in papers) in this system.

However, the potential of this new metric is immense and the most interesting
applications are still to be developed. Thus, in Section 8.5 we propose several promis-
ing practical applications, including a very straight forward measure of polarization
for social networks.

8.1 networks of knowledge

Networked complex systems are often studied by dividing the description of the
system into the underlying structure and the dynamical processes that take place
on the network, which determine its function. To motivate the development of
the network variance metric, we start with a methodological problem: relating the
structural and the functional networks of mathematical knowledge.

We have two networks with the same set of nodes, consisting of a list of 1612
mathematical concepts (equations, theorems, lemmas and conjectures) extracted
from Wikipedia. On the one hand we have the hyperlink network of the Wikipedia
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Figure 8.1: Diagram showing how the arXiv co-occurrence network (left) and Wikipedia
hyperlink network (right) are built from their respective datasets of scienti�c
papers and Wikipedia pages.

pages associated to those concepts (structural network). On the other hand, the
co-occurrence network of those concepts in scienti�c papers (functional network).
The scheme of Figure 8.1 shows how these two networks are built and below we
provide a more detailed explanation.

Following [Sal+18], the list of concepts was compiled using the following Wikipedia
pages:

• Theorems: https://en.wikipedia.org/wiki/List_of_theorems

• Lemmas: https://en.wikipedia.org/wiki/List_of_lemmas

• Conjectures:https://en.wikipedia.org/wiki/List_of_conjectures

• Equations:https://en.wikipedia.org/wiki/List_of_equations

To build the Wikipedia network we used the Wikipedia API to retrieve all the
pages of the concepts and the hyperlinks they contained. We �ltered out some
concepts that had no Wikipedia page, had more than one page associated or shared
the same page. Then, we connected conceptA to concept Bwith a directed link
if the page associated toA had a link to the page associated to B. The result is a
directed network with 1150 nodes and 4109 links (although an undirected version
will be used in the computations). The giant connected component1 has 1060 nodes
and the giant strongly connected component has 611 nodes. A visualization of the
Wikipedia network is presented in Figure 8.2.

The dataset used to build the co-occurrence network has been scraped from
142071 arXiv papers by looking for documents containing concepts from the afore-
mentioned list. It was developed by Salnikov et al. to study higher order structures
of knowledge using simplicial complexes [Sal+18]. In the co-occurrence network
two concepts are joined with a link if they appear in the same paper. The weight
of the links are the number of papers in which two concepts co-occur. This net-
work is weighted and undirected, has 1314 nodes, 74637 links and is connected. A
visualization of the co-occurrence network is shown in Figure 8.3.

The networks described above are di�erent representations (or manifestations)
of the structure of knowledge in Mathematics. Notice that they are very di�erent

1 The giant connected component of a network is the largest sub-network where there exists a path (a
sequence of links) joining every pair of nodes.

https://en.wikipedia.org/wiki/List_of_theorems
https://en.wikipedia.org/wiki/List_of_lemmas
https://en.wikipedia.org/wiki/List_of_conjectures
https://en.wikipedia.org/wiki/List_of_equations
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Figure 8.2: Giant connected component of the Hyperlink network of Wikipedia pages
corresponding to the considered set of mathematical concepts. The size of the
nodes is proportional to theirPageRank (see Appendix G) and the color cor-
responds to the communities according to the Louvain algorithm.

in nature because they encode two fundamentally di�erent kinds of relations. Our
objective is to establish the relationship between both networks. In that sense, an
analogous problem can be found in the �eld of neuroscience, where researchers
look for ways to relate the structural network of the brain (how are di�erent areas
physically connected) and its functional network (where areas are connected if the
signals they generate are correlated)[PF13; Abd+18; Bec+18]. As discussed above,
the Wikipedia network can be considered as the structural network of mathematical
knowledge and the co-occurrence network as the corresponding functional network.

8.2 pairwise distance between co-occurring concepts

As a �rst step to verify if the Wikipedia and the co-occurrence networks are re-
lated, we took pairs of co-occurring concepts in scienti�c papers and measured
the shortest path distance2 between the corresponding pairs of nodes (Wikipedia
pages) in the Wikipedia network. Then, we computed the distribution of distances,
which we compared with the distribution of distances between random pairs of
nodes. For these computations we have used an undirected version of the Wikipedia
network to be able to use the giant connected component, bigger than the giant
strongly connected component. In Figure 8.4 it can be seen that the distances in
the null model are greater than for co-occurring concepts, in agreement with our
expectations.

However, the relationship between concepts that co-occur in a paper can go
beyond the pairwise association. The appearance of a given concept may depend

2 The shortest path distance between two nodes i and j of a network is the number of links that we
need to cross to get from i to j trhough the shortest path.
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Figure 8.3: Co-occurrence network of the considered set of mathematical concepts in sci-
enti�c papers. The size of the nodes is proportional to their PageRank. In
this case the Louvain algorithm does not �nd any signi�cant community, so
we have assigned the same color to all the nodes.
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Figure 8.4: Minimum path distance distribution between nodes in the (undirected ver-
sion of the) Wikipedia network for pairs co-occurring concepts and for random
pairs of nodes (which, as expected, coincides with the minimum path distance
distribution for all the possible minimum paths).

not on the presence of one, but of several other concepts in a paper. We can test
this hypothesis by taking co-occurring sets of (more than two) concepts in papers
and compute the average pairwise distance between all the possible couples of the
corresponding nodes in the Wikipedia network.

We have carried out this computation with triads of nodes where the three
corresponding concepts appear together in at least one paper. For comparison, we
have used a null model that is more restrictive than the previous one. Instead of
choosing sets of three nodes at random, we have chosen sets of three nodes that
form a triangle in the co-occurrence network. For some of them, the three edges
of the triangle come from the same paper (the three concepts appear in the same
paper), but for others each edge comes from di�erent papers. Notice that these are
the only two possible ways to form a triangle, since when two edges come from a
given paper the third one necessarily comes from the same paper (because the three
concepts appear in it). In Figure 8.5 we show an explanatory diagram.

If we did not restrict the model in this manner, we would just be averaging
three of the distances obtained with the original null model. We impose these
restrictions because we already know that co-occurring pairs of concepts are closer
in the Wikipedia network than when they are chosen at random. Now we want to
see if three conceptsA,B,C are closer when they appear in the same paper than
when it is not speci�ed if each coupleA − B,A − C,B − C appear in di�erent
documents or in the same. To guarantee an unbiased sampling we have built the
list of all the triangles in the co-occurrence network and we have randomly picked
the same number of triangles present in the empirical data (1923646 triangles). We
built the triangles from the empirical data by taking all the papers with at least 3
co-occuring concepts and forming all the possible triads. The resulting distributions
of average distance in the undirected version of the Wikipedia network are shown
in Figure 8.6, which clearly shows that the average distance for triads of concepts
that appear in the same paper is lower than for triads sampled from the null model.
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Figure 8.6: Average minimum path distance distribution between nodes in the (undi-
rected version of the) Wikipedia network for triads of co-occurring concepts
and for random triads of nodes according to the restrictive null model.
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8.3 network (co)variance

Taking into account the previous results, and the fact that the co-occurrence relation
is inherently of arbitrary order (potentially higher than pair-wise), we look for a
metric to measure how close are the nodes of a given set in a more direct and
natural way than the average distance (which after all is computed from the pairwise
distances and therefore does not take into account the higher order dependencies).
Intuitively, we would like to measure the cohesion of sets of nodes in a network,
and as will be shown below, the Network Variance is an excellent candidate for
such a measure. We also develop the Network Covariance, which is the multivariate
extension of the Network Variance and a natural analogue of the usual covariance.
In this context the Network Covariance can be considered as an aggregate measure
of global coherence in the use of concepts by relating the probability distribution
of co-occurrence of concepts and the distances between the corresponding pages in
the Wikipedia network.

Variance is a measure of how spread out is a distribution de�ned on the real line.
In the case of a connected network G with a set V of nodes and a set E of links
with weightwij, a distribution on a network is a function p(i) : V → [0, 1] which
assigns a nonnegative number p(i) to each node i in the network, such that all
numbers add up to one

∑
i∈V p(i) = 1. For example, the uniform distribution

(p(i) = 1/|V |) or the stationary state distribution of a random walk, where p(i)
is proportional to i’s degree for an undirected and unweighted network (p(i) =
ki/(2|E|)), are usually relevant in the context of networks.

In a multivariate setting, where the relationship between two or more random
variables is of interest, the covariance measures how two variables vary together via
their joint probability distribution (does one increase when the other increases, does
it decrease, or are they unrelated?). A joint distribution on a network is a function
P : V × V → [0, 1] which assigns a nonnegative number P(i, j) to each pair of
nodes in the network, such that all numbers add up to one

∑
i,j∈V P(i, j) = 1.

The uniform distribution over all possible pairs of nodes P(i, j) = 1/|V |2 or the
uniform distribution over the edges P(i, j) = wij/

∑
i,j∈V wij are two examples

of joint probability distributions that can be de�ned on a network. Any joint
distribution P(i, j) on node pairs also naturally leads to two (simple) distributions
p̃ and q̃ on the nodes, de�ned by p̃(i) =

∑
j∈V P(i, j) and q̃(j) =

∑
i∈V P(i, j),

which are called the marginal distributions of P(i, j).
It is natural to ask whether a distribution is centered, or concentrated, on a small

part of the network or if instead the distribution is spread out over the network. In
the setting of distributions on the real numbers, the variance re�ects how spread
out a distribution is as the average squared di�erence between a random outcome of
the distribution and the typical outcome (i.e. the mean). To generalize this standard
notion of variance to networks, we propose to take into account distances between
nodes in the network, i.e. a functiond(i, j) : V×V → R that says something about
how far two nodes i and j are in the network. Given such a distance notion between
nodes, we propose a generalization of variance to distributions on a network:

Var(p) =
1

2

∑
i,j∈V

p(i)p(j)d2(i, j) (8.1)
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To show that equation (8.1) generalizes the classical notion of variance, let us
consider a distribution de�ned on the real line instead of the nodes of a network.
Thus, let V ⊂ R a �nite subset of the real line. For this demonstration we will use
the expectation operator E : V → R of the random variableN with probability
distribution p, de�ned as:

E(N) =
∑
i∈V

p(i)i (8.2)

This operator can be extended to functions on V , de�ned as f : V → R, in the
following way:

E(f(N)) =
∑

p(i)f(i) (8.3)

Which can be interpreted as the expected outcome of the function f when
applied to the random variableN. Using the expectation operator, the variance of
the distribution p of a random variableN is de�ned as:

Var(p) = E([N− E(N)]2) (8.4)

It is important to note that to use this de�nition we need a di�erence (i−E(N))
between an element of the set V and its average, and a way to square this di�erence
(i− E(N))2; both are straight forward when V is a subset of the real line, as i and
E(N) are just real numbers.

Now, let us plug the expression (8.2) on the de�nition of the variance given in
equation (8.4):

Var(p) =
∑
i∈V

p(i)

i− ∑
j∈V

p(j)j

2

=
∑
i∈V

p(i)

i2 − 2i∑
j∈V

p(j)j+
∑
j,k∈V

p(j)p(k)jk


=

∑
i∈V

p(i)i2 − 2
∑
i,j∈V

p(i)ip(j)j+
∑
i∈V

p(i)
∑
j,k∈V

p(j)p(k)jk

Taking into account that
∑
i∈V p(i) = 1 and changing the names of indices

j, k in the last sum by i, j:

Var(p) =
∑
i,j∈V

p(i)p(j)
[
i2 − ij

]
=
1

2

∑
i,j∈V

p(i)p(j)
[
i2 + i2 − 2ij

]
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And since the sum runs through both indices i and j, one of the i2 can be
changed by j2 without changing the outcome:

Var(p) =
1

2

∑
i,j∈V

p(i)p(j)
[
i2 − 2ij+ j2

]
=
1

2

∑
i,j∈V

p(i)p(j)d2(i, j)

Which coincides with the expression of equation (8.1). Figure 8.7 illustrates
how our notion of variance captures the variance of a network distribution. Each
panel shows a di�erent probability distribution on the same network. In panel
A the distribution is concentrated in a small subset of nearby nodes; in panel B
the probabilities are still higher in that subset, but the distribution is more spread
out, so the variance is higher; in panel C the distribution is uniform, presenting a
slight increase in variance, and the distribution of panel D has the highest variance
because the peripheral nodes have higher probabilities.

Var=1.4 Var=2.3

Var=2.9 Var=4.2

Figure 8.7: Four di�erent distributions on the same network that are increasingly spread
out from A to D and therefore present increasing values of the network vari-
ance.

In the case of joint distributions (i.e. pairs of random variables), the covariance
is used to quantify whether random pairs sampled according to this distribution
are on average close together, or far apart. Making use of a distance notion d(i, j)
again, we propose a generalization of the covariance to joint distributions P(i, j)
on a network:

Cov(P) =
1

2

∑
i,j∈V

[p̃(i)q̃(j) − P(i, j)]d2(i, j) (8.5)
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To show that this expression coincides with the classical de�nition of covariance
for real-valued variables, let us consider a couple of random variablesN,M ∈ V×V
with joint probability distribution P, such that again V ⊂ R. The expectation
operator of a function f : V × V → R is de�ned as:

E(f(N,M)) =
∑
i,j∈V

P(i, j)f(i, j) (8.6)

The covariance of a joint probability distribution P of a couple of random
variablesN,M is then de�ned as:

Cov(P) = E ([N− E(N)][M− E(M)]) (8.7)

From equations (8.7) and (8.6), we can derive the following identities:

Cov(P) = E(NM) − E(N)E(M)

E([N−M]2) = E(N2) − 2E(NM) + E(M2)
(8.8)

Combining both identities we have:

Cov(P) =
1

2

(
E(N2) − 2E(N)E(M) + E(M2) − E([N−M]2)

)
Expanding the �rst three terms in this expression we �nd:

E(N2) − 2E(N)E(M) + E(M2) =

=
∑
i∈V

p̃(i)i2 − 2
∑
i∈V

p̃(i)i
∑
j∈V

q̃(j)j+
∑
j∈V

q̃(j)j2

Now, let us multiply the �rst term by
∑
j∈V q̃(j) = 1 and the last term by∑

i∈V p̃(i) = 1:

∑
i,j∈V

p̃(i)q̃(j)i2 − 2
∑
i,j∈V

p̃(i)q̃(j)ij+
∑
i,j∈V

p̃(i)q̃(j)j2

=
∑
i,j∈V

p̃(i)q̃(j)(i2 − 2ij+ j2)

=
∑
i,j∈V

p̃(i)q̃(j)(i− j)2

Consequently, the covariance can be written as

Cov(P) =
1

2

∑
i,j∈V

[p̃(i)q̃(j) − P(i, j)](i− j)2
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Which corresponds to expression (8.5) for the Euclidean distancedij = ||i−j||2.
However, in many practical applications, the covariance is not used directly; instead,
it is normalized to obtain the well-known quantity of correlation, which is de�ned
as follows:

Corr(P) =
Cov(P)√

Var(p̃)
√
Var(q̃)

(8.9)

The interpretation of the Network Correlation is analogous in some ways to
that of the usual correlation, but there are di�erences that justify some discussion
before moving on to the practical applications. To support the explanation, in Table
8.1 we have summarized the covariances and correlations of some joint probability
distributions de�ned on the nodes of the network of Figure 8.7.

distribution covariance correlation

P(i, i) = 1/|V | 2.93 1.00

P(i, j) = wij/
∑
i,j∈V wij 1.02 0.53

P(i, j) = 1/|V |2 0.00 0.00

P(i, j) , 0 only for peripheral nodes −1.22 −0.25

P(i∗, j∗) = 1 if d(i∗, j∗) = max −6.25 −1.00

Table 8.1: Examples of covariance and correlation of some joint probability distributions
de�ned on pairs of nodes of the network of Figure 8.7.

When we say that two variables x and y are highly correlated we usually imagine
a plot like the one in panel A of Figure 8.8. The corresponding joint probability
distributionϕwould be concentrated around the line x = y, soϕ(x, y) ≈ 0 if
x , y and ϕ(x, x) > 0. In a network an analogous distribution would be one
where P(i, j) = 0 when nodes i and j are di�erent (i , j) and P(i, i) = 1/|V |

with |V | the number of nodes. Unsurprisingly, the correlation of such distribution
is 1; that is, the highest, as the distance between the nodes of the (i, j) couples
with nonnegative probability is 0. Another distribution with high probabilities for
nearby pairs of nodes is the joint probability distribution of choosing an edge of
the underlying network randomly; that is, P(i, j) = wij/

∑
i,j∈V wij (in this

examplewij = 1 for every (i, j) ∈ E). In this distribution P(i, j) , 0 only for
couples where d(i, j) = 13, so the correlation is also fairly high (Corr = 0.53).

If the correlation between two variables is close to zero, we usually think about a
cloud of random points, like the one in panel B of Figure 8.8. The joint probability
distribution in this case would be a uniform distribution over the corresponding
domain:ϕ(x, y) = 1/SwhereS is the area of the domain. Similarly, the correlation
of a uniform distribution over all the possible pairs of nodes P(i, j) = 1/|V |2 is 0.

Negative correlations are usually associated to plots like the one in panel C of
Figure 8.8, but �nding the network analogue is not straight forward in this case.
Intuitively, correlation is negative when the probability is high for pairs of values
(x, y) where x tend to be far from y (with respect to their respective means).

3 Because we are using the geodesic distance; a di�erent choice of metric would yield di�erent dis-
tances.
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Figure 8.8: Top: Three clouds of points representing a positive correlation (A), no correla-
tion (B) and a negative correlation (C) between two variables x andy. Bottom:
Their corresponding joint probability distributions.

Therefore, we can expect negative network correlation when the probabilities are
high for pairs of nodes that are far from each other in the network. For example, let
us consider a distribution with P(i, j) = 0 everywhere except for the pairs formed
by two of the 5 peripheral nodes of panel D of Figure 8.7, where4 P(i, j) = 1/20.
In this case,Corr = −0.25. Since correlation is lower if P(i, j) is high when i and
j are far away, it is reasonable that in the extreme case when P(i, j) = 0 everywhere
but for the pair of nodes (i∗, j∗) that are furthest away (the top right and bottom
left nodes of Figure 8.7, which are 5 hops away); that isP(i∗, j∗) = 1, correlation is
−1. This topic however deserves further research to get a thorough understanding
of maximum and minimum covariance distributions.

8.4 (co)variance of a network of knowledge

Now that the metric has been introduced, we consider whether the mathematical
papers contain coherent sets of mathematical concepts, or not. To do that, for each
paper we take the subset of mathematical concepts that appear in it and represent it
by a uniform distribution over the corresponding nodes of the Wikipedia network.
Every paper i thus has a corresponding subset of concepts Vi and distribution
p(i) uniform over this set of concepts. This representation of distributions on a
graph allows to further analyze the data of these papers in our introduced variance
framework.

We measure the coherence of a paper by comparing the variance of the paper’s
distribution of conceptsp(i) to a null model, representing virtual papers. Figure 8.9
below shows that the paper distributions generally have a smaller variance compared
to virtual papers made up of randomly sampled concepts according to their relative
frequency over the full corpus. Intuitively, this re�ects the idea that the practical

4 Notice that we have 52− 5 pairs because we are not considering the pairs formed by each node with
itself.
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use of mathematical concepts is related to the underlying connections between
concepts, where a group of concepts is more likely to be considered in a paper if this
group is coherent, as measured by a small variance of their corresponding uniform
distribution. Furthermore, Figure 8.9 clearly indicates a range of typical variance
values which could be used to identify papers with exceptionally small (or high)
variances. As a second application, the variance of paper distributions p(i) could
be used as a ground for (qualitative) comparison between di�erent �elds of study,
as shown in Figure 8.10.
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0.0
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No. concepts=9

Data

Random

Figure 8.9: Distribution of network variances of concept distributions p(i) in papers, cal-
culated with respect to the geodesic distance in the Wikipedia network. In each
panel, the probability density function (PDF) of variances is calculated for pa-
pers containing 3 (resp. 5,7,9) concepts present in the Wikipedia network, and
is compared with the variance PDF for a collection of (null model) virtual pa-
pers with the same number of concepts. The empirical variance distributions
seem to be concentrated on smaller variances compared to the null model vari-
ances.

To obtain an aggregate measure of the coherence of concepts used in the same
paper, the network covariance can be used. To this end, we have counted the co-
occurrences of pairs of concepts over all papers. This gives a joint distribution P,
where P(i, j) is proportional to the number of papers in which both concept i
and j are used. To test how the function of the network of knowledge relates to
its structure, we compare the covariance of this empirical distribution P on the
given graph against two null models: in the �rst model the distribution P is left
constant but the underlying graph is randomized, while in the second model the
distributionP is randomized while the graph kept constant. Since we are comparing
joint distributions with potentially di�erent marginals, we consider the correlation
instead of using the covariance directly. Notice that since the co-occurrence joint
probability distribution is symmetric, we have p̃ = q̃, which means that the
correlation is simply calculated asCov(P)/Var(p̃).
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Figure 8.10: Distribution of network variances of concept distributions p(i) for arXiv pa-
pers from di�erent sub-�elds.

As a �rst null model, we perform a degree-preserving rewiring [Mih03] of the
Wikipedia network while keeping the joint distribution constant. As seen in the left
panel of Figure 8.11, measuring the covariance ofPwith respect to these randomized
graphs yields signi�cantly lower correlation values; this would imply that the empir-
ical correlation is not simply a consequence of the (local) degree distribution of the
network. Our second null model consists of a marginal-preserving randomization
of P while leaving the network intact: we pick two pairs of nodes (i, j) and (i ′, j ′)
with non-zero joint probabilities and reshu�e their joint probabilities as

P(i, j)→ P(i, j) − α

P(i ′, j ′)→ P(i ′, j ′) − α

P(i, j ′)→ P(i, j ′) + α

P(i ′, j)→ P(i ′, j) + α

(8.10)

With a uniform random value 0 6 α 6 min(P(i, j), P(i ′, j ′)). In other words,
there is a shift of probability mass α from (i, j) → (i, j ′) and from (i ′, j ′) →
(i ′, j). We repeat this procedure until all pairs of nodes have been considered,
which produces a (symmetrically) randomized joint distribution P ′ with the same
marginals as P. The right panel in Figure 8.11 shows that these randomized joint
distributions are concentrated on signi�cantly lower correlation values. We also
calculated the co-occurrences for a number of sub-�elds separately and report their
covariances in Table 8.2.
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Figure 8.11: Comparison between empirical covariance of the co-occurrence distribution
P on the Wikipedia network of concepts and two null models. In the left panel,
the covariance of P is calculated with respect to the shortest-path distance on
the Wikipedia network (dashed line) and the shortest-path distance on 100
realizations of a degree-preserving randomization of the network (blue bars).
In the right panel, the covariance of P (dashed line) and of 100 realizations
of a marginal-preserving randomization of P (blue bars) are calculated with
respect to the shortest-path distance on the Wikipedia network.

field correlation

Analysis of PDEs 0.021
Mathematical Physics 0.065
Probability 0.042
Algebraic Geometry 0.051
Di�erential Geometry 0.054
Number Theory 0.058
Dynamical Systems 0.081
Combinatorics 0.073
Functional Analysis 0.067

Table 8.2: Covariance of the joint probability distribution of concepts for papers of di�er-
ent sub-�elds.
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8.5 other potential applications

The above analysis illustrates a practical scenario where data is available in di�erent
modalities (i.e. structural and functional) and for which our variance and covariance
measures enable a uni�ed treatment. Our framework is of course not restricted
to this speci�c example, but can be applied in the context of many other network
problems. For example, as mentioned above, in the �eld of neuroscience we �nd a
closely related problem, which consists in characterizing the relationship between
the structural network of the brain and its functional network [PF13; Abd+18;
Bec+18; Sil+12]. A possible approach in this setting could be to use the (normalized)
functional adjacency matrix as a joint probability matrix. The covariance of this
distribution with respect to the distances in the structural network could then be
interpreted as a measure of correspondence between both modalities. Furthermore,
the covariance of di�erent functional networks of the brain measured in di�erent
situations may be informative: in resting state, carrying out some task, with some
neurological disorder like epilepsy or a psychological one, like depression.

Economic complexity has been thoroughly studied using networks of products,
industries, countries... which in many cases are closely interrelated. Since there is a
great interest in characterizing the diversity of such economic networks [APH18;
Har+17], the network variance and covariance might be vital tools for this discipline.
As an example, the variance of the distribution of exported products of a given
country could be computed with respect to distances in the network of co-exported
products, as de�ned in [Hid+07]; the resulting quantity can be interpreted as a
measure of economic diversity of the country.

Another potential application, in direct relation with the topics of this thesis,
is the development of a polarization measure for social networks. In [Gar+18] the
controversy (or social polarization) around a given issue is captured by partitioning
a network of user interactions into two communities and measuring how well
the highest degree nodes from both communities are connected (the lower the
connectivity, the higher the polarization). Our framework could be used in this
context by placing a uniform distribution over the high degree nodes and using the
corresponding network variance as a proxy of polarization, since it directly measures
how spread-out the distribution is. Other probability distributions (like the steady
state random walk distribution, which is proportional to the nodes’ degree) may
also prove useful. This alternative measure would not depend on the pre-calculation
of a binary partition of the network and, therefore, would not need to rely on the
arbitrary assumption that the polarization patterns are only binary.

8.6 discussion

In this chapter we have introduced two new measures which allow to calculate the
variance and covariance of distributions de�ned on the nodes of a network, as a
generalization of the standard (co)variance. These measures take into account the
underlying structure of the network in the form of distance between nodes, thus
providing a tool in the study of functional properties of the network (distributions,
signals, ...) relative to the underlying structure of the network. Furthermore, the
variance and covariance take simple mathematical forms, enabling a straight forward
calculation.
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We furthermore use the variance and covariance in a practical scenario where
both structural and functional data of a networked system are known. We analyze
a network of knowledge consisting of mathematical concepts as nodes and links in-
ferred from hyperlinks on Wikipedia. Based on a corpus of 140k papers on the arXiv,
we then analyze how this network of knowledge is used in practice. We translate the
occurrences and co-occurrences of concepts in these papers into distributions and
joint distributions on the network, and show that the corresponding variance is
smaller, on average, compared to a null model and similarly, that the corresponding
covariance is larger, on average, compared to a randomized null model.

Beyond this particular setting, our framework has many potential applications
in �elds like neuroscience, to characterize the relationship between structural and
functional brain networks in terms of covariance; in economics, where variance
can be used as a measure of economic diversity, or in social networks, where the
variance of certain distributions could be interpreted as a measure of polarization.





9CONCLUS IONS AND FUTURE WORKS

9.1 conclusions

In this thesis we have approached the study of collective human behavior from two
main fronts: one that focuses on the fundamental dynamics of social interactions
and another that explores the phenomenon of polarization in social networks using
the methodological tools of Network Science. The former is of a more theoretical
nature while in the latter our contributions are more methodological and analytical.
Nevertheless, in every step of the research process we have been very aware of the
empirical reality whose properties we intend to reveal and explain, so we have placed
a strong emphasis on the study of real world scenarios.

Here we summarize the main contributions and conclusions of our work:

1. We have developed three models of social interactions that explain the re-
lationship between the number of actions of an individual embedded in a
social system (her activity -A) and the number of reactions stimulated by
those actions on the rest of members of the system (the response - R). The
models, which implement di�erent levels of dependence between A and
R, are the Independent Variables (InV) model, the Identical Actors (IdA)
model and the Distinguishable Actors (DiA) model. Their goal is to repro-
duce the empirical probability distribution of the e�ciency metric, de�ned
as η = R/A. The models have been tested in 29 datasets of three di�erent
social systems: Twitter, the scienti�c citations network and Wikipedia.

a) We have corroborated the universality of the shape of the e�ciency
distribution, previously reported only for Twitter [Mor+14], in the
three social systems considered. The distribution presents a concave
structure with a maximum around η = 1 (one reaction per action).

b) In the InV modelA and R are independent random variables. This
model explains the universal structure of the e�ciency distribution and
reproduces adequately the data of scienti�c citations. Furthermore, we
have explained another empirical result with the analytical expression
of the e�ciency distribution of the InV model: the independence of
the right tail of the e�ciency distribution with respect to the activity
distribution.

c) The discrepancies between the InV model and the data have been
explained by the presence of A-R correlations, which are not taken
into account by the InV model. Accordingly, we have developed the
IdA model, where every actor is identical in her ability to trigger a
response on the system andR depends onA. The IdA model improves
the �t of the InV model in the right tail of the e�ciency distribution for
Twitter and Wikipedia and reproduces the empiricalA-R correlations
to a reasonable extent.

139
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d) In the DiA model the system distinguishes between individuals de-
pending on their features and reacts accordingly. It was developed from
the observation that the previous two models reproduced the e�ciency
distribution in di�erent regions (InV inη < 1 and IdA inη > 1). The
DiA model was applied to the Twitter data considering the number
of followers as the distinctive feature of the actors and obtaining an
excellent agreement with the data for the whole range of e�ciency.
Additionally, the DiA model faithfully reproduces the empiricalA-R
correlations.

e) Besides explaining the relationship between individual actions and col-
lective reactions, the simplicity of the models also make them suitable
to be used as null models or baselines for more elaborated or domain-
speci�c approaches.

2. We have carried out an analysis of Twitter user behavior during electoral
periods, as those contexts often present polarization. In particular, we have
studied and compared Twitter user behavior during the campaigns of the
Spanish General Elections of 2015 and 2016. From this analysis, we have
concluded that there exist recurrent behavioral patterns that consistently
appear both at the daily scale and when we compare aggregated results for
the two electoral periods, providing a baseline that can be used to detect
unexpected irregularities:

a) We have found that the daily activity (number of tweets per day) of
the two electoral periods are highly correlated, indicating that user
activity during similar events may present analogous patterns. Besides,
the exponent of the daily activity distribution when it is modeled
as a power law barely changes throughout the period under analysis
and is consistent with previous results for the 2011 Spanish elections
[Bor+12b].

b) We have also shown that the number of daily tweets, retweets and men-
tions follow a power law with respect to the number of unique daily
users. This phenomenon can be understood in terms of a densification
power law [LKF05].

c) Networks of retweets and mentions aggregated for the electoral cam-
paign period of the two elections have been built and analyzed, �nding
that the degree distributions and degree correlations are remarkably
similar for the two elections (and consistent with the previous election
[Bor+12b]). However, in the daily time series of degree assortativity
we have detected several �uctuations which can be connected to ex-
ogenous and endogenous disruptive events (viral tweets and electoral
debates).

d) From the analysis of the mention and retweet networks of politicians
it can be inferred that the communication between politicians of dif-
ferent parties is remarkably scarce, although an intensi�cation of the
interactions can be detected after the formation of a political coalition.

3. We have developed a methodology to semi-automatically build a training
set of tweets in polarized scenarios. This technique would avoid having to



9.1 conclusions 141

label large quantities of text samples by hand in order to train Machine
Learning models for Sentiment Analysis. We have tested this methodology
in an electoral context and in a football match.

a) To build the training sets we start by building a list of Twitter users
with clear a�liation for an opinion pole: politicians and supporters of
a political party in the case of the electoral context and fans of one of
the teams in the case of the football match. A tweet from any of those
users is considered positive if it mentions other user from the same
opinion pole and negative if it mentions users from a di�erent opinion
pole. Other terms beside the users may be also used; for example, in
the case of the football match we also consider the names of the teams
and their respective cities.

b) The automatically-built training sets were tested by comparing them
with reference datasets labeled by hand. To do that a sentiment classi�-
cation model was trained on the former and tested on the latter and
viceversa, verifying that the quality of the classi�cation was acceptable
in both cases. The conclusion is that the labeled samples obtained by
the proposed method are meaningful and can be trusted to be used as
training set.

c) Complementarily, we have approached the problem of tuning the
parameters of the classi�cation model (mainly, the classi�cation thresh-
old) using precision-recall curves when the positive/negative base rates
are biased. A way to compute a corrected (unbiased) precision has
been proposed and its e�ectiveness has been demonstrated in examples
with real data. This is a general problem of classi�cation tasks, so the
corrected precision may be useful beyond this particular application.

4. We have developed an opinion inference and polarization measurement
framework suitable for multipolar systems. The opinion is extracted from
the networks of interactions between users of online social media. Since this
approach does not use the content of the messages, it is able to generalize
to any topic, domain and language and circumvents many other drawbacks
of Sentiment Analysis, the standard opinion inference method for online
social networks.

a) The opinion inference technique consists in building a network of user
interactions (a retweet network in our case studies) and identifying a
small set of nodes with clear a�liation to one of the opinion poles to
be used as opinion seeds with �xed opinions (the elite). The opinion of
the remaining nodes (the listeners) is computed by iteratively averaging
the opinion of their neighbors in a DeGroot fashion. We have shown
that this DeGroot updating strategy with stubborn agents is equivalent
to the Friedkin-Johnsen opinion model [Par+17], providing a solid
theoretical basis for our methodology.

b) To use this methodology in n-polar contexts, opinions are modeled
as vectors of n − 1 dimensions with the opinion poles placed at the
vertices of an (n − 1) regular simplex. This way, no a priori bias is
introduced because every pole is at the same distance from the neutral
point (the barycenter of the simplex) and every pole is equally away
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from the others. Additionally, since opinions are computed by convex
combination (averaging), the opinion poles become mutually exclusive:
for an opinion to get closer to a pole, it must get proportionally away
from the others.

c) The result of the inference process is an (n− 1) dimensional opinion
distribution. In order to visualize and analyze high dimensional dis-
tributions, we have developed projection methods to obtain one and
two-dimensional projected distributions.

d) We have also developed measurements to reveal the polarization pat-
terns of the multidimensional opinion distributions. They are based
on the covariance matrix of the cloud of opinion points, which is the
multivariate generalization of the variance, a quantity that has been
frequently interpreted as a measure of polarization. The trace of the
matrix is called the Total Variation and can be interpreted as a global
measure of variance (polarization), and from the eigendecomposition
of the matrix the direction of maximum variance (polarization) can be
obtained.

5. The multipolar opinion inference technique and the polarization measure-
ments have been applied to several Twitter conversations: one system that
has been studied from a bipolar and a tripolar perspective, two quadripolar
systems and two pentapolar systems. In all of them we have found clear
connections between the opinion distributions and the underlying sociolog-
ical contexts, supporting the usefulness of our methodology to detect and
characterize polarization patterns in real world scenarios.

a) The �rst case study is a Twitter conversation around the Catalan inde-
pendence issue. We have started by modeling it as a bipolar system: one
pole in favor of the independence and the other against it. However,
the one-dimensional opinion distribution shows three modes, indicat-
ing the presence of a third pole between the two extremes. This can be
explained by the existence of political parties arguing for a third way.

b) Taking the previous results into account, the Catalan context has been
subsequently modeled as a tripolar system. We have shown that the
multipolar technique generalizes the bipolar method consistently, as
the one-dimensional distribution obtained by projecting the 2D tripo-
lar opinion distribution onto the direction of the pro/against inde-
pendence axis is very similar to the one obtained from the previous
bipolar computation. After the disentanglement of the in�uence of
the third pole, we have found an opinion void near the pro/against in-
dependence axis, indicating that users equally distant from both poles
do not support them equally, but rather prefer the third pole. A similar
situation can be found in the against-independence/third pole axis.
Finally, as expected, the direction of maximum polarization almost
perfectly coincides with the pro/against axis.

c) The quadripolar case studies are the 2015 and 2016 Spanish General
Elections, where the poles are the four main parties: PP, PSOE, Pode-
mos and Cs. The availability of data from two similar contexts has
enabled us to demonstrate that our method is robust and tolerant to
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moderate variations in the composition of the elite: The opinion dis-
tributions of the two contexts are remarkably similar even when their
respective elites have been chosen independently according to their
corresponding interaction networks. Additionally, we have shown that
three of the four parties are spontaneously ordered along the direc-
tion of maximum polarization matching their ideological background
(from left-wing to right-wing: Podemos, PSOE and PP). The remain-
ing party, Cs, changes positions between elections, a phenomenon that
may be explained by the ambiguity of the party [Cli15; Qui18].

d) The pentapolar case studies are the two Spanish General Elections of
2019, one on 28 April (28A election) and the other on 10 Novem-
ber (10N election). The poles correspond to the �ve main parties: PP,
PSOE, Podemos, Cs and Vox. These two similar contexts also present
comparable opinion distributions, which adds evidence of the robust-
ness of the technique. When the poles are projected onto the direction
of maximum polarization four of the �ve parties are ordered accord-
ing to their ideology (Podemos, PSOE, PP and Vox). The drift of Cs
through the opinion space has already been explained.

e) Another relevant pattern that has been detected throughout this analy-
sis is that the faces of the simplex whose vertices correspond to ideolog-
ically close parties tend to be orthogonal to the direction of maximum
polarization.

6. We have studied the relationship between opinion and the relative use of
Catalan and Spanish in the Twitter conversation around the Catalan in-
dependence issue, �nding that, as in other territorial con�icts, language is
clearly related to ideology. But we have gone one step further than previous
studies by revealing the structure of that relationship in a high level of detail.

a) A language index has been computed for every user and coupled with a
bipolar (one-dimensional) opinion index. From the joint distribution
of opinion and language we have inferred that against-independence
users tend to speak almost only in Spanish while pro-independence
users present a wide range of language use. However, there is a clear
tendency to speak more Catalan the closer to the pro-independence
pole a user is.

b) User �lters have been applied to study the most active, engaged and
in�uential users, �nding a high intersection between the three kinds
of users (active users tend to be engaged and in�uential). Furthermore,
the higher the activity (engagement or in�uence) of the considered
set of users, the more extreme and less variable tend to be the opinion
distribution.

c) With respect to the language-opinion distribution, the activity �lter
reveals three regions that can be identi�ed with the three opinion poles
previously detected. Users from the against-independence pole and
the third pole speak Spanish while users of the pro-independence pole
present a wide language use between Catalan and Spanish.
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7. We have derived new expressions for the variance and the covariance that
make them suitable to be computed for distributions de�ned on the nodes
of a network. We have done so by taking into account the topology of the
network encoded in the distances between the nodes. The interpretation
of the new metrics has been illustrated with synthetic examples and their
applicability has been demonstrated with an empirical case study.

a) The Network Variance and the Network Covariance can be computed
with simple algebraic expressions that depend only on the pairwise dis-
tances between the nodes and the considered probability distributions.

b) The Network Variance is high for distributions where the nodes with
higher probabilities are far away from each other, and vice versa. The
Network Covariance is high when the joint probability distribution
over couples of nodes assigns high probabilities to couples of nodes
close to each other, and is maximum when probabilities are> 0 only
for couples formed by one node with itself. The lowest Network Co-
variance is achieved when the distribution is concentrated on the pair
of nodes that are further away from each other.

c) The new metrics have been applied to a problem that consists in relating
a functional network of knowledge (the co-occurrence network of
mathematical concepts in scienti�c papers) and a structural network
of knowledge (the hyperlink network between the Wikipedia pages of
those same concepts).

d) To measure the relationship between the two networks, we have consid-
ered the set of co-occurring concepts in each paper and built a uniform
distribution over the corresponding set of nodes (Wikipedia pages) in
the Wikipedia network. We have shown that the Network Variance is
higher for those empirical distributions than for a null model of virtual
papers.

e) We have also shown that the correlation (normalized covariance) of
the empirical joint probability distribution of co-occurring concepts
in the whole corpus is larger than the one for null models.

f) These results indicate that, although the two networks of knowledge
have been built from di�erent data sources and the relationships be-
tween the nodes are of very di�erent nature, there is a connection be-
tween them that can be measured by means of the Network (Co)variance.

9.2 future works

Throughout this thesis we have contributed to advance several existing research
lines, but we have also opened multiple new ones. In this section we discuss new
research projects that could be undertaken building on the results that we have
presented here.

The models of social interactions presented in Chapter 2 were developed to
improve our understanding of human dynamics, but they could also be used to
characterize social systems. In particular, social systems could be classi�ed according
to the model that best reproduces their behavior (Independent Variables, Identi-
cal Actors or Distinguishable Actors), providing information about the kind of
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relationship that exists between individual activity and collective response. Besides,
since we have derived expressions for the relationship between activity and response,
they may be used to predict the potential response that an individual could generate
with a given activity. To further develop the models and gain a deeper insight into
the activity-response relationship, a research project could aim to reproduce the
empirical joint probability distribution of activity and response, which integrates
all the interactions between the two variables.

The multipolar methodology for opinion inference developed in Chapter 5
opens the door to the application of standard multivariate statistical techniques
and Machine Learning models on the multidimensional opinion vectors. Thus,
a multivariate kurtosis could be applied to the opinion distribution to measure
its multimodality in the same way as the standard kurtosis is used to assess the
bimodality of an univariate distribution. Additionally, clustering techniques could
be used to detect high density regions that could be interpreted as endogenous
opinion poles, revealing the ideological areas where most opinions are concentrated.
Furthermore, other dimensionality reduction techniques besides PCA could be
used to visualize the ideological landscape and �nd new features.

Since the main purpose of Chapter 6 was to show the applicability of the multi-
polar methodology to real-world examples, only the most prominent features of
the empirical opinion distributions were discussed, leaving a more in-depth analysis
of the data for future works. A promising research project could take advantage of
the availability of data of four consecutive national elections to study the evolution
of the support for each party and the transfer of users between them. This way we
could measure the consistency (or volatility) of the supports and infer which party
gain the votes lost by another. The identi�cation of the kind of users that tend to
change camps could also be approached (are those users moderates or extremists?).
For comparison, this analysis could be complemented with a longitudinal study
of the temporal evolution of support for the di�erent teams of a sports league in a
sequence of matches.

The results of Chapter 7 regarding the relationship between opinion and lan-
guage suggest that analogous studies could be performed with other social dimen-
sions like income, age, gender, etc. Additionally, higher dimensional opinions could
be considered to get a more complete (and complex) perspective. In the case of
the Catalan context, the relationship between language and the two-dimensional
tripolar opinion could be explored in a future project.

Although most of the applications of the Network Variance and Covariance
metrics are still to be found and developed, in Chapter 8 we propose several potential
uses. Firstly, the Network Variance of adequately chosen probability distributions
over the nodes could be used as a polarization metric for social networks. This
metric could complement the multi-polarization measures of Chapter 5. Second,
the economic complexity (or diversity) of a country, which is known to be closely
related to its level and potential for development [Har+17], can be characterized
with the Network Variance of the distribution of products exported by the country
with respect to the worldwide network of co-exported products [Hid+07]. Third,
the correlation between the functional and structural networks of the brain can
be measured taking the normalized adjacency matrix of the functional network
as a joint probability distribution and computing its Network Covariance with
respect to the structural network. This metric may be useful to classify di�erent
states of the brain. Finally, a Network Covariance Matrix can be computed using
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the Network Covariance, and its corresponding eigendecomposition would lead to
a Principal Component Analysis for networks. Finding a relationship between the
eigenvectors (the Network Principal Components) and the underlying topology
would be very convenient, as the usefulness of standard PCA would be transferred
to the analysis of distributions on networks.


