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Resumen en español

Hoy en día, es indiscutible que la sociedad está en la era del Internet of Things
(IoT) y la Industria 4.0. Todos se benefician del uso de dispositivos electrónicos
(es decir, teléfonos móviles, relojes inteligentes, cámaras de videovigilancia
inteligentes, etc.).

Las crecientes necesidades de las personas están impulsando el desarrollo
de dispositivos electrónicos hasta un punto que era inimaginable hace años
cuando, en 1970, apareció el primer microprocesador. La tendencia es clara:
se requieren dispositivos electrónicos más potentes, ya que las necesidades
son cada vez más exigentes (como por ejemplo las de comunicación,
monitorarización, etc.). La nueva generación de sistemas informáticos
integrados debería ser portátil y ofrecer la mayor capacidad de cálculo y
comunicación utilizando la menor cantidad de energía posible.

Gracias al análisis de mercado de la nueva generación de dispositivos
electrónicos (objeto de estudio en el Capítulo 1), es posible comprobar que
en la actualidad, y en contraposición a lo que ocurría hace algunos años,
hay dispositivos con una alta capacidad computacional siendo al mismo
tiempo de reducido tamaño y de bajo consumo energético. Tradicionalmente,
este objetivo se conseguía aumentando el número de transistores y la
frecuencia de los circuitos digitales. Sin embargo, durante los últimos 20
años, el mismo propósito se logra juntando en el mismo dispositivo más
elementos de procesamiento heterogéneos (es decir, que cada componente
está optimizado para ciertas funcionalidades y ofrece prestaciones distintas
a las de los demás). Por ello, los Multi-Processor Systems-on-Chip (MPSoCs)
están ganado importancia en el mercado, ya que combinan heterogeneamente
procesamiento sofware con aceleración hardware programable, que es el
contexto en el que se desarrolla esta tesis.

La tendencia muestra una complejidad creciente del hardware. Al
mismo tiempo, una aplicación que se ejecute en cualquiera de estas nuevas
plataformas debe poder aprovechar las oportunidades que el hardware ofrece.
Sin embargo, el uso de estos MPSoCs heterogéneos tiene como contrapartida
una productividad en el diseño reducida, generalmente debido a la falta
de métodos y herramientas de diseño conjunto de hardware/software que
exploten el paralelismo de manera eficiente.

Por otro lado, hay que destacar que un dispositivo embebido suele ser parte

vii



de un sistema más grande, generalmente definido como Sistema Ciberfísico.
Como su propio nombre indica, coexiste una parte cibernética (para propósitos
computacionales) directamente conectada al mundo físico mediante sensores
y actuadores. En la sección 1.1.2, donde se analizarán las principales
características de estos sistemas complejos, se resaltará que la autoadaptación
es una propiedad requerida siempre que el dinamismo en tiempo de ejecución
sea necesario para reaccionar a estímulos externos cambiantes (por ejemplo,
para hacer frente a nuevas situaciones ambientales adversas detectadas).
La función de autoadaptación en un sistema ciberfísico debe garantizar la
capacidad de ajustar su propia estructura y comportamiento en tiempo de
ejecución. Por lo tanto, la adaptación puede afectar profundamente tanto a
la aplicación (es decir, el software) como a la infraestructura del hardware. Esto
motivará la propuesta de esta tesis e impulsará el desarrollo de un método
que de la posibilidad de diseñar sistemas autoadaptativos para dispositivos
heterogéneos complejos de manera eficiente, incluyendo la reconfiguración
del hardware.

Si bien este es el fin y objetivo último de la tesis, para conseguirlo habrá
que realizar otras muchas tareas, todas ellas contempladas en la Sección
1.3. Un sistema electrónico moderno es siempre una simbiosis de hardware
hábilmente orquestada por el software. Como tal, ambos deben considerarse
en conjunto desde la primera fase del diseño. En el capítulo 2 se analizará
el estado del arte de tres aspectos cruciales de la tesis: los modelos de
computación, las técnicas de creación de prototipos para el co-diseño de
hardware/software y las arquitecturas modernas de hardware heterogéneas.

Normalmente, los flujos de diseño tradicionales se basan en un paralelismo
explícito definido por el usuario en el código de la aplicación (lenguajes
imperativos), en lugar de apoyarse en modelos de computación alternativos
donde el paralelismo está inherentemente presente. En la Sección 2.1, se
proporcionará la definición de modelos de computación y se discutirán en
profundidad sus características. Después de un debate documentado sobre la
literatura de los modelos de flujo de datos, o dataflow, se elegirá un modelo
de computación sobre la base de tres características esenciales: expresividad,
analizabilidad y reconfiguración en tiempo de ejecución. De hecho, la
reconfiguración es una de las palabras clave más importantes en el contexto
de la autoadaptación: representa la posibilidad de cambiar y reorganizar
dinámicamente tanto el software como el hardware para cumplir con las
nuevas necesidades.

Posteriormente, en la Sección 2.2 se estudiarán en profundidad los
principales métodos, técnicas y herramientas para la creación rápida de
prototipos. El objetivo será destacar las principales características que deben
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cumplir las propuestas de esta tesis.

En la última Sección de este capítulo, se describirán las ventajas e
inconvenientes de las diferentes plataformas de hardware en el mercado. Una
de las principales características para elegir la arquitectura será su flexibilidad,
ya que asegurará la capacidad de reconfiguración del hardware. En esta sección
se trata de demostar el importante papel de la reconfiguración dinámica y
parcial para conseguir el objetivo de la tesis.

Una Field Programmable Gate Array (FPGA) es una arquitectura reconfig-
urable que garantiza un equilibrio entre rendimiento y flexibilidad. Ofrecen
la posibilidad de crear aceleradores personalizados para fines de cálculo
específicos. En la Sección 3.1 del Capítulo 3, se revisarán las técnicas y
herramientas de diseño para la creación de aceleradores hardware.

Para descargar el cálculo de Unidades Centrales de Procesamiento (en
inglés, CPUs) a los aceleradores en FPGA, el sistema operativo de la plataforma
debería poder administrar nuevos dispositivos de hardware personalizados
(cuando se proporcionen). Por esta razón, también se discutirán la abstracción
de hardware y los servicios del sistema operativo. Finalmente, se examinarán
las posibilidades que ofrece el flujo de trabajo de Software-Defined System-On-
Chip (SDSoC) (desarrollado por Xilinx). SDSoC es un entorno de Desarrollo
Integrado que integra, en un solo flujo, la creación del sistema hardware y del
sistema operativo. Se resaltarán las ventajas e inconvenientes para justificar su
uso en la propuesta principal del Capítulo.

En la sección 3.2 se examinará la propuesta de integrar en un solo flujo
el uso de SDSoC y el modelo de computación de dataflow. El enfoque tiene
como objetivo ofrecer un instrumento válido para acelerar el proceso de diseño
de aplicaciones multiproceso que hacen uso de múltiples aceleradores de
hardware. El plan implica el uso del ya mencionado SDSoC y la herramienta
académica PREESM (desarrollada en INSA Rennes). El método se comentará
paso a paso y se analizarán todos los desafíos abordados. Específicamente,
PREESM es un programa para la creación rápida de prototipos que implementa
aplicaciones de software a partir de una representación de alto nivel de las
arquitecturas y una representación de aplicaciones basada en el flujo de datos.
Gracias a sus transformaciones de diagramas dataflow, te da la posibilidad de
generar código ya mapeado y ordenado temporalmente para la plataforma de
destino. La propuesta dará la posibilidad de extender el uso de PREESM para la
creación de sistemas heterogéneos multi-hardware y multi-hilo.

Además, el flujo de trabajo permite la exploración del espacio de diseño de
hardware/software sin necesidad de redefinir la nueva distribución de datos
entre los elementos de procesamiento de la arquitectura. También se adoptará
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el manager en tiempo real basado en dataflow llamado SPiDER y desarrollado
en INSA Rennes. SPiDER permite variar dinámicamente y en tiempo de
ejecución los parámetros que influyen en el paralelismo de la aplicación.
Todo el flujo de la exploración del espacio de diseño y, además, SPiDER, se
probarán en una aplicación de procesamiento de imágenes (Sección 3.3). Se
discutirán tanto los detalles matemáticos del algoritmo, como la estrategia de
paralelización aplicada al caso de uso. Después del diseño del acelerador de
hardware, se aplicará el método propuesto y cada paso se vuelve a examinar
en la aplicación real. Las mejoras de los resultados se compararán con las
aplicaciones del estado del arte.

En la Sección 3.4, el método también se aplicará para realizar una
exploración del espacio de diseño de varias soluciones de hardware/software
para una nueva versión acelerada por hardware del videojuego 3D DOOM.
Para hacer posible la ejecución del videojuego acelerado por hardware,
también se desarrollará un sistema operativo personalizado basado en Linux,
dado que los servicios básicos que ofrece el sistema operativo generado
automáticamente por SDSoC no cubre todas las necesidades de esta compleja
aplicación. Finalmente, la exploración del espacio de diseño destacará las
contraposiciones entre tiempo de ejecución y consumo de energía.

En la conclusión del capítulo 3, se describirán los beneficios y limitaciones
del método propuesto. Las limitaciones discutidas, de hecho, sentarán las
bases para otras propuestas presentadas en el Capítulo 4. En primer lugar, se
observará que la arquitectura y las capas de software creadas automáticamente
por SDSoC deben usarse como una caja negra, limitando así las acciones del
diseñador. Después, se destacará que la reconfiguración dinámica y parcial no
es compatible directamente con SDSoC, evitando así la posibilidad de cambiar
la estructura de la arquitectura en tiempo de ejecución. Estas limitaciones
impulsarán la adopción de una nueva infraestructura de arquitectura.

En la Sección 4.1, se analizará la arquitectura de procesamiento reconfig-
urable en tiempo de ejecución llamada ARTICo3 (desarrollada en CEI-UPM). La
flexibilidad de su infraestructura de hardware es la consecuencia natural de la
reconfiguración dinámica y parcial, que permite la multiplexación por división
temporal de los recursos lógicos. El uso de la arquitectura se facilita gracias a
las herramientas automatizadas (que ayudan al diseñador a construir todo el
sistema basado en FPGA).

Con la inclusión de una arquitectura reconfigurable, el flujo de trabajo de
PREESM se volverá a discutir en la Sección 4.2. Por un lado, la descripción
de alto nivel de la arquitectura (llamada S-LAM) permitirá la especificación
de “slots reconfigurables”. Por otro lado, se propone el mapeo de los actores
del dataflow dentro de un acelerador de hardware reconfigurable y se analizan
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sus implicaciones. También se modificará el generador de código de PREESM
para permitir la correcta gestión de los aceleradores ARTICo3 y la creación
de un subproceso de software especial que delega y despacha tareas de
hardware a los slots de la arquitectura ARTICo3. Finalmente, se discutirán
los detalles sobre cómo administrar la configuración dinámica y parcial de
y los elementos de procesamiento hardware en tiempo de ejecución. El
objetivo se logrará combinando Synchronous Parameterized and Interfaced
Dataflow Embedded Runtime (SPiDER) y las funciones básicas de ARTICo3.
Esta última propuesta asegura la reconfiguración tanto de software como de
hardware de todo el sistema en tiempo de ejecución. Sin embargo, para que
un sistema sea autoadaptable, también debe garantizarse la “autoconciencia”
(self-awareness).

En la Sección 4.3, se discutirán las motivaciones para la propuesta de un
método unificado de monitorización de hardware y software. Se describirá
el importante papel de la biblioteca de monitorización estándar Performance
Application Programming Interface (PAPI). Su integración con PAPIFY (de-
sarrollado en CITSEM-UPM) y PREESM sentará las bases para adoptar esta
infraestructura de software de múltiples capas como un instrumento de
monitorización en tiempo de ejecución para arquitecturas reconfigurables.

Para que esta integración sea posible, se justifica la modificación del
entorno de ejecución de ARTICo3 y la creación de un componente PAPI
reconfigurable específico para la arquitectura ARTICo3 (inspirado en las
estrategias de monitorización del software PAPIFY). Toda la infraestructura
de monitorización garantizará la “autoconciencia” del sistema integrado
diseñado.

Como prueba de concepto para el método propuesto para diseñar sistemas
reconfigurables de hardware y software adaptables en tiempo de ejecución, se
utilizará una versión paralela del algoritmo para multiplicación de matrices.
Después de la presentación de conceptos intuitivos en la base del Divide
and Conquer Algorithm, se diseña y propone la versión dataflow de la
multiplicación de matrices. En los resultados experimentales dentro de la
Sección 4.4, una exploración del espacio de diseño se realizará actuando solo
sobre los parámetros de la aplicación, demostrando la solidez y consistencia
del método.

Como caso de uso para todas las propuestas de la tesis, el Capítulo 5 estará
íntegramente dedicado al estudio de un problema antiguo pero aún activo:
la cinemática inversa de un manipulador de brazo robótico, analizado desde
una novedosa perspectiva y utilizando los nuevos instrumentos de diseño
presentados a lo largo de la tesis. Para justificar el enfoque novedoso del
problema, se observará que, para aprovechar al máximo las oportunidades de
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las nuevas tecnologías, también deben revisarse los algoritmos tradicionales.

Como tal, el “solver” se formulará como un problema de optimización, en
el que se propondrán dos niveles de paralelismo algorítmico: por una parte
se modificará el método Nelder-Mead utilizado como motor de optimización
para permitir la evaluación de la función de coste en múltiples vértices
simultáneamente, y por otra la trayectoria se dividirá en segmentos en los que
todos los puntos se resolverán simultáneamente. El paralelismo algorítmico
también estará respaldado por un número variable de aceleradores hardware,
los cuales aceleran el cálculo de las ecuaciones de la cinemática directa del
robot necesarias durante la resolución de la cinemática inversa.

Los resultados experimentales (Sección 5.7) mostrarán cómo un número
variable de aceleradores de hardware reconfigurables dinámicamente, combi-
nados con la capacidad de reconfiguración de los parámetros de la aplicación,
proporcionarán escalabilidad en tiempo de ejecución en términos de precisión
de la trayectoria, recursos lógicos, confiabilidad y tiempo de ejecución.

Para comprobar las características de “autoadaptabilidad” que brinda el
sistema diseñado, se describirá un manager básico para todo el sistema
autoadaptativo en la Sección 5.8. Se implementará simulando la entradas del
mundo exterior utilizando las conexiones de la placa de desarrollo utilizada.

El último Capítulo de la tesis resumirá, brevemente, todo el camino seguido
para desplegar el trabajo de tesis y las principales aportaciones. También
analizará el impacto de la tesis a través de publicaciones en revistas, congresos
y otros canales de difusión. Los resultados más significativos de la tesis estarán
también disponibles en repositorios open-source para dar la posibilidad de
reproducir los resultados e incluso mejorarlos mediante otras investigaciones
académicas. La tesis finaliza con unas futuras líneas de investigación cuya
intención es inspirar e impulsar el desarrollo de futuros sistemas heterogéneos
autoadaptables y autónomos.
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Abstract

Nowadays, it is indisputable that society is in the era of the IoT and Industry
4.0. Everyone’s life takes advantage of the use of electronic devices (i.e., mobile
phones, smart-watches, intelligent video surveillance cameras, et cetera).

People’s growing needs are pushing the development of electronic devices
to the point that was unimaginable years ago when, in 1970, the first
Microprocessor appeared. The tendency is clear: to have as much portable
electronic power as we can always with us (communication, sensors et cetera).
The new generation of embedded computer systems should be portable,
wearable, and offer the highest computing power using the lesser energy
possible.

Thanks to the market analysis of the new generation of electronic platforms
(that will be reported in Chapter 1), it will be possible to note that a more
significant computational capability in smaller and less power-hungry devices
is nowadays achievable. Traditionally, the goal was pursued by increasing the
number of transistors and the frequency of digital circuits. However, during the
last 20 years, the same objective is attained by embedding, on the same chip,
more heterogeneous Processing Elements (PEs). For this reason, MPSoCs that
combine SW processing cores with programmable hardware acceleration are
currently gaining market share in the embedded device domains, which is the
context of this thesis.

The trend delineates a growing complexity of the hardware. At the same
time, an application running on any of these new platforms must be able
to exploit the hardware capabilities offered. Therefore, the use of these
heterogeneous MPSoCs comes at the price of reduced productivity, usually
imposed by the lack of efficient hardware/software co-design methods and
tools that exploit parallelism efficiently.

On the other side, it must be remarked that an embedded device is usually
part of a bigger system, generally defined as Cyber-Physical System to remark
the coexistence of a cyber-part (for computational purposes) directly and
strictly connected to the physical-world by meaning of sensors and actuators.
In Section 1.1.2, where the main characteristics of these complex systems
will be analyzed, it will be highlighted that the self-adaptation is a property
required whenever run-time dynamism is necessary for reacting to changing
external stimulus (for instance, to face new detected adverse environment
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situations). The self-adaptation feature in a Cyber-Physical System must
ensure the capability of adjusting its own structure and behavior at run-time.
Thus, the adaptation can profoundly affect the application (i.e., the software)
and the hardware infrastructure. This will motivate the proposal of this thesis
and push the development of a method that gives the possibility to design
self-adaptive systems for complex heterogeneous devices efficiently, including
hardware reconfiguration.

The main task of the thesis will have several implications that define the
Ph.D. objective goals in Section 1.3. A modern electronic system is always an
extraordinary symbiosis of hardware shrewdly orchestrated by the software.
As such, both must be considered together already from the very first phase
of the design. Chapter 2 will analyze the state-of-the-art of three crucial
aspects of the thesis: the Models of Computation (MoCs), the prototyping
techniques for hardware/software co-design, and modern heterogeneous
hardware architectures.

Traditional design flows often rely on explicit user-defined parallelism in
the application code (Imperative Languages), instead of relying on alternative
MoCs where parallelism is inherently present. New programming paradigms
raise the level of abstraction and make parallelism explicit. In Section 2.1,
MoCs will be formally defined and their features deeply discussed. After
a documented debate on dataflow literature, a MoC will be chosen for its
expressiveness and analyzability associated with a crucial thesis aspect: its run-
time reconfiguration capabilities. In fact, reconfiguration is one of the most
important key-words in the context of self-adaptation: it is the possibility of
dynamically changing and rearranging the software as well as the hardware to
fulfill new requirements.

In Section 2.2, a literature review of the main methods, techniques, and
tools for rapid prototyping will be reported. The aim will be to highlight the
main features and characteristics that these thesis’s proposals should achieve.

In the last Section 2.3 of the state-of-the-art Chapter, the benefits and draw-
backs of the possible hardware platforms on the market will be depicted. The
flexibility to ensure the hardware reconfiguration capability for the designed
system will deeply influence the choice of the architecture. Specifically, the
benefits of the Dynamic Partial Reconfiguration (DPR) available on the modern
FPGAs are shown. The aim is to remark the reason for the important role of
DPR within the thesis proposals.

An FPGA is a reconfigurable architecture that guarantees a trade-off among
performance and flexibility. They offer the possibility of creating custom
accelerators specialized for specific computation purposes. In Section 3.1
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of Chapter 3, the techniques and design tools for the creation of hardware
accelerators will be reviewed. Among these techniques, the High-Level
Synthesis (HLS) workflow allows a designer to start from a hardware description
based on high-level languages (such as C/C++) instead of relying on the
traditional Hardware Description Language (HDL)-based flow.

In order to offload computation from CPUs to accelerators on the FPGA, the
Operating System (OS) of the platform should be able of managing new custom
hardware devices (when provided). For this reason, the hardware abstraction
and the OS services will also be discussed. Finally, the possibilities offered by
the Software-Defined System-On-Chip (SDSoC) workflow (developed by Xilinx)
will be examined. SDSoC is an Integrated Development Environment (IDE)
that integrates, in a single flow, the creation of the hardware system and of the
OS with services to handle the accelerators properly. Benefits and drawbacks
will be highlighted to justify its use in the main proposal of the Chapter.

In Section 3.2, the proposal of integrating in a single flow the use of
SDSoC and the dataflow MoC will be examined. The approach aims at
offering a valid instrument to speed up the process of designing multi-
threaded applications that make use of multiple hardware accelerators. The
idea involves the use of the already-mentioned SDSoC and the academic tool
PREESM (developed at INSA Rennes). The method will be commented step by
step, and every single challenge addressed analyzed. Specifically, PREESM is a
rapid prototyping framework that deploys software applications starting from a
high-level representation of architectures and a dataflow-based representation
of applications. Thanks to its internal graph transformations and algorithms,
it deploys the entire system generating a mapped and scheduled code for the
target platform. The proposal will give the possibility of extending the use
of PREESM for creating multi-hardware and multi-threaded heterogeneous
systems.

Additionally, the workflow allows Design Space Exploration (DSE) of
different hardware/software design possibilities with no need of re-thinking
and re-defining new data repartition among the PEs of the architecture.
Also, the run-time manager of dataflow-based application called SPiDER (also
developed at INSA Rennes) will be adopted to vary, dynamically at run-time,
the parameters of the application that influence and modify the data-level
parallelism of the dataflow applications.

The entire DSE-flow and the run-time manager adopted will be tested on
an image processing application (Section 3.3). The mathematical details of
the algorithm are going to be discussed as well as the parallelization strategy
applied to the use-case. After the design of the ad-hoc hardware accelerator,
the method is applied, and every proposed step is re-examined on the real
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application. The result improvements will then be compared with the state-
of-the-art performance of the hardware-accelerated-based application.

In Section 3.4, the method will also be applied to perform a DSE of several
hardware/software solutions for a new hardware-accelerated version of the
3D video game DOOM. To make possible the execution of the video game
accelerated by hardware, a custom Linux-based OS will also be developed,
since the basic services offered by the OS automatically generated by SDSoC
does not cover all the needs of this complex application. Finally, the performed
DSE will highlight the trade-off design choices among execution-time, power
requirements, and energy consumption. Additionally, it will be observed that
the cache misses caused by the data-starvation of several accelerators working
in parallel could affect the overall performance of the entire system.

In the conclusion of Chapter 3, the benefits and limitations of the proposed
method are reported. The discussed limitations will, in fact, lay the foundation
for further proposals presented in Chapter 4. Firstly, the hardware architecture
and the software layers automatically created by SDSoC should be used as a
black-box, thus limiting the designer’s hardware/software actions. Then, DPR
is not directly supported by SDSoC, thus preventing the possibility of changing
the structure of the architecture at run-time. These limitations will push the
adoption of a new architecture infrastructure.

In Section 4.1, the open-source run-time reconfigurable processing
architecture ARTICo3 (developed at CEI-UPM) will be analyzed. The flexibility
of its hardware infrastructure is the natural consequence of the DPR, which
allows time-division multiplexing of the logic resources. The architecture usage
is made easy by the automated toolchain (which helps the designer to build the
entire FPGA-based system), and by a run-time execution environment (that
transparently manages the reconfigurable accelerators).

With the inclusion of a reconfigurable architecture, the PREESM workflow
will be re-discussed in Section 4.2. On the one hand, the high-level
description of the architecture (namely S-LAM) will allow the specification of
reconfigurable slots. On the other hand, the mapping of dataflow actors within
a custom reconfigurable hardware accelerator is proposed, and its implications
are analyzed. The code-generator of PREESM will also be modified in order to
allow the correct management of the ARTICo3 accelerators and the creation
of a special software thread that delegates and dispatches hardware tasks to
the slots of the ARTICo3 architecture. Finally, the details on how to manage
DPR and hardware PEs at run-time will be discussed. The goal will be achieved
by combining SPiDER and the run-time Application Programming Interfaces
(APIs) collection of ARTICo3. This last proposal ensures software and hardware
reconfiguration of the whole system at run-time. However, for a system to be
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self-adaptable, self-awareness must also be guaranteed.

In Section 4.3, the motivations for a unified hardware and software
monitoring method will be discussed. The important role of the standard
monitoring library PAPI will be depicted. Its integration with PAPIFY
(developed at CITSEM-UPM) and PREESM will lay the foundation for adopting
this multi-layered software infrastructure as a run-time monitoring instrument
for reconfigurable architectures.

In order to make possible this integration, the modification to the ARTICo3

run-time execution environment and the creation of a reconfigurable PAPI-
component specific to the ARTICo3 architecture (inspired by PAPIFY software
monitoring strategies) are reported and justified. The entire monitoring
infrastructure will so ensure self-awareness of the designed embedded system.

As a proof of concept for the newly proposed method for designing run-time
adaptive hardware- and software-reconfigurable systems, a parallel version
of the algorithm for matrix-multiplication is used. After the presentation
of intuitive concepts at the base of the Divide and Conquer Algorithm, the
dataflow version of matrix-multiplication is designed and proposed. In the
experimental results within Section 4.4, DSE is performed by acting only on
the parameters of the application, proving the strength and consistency of the
method.

As a use-case for the proposals of the entire thesis, Chapter 5 will be entirely
dedicated to the study of an old but still active problem: the Inverse Kinematics
(IK) of a robotic arm manipulator,attacked from a novel multi-level parallel
perspective and using the new design instruments presented along with the
thesis. To justify the novel approach to the problem, it will be observed that,
in order to fully take advantage of the new technology opportunities, also the
basic and widely-used algorithms should be revisited.

As such, the solver will be formulated as an optimization problem, in
which two levels of algorithmic parallelism will be proposed: the Nelder-Mead
derivative-free method used as the optimization engine will be modified to
allow the evaluation of the cost function in multiple vertices simultaneously,
and the trajectory-path will be divided into non-overlapping segments, in
which all the points will be solved concurrently. Algorithmic parallelism will
also be supported by a variable number of parallel instances of a custom
hardware accelerator, which speeds up the computation of the Forward
Kinematics (FK) equations of the robot required during the resolution of the
IK.

The experimental results (Section 5.7) will show how a variable number
of dynamically reconfigurable hardware accelerators, combined with the

xvii



reconfiguration capability of the application parameters will provide run-time
scalability in terms of trajectory accuracy, logic resources, dependability, and
execution time.

In order to prove the self-adaptivity opportunities provided by the designed
system, a basic manager for the whole self-adaptive system will be described
in Section 5.8. It will be implemented by simulating external input from the
outside world by using the hardware connections of the used development
board.

The last Chapter of the thesis will summarize, briefly, the whole path
followed to deploy the thesis work and the main contributions. It will also
analyze the impact of the thesis through journal and conference publications
and other dissemination channels. The most significant results of the thesis
will also be published in open-source repositories to give the possibility of
reproducing the results and even improved by other academic research. The
thesis ends with a future research line ideas that will inspire and push the
developments of future autonomous self-adaptable heterogeneous systems.
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Chapter

1 INTRODUCTION

The purpose of this chapter is to introduce the context of the thesis. The author
intends to guide the readers to the motivation behind its proposals.

First, a brief introduction to the general topic addressed is reported in
section 1.1. The trend for embedded systems for application in CPSs is
depicted. After, motivations behind the proposal of this thesis are presented
in section 1.2. The main objectives are summarily described in 1.3. Finally,
section 1.4 summarizes the chapter organization of the thesis.

1.1 GENERAL CONTEXT

In this section, the context of this thesis development is discussed. By analyzing
it, the motivations behind the proposals are going to be highlighted.

In the last decade, we have witnessed the increasing importance of
Embedded Systems in our everyday life. Generally, an embedded system is
a computer system that combines essential processing elements with some
necessary peripherals in a small space. An enormous amount of such kind of
systems exist, all characterized by many different key features. The importance
of them is justified, for instance, by the advent of the IoT and Industry 4.0. Their
market value is estimated in trillions of dollars only un U.S.A.

Electronic devices are now part of our life in every field we can think about:
autonomous car driving, health, agriculture, security, weather monitoring,
industries, mobile phones, pacemakers, GPS, and digital cameras are just a
few examples of the vast impact and usage extension of the embedded systems
[Austen’15].
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1.1.1 Embedded System Evolution

An embedded system itself may be composed of many different parts,
depending on its utilization. Nevertheless, the main part of every body is always
the brain, i.e. a Processing Element (PE) or a set of them. PEs are the devices
in charge of performing calculations (or processing some data) when needed.
Traditionally and commonly, a PE can be a microprocessor or microcontroller.
The quality of such PE is typically summarized with three figures-of-merit:
throughput, power, and cost.

Since 1971, when the first microprocessor appeared performing up to
60000 operations per second with a working frequency of 740kH z, the
context has changed significantly. For years, following the well-know Moore’s
law [Moore’65], researchers and engineers have continuously pushed the
performance of a system by increasing the number of transistors and the
frequency of digital circuits. However, the trend of racing performances by
increasing the frequency is slowing down, as can be noted by the analysis
reported in Fig. 1-1*.

Also, it can be noted that, starting from 2005, the value of the frequency
does not exceed a few GHz. Likewise, the trend of power consumption is
considerably slowed down (it still continues to grow but slower). In contrast,
the increasing number of Logical Cores on a silicon wafer is, nowadays,
pushing up the performance of every system in the field of High-Performance
Computing as well as in the field of Embedded Computing.

From the simple analysis of the market trend (in fact, all data plotted in
Fig. 1-1 are divulged by Intel and AMD), it is clear that the complexity of
devices is growing: usually, more PEs work concurrently to solve the same
problem. Along the last 20 years, we have passed from the Intel Pentium D
(the first commercial dual-core for desktop) until really complex devices where
not only symmetric multi-processors are integrated within the same chip: the
heterogeneity is now a key factor to improve performance and, possibly, reduce
the clock frequency and the power consumption[Cardoso’17].

Let’s now make a distinction between the two complementary parts that
compose an Embedded System: the HW and the SW.

• HW refers to the physical part, and it is a set of components assembled
to create an embedded system. The nature of hardware components

*The original data comes from the analysis performed by Karl Rupp. More data were
collected to extend the analysis up to 2020. The new data (and Python scripts necessary for
the figure’s creation) are available on https://github.com/leos313
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Figure 1-1: Microprocessor Trend Data.

can be different depending on the utilization purpose: clock generators,
Analog to Digital Converter (ADC), communication ports, sensors, and
power converters are just a few examples of the huge variety of these
components. This set is also known as architecture of the system.
With the evolution of Integrated Circuit (IC) manufacturing techniques
and to cut the cost production of the entire system, we have witnessed
progressive miniaturization of the ICs that has led to group more and
more components onto the so-called Heterogeneous MPSoC. This state-
of-the-art technology is at the base of the proposal exposed along with
the dissertation and will be deeply analyzed hereafter.

• SW refers to the sequence of instructions executed by the HW of an
embedded system. Usually, the memory of the system stores the SW (also
known as program) as a binary file. In the early era of digital electronics,
a designer was in charge of directly writing the program binary file.
Nowadays, many high-level languages are used instead, and a compiler
is in charge of translating the human-understandable languages into an
equivalent set of binary instructions.

3



CHAPTER 1. INTRODUCTION

In other words, the SW is in charge of configuring and controlling the
hardware.

In a design of an embedded system, the above-mentioned parts are
equally important and have to be jointly taken into account in a process
called Hardware/Software Co-Design [Ha’17]. Embedded system development
requires the consideration of many constraints, usually in contrast among
themselves [Kuchcinski’19]. In the literature, these constraints are classified
in three main categories [Desnos’14]:

• application constraints are all the constraints that a system must satisfy
to accomplish its role. For instance, a weather station must collect
environment data and send them to a database. Or, for example, a robotic
arm controller must receive some instructions in order to move the arm
to a wanted position.

• cost refers to all the elements that can influence the total value of the
system. This includes design cost, production, maintenance, and end-
of-life costs.

• external constraints refers to all the environmental factors that can affect
the design. Temperature, humidity, and radiation are some examples of
these environment-variables that must be taken into account. Moreover,
country-specific Government-laws and standards fall in this category.

The design of an embedded system is a complex multi-variable engineering
problem where many steps forward were done along with its decades’ history.
However, it is still a challenge. As observed by Senouci et al. [Senouci’08],
the use of MPSoCs with multi-CPUs surrounded by FPGA, open the door for a
wide variety of new attractive solutions. The problem to face is the difficulty of
ensuring an efficient bridging between processors in heterogeneous MPSoCs.
One of the pillars of this thesis is the proposal of a systematic approach that
enables a fast rapid-prototyping of a complex heterogeneous system.

1.1.2 Cyber-Physical Systems: Trends and Challenges

An embedded system is usually part of a bigger and more complex apparatus.
When a smart system includes engineered interacting of physical and
computational components, we commonly speak about Cyber-Physical System
(CPS) [Lee’08, Derler’11]. Edward Lee defines a CPS as “an orchestration of
computers and physical systems. Embedded computers monitor and control
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physical processes, usually with feedback loops, where physical processes
affect computations and vice versa” [Lee’15].

Starting from this definition, it is possible to subdivide a generic CPS into
three main components (schematically shown in Fig. 1-2):

• Physical-part. It is the set of sensors and actuators that the system uses
to collect data and interact with the environment.

• Cyber-part. It is the set of PEs where the computation takes place. Thus,
an embedded system can be identified as the Cyber-part of CPS.

• Communication infrastructure. More systems are normally connected
among themselves, thus creating a network of CPSs.

Figure 1-2: Cyber-Physical System: a schematic view of the main components.

For instance, an autonomous robot can be seen as a complex CPS
[Michniewicz’14]. The robot must sense, process, and react to information and
stimulus coming from the physical world. This means that CPSs operate in a
complex and computationally intensive scenario: image processing and data
fusion are massive resource-demanding tasks that the robot must elaborate
before performing a single step forward.

This environment where the systems are immersed is constantly changing
and evolving. These physical-world continuous mutations over time are, most
of the time, difficult to be predicted [Musil’17]. This run-time unrcenteinty
(as defined in [Ramirez’12]) can cause failures ranging from temporary service
unavailability [Villegas’17] to a crash of the entire system.

For this reason, a system must be reactive and dynamic: it must act
in response to a stimulus and adapt itself to face the new situation. This
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important feature is commonly known as self-adaptation [Lee’16, Gerost.’19]:
the capability to adjust its own structure and behaviour at runtime [Cheng’09].
The decision must be taken based (i) on the internal state of the system
and/or (ii) on the perceived environment state, while (iii) considering that
runtime goals and requirements can also be affected by changes [Palumbo’19a,
Torre’18].

Therefore, the events which trigger the self-adaptation can be classified into
three categories:

• external: an occurrence in the physical world (detected through
sensors) can cause the reaction of the CPS. In this case, the system is
environmental-aware.

• internal: a change of the internal status of the HW structure within the
CPS can also trigger a response. Thus, the system is self-aware.

• user-commanded: when a CPS is equipped with a human-machine
interface, a command (trigger) can come directly from users.

It is also useful to make a distinction between the goals that a self-
adaptation can have [Palumbo’19a, Torre’18].

• When the mission of the CPS changes, or the data being processed
changes, an adaptation may be triggered. This change can be fully
function (i.e. when a new algorithm is available) or can be parametric
(i.e. when a meaningful value of a constant has to be updated). In both
cases, the type of adaptation is functionally-oriented [Raibulet’17].

• When the functionalities of the CPS are fixed, but changes are needed to
accommodate new requirements (for example, energy consumption re-
duction or improvement on the execution time of a specific task), the type
of adaptation is extra-functional requirements-oriented [Asadollah’15].

• A fault or damage must be taken into account when considering CPS
operating in a harsh environment. Thus an adaptation can be triggered
for safety and reliability purposes (self-healing feature). The type of
adaptation is considered to be repair-oriented [Seiger’18].

Regardless of the trigger and the type of adaptation, it is clear that the
system should be reactive and ready to overcome the problem. For this reason,
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the adaptation must be performed at runtime due to the impossibility of
predicting all the operating situations.

The formalization of a generic level-agnostic self-adaptation loop for CPS
was given by the team of CERBERO H2020 European Project† (in which the
development of this thesis is deep involved). The approach is similar to the
one developed for the Europen project ARTEMIS DEMANES using MAPE-K
feedback loop [Ouareth’18]. Figure 1-3 graphically summarizes the loop in
which five challenging stages are identified.

1

2

34

5

Figure 1-3: Generic level-agnostic self-adaptation loop[Palumbo’19a, Torre’18].

1 Run-time sensing/monitoring capability refers to the ability of col-
lecting data orthogonality from different type of architectures and the
physical world at different HW or SW level (i.e. level agnonist).

2 Run-time estimation capability refers to the ability of extracting useful
information from the cross-collected data. For this scope, the CERBERO
approach uses Key Performance Indicators (KPIs) [Regazzoni’18].

3 Decision making capability refers to the ability of pro-active deciding the
action to be performed based on the KPI estimation.

4 Mastering capability refers to the ability of selecting the the adaptation
type available for the target system.

†https://www.cerbero-h2020.eu/
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5 Reconfiguration capability refers to the ability of physically perform the
action on the adaptation fabric targeting different type of PEs.

Realizing a self-adaptive system with cutting-edge heterogeneous plat-
forms (exploiting reconfiguration capabilities) is a complex task; it is one of the
challenges addressed in this dissertation.

1.2 MOTIVATION OF THE THESIS

One of the main difficulties in using complex heterogeneous devices lies
in reaching a suitable and efficient implementation. The expertise of
a designer must range from having a deep knowledge of the underlying
hardware to knowing the mathematical details of the specific application to be
implemented. The process may require many manual and time-consuming
steps. In this context, the software productivity is estimated by counting
the new lines of code and dividing them by the number of person-hours
required. As highlighted by Ecker et al. [Ecker’09], software productivity is
doubled every five years while the number of transistors in an IC doubles
every two years [Moore’65], thus creating the so-called Software Productivity
Gap [Pelcat’17].

However, as explained in section 1.1, the increasing hardware complexity
can not be simply expressed by the growing number of transistors per area
in an IC. A non-negligible element of the hardware complexity is given by
the diversity of PEs in a complex MPSoC: to fully take advantage of the
new computational power offered, a programming language should give the
possibility to specify how and where computation can be executed.

It is widely known and accepted that one of the main reasons behind
the software productivity gap is due to the limitation of the imperative
languages [Bezati’15, Desnos’14, Pelcat’10, Barr’09]: with their basic syntax is
hard to efficiently express parallelism. To overcome this problem, alternative
software programming paradigms and MoCs have been introduced over the
years. In many recent works [Thavot’13, Ab Rahman’14, Casale-Brunet’15,
Michalska’17, Stoutchinin’19, Yang’19, Geilen’20], the advantages offered by the
approach based on modern MoCs have been demonstrated. Following this
research line, the proposals of the thesis aim to extend the use of such MoCs
to heterogeneous MPSoCs accelerated by custom hardware accelerators.

8
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Self-adaptation is a key feature in CPS field. From the literature review, it
is clear that self-adaptation targets mostly SW, while HW resources are rarely
taken into account [Macías-Escrivá’13]. For this reason, the development of
new design techniques for embedded system application proposed in this
thesis aims to ease the prototyping of self-adaptive CPSs targeting complex
heterogeneous MPSoCs.

1.3 RESEARCH GOALS

The work presented in this thesis aims to address the issue of Hardware/-
Software Co-Design for self-adaptive CPS. The main contribution consists in
proposing a methodology to efficiently design applications addressing complex
heterogeneous systems.

In order to achieve the goal, methods and tools will be proposed to
represent, exploit, and master adaptation opportunities in the CPS domain. It
will be crucial to make a distinction between design-time and run-time support
offered by the proposals.

The first step to be covered is the design-time support: the chosen models
should be able to represent on one side the application and, on the other side,
the architecture. After, the same models should support a run-time adaptation
that has, most of the time, implications on low-level implementation details in
both HW and SW.

In detail, for the design-time support:

• the use of a reconfigurable processing architecture in a context of
Dataflow application will be proposed. The HW and SW structure of the
architecture will be used to dispatch atomic processes of applications
among possible HW accelerators located into the reconfigurable fabric
of the entire device;

• a HW-monitoring method (compatible with state-of-the-art SW-methods)
will be proposed. A design and optimization process starts by analyzing
and profiling the application to locate the system bottleneck. The
purpose of the proposal aims to allow using the same interface to
monitor both software and hardware events. So, the combined SW/HW
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monitoring mechanism will be the base to analyze the application
running on reconfigurable MPSoCs;

• a method will be developed that, based on state-of-the-art tools and
optionally High-Level Synthesis approaches, deploys a whole hardware-
software rapid prototype from a unique dataflow-based application
representation.

The designed system should be able to support, at run-time, the self-
adaptation required for CPS to survive in an uncertain/harsh environment. For
this reason:

• the use of a run-time engine that supports the adopted MoC will be
proposed and used. The run-time engine must be able, also, to manage
complex platforms equipped with HW acceleration and will be in charge
of managing the DPR.

• the external environment and the internal status of the system should
be continuously monitored. Run-time sensing is crucial to make a pro-
active decision at run-time. The design-time monitoring mechanisms
should, so, be compatible with the dynamic run-time engine.

• a run-time self-adaptation manager should be designed. It must be
in charge of taking pro-active decisions based on data collected by the
monitor mechanism.

To use and evaluate the proposed methods and tools, several use cases are
going to be studied and analyzed:

• a dataflow image processing application for edge detection will be
implemented;

• a study of an optimization algorithm will be conducted. A novel
speculative-parallel dataflow-based version of it will be analyzed. The
implementation is going to be performed by using the tools developed
within the thesis;

• the problem of the IK will discussed and tested by applying the dataflow-
based version of the optimization algorithm proposed. Thanks to
heuristic implementation considerations, a parallel strategy for multiple
trajectory points will be proposed and implemented;

The results of this thesis were also used to implement a live demonstration
for the Planetary Exploration Use Cases in the European H2020 project called
Cerbero under grant agreement No 732105.
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1.4 OUTLINE

This section describes the organization of the present thesis document.

The Introduction (Chapter 1) explains the context in which this thesis was
developed. After, Chapter 2 gives a big picture of the state-of-the-art for the
MoCs and their application for HW/SW co-design.

Chapter 3 will show the details of the proposed method for design space
exploration for embedded systems. Two use-cases examples will be developed
by using the proposed strategy.

In Chapter 4, the design space exploration will be applied on a specific HW
architecture developed in the Universidad Politécnica de Madrid and used in
the CERBERO European project. A key feature deeply employed will be the
Dynamic Partial Reconfiguration (DPR): it ensures the reconfiguration of the
HW elements of the architecture.

In Chapter 5, all the proposed methods and strategies are going to be
applied to describe and optimize a derivative-free optimization method,
targeting a MPSoC. In turn, the developed optimization method is going to be
used to solve the IK problem on a real robotic arm. The end of the chapter will
show an Adaptation Manager able to react to external inputs like artificially-
injected faults on the FPGA: we are going to show how the HW infrastructure,
in combination with the runtime engine, can repair itself ensuring, at the same
time, the correct behavior of the movements of a robotic arm.
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Chapter

2 STATE OF THE ART

Models of Computation, Rapid-Prototyping of Heterogeneous Systems and
Reconfigurable Architectures (on which the prototypes are built) are the three
fundamental pillars of this thesis. An introduction and a literature review of the
three topics is given in this Chapter.

In Section 2.1, a review of the basic concepts behind every Model of
Computation is reported. They will help to understand and justify the specific
choice made for this thesis dissertation. The solution adopted will be used
in the rapid-prototyping context of complex heterogeneous system, which is
discussed in Section 2.2. Finally, a review of reconfigurable architectures is
given in Section 2.3: these new-generation hardware solutions present a wide
range of technological advantages as well as design challenges. The proposals
of the thesis aim to fully exploit the advantages of the architecture, performing
understandable and easy designing steps.

2.1 MODELS OF COMPUTATION

It was already observed that, in order to achieve an efficient implementation of
applications, it is necessary to exploit the synergy of software and hardware
through their concurrent designs. In the literature, this strategy is known
as HW/SW Co-Design. This work-philosophy is especially important when
managing complex heterogeneous platforms. In this section, a brief overview
of the widely-used imperative languages will be given, underlying their
advantages and limitations. It will be clear that new Models of Computation
(MoCs) will open a new scenario rich of opportunities.

13
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2.1.1 Core Concepts

Before diving into the literature of MoC for the world of the embedded
system design, some key concepts should be discussed. For this purpose,
certain basic definitions widely used in the last two decades are re-called
hereafter [De Micheli’02, Lee’02, Desnos’18].

Abstraction

Citing the Oxford Learner’s Dictionaries [oxf’20], the definition of abstraction
is:

1. a general idea not based on any particular real [...] thing, or
situation;
2. the action of removing something from something else;

In other words, an abstraction can be seen as the trade-off between two
factors: (i) level of details and (ii) simplicity/complexity used to describe a
certain thing (for instance, phenomena, ideas, situations, systems, etc.).

Having a low-level of abstraction means that a more detailed representation
of the thing is available. The more details are accessible, the more complete
and precise can be a description. The drawback is the high complexity (i.e., low
simplicity) derived by managing all these details.

In contrast, having a high-level of abstraction gives the possibility of dealing
with a more simple description with the price of a poor level of details.

When choosing a language (or, more in general, a MoC) for our design, the
abstraction level is an aspect that must be taken into account.

Models

The word Model has many definitions, depending on the field in which it is
used. In Mathematics and Computer Science, it is a representation of a system
using concepts (axioms) and connecting them with rules. A mathematical
model is nothing more than the description of a system using mathematical
language (i.e., equations) and is used to predict the behavior of the system
itself [Filar’02]. A wide range of physical and engineering problems can be
described efficiently using models. For example, consider a physical system
composed of a spring with a mass, as shown in Figure 2-1:
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M
- x

+ x

Figure 2-1: Example of a physical system.

In this case, Hooke’s law completely describes the system and its motion-
behavior along time:

− kx = m
d 2x

d t 2
(2-1)

In other words, a model tries to succinctly capture some characteristics of
the real world. In this dissertation, methodical design techniques for efficient
computation in heterogeneous systems are explored. Thus, the attention is
given to a specific Model called Model of Computation.

Models of Computation (MoCs) and their Semantics

From a literature review, several complementary definitions of Model of
Computation (MoC) can be found:

“The formalism to represent design specifications and design choices
that facilitates efficiency of specification, verification, correct design
refinement, optimization, and implementation is often called
MoC” [Lavagno’99]

“A MoC is an abstraction of a real computing device.” [Jantsch’05]

“A MoC is a set of operational elements that can be composed to
describe the behavior of an application. The set of operational
elements of a MoC and the set of relations that can be used to link
these elements are called the semantics of a MoC.” [Desnos’14]

From a first analysis, it is clear that the MoC can be seen as a high-level
language or as a set of rules that help to solve certain problems. Moreover, as
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observed in [Savage’14], a MoC can be thought of as the connection between
the mathematical domain and computer science. Its rigorous set of rules
(i.e., semantic of MoC) allows a formal mathematical analysis of the problem
described. Thus, a property of an application represented by a MoC can be
proven by a mathematical theorem [Lee’16].

Subsequently, a brief review of the MoCs specific for embedded system
design is conducted. Criteria and properties to examine them will be defined.

Also, it is worth to remark that the same MoC can give rise to different
languages. For instance, C, C++, Pascal, and Fortran can be all classified as
Imperative Algol-like languages, as explained by Lavagnano and Sangiovanni-
Vincentalli in [Lavagno’99] and, more recently, by O’Hearn in [O’Hearn’13].

2.1.2 Properties of Models of Computation (MoCs)

In order to choose the right MoC for the purpose of this thesis, a set of
properties to characterize and compare them needs to be clearly depicted.
Thus, the comparison of the MoC will be carried out taking those aspects into
consideration, as shown in other literature [Desnos’18, Stuijk’11, Yviquel’13a].
In the list reported hereafter, only the aspects relevant for the dissertation’s
analysis are reported.

Two important but conflicting properties of the MoCs are the Analyzability
and the Expressiveness. The Analyzability measures the possibility of having
analysis and synthesis algorithms (at run-time or compile-time), as explained
in [Stuijk’11]. In other words, it can be seen as the ability to analyze an
application using its properties [Geilen’10, Buck’93a]. These techniques can
be used for analyzing correctness and performance properties. For instance,
a throughput-analysis is given in [Ghamarian’06], and critical path-analysis
is conducted in [Yviquel’13a]. Two other important analyses will be later
discussed in this Chapter: schedulability and consistency of application-
graphs. On the other hand, Expressiveness quantifies the quality of effectively
conveying specific purpose: this property measures the complexity that can be
captured by the MoC used. Traditionally, it is in contrast to analyzability: the
more a formalism can express, the less can be analyzed. Ideally, the maximum
level of analyzability and espressiveness is desirable. However, a trade-off
choice must be carried out.

A MoC can be also classified as Sequential or Parallel. The former executes
a sequence of actions one after another. The latter processes concurrently
a sequence of activities independently from each other when triggered by
several independent inputs. For our purposes, the exploitable Parallelism of
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the chosen MoC is a highly desirable feature as it will give the possibility of
using several PEs on a target heterogeneous device.

The Conciseness is related to the size of the description (also a synonym
of succinctness). If a MoC is more concise than another, but it has the same
expressiveness, it is possible to describe the same phenomena being less
verbose. In other words, if the same level of complexity can be expressed using
a more concise language, then fewer resources to store equivalent information
regarding the specified application can also be used.

The Determinism is another important property to be discussed. A MoC
is deterministic when the output of the algorithm depends only on its inputs,
as explained in [Edwards’06]. When the algorithm is deterministic, there is no
randomness. This aspect is a requirement for real-time systems; in turn, non-
determinism can be useful in uncertain environments when unpredictable
situations (i.e., external inputs) trigger the system upon which the algorithm
is executed.

Decidability must not be confused with Determinism. A MoC is Decidable
when (i) the memory bounded requirements and (ii) deadlock-free operations
can be determined at design-time, statically. Bhattacharyya, which introduces
this nomenclature in [Bhattacharyya’06], also explains that a MoC should find
the right trade-off between decidability and expressive power.

Another beneficial feature is the Compositionality. This property describes
the possibility of applying composition rules when using the MoC. In these
cases, the entire system-correctness can be guaranteed by ensuring the
correctness of its modules and sub-modules. Normally, each module of the
system is smaller, simpler, and can be faster analyzed, so that the advantage of
compositional verification can not be overlooked, as explained in [Ostroff’99].

Finally, Reconfigurability property of the MoCs will play an important role
in the context of complex and reconfigurable heterogeneous device. This
is the property of the MoC that allows a dynamic change of the system
description. It is one of the most important features that can be exploited
at run-time, especially for systems that must dynamically adapt themselves
to the surrounding environmental conditions. The goal of this dynamic
self-adaptation is justified when a change of functional or extra-functional
requirements is demanded, or can also be due to self-repair purposes (as
explained in section 1.1.2). The importance of this MoC feature is depicted
in [Butts’07] where reconfiguration is applied for SW application and HW
architecture.
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2.1.3 Imperative Languages

Imperative programming languages are those that give the possibility to specify
a sequence of steps that change the state of a PE or, more in general, of a
computer [Loidl’03]. In other words, when there is a task to be executed,
a designer explicitly describes how the PE must accomplish it. In contrast,
declarative programming gives the possibility to specify what a program should
do and does not take care of how it is done.

The sequence of instructions that a CPU must execute is an example of
an imperative language and it is known as assembly language. Each CPU has
its own set of instructions. C is also well known and widely used imperative
programming language [Barr’09, Lavagno’99] existing since the early 1970s.

One of the main reasons for the success of an imperative language like C
over half a century is the low level of abstraction. Also, it provides a high level of
control on the HW platform, and it is still the primary language (in combination
with Assembly) used to write code for the Linux Kernel, the largest community
project with more than twenty-five years of development and millions of code-
lines. As Linus Torvald declared in one of the last interviews*:

I like interaction with hardware from a software perspective; [...] you
can use C to generate “good” code for hardware. [...] When I read C, I
know exactly what the assembly language will look like.

However, the high control of HW is an advantage and a limitation at the
same time. The drawback is that too many details should be considered for
efficient use of the HW, thus making imperative languages less productive,
especially for complex design. The most striking example is given by HDLs,
such as VHDL and Verilog. They allow us to describe the behavior of digital
electronic circuits and are surely clock-cycle accurate. Moreover, they can be
used to influence the physical connection between gates and registers. This
low-level details description makes their usage time-consuming, hard or even
error-prone. Besides, too many implementations are to be scrutinized, causing
a rapid exploration to be unfeasible.

*The interview can be found on YouTube https://www.youtube.com/watch?v=
CYvJPra7Ebk
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2.1.4 Dataflow MoCs: Specialization and Generalization

Since the Dataflow MoC was introduced in 1970 [Adams’70], it has been widely
used: numerous works focus on its utilization, analysis, and improvement. It is
a vast area, and this section aims to give a brief introduction by analyzing the
main features that it provides. Thanks to the considerations here discussed,
its usage in the design of a CPS is explained and motivated. Many flavors
of dataflow MoC have been proposed in the literature. However, they are
commonly characterized by the presence of the following elements:

• actors: actors are the fundamental computational element in a dataflow
graph and are the nodes of the network itself. Upon a firing, those
elements process some data by consuming a certain number of inputs
and, in turn, produce output data. The execution of some specific task
is, normally, unspecified and is actor-specific (meaning that the how the
actor processes the data shouldn’t be specified and it changes from an
actor to the other).

• tokens: tokens are the basic elements of data that the actors can process
(consumed tokens). Also, after computation, actors generate other
tokens (produced tokens).

• firing rules: the start of the execution of tasks by the actor must
be triggered. As such, the firing rules specify the conditions which
activate the actor-execution, and they are defined by taking into
consideration the basic packets of data (i.e., tokens) that are passed
through communication channels.

• communication channels: the communication channels are the edges
that connect the actors in a dataflow graph. The tokens are so passed
through these one-to-one unbounded FIFOs.

From this few introductory information, it is already possible to deduce that
one of the main properties of the dataflow MoC is the data-driven semantic,
as the name itself suggests: the availability of the tokens activates actors. In
other words, dataflow programs avoid unnecessary constraints between actors.
Although partial order is specified, the sequencing order of the actor execution
is imposed only by data-dependencies: actors fire following the natural “Flow
of Data”. Since the actors can run concurrently, dataflow programs inherently
expose the application parallelism [Lee’96].

In addition to the above-reported basic-elements, some other extra-
elements are common semantic for many dataflow MoCs but are not present
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in every flavor of it. These extra-elements modify the expressiveness and the
analyzability of the specific MoC, moving the desired trade-off closer to the
wanted features and purposes. Indeed, most dataflow MoCs are obtained by
generalizing or specializing already existing semantic:

• Generalization consists in adding new elements to the existing semantic.
As such, the expressiveness is increased. As a drawback, new elements
complicate the analyzability of the resulting semantic when compared
with the initial one.

• Specialization consists in adding new restriction to the existing seman-
tic. That way, the analysis is simplified, and the price to pay is a lower
expressiveness.

2.1.5 Dataflow Process Network (DPN)

The semantics of Dataflow Process Networks (DPNs) serves as a basis for
several other dataflow MoCs. Specialization and generalization of its semantics
are often used jointly to derive new dataflow MoCs from DPN. For this reason,
in this section, we briefly examine its definition and main characteristics.

DPNs are formally a specialization of Kahn Process Networks (KPNs),
already introduced in [Kahn’74]. The DPNs constitute the first attempt to
provide formal semantics to dataflow MoCs and are described by Lee and Parks
in [Lee’95].

KPN, the father of DPN, is a model for describing signal processing systems
where processes incrementally transform infinite streams of data. These
processes communicate using unbounded FIFOs and can read and write
atomic data elements (already defined as a token). The characteristic of this
network is that the writing process is non-blocking (i.e., it does not stall the
process because the operation is performed immediately). In contrast, the read
operation is blocking because a process will stall (wait) when trying to read
from an empty FIFO (testing the presence of input tokens in advance is not
allowed in the definition of KPN). The KPN is also known simply as process
network, and the dataflow MoC used in this thesis is derivated from it.

The semantic of DPN is graphically shown in Figure 2-2: these basic
elements can be composed to describe a network using this specific MoC. A
graph example obtained with a composition of the semantic elements of DPN
MoC is given in Figure 2-3.

Similarly to KPN, the actor in the DPN communicate using unidirectional
and unbounded buffers. The difference introduced in DPN is that both reading
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Figure 2-2: DPN semantics: the basic
elements to describe a network.
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Figure 2-3: Graph example using DPN
semantics.

and writing operations are not blocking. In the DPN, an actor is allowed to test
the presence of input tokens in the input buffers. This way, the read operation
returns immediately when the input data tokens are not enough to satisfy the
firing rules to activate the actor computation: the actor does not need to be
stalled. This property introduces non-determinism without forcing the actor
to be non-deterministic.

Having defined the semantics of DPN, it is now possible to introduce
two important properties of these networks: schedulability and consistency.
Following, these two important aspects are defined [Desnos’14]:.

• Shedulability: “A dataflow graph is schedulable if it is possible to find
at least one sequence of actor firings, called a schedule, that satisfies all
the firing rules defined in the graph.” A graph is non-schedulable when
there is the possibility to reach a deadlock (i.e., FIFO-buffer underflow).
Also, the lack of hardware resources can cause the non-schedulability of
applications.

• Consistency: “A dataflow graph is consistent if its execution does not
cause an indefinite accumulation of data tokens in one or several FIFOs
of the graph (i.e., FIFO-buffer overflow).” The memory of every real-
machine is finite; hence, tokens cannot continue to be accumulated
indefinitely.
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2.1.6 Synchronous DataFlow (SDF)

The most commonly used evolution of DPN MoC is the Synchronous DataFlow
(SDF): a specialized version of DPN introduced by Lee and Messerschmitt in
1987 [Lee’87b]. As stated in the previous section, specialization means adding
restrictions. In the case of DPN, the rate consumption (and production) of the
input (and output) ports of the actors in the network is unknown at compile
time. In the SDF MoC, the consumption and production rates are fixed scalars.

In the Figure 2-4, the semantics of SDF is reported. As can be noted, the
difference with the DPN of Figure 2-2 lies in the rates of the input/out ports
that are explicitly indicated in this case.

A

x1

Actor

Output Data Port and
Production Rate

Input Data Port and
Consumption Rate

FIFO

Delay and 
Number of

Tokens

SDF Semantics
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4

Figure 2-4: SDF semantic.
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Figure 2-5: Graph example using SDF
semantics.

This restrictions added to the DPN semantics make possible to rigorously
verify the consistency and schedulability of every SDF network at compile time
by using a topology matrix as explained in [Lee’87b].

The Topology Matrix (indicated with Γ in literature) is a matrix specific of
every given graph and has a size of N×M , where N (rows) is the number of
edges, and M (columns) is the number of actors in the network. In the example
reported in Figure 2-5, N =5 and M =4.

Lee and Messerschmitt explain that every element of the matrix identified
with

γn,m , where n = 1, 2, ..., N and m = 1, 2, ..., M (2-2)

is the number corresponding to the production (or consumption) rate of the
actor m on the edge n. When an actor produces a token on an edge, then the
number must have a positive sign. On the other hand, when an actor consumes
tokens by the edge, then the number has to be negative. When the actor and
the edge are not connected at all, then the associated number in the Topology
Matrix is zero.
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Given the above mathematical model of an SDF graph, the same authors
mathematically demonstrate in [Lee’87a] the conditions for a network to be
consistent and schedulable. For the sake of simplicity and conciseness, the
demonstrations are not reported in this document and the readers are referred
to [Lee’87a, Lee’87b] for further details. However, when an SDF graph is
consistent and schedulable, it is possible to indefinitely repeat a fixed sequence
of actor firings in order to execute a graph. In literature, the minimal sequence
for obtaining an indefinite execution with bounded memory defines the so-
called Repetition Vector (RV).

The milestone achieved with the introduction of the SDF is that consistency
and schedulability of a network can be checked at compile-time, and
they do not imply any knowledge of the HW resources on which the
application should be executed. These basic definitions and theorems are
the basis of all the dataflow MoC derived from the SDF. In fact, in literature,
proposed specializations and generalizations of the SDF will try to raise the
expressiveness of this MoC. At the same time, they will try to keep the level of
analyzability as close as possible to the one here exposed, moving the trade-off
by playing with new added elements and restrictions.

2.1.7 Dataflow MoCs: a Big Picture

It was necessary to introduce the SDF MoC because it lays the foundation for
many other dataflow-based MoCs and design strategies/analyses built upon it.
Every derived dataflow MoC presents its pros and contras. Following, a review
of the SDF-derived MoCs is proposed.

Using the properties discussed in Section 2.1.2, it is possible to identify
the subclass of so-called Decidable (or Static) Dataflow MoCs (as defined in
[Bouakaz’17] and in [Ha’13]). This class of dataflow MoC provides determinism,
decidability of many of its properties, and optimizations applicable at compile-
time. They are characterized by having a priori fixed data-token consumption
rates: an actor will always consume and produce the same amount of tokens at
each firing (rigorously specified at compile-time). Thanks to these properties
and thanks to the allowed analyses, it is possible to derive a schedule of
finite time at compile-time. An important example of this MoCs is the Cyclo-
Static Synchronous Dataflow (CSDF) introduced in [Bilsen’96]. Generally, the
main characteristics of all Decidable Dataflow MoCs are incompatible with the
uncertainty run-time that is the background scenario of this dissertation, as
explained in Chapter 1.

In contrast with the previous, an interesting solution that better fits with an
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environment constantly changing and evolving is given by the use of Dynamic
Dataflow MoCs. In these cases, the consumption rate (i.e., the firing rules) of
the actors composing the network are allowed to change in a non-deterministic
manner, as explained in [Bhattacharyya’13]. This feature makes these models
Turing-complete. For example, KPN [Kahn’74], Boolean Controlled Dataflow
(BDF) [Buck’93b], DPN [Lee’95], and the CAL Actor Language (CAL) [Eker’03]
have communication protocols which are data-dependent. For this reason
they are more expressive: it is possible to use them in a scenario where the
application must adapt itself for reacting to new run-time situations. However,
at the same time, some compile-time and run-time analyses (for instance
schedulability, deadloack-freedom, and memory boundness) are no more
possibile.

What is highly desirable is a class of MoC which can guarantee enough
expressiveness to be used in dynamic environments, and enough analyzability
to allow compile-time and run-time analysis and optimizations. A trade-off
choice is given by the Reconfigurable Dataflow MoCs. This set of MoCs can
be seen as a subclass of the dynamic dataflow MoCs and it is also know as
parametric dataflow MoC, as explained by Bouakaz [Bouakaz’17]. For these
MoCs, the production and consumption rate of the actors of the network
can be reconfigured (i.e., can be changed) dynamically in a non-deterministic
way, but only in some restricted moments during the application execution
(these instant are indeed called Reconfiguration). This feature has a double
consequence: from one side, it gives the possibility to verify application
properties (such as schedulability) after occurred reconfigurations. From the
other side, it limits the expressiveness guaranteed for models Turing-complete.

Having analyzed the context, the motivations, and the goals for the
development of this thesis (see Chapter 1), it is clear that reconfiguration
properties play a crucial role when choosing one solution instead of another.
In fact, one of the main goals to be achieved is the definition of a methodology
to design a self-adaptive CPSs (together with all the necessary instruments
for the purpose). Providing self-adaptation to a system means to give it
the possibility of changing (or reconfiguring) itself autonomously. Obviously,
the aforementioned goal cannot be achieved with a decidable dataflow MoC
because dynamism is needed. As observed in [Bhattacharyya’13], the success
of decidable dataflow lays in their predictability and strong formal properties,
which allow the application of optimization techniques; at the same time, an
actor with dynamically varying of production and consumption rates (firing
rules) cannot be expressed by using them. In contrast, when using dynamic
dataflow modeling techniques, the firing rules of actors can vary in ways that
are not entirely predictable at compile time. In exchange for the increased
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modeling flexibility (i.e., expressive power), compile-time analysis of FIFO-
buffer underflow (deadlock) and overflow cannot be carried out and, then,
cannot be guaranteed [Bhattacharyya’13].

From a careful review of the literature on MoCs (special attention was given
to the considerations expressed in [Bhattacharyya’13, Bouakaz’17, Desnos’19])
and taking into account all the features above discussed, it appears crucial
the role played by reconfiguration semantics and reconfigurable dataflow
models in the context of self-adaptable CPS. They allow a trade-off among
expressiveness and analyzability, which well fits also with the reconfigurable
HW architectures, the target platforms of this thesis.

Before introducing the chosen Reconfigurable SDF-derived MoC, it is
worth to examine the properties of the Interfaced Based Synchronous
Dataflow (IBSDF), which still is a Decidable Dataflow MoC but improves
the expressiveness of the SDF by introducing new hierarchical semantics.
Subsequently, by adding a Meta-Model on the already discussed IBSDF, the
Reconfigurable Dataflow MoC chosen to define the dissertation’s proposal
methodology will be presented.

Interfaced Based Synchronous Dataflow (IBSDF)

It was already stated that the restricted version of dataflow termed SDF
MoC offers strong predictability properties but limited expressiveness. One
of the features not allowed by the original SDF semantics is the possibility
of designing independent graphs that can be instantiated and re-used,
hierarchically, in other applications. To overcome this problem, Piat et al.
in [Piat’09] define new elements and a rigorous set of rules which allow
the implementation of a new hierarchical vertex within the graph (i.e., an
hierarchical actor). This type of actor will embed a hierarchy level sub-graph.
The hierarchical semantics meta-model, with its new elements, is shown
graphically in Figure 2-6.

In the same paper, the authors demonstrate that the new resulting
MoC called Interfaced Based Synchronous Dataflow (IBSDF) allows more
expressivity while maintaining predictability of the SDF MoC. Moreover, the
given rules are sufficient to ensure a sub-graph not to create deadlocks when
instantiated in a larger graph. Also, applying the balance equation to every
hierarchical level is sufficient to prove the deadlock freeness of a level. The
new hierarchy type proposed allows the designer to perform optimization on
the application at a structural level and provides a programming interface for a
hierarchical organization that is more natural in various contexts.
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Figure 2-6: IBSDF semantics.

An example graph with a hierarchical actor is given in Figure 2-7. It
represents an image processing algorithm with two actors in charge of reading
the image and send the image. The hierarchical actor Filter is then refined by
the actor Kernel.
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Figure 2-7: Graph example using IBSDF semantics.

Even presenting more expressiveness compared with SDF, the IBSDF is still
a decitable MoC which prevents its utilization in dynamic contexts.
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Parameterized Dataflow MoCs

It has been noted that the production/consumption rates of the IBSDF and SDF
MoCs are fixed, thus not allowing dynamic changes of parameters at run-time,
a necessary condition in all the system where the uncertain environments can
strongly influence the execution of an application. To overcome the limitation
imposed by formalism of SDF, the family of parameterized dataflow MoCs was
introduced in [Bhattacharya’01]. This family of MoCs is obtained by applying
a meta-modeling framework on top of already existing ones. The authors
propose the application of the developed dataflow framework on top of several
existing MoCs (including but not limited to SDF, CSDF), demonstrating their
compatibility. The meta-modeling approach is exploited in order to integrate
dynamic parameters as well as dynamic adaptations of these parameters in
a structured way. In particular, those models which have a defined concept
of graph iteration are well suited for the parameterization. For instance, the
parametrized dataflow can be applied on SDF thus creating the Parameterized
Synchronous DataFlow (PSDF) MoC. This resulting MoC is significantly more
flexible compared with its basic version as it allows arbitrary parameters of
SDF graphs to be modified at run-time. Moreover, it has been demonstrated in
[Kee’12] that it is an efficient way for prototyping streaming applications onto
reconfigurable HW.

Another meta-model has been presented in [Desnos’14], namely Parame-
terized and Interfaced Meta-Model (PiMM), to further improve parameteriza-
tion compared to previous parameterized dataflow meta-model by introducing
explicit parameter dependencies and by enhancing graph-compositionality.
Likewise the parameterized dataflow meta-model, the PiMM is applied on top
on existing MoC thus extending the basic semantics.

Recalling that a SDF graph G =〈A, F 〉 contains actors a ∈ A as nodes of the
network, and FIFOs f ∈ F as edges, the PiSDF (also indicated with πSDF in
literature) is formally defined by the author as follows:

“A PiSDF graph G = 〈A, F, I , Π, ∆〉 is an SDF graph which contains the
additional elements listed below:

• a set of hierarchical interfaces indicated with I ; an interface i ∈ I is a
vertex of the graph. Interfaces enable the transmission of information
(data tokens or configurations) between levels of hierarchy.

• a set of parameters indicated with Π; a parameter π∈Π is a vertex of the
graph. Parameters are the only elements of the graph that can be used to
configure the application and modify its behavior.
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• a set of parameter dependencies indicated with ∆; a parameter depen-
dency δ ∈∆ is a directed edge of the graph. Parameter dependencies are
responsible for propagating configuration information from parameters
to other elements of the graph.

” [Desnos’14]

A pictogram is shown in Figure 2-8, which contains all the elements of the
semantics.
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Figure 2-8: PiSDF semantics [Desnos’14].

An example graph using the PiSDF semantics is shown in Figure 2-9.
Compared with the previous example reported in Figure 2-7, it introduces
parameters as well as parameter dependencies which are passed through levels
using their dedicated interfaces. It is still a static graph and does not present
reconfiguration, which uses the elements of the last column in the semantics
represents in Figure 2-8.

PiSDF Reconfiguration

In addition to the parametrization semantics, which gives the possibility of
using locally static parameters (meaning a parameter with a value set before the
beginning of the graph execution, i.e., compile-time), dependencies between
them, and input/output interfaces to pass the parameters among hierarchical
levels, the important feature of the PiSDF is its reconfiguration semantics.
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Figure 2-9: Image processing example of static PiSDF graph.

A Configurable Parameter is a parameter whose value can be set up dynam-
ically at each iteration of the graph which it belongs to. In [Neuendorffer’04],
Neuendorffer and Lee explain that the predictability of an application is deeply
influenced by the frequency with which the value of the parameters is changed:
a constant value gives high predictability. In contrast, a value that changes
at each graph-iteration will cause many reconfigurations (one per iteration),
lowering the predictability. It is also important to note that, from a sub-graph
perspective, a configuration input interface is equivalent to a locally static
parameter, as can be observed in Figure 2-9. However, a configuration input
interface can take different values at runtime if its corresponding configuration
input port is connected to a configurable parameter.

The other important elements for the reconfiguration feature of PiSDF are
the Configuration Actors. They are responsible for producing parameter values
before the firing of every other non-configuration actor of the PiSDF graph. The
new value produced by the Configuration Actor is then used to dynamically
set the Configurable Paramenters using the parameter dependencies. This
special element that allows dynamism and reconfiguration is subject to some
special restrictions: the firing of every Configuration Actor can happen just
once per graph-iteration, and it must happen before the firing of the other
non-configuration actors. In literature, these special moments during a graph
iteration are defined as quiescent points. They are crucial for the proposals
of this thesis as they will play an important role in the context of the HW
reconfiguration.

An example of a dynamic PiSDF graph is reported in Figure 2-10. In
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comparison with the graph in Figure 2-9, it shows a configuration actor SetN in
the sub-graph Filter in charge of setting the value of the dynamic parameter N .
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Figure 2-10: Image processing example of dynamic PiSDF graph.

In this thesis, the PiSDF was chosen for its possibility of describing both
static and dynamic applications with an analyzability close to the one offered
by the SDF MoC. In comparison with SDF, its expressiveness is enhanced by
allowing hierarchical levels of description, composability as well as modularity.
Besides, its reconfiguration features permit its use for describing applications
that need to adapt their behavior to the constantly changing requirements.
Another important reason for this choice resides in the possibility of using
academic tools and frameworks, namely PREESM and SPiDER (developed
mainly by the researchers of Institut National des Sciences Appliquées - INSA
of Rennes) which provided a set of interfaces that ease the development of
applications.

2.2 RAPID PROTOTYPING

A typical rapid prototyping flow can be thought of as a series of steps that
aim at making the time-to-market of products as short as possible. In order
to guarantee a certain quality of the products, the series of steps should give
information that can be used (or re-used) for further improvements of the
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product itself. In Figure 2-11, the basic idea is shown as a cycle of operations:
starting by building a first version of the products, a designer can collect data
and extract useful information to be used for future versions of the improved
product. The iterations continue until the designer is satisfied with the
obtained results. This scheme is generally applicable in a wide variety of fields,
for instance 3D printing [Macdonald’14], molecular biology [Kohlbacher’00],
software development [Luqi’92], medicine [Gibson’06].

RAPID

PROTOTYPING

PROTOTYPE REVIEW

ITERATE

DELIVER

PRODUCT
PRODUCT

CONCEPT

Figure 2-11: Typical rapid prototyping design flow.

2.2.1 Rapid Prototyping in the Embedded System Domain

The same concept has been extensively exploited in the embedded system
design domain for an efficient HW/SW co-design.

Since 1989 [Cooling’89], it has been clear that rapid prototyping tools are
essential for reducing time-to-market, especially when dealing with embedded
systems for both industrial and commercial uses. Here, specifically, rapid
prototyping can be seen as the set of methodologies and tools that allow a
designer to test and verify, usually in a short period, a complete system (i.e., its
HW and SW parts at the same time). Two identified pillars of rapid prototyping
are:

• the models for describing the functionality of the system;

• the methods (usually provided by tools and frameworks) that allow the
simulations and the generation of a system prototype.

A typical example of rapid prototyping design flow for embedded systems
and CPS is show in Figure 2-12.

The entire flow can be divided into three main parts:
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Figure 2-12: Literature typical rapid prototyping design flow for HW/SW co-design.

1 Developer Inputs: the inputs that a developer may specify can be
easily classified into one of the three red boxes of Figure 2-12. As
already observed in [Kienhuis’97], it is useful to divide the input into
Architecture Model and Application Model. This separation ensures
the independence of the two concepts, which makes it possible to
deploy applications for several architectures and, in turn, to use the
same architecture for various applications (this strategy is known as
the Y-Chart approach [Kienhuis’01]). In 2003, Grandpierre and Sorel
formalized the idea by proposing the Algorithm Architecture Adequation
(AAA) methodology [Grandpierre’03]. The same authors explain that
future effort has to be made to extend the methodology to reconfigurable
architecture.

2 Rapid Prototyping: This part of the flow groups the most time-
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consuming tasks (when manually executed). The mapping and
scheduling problem is an NP-hard problem, and the code-generation,
when not automated, can lead to long debug processes. The choice
of the model for describing an application is essential, especially in
this phase: some MoCs allow design-time mathematical analyzability,
which, in turn, gives the possibility of applying automated heuristic
mapping/scheduling techniques and code-generation. The SDF MoC
is one of the most used programming paradigms for digital signal
processing algorithms thanks to its features [Lee’87b].

3 Development Toolchain: In order to close the rapid prototyping loop,
collect useful data, and improve the entire design, the prototype must be
generated and tested. The most important features to be guaranteed in
this part of the flow is an efficient mechanism for monitoring both HW
and SW to pinpoint the contingent bottlenecks. This way, the designer’s
effort can be efficiently driven for improving the performances of the
embedded system under test.

The proposal of this thesis should be considered for improving the whole
rapid-prototyping flow by specializing it for targeting heterogeneous complex
MPSoCs. The main blocks of Figure 2-12 are going to be re-discussed and
improved in the next chapters.

2.2.2 Design Space Exploration

As explained in Chapter 1, MPSoCs are becoming extremely popular because
of the presence, on the same chip, of a set of software-programmable cores and
dedicated but configurable hardware blocks. For the system to be considered
efficient, the application must exploit most features of the HW device. The
“activity of exploring design alternatives prior to implementation” [Kang’10]
is known as Design Space Exploration (DSE). In other words, as described in
[Pimentel’17], given the complex specification of an electronic system, DSE can
be seen as a systematic exploration process where design decisions are made
based on parameters of interest.
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Problem Statement

Given a design-problem, the task to be accomplished by the engineers is a
working system that satisfies the design-constraint. Usually, the constraints to
be taken into account are more than one (for example, a design should fulfill a
minimum requirement of performance and consume an amount of energy that
does not exceed a given limit). In turn, the constraints will deeply influence the
choice of a designer (for instance, the architecture to be used, the number of
hardware accelerators to be used, the frequency of the circuit, etc.).

In order to formalize the DSE statement, let us call the different possible
super-set of choices A, B , C , and so on. Each super-set covers one aspect of the
design. Obviously, the total number of super-sets can be very large for complex
design. Every super-set is composed of a certain amount of possible choices:

A = {a1, a2, a3, ..., aX }, with X ∈ N possible choices for aspect A (2-3)

B = {b1, b2, b3, ..., bY }, with Y ∈ N possible choices for aspect B (2-4)

C = {c1, c2, c3, ..., cZ }, with Z ∈ N possible choices for aspect C (2-5)

In this context, a mapping configuration point is defined as

m = (ax , by , cz), with x ∈ X , y ∈ Y , z ∈ Z (2-6)

Every mapping configuration point m is a system implementation resulting
in making specific design choice among the possible combinations. The
Design Space is then defined as the set of those independent configurations
such as:

M = {m1, m2, m3, ...} ⊆ A × B ×C (2-7)

As obeserved by Casale-Brunet in [Casale-Brunet’15], DSE is the action of
“efficiently mapping m∗∈M so that the design objectives are met”.
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Pareto-Dominance

Every mapping configuration point will result in a system implementation that
has performance that must be evaluated in order to (i) verify if the requirements
are met and (ii) classify the mapping configuration point using a common
metric. Traditionally, the metrics to be used are more than one (for example,
Throughput T and Energy Consumption E). Clearly, the requirements can
be seen as a function (frequently unknown function) of the input parameter
choices:

t = T (m) for Throughput
e = E(m) for Energy

(2-8)

The metrics can be estimated by using models and simulation or measured
by building the system. Both approaches have their pros and cons that will be
examined later in the thesis proposals.

In Fig. 2-13, an example of a comparison of three mapping configuration
points is shown. In this example, the point of the design space labeled with
m3 is the best choice if we only consider the constraint T (higher value means
better throughput). In turn, the point m2 is the best when we consider only the
parameter E (in our little example, the minimum amount of energy consumed).
It is clear that, usually, for a multi-objective problem, a solution that minimizes
all objective functions simultaneously does not exist. Therefore, the best
solution does not exist. Instead, the notion of Pareto-dominance should be
used, as explained in [Miettinen’12] and recalled in [Casale-Brunet’15]: “a
design point dominates another one if it is equal or better in all criteria and
strictly better in at least one”. Vice-versa, a mapping configuration point is not
a Pareto optimal if there is an alternative point where improvements can be
made to at least one of the used metrics. A better mapping point is called Pareto
improvement. When no further Pareto improvements are possible, the point is
a Pareto optimum.

Pareto Frontier

The Pareto frontier, written as P (Y ), is formally described as follows.

Consider a system with function f :

f : X → Y (2-9)
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Figure 2-13: Estimated/measured performance of the mapping points of the design
space.

Being X a compact set of feasible decisions in the metric space Rn , and Y the
feasible set of criterion vectors in Rm such that

Y = {y ∈ Rm | y = f (x),∀x ∈ X } (2-10)

When a point y ′∈Rm strictly dominates another point y ′′∈Rm , it is indicate with
y ′Â y ′′. The Pareto frontier is thus defined as:

P (Y ) = {y ′ ∈ Y | {y ′′ ∈ Y | y ′′ Â y ′ ∧ y ′′ 6= y ′} = ;} (2-11)

All the mapping configuration points which satisfy this definition are called
Pareto-optimal solution. In other words, the Pareto frontier or Pareto set is
the set of mapping configuration points that are all Pareto efficient. Finding
Pareto frontiers is particularly useful in engineering. By yielding all of the
potentially optimal solutions, a designer can make focused tradeoffs within
this constrained set of parameters rather than considering the full range of
parameters. More details on the topic can be found in [Goodarzi’14], [Costa’15],
and [Jahan’16].

An example of a Pareto frontier is shown in Figure 2-14. “The boxed points
represent feasible choices, and smaller values are preferred to larger ones. Point
C is not on the Pareto frontier because it is dominated by both point A and point
B. Points A and B are not strictly dominated by any other, and hence lie on the
frontier” [Par].
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Figure 2-14: Front Pareto: an example [Par].

Design Space Search Criterion

According to the design space search criterion (see [Gries’04] [Qadri’16] for
more details), DSE can be classified into three main categories:

1. exhaustive evaluation of every design point: all the possible combina-
tions of the input parameters are considered.

2. random search: a subset of all the possible combinations of the problem
space is considered: Monte Carlo approximations [Bruni’01], Simulated
Annealing [Gajski’98] [Orsila’09], and Tabu Search [Kreutz’05] [Xin’10] fall
under this category.

3. heuristic search mechanisms: involve knowledge of the design space
to speed up the convergence to the final solution. The exploration
is so “guided” by using this knowledge of characteristics of design
space. Markov Decision Process (MDP) [Shani’14] [Beltrame’10], Genetic
[Kang’08] [Nag’15] and Evolutionary Algorithms [Erbas’06] [Liu’10] are
examples of these techniques.

The exhaustive evaluation of every design point is discussed in [Baghdadi’00],
[Blythe’00], and [Lahiri’01]. When the design space is small, such techniques
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can be useful while their usage is prohibitive for large designs due to “the
latency involved in such unguided search processes” [Qadri’16]. In the
analysis proposed in this thesis, rapid prototyping of applications accelerated
by dedicated hardware on FPGAs is conducted. Usually, the design
of the application (with one or more accelerators on the Programmable
Logic (PL) side) can be time-consuming. It can require a vast effort and
attention (checking memory management for the shared memory accesses,
synchronizing threads with semaphores, building low-level drivers for the
hardware, etc.).

Additionally, in such a scenario, even a simple bug can become challenging
to locate and correct. Moreover, a little modification of a parameter may require
a manually arduous data re-distribution. These are the reasons that motivated
to propose a method which, based on dataflow MoC, automatically develops
a ready-to-use code, including all the low-level details and a library to easily
manage the HW accelerators.

2.2.3 Tools and Framework to support HW/SW Co-Design
using Dataflow MoC

As the name depicts, HW/SW co-design represents a design methodology for
electronic and embedded systems that exploit the synergy between HW and
SW. Usually, a complex system is made by SW components (that run on CPU)
and HW components (that accelerate some parts of the application or provide
interfaces with the environment). Traditionally, the software components are
designed after the hardware architecture has been specified, as explained in
[Ha’17]. Additionally, the HW and SW design are generally led by two different
persons (or teams) within the same company. After decades of research,
HW/SW co-design has evolved and improved: the two concepts need to be
taken into consideration simultaneously during the design phase in order to
develop the features of both design aspects better.

Recent European projects such as DEMANES [DEM’15], DANSE [DAN’15],
and CERBERO [CER’20] have addressed this issue directly improving the state-
of-the-art of such methodologies.

Many research groups all around the world have contributed by proposing
strategies and, in some cases, creating tools or frameworks.

Such tools (which are based on their idea) can speed up efficiently some of
the aspects for creating a heterogeneous system making use of dataflow MoC
(which is the context of this thesis). Following, a review of the existing tools is
given by underling their main properties and functionalities.
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CAL Design Suite

CAL Design Suite is a set of tools for exploring and optimizing the design space
of RVC-CAL applications and developed by research from École Polytechnique
Fédérale de Lausanne (EPFL) [Thavot’13, Lucarz’11, Bezati’15, Michalska’17].
Among its features, there is the possibility to use a very basic architectural
model for describing heterogeneous platforms. DSE is performed based on
Execution Trace Graph (ETG) proposed in [Casale-Brunet’15].

Daedalus

Daedalus, first introduced in 2007 [web-b, Thompson’07], is a framework which
provides an environment for rapid system-level DSE and synthesis targeting
MPSoCs. The starting point of the automated design flow is an imperative
application specification (C/C++) that is automatically converted in a KPN
network using the KPNgen tool, described in [Verdoolaege’07]. It has been used
to develop image processing applications [Nikolov’08b]. DSE is enabled by the
use of Semame system-level simulation framework [Pimentel’06, Nikolov’08a].

FoRTReSS

In the work proposed in [Duhem’13] and extended in [Duhem’15], the tool-flow
maps, and schedules the tasks of an image processing application described
using Control Data Flow Graphs (CDFGs) under real-time constraints. One
of the main features of the project is the use of DPR to deal with hardware
accelerators on the PL of Xilinx FPGA. However, the FoRTReSS tool is no longer
available: only version 1.0 was released in 2013, and the source codes are no
more reachable on its official web-page [web-c].

MAPS

MPSoC Application Programming Studio (MAPS) was introduced in 2008,
and it targets applications described using KPN. It is a framework that
provides facilities for expressing parallelism and tool flows for parallelization,
mapping/scheduling, and code generation for heterogeneous MPSoC. Its main
functionalities include design space exploration and performance estimation
in order to provide fast and functional design validation [Castrillon’11,
Leupers’17]. Among its features, there is the possibility of performing
composability analysis of multiple applications running simultaneously on
the same platform [Castrillon’10]. Here, scheduling decision of applications
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represented using KPN MoC are based on profiling trace using heuristic
techniques [Leupers’10] and are tested using typical embedded applications
including JPEG [Ceng’08], GSM and MPEG-2 [Castrillon’10].

Mescal

The Mescal project born in 2002 with the publication of [Mihal’02] and later
extended in [Gries’06]. Among its main features, there is the possibility
of describing an application using any combination of MoCs. As such, it
allows choosing the MoC that better fits with the need for expressiveness and
analyzability that a designer is looking for. It explicitly targets Application-
Specific Instruction Processors (ASIPs).

Metropolis

Metropolis was introduced in 2003 [Balarin’03, Sang.-Vinc.’07] and is an
integrated design environment for heterogeneous system. Thanks to its meta-
modeling with precise semantics can support application descriptions using
various MoCs. This meta-model can capture the functionality, architecture,
and mapping between the two abstraction levels. The function of a system (i.e.,
the application) is modeled as a set of processes that communicate through
media. The strategy recalls the Y-Chart approach [Kienhuis’01] described in
section 2.2.1. It is a project born with the joint effort of several universities and
researchers. More information can be found here [web-d]. Among the provided
functionalities, there is the possibility to model, simulate, synthesize, and verify
the whole system.

PeaCE

The PeaCE co-desing environment is a full-fledged HW/SW co-design
environment that provides seamless co-design flow from functional simulation
to system synthesis [Ha’08]. It provides HW/SW co-simulation for DSE as
well as automatic code-generation. The system behaviour is specified using
a composition of three MoCs:

1. Schedulable Parametric Dataflow (SPDF) (an extention of SDF [Fradet’12])
for computation tasks;

2. a flexible extention of Finite State Machine (FSM) [Kim’05] for control
tasks;
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3. a task model to describe the interaction among tasks.

Preesm

PREESM [Pelcat’14a] is a graphical rapid-prototyping tool presented by
researchers of Institut National des Sciences Appliquées (INSA) of Rennes. It
simulates signal processing applications and generates code for heterogeneous
multi/many-core embedded systems. Its dataflow language eases the
description of parallel signal processing applications. In this thesis, its
functionalities will be extended to support an automatic code-generation
which will target hardware accelerators making use of the DPR. More details
on the tool and flow will be given in the next chapter.

Ptolemy

Ptolemy is a project developed by researchers from University of California
at Berkeley under the supervision of Professor Edward Lee [Ptolemaeus’14].
The Ptolemy project studies modeling, simulation, and design of concurrent,
real-time, embedded systems. The focus is on the assembly of concurrent
components [web-e]. The key underlying principle in the project is the use
of well-defined models of computation that govern the interaction between
components. The project focuses on the study of using a heterogeneous
mixture of MoCs for modeling, simulating, and designing concurrent, real-
time, embedded systems [Lee’99].

SDF3

SDF for Free (or simply SDF3) [Stuijk’06] is a command-line framework
oriented towards transformation, analysis, and simulation of applications
described and modeled using Dataflow MoC (in particular focusing on SDF,
CSDF, and Scenario-Aware DataFlow (SADF) [Stuijk’11]). More information
can be found on their website [web-h]. Moreover, SDF3 focuses on the
theoretical study of the deployment of dataflow applications on MPSoCs, but
cannot be used to generate an executable prototype.
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Sesame

Sesame (presented by E. Pimentel et Al. in [Pimentel’06]) is based on
the fundamental idea that architecture and application must be described
separately in a Y-Chart-based approach (see section 2.2.1). It uses KPN MoC
to capture the functionality of applications. This specific MoC gives a great
expressiveness paying the price of a low analyzability. In its flow, the tool
systematically explores candidate architectures using a system-level simulation
environment, thus, performing a DSE.

Space Codesign

Space Codesign was born in 2006 [Chevalier’06] and provides an interface
for user-written SystemC modules that model application software to make
calls to a Real-Time Operating System (RTOS). Originally, it was organized
in three abstraction layers for hardware-software codesign: the first layer for
application specification and verification; the second for hardware/software
partitioning and the last for emulation of a more sophisticated architecture
model using a cycle-accurate simulation. Nowadays, it is a commercial tool
[web-f] that accepts, as starting point, application specification in C/C++ and
targets heterogeneous platforms with hardware acceleration from Xilinx as
well as Intel. The design-environment is called SpaceStudio and is specifically
thought for software engineers that want to improve application performance
by enabling acceleration through the use of custom hardware Intellectual
Property (IP).

SPADE: The System S Declarative Stream Processing Engine

SPADE is a front-end for rapid application development for a specific
architecture: System S, which is a large-scale distributed data stream
processing middleware [Gedik’08] developed by IBM Research. The SPADE
language provides composition capabilities that are used to create dataflow
graphs [De Pauw’10]: the dataflow basic operators are interfaced by connecting
them using stream-connections. SPADE supports (i) static flow composition
where, basically, the connections are decided at design-time and (ii) dynamic
flow composition, where the connections among operators are established
at run-time. In addition to these, SPADE also supports hierarchical flow
composition via composite operators. A composite operator encapsulates
a dataflow graph as an operator. Also, it provides a code generation
framework to create optimized applications. Moreover, an optimizing compiler
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automatically maps applications into appropriately-sized execution units in
order to minimize communication overhead while, at the same time, exploiting
available parallelism, as explained in [Turaga’10].

SynDEx

The SynDEx project was born in 1991 with the publication [Lavarenne’91].
An overview of this graphical and interactive software can be found in
[Grandpierre’99] and on their website [web-g]. The basic idea in SynDEx is
also the separation of Application and Architecture re-called in section 2.2.1,
formalized by Grandpierre and Sorel in [Grandpierre’03] by proposing the AAA
methodology. It was already observed by Casale-Brunet in [Casale-Brunet’15]
that HW logic is not taken into account in their flow and the “DSE is done
according to one unique criterion: the application throughput”.

SystemCoDesigner

Its high-level language (namely SysteMoC) is based on SystemC and gives
the possibility to build HW/SW System-on-Chip (SoC) with automatic DSE
techniques [Keinert’09]. High-level synthesis is performed by using a commer-
cial tool (namely Forte Cynthesizer [web-a]) which generates Register Transfer
Language (RTL) code from a SystemC intermediate model [Haubelt’08].

Transport-Triggered Architecture-based Co-design Flow

This co-design flow was presented in [Yviquel’13b]. The framework provides
analysis and optimization of RVC-CAL applications, and DSE is performed
through a static analysis of the source code. Different trade-offs between
parallelism, communication traffic cost, and memory size requirement are
implemented. The toolchain functionalities have been demonstrated by using
a MPEG-4 Simple Profile video decoder.
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2.3 ARCHITECTURES LANDSCAPE

As it was already observed and analyzed in Chapter 1, the growing needs of
people in their everyday life are pushing the development of electronic devices
by demanding more performance and less energy consumption. Electronic
devices need to be flexible, computationally powerful, and efficient at the same
time. In order to overcome the limitations imposed by standard architectures,
researchers and engineers propose the use of reconfigurable architectures. In
this section, an overview of their history, usage, advantages, and disadvantages
will be given. New challenges will be highlighted, and the proposals of this
thesis are going to be motivated.

2.3.1 A Trade-Off Choice: the Reasons for Reconfigurable
Architectures

From the advent of the first electronic computer in history (the Electronic
Numerical Integrator and Calculator (ENIAC), built by J. Presper Eckert and
John Mauchly in 1946 [Shih’09]), scientists start talking about General-Purpose
Processors (GPPs). Also, ENIAC is well-known as von Neumann computer for
the improvements introduced by John von Neumann himself [Hennessy’11].
Thanks to this example, it is possible to define a general-purpose computer
as a single piece of silicon that also accepts instructions as inputs: it can
be so programmed to solve any computing problems. This first prototype
architecture had a flexibility unreachable before with standard ICs.

On the other hand, an Application-Specific Instruction Circuit (ASIC) is a
specialized circuit (i.e., it is pure HW), which contains just the right mix of logic
elements that guarantees the correct output. They can provide a large amount
of parallelism, thus allowing high-performance implementation [Smith’97].
They can integrate several functionalities and control logic blocks into a single
chip, lowering manufacturing cost (for very large volume applications) and
simplifying circuit board design. The drawback is a high cost for medium-
and small-size volume applications, poor flexibility, and a long time-to-market.
All these factors contribute to make the Non-Recurring Engineering (NRE) cost
high [Ha’17].

Usually, processors are considered as the most flexible and versatile
platform to develop any kind of applications. In order to achieve the necessary
flexibility, a large and rich set of instructions is needed: the underlying HW
must support them. This causes a significant overhead in terms of area
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and power consumption because of the complexity in the architecture. In
addition, it is not easy to exploit application-parallelism with a single GPP.
A successful attempt to overcome this difficulty has been made with the
architectures supporting instruction level-parallelism (i.e., superscalar and
Very Long Instruction Word (VLIW) architectures [Fisher’05]). Nowadays, this
path seems no longer feasible due to the rapid growth of area and power
consumption.

As explained in [Hameed’10], the high flexibility and the generic nature
of GPPs is also the reason for their inefficiency in terms of power and
performance. In contrast, ASICs provided outstanding performance and
high energy-efficiency at the cost of poor flexibility. In order to fill the gap
between these two opposite alternatives, other architecture solutions have
been proposed.

Digital Signal Processors (DSPs) are architectures specialized to be used in
a variety of applications such as telecommunications, digital image processing,
radar, sonar and speech recognition systems, and in common consumer
electronic devices such as mobile phones [Smith’13]. One of the main features
supported is the possibility to process in real-time a continuous stream of
data. Several DSP architectures contain special HW accelerators that permit
to perform operation such as Fast Fourier Transform (FFT) or Discrete Cosine
Transform (DCT) efficiently. Of course, the silicon is designed to perform some
specific mathematical operations, and the accelerator is useless for others.
Thus, a DSP is more efficient than a GPP when used in the correct context.
Other chips need to be designed to target other kinds of applications.

Application-Specific Instruction Processors (ASIPs) are architectures which
have a configurable instruction set [Liu’08, Schliebusch’07, Ienne’06]. The
physical HW of these architectures is divided into two parts: a static logic part,
which has a pre-defined minimum set of instructions, and a configurable logic
part, to be defined during the synthesis design procedure for extending the
minimum set of instructions already supported.

Graphic Processing Units (GPUs) are probably the most famous and widely
available HW platforms that a developer can easily find in almost every
workstation and some embedded systems like Raspberry Pi, NVidia Jetson
etc. It was originally thought to accelerate image processing, especially
when dealing with 3D games. Nowadays, thanks to C/C++ extension APIs
provided with the advent of CUDA and OpenCL, their use is extended to
every signal processing problem and machine learning applications. The HW
is composed of a large set of small CPUs, which share a common memory.
The programming paradigm natively supports Single Instruction - Multi Data
(SIMD) programming. The main advantages of a GPU as an accelerator comes
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from its high memory bandwidth and a large number of programmable cores
with thousands of hardware thread contexts. The GPUs are flexible and easy
to use thanks to the APIs which abstract HW details. As observed in [Ha’17],
GPUs are considered von Neumann architectures (although they can execute
many threads in parallel to process many different data with a single-thread
program fetch). However, when an application cannot exploit multi-threading,
the architecture may result in a waste of resources and inefficiency in terms of
area and power consumption.

As a trade-off between GPPs and ASICs, the importance of Reconfigurable
Computing has been growing during the years. Reconfigurable computing
systems like FPGAs and Coarse Grained Reconfigurable Architectures (CGRAs)
can provide performance (due to the possibility of expressing HW parallelism)
as well as more flexibility in comparison with ASICs.

The terminology reconfigurable computing was first coined in [Estrin’60].
Later, the concept of reconfigurable computing architectures has also been
defined as hardware on-demand in [Schewel’98], or as general-purpose custom
hardware in [Goldstein’00].

Figure 2-15 summarizes graphically the context described in this section.
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Figure 2-15: Computing architectures: a graphical comparison Efficiency - Flexibility.
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In the next section, a more detailed description of the FPGA architecture
is given together with an overview of the main techniques used to exploit their
functionality.

2.3.2 FPGA Architecture

A reason that explains the central role of FPGAs in modern complex systems
relies on the big effort to improve its features over the 30 years of its history:
they have grown in capacity by more than a factor of 10000 and increased
speed by a factor of 100 [Trimberger’18]. An FPGA can provide up to
millions of logic cells, megabytes of block memory, thousands of DSP blocks,
and hundreds of MHz of clock speed [Ha’17]. Besides, the capability of
reconfiguration inherently part of FPGA makes them especially attractive:
multiple applications can be implemented on the same small device and thus
reducing the gap between ASICs and FPGA design in terms of area and power
consumption.

An FPGA is made by a large amount of Logic Elements (LEs) and
interconnection among them. A configuration bitstream is in charge of
configuring the interconnections among LEs, thus creating the sequential or
combinatory logic that performs the wanted functionalities.

As an example, the basic block of an FPGA for the 7-series family of Xilinx,
called Configurable Logic Block (CLB), is made by two slices connected to an
interconnection matrix, as shown in Figure 2-16:

In turn, within a slice, the basic blocks to build any digital electronic circuits
can be found: configurable Look-Up Tables (LUTs), flip-flops, multiplexers,
and basic block memory. Depending on the technology family of the FPGA,
CLBs are differently organized. For example, in a 7-series FPGA family the CLB
are organized in columns as shown in Figure 2-17.

Other important basic blocks of the resources available among the
Programmable Logic (PL) of the FPGA are DSP-blocks, which are specialized
HW used to accelerate mathematical operations such as multiplications and
divisions. In the 7-series, this block consists of a multiplier followed by an
accumulator plus pipeline registers, configuration registers, and several other
necessary basic blocks like multiplexers [ug4’18]. In 7-series and Ultrascale
architecture, this basic block is called DSP48E1 and is an evolution of the
DSP48A1 already present in the Spartan-6 architecture family.

Another important resource within the PL of an FPGA is the Block-RAM
memory, crucial in all the applications where multiple processing stages need
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to be handled within the same task. For the 7-series FPGA, it can store up
to 36 Kbits of data and have two symmetrical ports independent from each
other [ug4’19].

A detailed description of all the FPGA building blocks and a comparison
of the architectures goes beyond the scope of this thesis. At the same time,
many other sources of information can be found in the literature. Instead,
attention will be given to the integration-strategies of PEs on the FPGA side
in complex and heterogeneous systems that take advantage of the additional
computation power of the basic logic blocks by gaining performances without
losing flexibility.

It should also be noted that vendors such as Xilinx and Intel (which both
cover more than 80% of the FPGA-market) provide programs and tools which
hide the low level-details of the involved technologies. A typical work-flow gives
the possibility of describing topology and functionality of new IPs by using
HDLs (typically VHDL or Verilog or even RTL and HLS). Starting from the the
description of the HW from a high-level point of view, the propriety frameworks
(such as Vivado Design Suite) enable fully-automated or script-driven design
synthesis and implementation.

The tendency is to bring the level of abstraction to an even higher level
with the purpose of giving the possibility to design complex systems to HW
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and SW engineers, reducing time-to-market and NRE costs, and speeding
up the development and flattening the learning curve. However, a designer
should always be aware of the technology used to control all the intermediate
processes better. To make an analogy, at the dawn of the GPP era, efficient
design was made by writing code directly in assembly-language. Today,
a typical approach involves a high-optimized compiler (and, most of the
time, how the underlying operations are managed is known by the compiler
designers only).

Among the FPGA technology, in this thesis, a special attention will be
given to the SRAM-based FPGA (shown in Figure 2-18). Vendor tools (such as
Vivado) give the possibility to create a bitstream-file, which, in turn, is used to
configure the logic on the FPGA. This technology is the base of DPR, that will
be introduced in the next section and largely exploited in the examples during
the dissertation.

HARDW
ARE LAYER

CONFIG
URATIO

N M
EMORY

ROUTING RESOURCES LOGIC RESOURCES
(BRAMs, DSPs, LUTs, ..)

SRAM CONFIGURATION CELL

Figure 2-18: SRAM-based FPGA: schematic overview of the internal resources
distribution.

2.3.3 Reconfiguration in FPGA Architecture

FPGAs are typically organized in two layers, as shown in Figure 2-18. The first
layer is the HW, which contains all the logic elements such as LUTs, flip-flops,
DSPs, etc. and the routing resources. The second layer is the configuration
memory where the information for creating the digital circuits are stored (i.e.,
values in the LUTs, initial set and reset status of flip-flops, initialization values
for memories, routing information and so on). As already mentioned in section
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2.3.2, a configuration-file called bitstream is generated by the vendor-tools and
uploaded on the configuration memory to physically create the connections.

In this context, the reconfiguration of the FPGA consists in uploading on
the programmable logic a different bitstream with the purpose of creating new
connections among the logic elements thus, implementing new functionalities.
This is also the reason that justifies the use of SRAM-based FPGAs: nonvolatile
technologies are not designed to support dynamic loading of the configuration
memory [Vipin’18].

Types of Reconfiguration

Since SRAM-based FPGAs have a volatile configuration memory, they need
to be always configured at system boot. In this case, the FPGA must be fully
configurated, and the operation is so-called full configuration. In contrast,
when only one (or more portions) of the FPGA are reconfigured, we commonly
speak about partial reconfiguration. Both operations can be performed
statically or dynamically, meaning that reconfiguration operation can occur
while the FPGA logic is in a reset state (static) or running (dynamic). When only
a portion of the logic is changed by uploading a new bitstream while other parts
of the FPGA continue to performer their processing, the operation is known as
Dynamic Partial Reconfiguration (DPR).

Why Partial Reconfiguration?

The use of partial reconfiguration (static or dynamic) brings several benefits
and advantages. Here, the most important ones are enumerated, which have
motivated its use even in dataflow contexts, from a higher abstraction level
point of view.

• Thanks to time-multiplexing of hardware resources, the logic density of
the chip can be significantly increased. A small chip can integrate the
same functionalities of a bigger one (assuming not all the resources are
needed at the same time).

• Since just a portion of the FPGA is going to change the HW configuration,
the bitstream to be uploaded (stored somewhere in the memory system)
has a smaller size thus reducing the memory footprint. This can be
especially beneficial for embedded systems with constraints on size, cost,
and power consumption.
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• Small area to be reconfigured on the FPGA, not only results in a smaller
bitstream (i.e., less memory usage) but also in a proportional reduction
of the reconfiguration time. DPR is better suited for systems with time-
critical requirements compared with a full reconfiguration of the FPGA.

• DPR is also beneficial in systems where an interface is required to
persist while HW functionalities need to change. In this case, a
full reconfiguration will break the communication link, while partial
reconfiguration allows the link to be maintained (the interface logic-
circuitry will not be affected) while the accelerator performs its new
configuration.

• Another critical requirement for computer systems is dependability,
especially in areas such as aerospace, nuclear control, and biological
medicine, as explained in [Peng’12]. Two of the most commonly
used methods for fault mitigation in a harsh environment are the
Double Module Redundancy (DMR) and Triple Module Redundancy
(TMR). Those techniques are mandatory when dealing with SRAM-
based FPGA [Hoque’19] in harsh environments. They consist of using
three (two for the DMR) physically-different but functionally-identical
hardware systems processing the same data. At the end of the chain,
a voter can detect potential faults, pick the correct results, and trigger
a self-healing mechanism (when provided by the architecture). A self-
healing mechanism consists in performing DPR of the damaged area. As
such, it is possible to repair the system and, at the same time, to continue
processing on the FPGA not affected by damages.

• As mentioned in Chapter 1, DPR is crucial in adaptive hardware
systems, as they can adapt computation to a changing environment
while continuing to process data, as explained by Vipin et al. in their
survey [Vipin’18].

Reconfiguration Styles

As described in [Koch’12b], a reconfigurable system is divided into two parts: a
static and a reconfiguration region. The former contains all the logic elements
that will never change configuration (i.e., soft cores, interfaces with the outside
connections, etc.). The latter contains all the run-time reconfigurable modules.
Figure 2-19 shows different types or arrangement for the reconfigurable
regions.
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The first case is the island-style, where only one module at a time can use
the resources in the island region (although multiple different accelerators can
occupy the same space in different time-slots). This strategy can result in a
waste of logic resources like shown in Figure 2-19 for the module M2: a large
amount of resources is unused. To overcome this problem, some authors like
Ullmann and Hübner in [Ullmann’04] propose to tile the reconfigurable region
using one-dimensional slot-style regions. This way, the composition of slots is
allowed to create an area that is better suited for the necessary HW resources.

Other authors, like Otero in [Otero’12], further improve the idea by
proposing the use of two-dimensions grid-style (or mesh-style) regions. The
tiles can so be composed (or scaled) and used jointly in order to recreate the
desired functionality.

Tiling a reconfigurable region is considerably more complex as the system
has to provide communication to and from every reconfigurable module and
to must determine the placement for each of them. Even if all these techniques
improve and optimize the reconfigurable space on the FPGA, they are not
natively supported by commercial tools like Vivado. Instead, non-commercial
academic tools should be used. An example of the new approaches is given
in the work presented in [Zamacola’18]: IMPRESS. The tool-flow extends the
functionality of Vivado by providing the possibility of combining different
granularities in the same reconfigurable system and creating re-locatable
bitstreams.

island style slot style grid style

static resources unused resources

M4M1 M1 M1M2 M2 M2M3

M3

Figure 2-19: Reconfiguration styles [Koch’12a].

In the work presented in this thesis, DPR is used as an instrument. The aim
is using the existing strategies from a high level point of view. In other words,
the HW reconfiguration will be used to achieve and perform system adaptation.
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Chapter

3 DATAFLOW-BASED METHOD FOR
DESIGN SPACE EXPLORATION

The purpose of Chapter 2 of this thesis is to give bibliographic support to the
motivations that pushed the proposal here presented in Chapter 3.

It has been remarked that the use of FPGAs can bring benefits when
designing new embedded systems. The downside is the increased complexity
in designing them: a designer will meet new challenges and make trade-off
choices while dealing with many complex low-level details. It has also been
highlighted that new MoCs open the doors for new design opportunities that
need to be used in new scenarios.

In these systems, reaching the optimal implementation performance
is difficult because many manual and time-consuming steps are required
to build, from the application specification, a prototype with measurable
performance.

The overview of rapid prototyping techniques given in the previous chapter
remarks the central role that they play in the development of electronic devices.
Such tools are extensively used to accelerate and ease the development of
complex embedded systems. On the one hand, the purpose of a classic
embedded system design flow is to produce an embedded system satisfying all
design constraints. On the other hand, the goal of rapid prototyping techniques
is to create an inexpensive prototype as early as possible in the development
process. Thus, by analyzing the characteristics of the just-created prototype,
a designer is allowed to identify critical issues and, then, iteratively refine and
improve the developed embedded system.

In this chapter, a method is proposed that, based on state-of-the-art tools
including HLS, rapidly deploys a whole hardware-software rapid prototype
from a unique dataflow-based application representation: DAtaflow Method
for Hardware/Software Exploration (DAMHSE). DSE is conducted in order to
find the most performing architectural solution, and compilable/synthesizable
code is generated. The method is based on the use of Parallel Real-time
Embedded Executives Scheduling Method (PREESM) combined with the use
of custom hardware accelerators placed on the PL of the target MPSoC.
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Additionally, one of the most significant challenges in creating such a design
automation method, resides in the application behavior that may change over
time and affect application concurrency and system performance. In order to
overcome this problem, the design-time DAMHSE method is complemented
with the use of a run-time application management system that dynamically
dispatches jobs (tasks) among the available processing elements (CPUs and
hardware accelerators).

Before diving within the details of the proposed method, an Hardware
Accelerator definition is given in Section 3.1, together with a brief analysis of
the main techniques used to generate and handle such resources.

The method is presented and discussed in Section 3.2. A step-by-step
tutorial is also reported in the subsequent Section 3.3. Finally, the method
proposed is applied to a 3D video game, thus performing a DSE in order to find
the optimal HW-SW combinations that minimize the energy consumption of
the platform while maximizing the eventually speed up achieved. Extensive
experimental results will show that there does not typically exist a feasible
solution that minimizes all objective functions simultaneously (in this case,
speed up and energy at the same time). Therefore, attention is paid to Pareto
optimal solutions.

In Section 3.1 a brief overview of the HW accelerators is given. Later, in
Section 3.2, the proposed method is reported. Section 3.3 and 3.4 are dedicated
to the application of the method on two real use-cases.

3.1 HARDWARE ACCELERATORS

Hardware Acceleration is a term used to describe tasks being offloaded to HW
devices which are specialized for a specific purpose. For years, this terminology
has been used to indicate, for instance, the possibility of allowing higher-
quality playback and recording of sound by making use of Sound Cards, or
the possibility of allowing quicker, higher-quality playback of movies, videos
and games by making use of GPUs. Nowadays, the terminology is used for
indicating the same conceptual mechanism, which also involves the use of
ASICs, FPGAs, and not only. Here a non-exhaustive list of examples:

• Tethering Hardware Acceleration: a device acting as a WiFi hotspot
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offloads operations involving tethering to a dedicated WiFi chip, thus
reducing system workload and increasing energy efficiency.

• Graphic Hardware Acceleration: it works server-side using buffer caching
and modern graphics APIs to deliver interactive visualization of high-
cardinality data.

• Artificial Intelligence (AI) Hardware Acceleration: these accelerators are
designed for all the applications that make use of Neural Networks,
Machine Vision, and Machine Learning in general. A famous example
of dedicated hardware for AI application is the Tensor Processing Unit
(TPU). In [Jouppi’17, Jouppi’18], it is demonstrated how its use can bring
outstanding benefits for performance and energy consumption.

Even knowing that the terminology Hardware Accelerator is used in many
different fields indicating the same concept of “offloading computation” to
dedicated hardware, in this thesis, the term will refer to the specialized
hardware that can be located onto the FPGA and can communicate directly
with the CPU or the main memory of the system.

While a CPU can execute every task defined by a list of instructions stored
in the program memory of the system, a hardware accelerator, once it has been
created, does not normally offer the possibility of processing data differently: it
simply does not accept instructions*. In Figure 3-1, a schematic example of Von
Neumann and Harvard CPU-architectures in contrast to the HW accelerator
working-mode is shown.

Usually, the accelerator is fed by data coming from the system memory
using Directed Memory Access (DMA) transactions. This possibility is not
the only, but, in most cases, it ensures high bandwidth due to burst data-
transaction allowed. The HW will always process every input in the same
identical way: changing its functionality requires the change of the HW
accelerator itself. In literature, there are many techniques used to totally or
partially modify the accelerator’s functionality without involving DPR. In fact,
it is possible to use built-in registers to set up the accelerator’s configuration
dynamically. The CGR techniques [Liu’19] are based on the idea of embedding
multiplexers and de-multiplexers within the accelerator. That way, it is possible
to use the configuration registers as control signals, choosing the right data
processing path. An example is given in Figure 3-2, where four different data-
processing paths can be selected by controlling the multiplexers making use of
the control signals.

*However, the flexibility of the HW accelerators can be enhanced by the use of DPR, a
possibility that will be explored in the next chapter of this document.
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In this thesis, unless otherwise stated, HW accelerator always refer to as a
custom PE located onto the programmable logic within an FPGA. Although
the thesis’s objective is not to explore new techniques to create hardware
accelerators, in the next subsection, a brief overview of them is given: from our
point of view, they are an instrument which play a central role in the strategy
proposed hereafter. In fact, observing Figure 3-1 (c), it should be easy to note a
first “symbol-assonance” between an actor in a generic dataflow network and a
PE made as a HW accelerator.

3.1.1 Hardware Accelerator Design Techniques

In the previous subsection, we have seen what a HW accelerator is and which
are the main differences between a PE thought as General Purpose CPU and
custom HW. A CPU is rarely designed but just bought and programmed or
instantiated. In contrast, a HW accelerator can be purchased (as an Intellectual
Property (IP))or, most frequently, designed from scratch given the custom
functional requirements of the specific application.

As for generic HW design, HW accelerator design techniques can also
be divided into two main categories. On the one hand, a designer can
describe these components using Hardware Description Languages (HDLs)
(for instance, VHDL and Verilog). As such, a designer can use existing tools for
RTL and logic synthesis targeting the chosen platform. This approach allows
the designer to specify functionality at a low level of abstraction, having a
cycle-by-cycle control on the generated HW. As a counterpart, the use of such
languages requires advanced hardware expertise and it can be cumbersome.
This leads to longer development times that can critically impact the time-to-
market of a product. On the other hand, the other emerging trend makes use
of HLS tools [Coussy’10] to address time-to-market problems when designing
reconfigurable HW architectures targeting FPGAs.

An HDL can be directly used as an entry point for FPGA vendor tools
to synthesize bitstreams for configuring the FPGA. In turn, HLS tools start
from software programmable languages (such as C/C++) to produce circuit
specifications in HDL that perform the same function. The two workflows are
graphically summarized in Figure 3-3.

Thanks to the advent of HLS techniques, software engineers can gather
some of the speed and energy benefits of hardware, without actually having to
acquire HW expertise. Moreover, HLS allows HW engineers to design systems
faster at a high-level of abstraction and rapidly explore the design space, as
explained in [Liu’12]. During the last ten years, HLS has been successfully
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Figure 3-3: Traditional versus HLS workflow.

applied in numerous fields going from medical imaging to machine learning
and convolutional neural network among many others [Meeus’12].

Although HLS tools seem to mitigate the problem of creating the hardware
description efficiently, an algorithm-designer still must understand how to
properly “update” the original code in order to better exploit the HLS features.
The task of easily writing an efficient HLS code is still a challenge, although
big steps forward have been made by commercial and academic tools. A
thorough evaluation of past and present HLS tools, as well as a comprehensive
in-depth evaluation and discussion of several academic and commercial tools
is made in [Nane’15]. Specifically, all the existing tools have been enumerated,
highlighting which of them are still under active development. Moreover,
a benchmark analysis of DWARV 2.0 [Nane’12], BAMBU [Pilato’13], LEGUP
[Canis’11] and Vivado HLS [Feist’12] is given.

Vivado HLS will play a central role in the examples proposed in this thesis.
As already stated, further analysis of the different available HLS tools goes
beyond the scope of this thesis, and the reader is referred to the work presented
in [Nane’15] and [Meeus’12]. Vivado HLS was released in early 2013 and has
been actively updated over the years. It accepts C and C++ as entry codes
(which are still the most used languages for embedded system development).
During the compilation process, several optimizations are allowed, such as
operation chaining, loop pipelining, and loop unrolling. Furthermore, different
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parameter mappings to memory can be specified. Streaming and shared
memory type interfaces are both supported to simplify accelerator integration,
as explained in [Nane’15].

3.1.2 Hardware Abstraction and Operating System Services

When a new hardware accelerator is created (using one of the described
methods), there are two main possibilities for developing an application that
use it: (i) by writing Bare-Metal firmware which directly runs on the hardware
or by writing code on top an existing OS (that can be Real-Time or not). The
two possibilities have their pros and cons.

When a detailed control on the hardware and on the memory addresses
of every device is needed, the right choice is the Bare-Metal application
development. Besides, it is the only approach when dealing with CPUs with
low performance: the system will not be able to manage an OS, or the
overhead produced is not admissible. Choosing Bare-Metal, the designer must
take care of every aspect of the software: communication protocols must
be specified, memory management code must deal with physical addresses,
synchronization is not automatically handled, and so on.

In contrast, when the use of an OS is allowed, the tasks of hardware-
abstraction and resource-access-standardization are usually carried out
automatically. Moreover, there are plenty of third party libraries already tested
that can be used. Additionally, all the default services of the used OS are
available and exploitable natively in the development. In other words, the user
does not manage the hardware directly anymore but, instead, asks the kernel
to perform some operations (or processing). These concepts are summarized
graphically in Figure 3-4.

One of the main challenges when using Reconfigurable Computer Architec-
tures is to give easy access to the device hardware resources to users that are
not familiar with the underlying concepts [Eckert’16]. Also, the use of an OS is
crucial for portability and code re-use.

The important issue of creating an OS or specific functionalities for existing
OS has been addressed by different research groups and different solutions
have been proposed: a Run-Time System Manager (RTMS) [Charitopoulos’15]
by Technical University of Crete; SPREAD[Wang’13], a Streaming-Based Par-
tially Reconfigurable Architecture and Programming Model proposed by Wang
et al.; FUSE [Ismail’11], a Front-end USEr framework developed in Canada at
the Simon Fraser University; ReconOS: a multithreaded programming model
for reconfigurable computers [Lübbers’09, Agne’13] are some of the latest
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frameworks and OS extensions that target reconfigurable platforms.

The creation of a new OS is far beyond the scope of this Ph.D. thesis.
However, it is still relevant to understand some underpinning principles that
will be exploited in the next sections. In our first proposal, the possibilities
offered by the use of SDSoC (an Eclipse-based IDE) are exploited.

3.1.3 Software-Defined System-On-Chip (SDSoC)

Vivado SDSoC is an IDE developed by Xilinx [Sekar’17], which targets MPSoCs
such as the Zynq-7000 family as well as more complex platforms such as the
Zynq-UltraScale+. With SDSoC, and using as input the programming languages
C, C++ and OpenCL, it is possible to generate applications (standalone or
running upon an OS) that offload parts of computationally-intensive tasks to
the reconfigurable fabric of the target device. The hardware accelerators are
generated using HLS techniques.

In the last five years, a growing research activity is making use of this
tool. In [El Adawy’17], authors use the hardware-software co-design workflow
of SDSoC to design a turbo encoder for wireless communication in the 3rd
Generation Partnership Project (3GPP) standards. In [Srijongkon’17], a camera-
based system for vehicle detection is developed using SDSoC and Zynq-7000
SoCs. In [Roh’16], SDSoC is used for designing a low density parity check
decoder, achieving an acceleration of more than four times; a classification
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system and a moving object extraction design is proposed in [Li’16], targeting
FPGA clusters of Zynq devices on the IBM SuperVessel cloud.

SDSoC is rapidly becoming popular thanks to its advanced user interface:
the tool gives instruments for profiling an application and identifying possible
bottlenecks and computational-demanding tasks to be offloaded on the
programmable logic. After the analysis, it is possible to select functions to be
moved on the FPGA by making use of Vivado HLS.

Among its features, SDSoC includes a full-system optimizing compiler that
provides automated software acceleration in programmable logic combined
with automatic system connectivity generation. Once the first version of code
is ready, the most significant operations that a programmer must perform are
the specification of the target platform and the identification of the subset
of functions within the application to be compiled into hardware. Then,
the SDSoC system compiler “translates” the application into hardware and
software to realize the complete embedded system implemented on a Zynq
device, including a complete boot image with firmware, operating system, and
application executable.

The SDSoC environment abstracts hardware through increasing layers of
software abstraction. The provided low-level Linux kernel drivers (open-
source under GPL v2 license) and user-space stub-functions (only pre-built
compiled ones are available, not open-source code) automatically orchestrates
communication and cooperation among hardware and software components.

A typical workflow of a project making use of SDSoC is schematically
reported in Figure 3-5. Designer’s inputs are reported on the top of the Figure.
It can be noted that the whole workflow can be clearly divided into HW Design
Flow and SW Design Flow.

A skilled designer can guide some of the most important intermediate steps
and we are going to exploit these possibilities. The following list gives details of
the blocks labeled within Figure 3-5:

0. An application is generically specified using high-level languages such as
C and C++. This block is located within the SW Design side of the Figure.
However, the code is also the starting point of the HW design.

1. This is one of the most critical step: the designer must choose the
function(s) to be translated into HW logic. Tutorial and explantation are
detailed in the Xilinx online documentation [Xilinx’20].

2. SDSoC can be seen as a rapid prototyping tool that automatically created
the system and built the executable ready to be used. As such, the
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Figure 3-5: SDSoC workflow. The labeled block are detailed explained within the
section.

platform where the tests should be carried out must be specified. The
created bitstreams strongly depend on the platform.

3. Once the functions to be processed into the PL have been chosen (step
1), the code is isolated to be passed to the Xilinx HLS engine. A skilled
user can enrich the code using #PRAGMA(s) in order to further guide the
HW optimization translation.

4. HLS Engine is in charge of transforming the C/C++ code selected in step
1 into HDL, which will later be used to create the logic on the FPGA.

5. These HDL resulting files are the output of the HLS Engine. It is not
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strictly necessary to read and understand the generated code. Besides,
if the user is using HLS techniques, it is quite possible that she/he is
deliberately choosing to avoid the use of VHDL and Verilog.

6. The platform specification files as stored within the folders of SDSoC
and are used as templates. The SDSoC scripts will so instantiate
RTL blocks of the accelerator in the already-prepared platform system
template. The HW RTL standard-blocks (such as DMA controllers and
Interconnections) are already present within the platform templates.

7. This box represents a set of SDSoC scripts in charge of creating the whole
RTL system. It needs the template of the platform to be used and the
HDL code of the accelerators. After the standard place-and-route and
synthesis phases, the outputs are the full bitstream of the FPGA and the
Hardware Description File (HDF) of the system used for SW generation.

8. The HDF contains all the HW information, such as the addresses and the
memory sizes of all the devices. This information is needed by the SW to
manage the devices themselves and send/retrieve data to/from the HW
accelerators.

9. The original C/C++ files are automatically updated by the SDSoC. The
functions selected within step 1 are replaced by the HW processing.

10. The SDSoC scripts will modify the original code of the application. The
C/C++ code of the original functions (the one chosen to be translated in
HW in step 1) is going to be replaced with template functions in charge
of sending the data to the accelerators, starting/stopping/controlling the
state of the data processing, and retrieving the data when the processing
ends.

11. In the Makefile, the information needed by the compiler and the linker
for the new application is found. In fact, the new version of the code
needs to use the low-level library developed by Xilinx to interact with the
just-created HW devices.

12. This box represents the set of SDSoC scripts in charge of creating a boot-
system using the HW information for the Device-Tree. The libraries
developed by Xilinx to handle the accelerators and the DMA-powered
data-transfers will be used.

13. These user-space libraries are delivered as pre-compiled file by the FPGA
vendor. As such, it is not easy to use them outside the context in which
they were created.
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14. The full bitstream file is generated by Vivado to configure the FPGA
during the boot of the system. Once it is uploaded, the accelerators are
ready to interact with the SW part of the application.

15. Once the application is compiled, an executable file is create. It will run
on top of the OS also created by SDSoC (it is just a template).

16. The created SD card contains the compiled Linux-kernel and a basic
File System. The hardware information related to the newly generated
HW devices are passed to the OS-kernel using the Device-Tree (also
automatically generated by SDSoC using the information of the HDF of
step 8).

Compared to using SDSoC alone, the method proposed in this thesis
combines software and hardware parallel code generation from a single
dataflow-based MoC (i.e., from an higher level of abstraction).

3.2 DATAFLOW-BASED METHOD FOR
HARDWARE/SOFTWARE
EXPLORATION (DAMHSE)

The method proposed in this Chapter aims to offer a valid instrument to speed
up the process of designing applications that make use of multiple threads
and multiple hardware accelerators. The task of thread-partition, accelerator-
partition, memory management, and data-distribution (from a single shared
memory to the processing elements) is handled by the combination of PREESM
and SDSoC. The automatic instrumentation of the code facilitates the decision
to bring the functionality of an actor to the programmable logic: the evolution
of the performance can be monitored. Thus, human-driven DSE is allowed
where the attention can be focused on deciding the level of data parallelism.

The idea and implementation are born by the joint effort of researchers
from Universidad Politécnica de Madrid (UPM) and Institut National des
Sciences Appliquées (INSA) of Rennes. It was first published in [Suriano’17]
and after extended and formalized in [Suriano’19].
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3.2.1 Proposed Method - Block Diagram

The name of the proposed method is DAtaflow-based Method for Hardware/-
Software Exploration (DAMHSE), which reflects the possibility of performing
the exploration of the design space. The DSE proposed (and applied on real
use cases as explained in next Section) is conducted on intuitive judgment
and is manual. Besides, all possible solutions are tested, and the one with
best performance is kept. With DAMHSE, it is offered an instrument to
examine different alternatives for the application, speeding up the process of
creating the concurrent software threads and the accelerators leveraging on an
automatic code-generation.

Because of the complexity of both the heterogeneous systems available on
the market and the generic dataflow applications to be developed, the design
of the system (with one or more accelerators on the FPGA side, and with
one or more software threads running concurrently) can be time-consuming
and require big effort and attention (checking memory management for the
shared memory accesses, synchronizing threads with semaphores, building
low-level drivers for the hardware, etc.). Additionally, when using multiple
threads, semaphores, and accelerators, even a simple bug can become difficult
to locate and correct. Moreover, without DAMHSE, a little modification of a
parameter may require a arduous manually data re-distribution. These are the
reasons that motivated to develop and propose a method usable in the context
of many design space exploration processes. Also, with the proposed work,
the Dataflow formalism and semantics are combined in the design of complex
heterogeneous systems combining SW parallelism and HW acceleration.

The workflow gives the possibility of designing the entire system program
(threads and hardware accelerators included) ensuring:

• Deadlock-free code-generation using PThreads (natively supported in
Linux-based systems [Mueller’93]);

• Automated shared memory management (FIFO management) [Pelcat’14a];

• HW accelerators and low lever drivers creation;

• DMA infrastructure and data management creation.

The main steps of the DAMHSE method are summarized graphically in
the diagram of Figure 3-6. As it can be noted, the flowchart proposed has
typical Y structure. Specifically, three different inputs are provided to the
Mapping/Scheduling algorithm of PREESM. The architecture description of the
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Figure 3-6: Flowchart of the DAMHSE method.

targeted platform (S-LAM), the PiSDF description of the application and the
scenario containing the constraints linking both. After the Mapping/Schedul-
ing part, PREESM generates compilable code within few seconds. Then, the
Vivado SDSoC environment performs the system generation taking as inputs
the HLS code of the accelerators and the C-code generated by PREESM. An
instrumented run of the application is performed with automated profiling and
tests. If the design constraints are satisfied then the DSE is done, otherwise the
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provided feedback are used to modify parameters in either of the inputs. The
subsequent paragraphs report more details on how individual challenges of
DAMHSE are addressed. Additionally, an example of the steps directly applied
to a real use case is given in the next Section. Let us start by analyzing the steps
of the Y-chart briefly. Later on, we are going to deeply dive into the details of
the proposed approach.

0. Identification of HW functions. This preliminary step is crucial to
detect candidate functions to be moved on the programmable logic. An
automatic instrumentation of the generated code is allowed by the use of
Papify [Madroñal’18] within the developed tool. The identified functions
are the input for the High Level Synthesis process invoked by SDSoC.

1. Architecture. The specific device to be used to test the application needs
to be described and serves as an input for the mapping and scheduling of
the application onto the architecture. Because of this, the System-Level
Architecture Model was used as an abstract platform model.

2. PiSDF Graph. The application’s algorithm is one of the main inputs of
the method and needs to be specified. Besides, being the algorithm
description compliant with a Dataflow MoC, the method exploits its
intrinsic expressiveness of parallelism. For this purpose PiSDF is
utilized: a graph that connects Actors and Parameters through FIFOs and
Parameter dependency links, as described in Figure 2-9. The Parameters
of the algorithm may be modified using the feedback information. Within
the State-of-the-Art Chapter (Chapter 2), its main features and the
motivations behind its utilization were shown.

3. Scenario: this is the last input for the PREESM Engine where additional
information is provided: an optional affinity for actors forcing their
execution on a specific processing element, the data size of the FIFOs
tokens, and timings of the actors’ executions.

4. PREESM Engine. When the problem is correctly defined, the tool
schedules the algorithm on the architecture using the Kwok List
scheduling heuristic [Kwok’97]. This tool will be further explained and
analyzed in the next Section.

5. Code Generation. This feature is originally provided by PREESM and
is adapted, in this thesis, in order to generate not only the threads and
all the synchronization mechanisms but, also, the necessary directives to
drive the optimization process of SDSoC. In fact, the hardware generator
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tool is not able to understand by its own how many accelerators to
instantiate on the programmable logic: it will see the same function
call in all the threads and it will generate only one accelerator for all
function calls (even if the same HW is used several times). However,
with the insertion of the adequate pragma before the function call, only
one definition per function is necessary, and multiple accelerators are
synthesized and implemented.

6. Hardware Accelerators Synthesis (HLS). The Vivado HLS tool is
automatically invoked within SDSoC. It takes as an input the function
marked as Hardware Function, and generates the corresponding HDL
files for the next step of DAMHSE. In this step, a skilled designer can
improve the hardware performance by enriching the C function with
further pragmas [Sekar’17]. With this box, the authors want to summarize
the process of the HLS workflow of Figure 3-3 and part of the workflow of
Figure 3-5.

7. SDSoC Engine. In this phase, the generation of the whole system is
performed (operating system, hardware infrastructure to manage the
accelerators, DMAs to move data in/out to/from the programmable logic,
Linux device drivers to handle the hardware from the operating system,
device tree, etc.). The entire procedure is detailed in section 3.1.3 and
complemented with a graphical representation of Figure 3-5.

8. CPUs. It is the set of CPUs of the architecture where the operating system
runs. It must be previously described in the step 1 of DAMHSE Y-chart
using the S-LAM, detailed in the next Section.

9. FPGA. It is the programmable logic where the accelerators are hosted.
SDSoC generates the hardware targeting the particular chosen device.

10. Automated Profiling. Another feature provided by PREESM is the auto-
matic instrumentation of the generated code using Papify [Madroñal’18].
This open-source library guarantees compatibility with performance
monitors on the FPGA-side [Suriano’18], discussed in the next Chapter.
In this crucial step, key performance indicators may be estimated.

11. Design Constraints Satisfied? The decision-making step is the core of
the DSE. Based on the profiling step’s real measurements, the designer
may decide to increase the data-level parallelism or pick one of the
already tested solutions.
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12. Design Ready. The iteration finishes for one of the three following
reasons: (1) when specification performance requirements are reached,
(2) when the law of diminishing returns makes performance gains too
limited with respect to resource increase, or (3) when resources are
exhausted.

13. Feedback. The designer uses the information collected thanks to the
automated profiling of step 10. The method allows to easily modify
the architecture (changing from one device to another) and/or the
parameters of interest and/or the scenario and/or the function to be
moved on the programmable logic.

Following, an extended explanation of the crucial nodes of the graph is
given. Specifically, in Chapter 2, the tool PREESM was introduced. In the next
section, the internal graph transformations will be discussed, and the thesis’s
contributions to the workflow highlighted.

3.2.2 PREESM Tool

As mentioned in Section 3.2.1, PREESM is a rapid prototyping framework
that deploys dataflow-based applications on heterogeneous hardware archi-
tectures [Pelcat’14a] that was adopted for the purposes of this thesis to manage
also hardware accelerators. This framework is open-source †, and tutorials can
be found online.

A typical PREESM workflow, as explained by Desnos and Pelcat in
[Pelcat’14a] is reported in Figure 3-7. The yellow stars have the purpose to
highlight the new elements added over the original workflow. Basically, a new
user-input is represented by the HW description of the function to be processed
by an FPGA accelerator. As such, the whole Development Toolchain must
include the use of Xilinx propriety tools, which are also highlighted with yellow
stars.

As it can be noted, within the PREESM workflow shown below, the same
regions of Figure 2-12 can be identified: (a) the Developer Inputs, (b) the Rapid
Prototyping, and (c) the Development Toolchain.

†https://github.com/preesm/preesm
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Developer Inputs

Following the idea of Grandpierre and Sorel (called Algorithm Architecture
Adequation (AAA) [Grandpierre’03]), the tool gives the possibility to describe
the algorithm and the architecture separately, thus making them independent
from each other:

• PiSDF or IBSDF: this input describes the behavior of applications using
one of the two Dataflow MoC (which properties have been described in
Chapter 2). An open-source graph editor library named Graphiti [IET’20]
allows drawing the Dataflow graph. An important aspect of choosing one
or the other type of Dataflow MoC resides in the possibility of performing
static scheduling (IBSDF) or dynamic scheduling (PiSDF). For the former,
the generated code is ready to be compiled and tested. For the latter,
a Dataflow based runtime is needed to dynamically schedule the PiSDF
actors. The dynamic scenario will be analyzed later in this Chapter. In
this section, the attention is focused on the static scheduling using the
IBSDF as input.

• S-LAM: this is a graphical input of the tool (namely System-Level Archi-
tecture Model) that allows a high-level description of the architecture to
be used. In Subsection 3.2.3, details and features of the adopted high-
level model are examined and discussed.
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• Scenario: it specifies the deployment constraints for a pair of application
and architecture. Here, the designer defines additional information for
the automatic steps of the workflow, such as optional execution affinity
for actors (forcing an actor to be processed onto a specific PE), the timing
of the actors, the data size of the tokens, etc.

• Actors C Code: the internal behavior of SW actors is described using C
code.

• HW Actors C Code: the internal behavior of HW actors is described
using C code enriched with pragmas (to guide the HW trasformation
performed by the SDSoC engine).

Rapid Prototyping

The internal operations of the PREESM tool are graphically summarized in
Figure 3-7 and commented hereafter:

• Hierarchy Flattening: Flattening an IBSDF graph into an equivalent SDF
graph consists of instantiating subgraphs of hierarchical actors into their
parent graph.

• Single-rate Directed Acyclic Graph (DAG) Transformation: The aim of
this graph transformation is to expose data parallelism of the already
flattened IBSDF. During the single-rate transformation, special fork and
join actors are introduced to replace FIFOs with unequal production and
consumption rates. These actors are responsible for dividing a memory
object produced (or consumed) by an actor into subparts consumed (or
produced) by other actors.

As a consequence, the exposed parallelism can be exploited by
the mapping and scheduling process performed by the tool. This
transformation from flattened IBSDF into DAG is necessary in order to
isolate one iteration of the original application graph. As such, each
vertex of the resulting single-rate DAG corresponds, unequivocally, to an
only-one single actor firing. This property simplifies the mapping and
scheduling task since the mapping of each actor of the DAG needs to be
considered only once.

• Static Scheduling: Several heuristic mapping and scheduling strategies
are available in the tool. These include LIST and FAST scheduling
proposed in [Kwok’97]. These tasks are implemented using the
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Architecture Benchmark Computer (ABC) scalable scheduling framework
introduced by Pelcat et al. in [Pelcat’09a].

• Display Gantt and Metrics: In this step, PREESM shows a Gantt chart
of the simulated execution of the application actors onto the processing
elements of the specified S-LAM. The simulation takes into account the
time necessary to process the actor on the specific PE assigned by the
mapping task and the data transfer time on the communication channel.

• C Code Generation: After the mapping and scheduling task, the tool
provides a C code automatic generation step which includes:

◦ the function specifications provided by the developer as input;

◦ C code with the function calls reflecting the the actors’ schedule of
the previous phase;

◦ inter-core communication among PEs;

◦ synchronization mechanism among generated PThreads (one per
PE);

◦ Makefiles to correctly compile the application on (i) Windows, (ii)
Linux, and (iii) MacOS.

In order to execute some functions on the PL of Xilinx devices, in this
Chapter, some manual steps are still to be performed. This limitation will
be overridden with the proposals of the next chapter.

Development Toolchain

In order to give the possibility of developing applications for Xilinx devices
(such as the Zynq UltraScale+), the Xilinx’s proprietary tools must be adopted
in this compilation and execution phase.

• Xilinx’s SDSoC Engine: the details of the internal phases of SDSoC
were summarized in Section 3.1.3 and graphically in Figure 3-5. The
generated PREESM C Code is the input of the Xilinx’s framework. As such,
the SDSoC’s Code input contains, thanks to the use of PREESM, all the
synchronization mechanisms among PThreads and FIFO-buffers which
are not natively provided by Xilinx. Usually, when a designer wants to
use more cores simultaneously, he/she must implement synchronization
mechanisms and memory management strategies, which is an arduous
error-prone challenge.
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• Code Generation Support Libraries: These are user-space libraries
provided by Xilinx to manage the HW accelerators on the PL of the
MPSoC. They are already pre-compiled for the target platform, and
only the header files can be read, as already explained in Section 3.1.3.
These template functions are specialized, time by time, using the specific
addresses of the accelerators generated by the SDSoC system generator
engine.

• Xilinx MPSoCs: Every platform has a different template. Among
the platforms supported by SDSoC there is the ZCU102 Evaluation Kit
[UltraScale’18], which is equipped with a Zynq UltraScale+ device. The
Processing System (PS) in the Zynq UltraScale+ MPSoC features the
ARM Cortex-A53 64-bit quad-core processor which, in turn, runs a
Linux-based OS (in our experiments). The same chip is equipped with
programmable logic (i.e., an FPGA) for custom designs. Many other
peripherals are included within the board, including a communication
ethernet interface, a UART interface, and a variety of sensors.

3.2.3 System-Level Architecture Model (S-LAM)

In the previous sections, it was already observed that the PREESM workflow
follows the idea of Algorithm Architecture Adequation [Grandpierre’03] in
which the description of the algorithm and the architecture are independent
of each other. This separation of concepts gives the possibility of deploying
one algorithm for several architectures. In turn, it also allows the re-use of the
same architecture for several applications.

As it has already been stated, the algorithm is described by using Dataflow
MoC and the architecture by using the S-LAM, introduced in [Pelcat’09b]. The
pillar concepts of Pelcat et al. proposal are:

• the possibility of reflecting the behavior of modern architectures;

• the possibility of offering a simple description at system-level that keeps
a high level of abstraction.

The basic elements of the S-LAM are reported in Figure 3-8. Thanks to the
combination of them within the graphical editor of PREESM, we are going to
model Xilinx architectures.

Given the basic elements of Figure 3-8, an S-LAM description is a topology
graph defining the data exchanges between cores of heterogeneous complex
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Figure 3-8: The elements of S-LAM [Pelcat’09b].

devices. This architecture description is particularly convenient in all cases
where the use of CPUs is combined with IP blocks: both are going to be
represented as Operators within the S-LAM (meaning that there is no difference
between them at this level of abstraction: both receive input data, process it,
and return an output data after a given time).

In the example use cases of this thesis, the S-LAM is adopted to describe the
architecture. However, two approaches were used:

• in this Chapter the S-LAM describes just the set of CPUs of the device
under test. The SW functions to be executed in HW will be replaced with
the stub-functions generated by SDSoC thus allowing the data processing
on the FPGA. As such, a function execution will embed (i) the time
necessary to process the data and (ii) the time necessary for the data
transference itself.

• in the next Chapter, S-LAM is used to describe the availability of HW
accelerators on the FPGA (not only CPUs). In fact, an operator of the
S-LAM can be either a CPU or an HW accelerator. For this reason, the
S-LAM description will be improved by allowing the specialization of the
Processing Element (see Section 4.2.2 for all the details).

The advantage of the first approach resides in the simpler description of
the architecture: HW functions will be treated as SW functions, hiding low-
level architecture details. The second approach increases the level of details
in the S-LAM. As such, a new Code Generation Engine needs to be provided,
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which should generate the right data management among CPUs/accelerators
prior- and post- processing. Further details on the enhanced version of the
Code Generation will be given in the next Chapter.

An approach similar to the S-LAM can be found in [Grandpierre’00] and
[Mu’09]. However, the authors define architecture models that are closer to the
hardware design. They accurately model data exchanges between processing
elements, which lead to complex interconnections. As such, the whole process
involves expensive evaluations of data competition in the exploration phase of
the deployment.

3.2.4 Static Mapping and Scheduling

The block Static Scheduling of Figure 3-7 generates a deployment by statically
choosing a core to execute each actor (mapping) and giving a total order to
the actors (scheduling). This problem is NP-complete [Garey’90] and must
be solved by heuristics. Basically, the mapper/scheduler engine of PREESM
evaluates many deployments for every mapping and scheduling choice.

Three are the inputs of this block, which have been discussed in section
3.2.2:

• an S-LAM which allows a high-level description of the architecture, as
analyzed in 3.2.3;

• a Directed Acyclic Graph (DAG) of the flattened IBSDF graph;

• a scenario that contains all the information linking an algorithm and
an architecture. Specifically, it holds information on the execution of
any actor on each component (i.e., operator in S-LAM). Also, parameter
settings for simulation and code generation are here provided, as well as
mapping constraints defining which operator can execute each actor.

Given the inputs above listed, the static scheduling process of PREESM can
be divided into three sub-modules which share a minimal interface (as shown
graphically in Figure 3-9).

The Heuristic process determines a scheduling choice of the Dataflow
application actors onto the architecture (using the algorithms of [Kwok’97]).
Then, the Architecture Benchmark Computer (ABC) process evaluates the cost
of the proposed solution. This strategy was presented in [Pelcat’09a] and
extended in [Pelcat’09b] to support S-LAM as architecture description. In order
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Figure 3-9: Details of the internal processes of the static scheduling in PREESM.

to achieve this goal, the authors introduce a new graph transformation that
converts the S-LAM model into a Route Model, as represented in Figure 3-9.

These strategies developed and adopted for the PREESM tool were not
further improved in the work of this thesis. Instead, the focus is on their use
when combined with reconfigurable architectures. For more details on the
mapping and scheduling processes, the reader is referred to Maxime Pelcat’s
and Yu-Kwong Kwok’s Ph.D. theses, respectively in [Pelcat’10] and [Kwok’97].

3.2.5 Runtime Mapping and Scheduling

In the proposed workflow, it has been shown that the combination of PREESM
and SDSoC can be used to generate a static mapping and scheduling of a
dataflow application upon heterogeneous devices with HW acceleration. The
starting point is a dataflow description of the application and a high-level
representation of the architecture. Nevertheless, the use of PiSDF allows the
possibility of mapping and scheduling the application at run time. Following, a
detailed description of the runtime dataflow manager adopted in this thesis is
given.
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Run-time Scheduling for Heterogeneous Platforms

As described in [Bolchini’18], deciding the right computing resource to use in
heterogeneous devices to optimize performance at runtime is a big challenge.
In this respect, Bolchini et al. propose a Runtime Controller for OpenCL
targeting an architecture (Samsung Exynos 5422) that includes Cortex-A15,
Cortex-A7, a Mali GPU, but no FPGA nor hardware accelerators.

Other run-time managers that aim at handling tasks for heterogeneous
platforms can be found in the literature: Charm++ [Robson’16], developed for
coordinating execution between CPUs and GPU; IRM-SA (Invariant Refinement
Method for Self-Adaptation) [Gerost.’16], targeting Cyber-Physical Systems
(CPSs) (but neither FPGA nor hardware accelerators are mentioned); in
[Han’17] a criticality- and heterogeneity-aware runtime system for task-parallel
applications is also proposed targeting heterogeneous multi-processors. This
work does not cover hardware accelerators; in [Assayad’17], the authors
propose a lightweight, adaptive run-time scheduler that maps a live application
according to the available resources. However, their study focuses on
communication through a network-on-chip. In [Gautier’13], XKaapi is
introduced. XKaapi is a runtime system for dataflow task programming on
multi-CPU and multi-GPU architectures.

The vast majority of the above-mentioned frameworks are designed
and thought for High-Performance Computing and do not easily adapt to
embedded systems where model-based anticipation of system behavior is
desirable. Moreover, most of these tools are not available. Instead, for
managing the runtime capability of the already-introduced PiSDF, a dataflow-
based multicore runtime that targets heterogeneous embedded platforms is
adopted. It has been introduced by Heulot et al. in [Heulot’14, Heulot’15]. It
natively supports dynamic dataflow application description using the PiSDF
MoC.

The approach in this thesis is conceived and designed to be lightweight
enough for embedded systems while offering execution anticipation and
adaptation. The low overhead of the runtime manager is demonstrated in the
results Section 3.3 by showing its impact on application performance. Also, the
manager handles not only software tasks (dataflow actors) but also hardware
accelerators, dispatching jobs to the available resources.
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Rapid Prototyping with Adaptive Mapping and Scheduling

In this section, rapid prototyping with runtime adaptation is added to the
previously presented DAMHSE method. The Synchronous Parameterized
and Interfaced Dataflow Embedded Runtime (SPiDER) [Heulot’14] serves as
a supporting tool for runtime adaptation. SPiDER is a runtime manager
designed for the execution of reconfigurable PiSDF [Desnos’13] applications
on heterogeneous MPSoCs platforms.
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Figure 3-10: SPiDER runtime structure.

Figure 3-10 presents the internal structure and behavior of SPiDER. SPiDER
is composed of two types of runtimes: one Global Runtime (GRT) and multiple
Local Runtimes (LRTs). In the Figure, the GRT is displayed as the Master
process, and the LRTs are the Slave processes. The GRT is responsible for
handling the PiSDF graph and for performing the mapping and scheduling
of the dataflow actors onto the different PEs of the platform on which the
application is executed. Although the main purpose of the GRT is to distribute
the work among LRTs, it can also execute actors. LRTs are lightweight processes
whose only purpose is to execute actors. LRTs can be implemented over
heterogeneous types of PEs: general-purpose or specialized processors and
accelerators.

The different steps of the execution scheme of SPiDER are depicted in
Figure 3-10 and described in the following list:

1. First, the GRT analyzes the PiSDF graph and performs the mapping and
scheduling of the different actors composing the graph (i.e., during the
quiescent point of the graph execution).
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2. From the resulting mapping and scheduling, the GRT creates jobs that
are sent to the dedicated job queues of the LRTs on the different PEs.

3. LRTs are allowed to perform jobs (processing) as scheduled by the GRT.
A job is a message that embeds all data required to execute one instance
of an actor: a job ID, location of actor data and code, and the preceding
actors in graph execution.

4. When an LRT starts the execution of an instance of an actor, it waits
for the necessary data tokens to be available in the input FIFO specified
by the job message, among a pool of FIFOs. On actor completion, data
tokens are written to output FIFOs.

5. The PiSDF MoC being dynamic, parameters may be dependent on the
execution of some actors. In that case, LRTs send the new values of the
parameters to the GRT in order to continue the execution of the graph.

6. LRTs also send back execution trace information to the GRT for
monitoring and debugging purposes.

Summarizing, SPiDER can be seen as three layers (as shown in Figure 3-11):
(1) the Application Layer, i.e., the description of the application using the
PiSDF, (2) the Runtime Layer where the library of SPiDER manages job queues
and, finally, (3) the Hardware Specific Layer which contains all the low-level
functions to manage the hardware (CPUs and Hardware Accelerators).

Core 0 Core 1 ...
Hardware

Core 2

Hardware
Specific
Layer

...Platform 
Library

Platform 
Library

Platform 
Library

Runtime
Layer Master + Slave Slave Slave ...

...PiSDF Actors Actors Actors
Application

Layer

Figure 3-11: SPiDER runtime layers.

A use case reconfigurable application powered by SPiDER is presented in
the results Section of this Chapter.
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3.3 MOTIVATING EXAMPLE

In this Section, a motivating example is examined. In order to show the benefits
of the proposed Dataflow method, a step-by-step example is first given. The
aim is to detail every single step of the workflow of Figure 3-6 by highlighting the
results on a real use case. This first example presented was thought for tutorials
and demonstration purposes. In the second example proposed in Section 3.4,
the same method is applied to explore the design space of a 3D video game by
analyzing the consequence of using a variable number of accelerators on the
video frame rate (i.e., speed up) and on the power and energy consumption of
the device.

3.3.1 Edge Detection

The first chosen use case application is a graph with data scatter/gather and a
performance dominating image filter. This use case is selected to concentrate
the processing on a single hardware-implemented actor with a high degree
of data parallelism. The algorithm used for the demonstration is an image
processing example for edge detection, one of the most widely used kernels
in the field of image processing.

An edge detection algorithm is a set of operations that highlights the
boundary of the objects in an image, as the name itself suggests. Within an
image, edges are some of the most crucial features to be detected, and many
algorithms have been proposed in the literature for this purpose [Bhabatosh’11,
Gonzalez’02]. Among these, one of the most used is the Sobel Operator.

The operator, sometimes called the Sobel-Feldman operator, takes its name
from Irwin Sobel and Fary Feldman, who first presented the idea in 1968
in a talk at the Stanford Artificial Intelligence Laboratory (SAIL) [Sobel’68].
It is a discrete differentiation operator, computing an approximation of the
gradient of the image intensity function. The idea of the algorithm is based
on convolving the image (input of the algorithm) with a small, separable, and
integer-valued filter in the two horizontal and vertical directions. As such, its
implementation in SW or HW is relatively inexpensive in terms of computation
and resource usage.

Specifically, the Sobel operator computes the approximation of the gradient
of the image intensity by convolving two 3x3 spacial masks defined as:

Definition 3.1. The Vertical Mask of the Sobel operator is defined as:
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MV =
 1 2 1

0 0 0
−1 −2 −1

 (3-1)

Definition 3.2. The Horizontal Mask of the Sobel operator is defined as:

MH =
1 0 −1

2 0 −2
1 0 −1

 (3-2)

Given the above definitions and an input image A, the horizontal derivative
approximation of the image intensity is calculated as follows:

Gx = MH ∗ A (3-3)

and the vertical derivative approximation as:

Gy = MV ∗ A (3-4)

where ∗ here denotes the 2-dimensional signal processing convolution
operation.

The gradient magnitude of the image is then obtained by combining the
two resulting gradient approximations by using the formula:

G =
√

G2
x +G2

y (3-5)

The gradient direction can be estimated by using the following formula:

θ = arctan

(
Gy

Gx

)
(3-6)

The whole operation is graphically summarized in Figure 3-12:

Below, a naive implementation of the Sobel Filter function in C-language is
given. It is the SW baseline version (already reported in the PREESM website
and open-source repository under CECILL-C Copyright) that will be analyzed
and discussed along with the tutorial’s steps.

void sobel(int width , int height , unsigned char *input ,
unsigned char * output ){

int i,j;
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Figure 3-12: Edge Detection using Sobel Operator: a graphical interpretation of the
equations 3-3, 3-4 and 3-5.

// Apply the filter
for(j=1; j<height -1; j++){

for(i=1; i<width -1; i++){
int gx = -input [(j -1)*width + i -1]

-2* input[ j*width + i -1]
-input [(j+1)*width + i -1]
+input [(j -1)*width + i+1]
+2* input[ j*width + i+1]
+input [(j+1)*width + i+1];

int gy = -input [(j -1)*width + i -1]
-2* input [(j -1)*width + i]
-input [(j -1)*width + i+1]
+input [(j+1)*width + i -1]
+2* input [(j+1)*width + i]
+input [(j+1)*width + i+1];

output [j*width + i] = sqrt(gx * gx + gy * gy);
}

}
}

Listing 3.1: Naive implementation of the Sobel Operator in C.
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3.3.2 Applying DAMHSE

The proposed method has predefined steps, which were summarized in Figure
3-6. Following, the method using the Edge Detection application in order to
detail all the steps directly applied to a real use-case is shown. The device
used for the test is a Xilinx Zynq UltraScale+ MPSoC included in the ZCU102
Evaluation Kit [UltraScale’18]. The PS in the Zynq UltraScale+ MPSoC features
the ARM Cortex-A53 64-bit quad-core processor which, in turn, runs a Linux-
based OS. The same chip is equipped with programmable logic (i.e., an FPGA)
for custom designs.

Step 0 - Identification of the HW function

The Step 0 of the diagram in Figure 3-6 consists in identifying the candidate
functions to be accelerated. For this purpose, a preliminary profiling of the
application is needed. Using the tools already introduced in this Chapter, we
propose to perform this analysis in two phases:

1. The first consists in instrumenting the software code directly with
PREESM. To correctly perform this measurement, the PREESM’s team
created an online tutorial called Automated Actor Execution Time
Measurement‡. A complementary strategy can be the use of the standard
library PAPI [Madroñal’18] §.

2. The second phase consists in using SDSoC to estimate the speed-up
of the application when transferring the identified functionality in the
programmable logic, as explained in [ug1’18b].

For the application under test, it was detected that the Sobel function
takes 83% of the CPU time while the other operations (reading files, storing
processed images) occupy the CPU for the remaining 17%. As such, the Sobel
function is a clear candidate to be accelerated by the FPGA. Moreover, the
Sobel operator can be easily parallelized using image processing techniques
as shown in [Suriano’17], [Atweh’18], and [Suriano’19]. These parallelization
strategies are crucial, and more details are given hereafter.

Letting SDSoC performing its analysis gives an estimated speed up of x5.6
for the entire application. Besides, the attention is not focused on the hardware

‡The tutorial is online available on PREESM website https://preesm.github.io/
tutos/instrumentation/.

§The tutorial is online available on PREESM website https://preesm.github.io/
tutos/papify/.
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implementation of the Sobel-Feldman operator (different strategies can be
found in the literature [Nausheen’18] ), but rather on the whole system that has
to be designed to exploit parallelism and hardware acceleration efficiently. In
particular, the method can be used as-it-is with other image processing kernels.

Step 1 - Architecture Specification

Here, the architecture of the Zynq UltraScale+ is described using four CPUs,
all connected to the same shared memory (in our case, this is the RAM of the
system). The properties of the S-LAM used for the architecture description have
been analyzed in Section 3.2.3. In Figure 3-13, the S-LAM used for the example
has been reported. It was drawn using the new Graphiti-based graphical editor
developed by the INSA’s researchers.

shared_memory

Core3
shared_memory

Core1
shared_memory

Core0
shared_memory

Core2
shared_memory

Figure 3-13: S-LAM description of the 4-cores arm processor of the Zynq Ultrascale+.

It is worth to be noted that no HW PEs appear. As already explained in
the previous paragraphs, HW execution is hidden within the SW stub-function
created by SDSoC. In this Chapter, the analysis performed treats the HW
processes as a simple SW functions. This conceptual simplification avoids
modification of the Code Generation tool of PREESM (using the PREESM
terminology, the Code Generation part of the tool is called printer). However,
in the next Chapter, the analysis will be performed by including the PEs
available on the FPGA (which, of course, will require a new version for the Code
Generator and an improved version of the S-LAM).

Step 2 - Application Diagram

In step 2 of DAMHSE, the application must be described using the PiSDF. The
Dataflow graph of the application is reported in Figure 3-14.

The Sobel filter is a stencil operation with a high degree of parallelism. It is
theoretically possible to filter every pixel of an image in parallel, even though
it is not practically feasible. Indeed, even a small image of resolution 352
x 288 (as the one used in the example) represents a total number of 101376
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Figure 3-14: Algorithm description using PiSDF: the boxes are the actors connected
through FIFOs (continuous lines); every actor fires when enough data tokens are
available on its input. The parameters in the little blue boxes are connected through
dashed lines to the interested actor.

pixels, which could lead to as many HW accelerators. In practice, the image
is split into horizontal slices, and the filter is applied independently on each
of those slices, as illustrated by Figure 3-15. This solution is chosen because
horizontal slices are obtained without breaking the original image raster scan.
The resulting degree of concurrency is equal to the fixed number of slices
(hereafter, nbSlices).

Split

Process

MergeProcess

Process

Original

Frame
Slices

Filtered

Frame
Filtered

Slices

Figure 3-15: Application Dataflow: every time a frame is read, the Split actor creates the
slices that may be processed in parallel. The actor Merge recomposes them to create
the output processed frame.

Figure 3-14 shows how the data parallelism property of the application is
expressed through parameters within the PREESM framework.

The actor Sobel represents the application of the Sobel filter to a given slice
of size:

sliceSize = width * sliceHeight (3-7)

with sliceHeight being defined as:
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sliceHeight =
(

height
nbSlices

)
+ 2 (3-8)
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Split
(slicing)

width

sliceHeight

sliceSize

Figure 3-16: Slice parameters definitions.

The parameters of Equation 3-7 and 3-8 are graphically represented in Figure
3-16. The additional 2 rows included within sliceHeight come from the fact
that the Sobel filter kernel operates on 3x3 pixel stencils, meaning that in order
to compute the filtering of the nth row, the (n-1)th and the (n+1)th rows are
required. As such, it is necessary to add an extra row at the beginning of the
slice and an extra row at the end of the slice. The operation of adding extra
rows is done by the actor Split of Figure 3-14. The results of the split operation
when changing the value of nbSlices are illustrated in Figure 3-17, where the
number of rows in each slice is shown. Note that using different stencil sizes
would require minimal modifications in the description.

288

352

146
74

38

96

 2 Slices  3 Slices  4 Slices  8 Slices

Figure 3-17: Number of slices with its relation on the number of rows: more slices, less
number of rows to be processed by an instance of the Sobel actor.

86



3.3. MOTIVATING EXAMPLE

Additionally, the firing rules of the PiSDF MoC state that if an actor receives
a sufficient amount of data tokens on its input data ports to be executed
multiple times, the different executions can occur in parallel. This property
is called auto-concurrency and is due to the externalization of states in PiSDF
actors. As a consequence, by changing the value of nbSlices, it is possible to
generate more or less parallelism for the Sobel actor.

Step 3 - Scenario Definition

The Scenario is a file which contains information necessary for the graph
transformation and the mapping and scheduling process, as explained in
Section 3.2.3, 3.2.4, and originally in [Pelcat’09b]. Specifically, for the example
here reported, the execution of every actor is assigned to any of the available
PEs (i.e., no restrictions are defined). As such, PREESM will have the maximum
degree of freedom during the mapping and scheduling process: it can assign
every created actor instance to a PE with no restrictions. Additionally, the size
of the token must be specified to let the PREESM engine calculate the size of
the FIFO buffers among actors.

Step 4 - Mapping and Scheduling

The mapping and scheduling process performed by PREESM was detailed in
Section 3.2.4. The process is completely automated.

Step 5 - Code Generation

After the static scheduling of the application’s actors on the described
architecture, the tool automatically generated the C code which contains (but
it is not limited to):

• the main file of the application;

• the definition and the allocation of the FIFO buffers ready to be filled by
the tokens;

• all parallel threads of the application (one per PE),

• synchronization mechanism and barriers among threads,

• the communication among PEs;
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• the makefile to correctly build the generated code.

The generated code is so ready to be compiled and executed. However, it is
just the SW version of the application.

Step 6 - High Level Synthesis

So far, a SW version of the application has been generated by PREESM. The
hardware accelerators must be designed before using them. SDSoC allows the
use of HLS, as introduced in Section 3.1.1. Nowadays, both the Sobel filter and
the HLS techniques are widely used and studied. As such, it is possible to find
many proposals for the Sobel operator implementation in literature [Cortes’16,
Vallina’12].

The well-know adopted solution for the HW acceleration design makes use
of a sliding window and line buffers. In this way, it is possible to create an
accelerator with a streaming interface: the pixels of the image can be sent in
a sequential burst. The operation is graphically summarized in Figure 3-18: the
blue pixels are the stored ones. As it can be seen in the Figure, it is necessary
to store at least two entire lines of the image plus other two pixels. The HLS
libraries provided by Xilinx [ug9’14] make the development of the accelerator
easy and intuitive as they already have built-in support for line buffers and
sliding windows. The new HLS code of the accelerator can be found within
the PREESM tutorial repository ¶.

Step 7 - SDSoC Engine

In this phase, the generation of the whole system is performed (operating
system, hardware infrastructure to manage the accelerators, DMAs to move
data in/out to/from the PL, Linux device drivers to handle the hardware from
the operating system, device tree, etc.). This process is entirely performed by
SDSoC and has been detailed in Section 3.1.3.

¶https://github.com/preesm/preesm-apps/blob/master/tutorials/org.ietr.preesm.sobel/
Code_HLS_Vivado_SDSoC/sobel_hw.cpp
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Figure 3-18: The HW accelerator makes use of line buffers and a slide window to
perform the edge detection using the Sobel Operator. At each time-step, the 3x3 kernel
window is moved one step forward, as indicated by the red arrow.

Step 8 - Physical Device (the set of CPUs)

The architecture must be described. In our method, the S-LAM is used as a high
level description of the architecture. The details of the S-LAM can be found in
Sections 3.2.3 and 3.2.4. Specifically, the PS of the Zynq UltraScale+ is equipped
with an ARM Cortex-A53 64-bit quad-core processor. Its S-LAM representation
was reported in Figure 3-13.
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Step 9 - Physical Device (the PL)

The device chosen for the tests includes an FPGA. As such, the PL will be set
up to host the HW accelerator. In order to design and program the FPGA, the
Xilinx tools are going to be used (in our case, the Xilinx SDSoC).

Step 10 - Automated Profiling

The performance of the generated application can be evaluated by automat-
ically instrumenting the code. For this purpose, PREESM researchers created
online comprehensive tutorials || which give the possibility of:

• automatically instrumenting the code by just using the graphical
interface;

• analyzing the collected results in order to extract meaningful informa-
tion.

The measurements are going to be used to decide whenever to change the
application parameters for trying other solutions. It should be remarked
that, using the standard monitoring structure offered by the tool, only SW
performance can be collected through the Performance Monitor Counters
(PMCs) of the ARM CPUs. The monitoring of HW/SW application be will
further improved and discussed within the next Chapter.

Step 11 - Design Constraints Satisfied?

In order to evaluate the consequence of the design parameters of the PiSDF
application, we have performed multiple tests (reported in detail in the next
section). The decision-making step is the core of the DSE. Based on real
measurements of the previous-performed profiling step, the designer may
decide to increase the data-level parallelism or pick one of the already tested
solutions.

||https://preesm.github.io/tutos/
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Step 12 - Design Ready

Thanks to the collected data, a Pareto Curve may be used from the designer to
pick one of the tested working points of the application. The next example of
the Chapter will show a Pareto Curve with optimal solutions in terms of Energy
Consumption - Speed up.

Step 13 - User-driven Feedback

The designer (a human-in-the-loop) changes the parameters of the applica-
tion. In our example, the chosen parameter of interest is nbSlices : in Section
3.3.3 of the experimental results, it is possible to visualize graphically its effect
on the achieved performance.

3.3.3 Results

This section on experimental results is divided into three subsections:

1. an analysis of the image processing filter is reported in order to
understand its impact on the application performance together with its
overhead due to OS management;

2. a comparison of the application executed in pure software and the
application accelerated using hardware is presented;

3. an analysis of the application with the adopted run-time manager
presented in Section 3.2.5 is performed and discussed.

Preliminary application analysis

In order to analyze the impact of the HW acceleration on the application
performance, the total time necessary to process an instance of the Sobel
actor in the PL is measured and compared with its SW counterpart. For this
purpose, a system with one HW accelerator is prototyped (by using Vivado
SDSoC v2017.1 and compilation flag -o3 in all the tests). By using different
sizes of input slice, the number of CPU’s clock cycles is measured and reported
in Table 3-1. The average number of clock cycles in the table is estimated upon
ten thousand repetitions.

As explained in Section 3.3.2 with Figure 3-17, a given number of slices for
the application corresponds to a given number of lines to be processed by a
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single entity of the actor Sobel. As such, the table reports both information: the
nbSlices and the corresponding number of rows in each of them.

Table 3-1: Measured number of CPU clock cycles required to execute the Sobel
function varying the size of the input image (i.e., slice)

nbSlices Number of rows SW (clock cycles) HW (clock cycles)
8 slices → 20 0.15×107 3.39×105

4 slices → 38 0.30×107 4.04×105

3 slices → 74 0.61×107 5.66×105

2 slices → 146 1.21×107 8.87×105

1 slice → 290 2.43×107 15.27×105

Following in Figure 3-19,the results of Table 3-1 are plotted to graphically
show the linearity of the execution time (measures in clock cycles) with the
number of lines (i.e., rows) of the image. It must be noted that there is a
difference of almost two orders of magnitude on the reached clock cycles
between the SW-based and the HW-based processing.

As it is possible to note from these preliminary experimental results, the
time necessary to complete a Sobel function varies proportionally to the size
of input data, both in the HW-based version and in the SW-based one. Also,
it is worth noting the difference of two orders of magnitude on the number
of clock cycles, making the use of the HW Sobel version highly desirable for
performance improvements.
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Figure 3-19: Number of clock cycles required to execute the accelerated actor versus
the quantity of input data in (a) the software execution version and (b) the hardware
version. There is a difference of almost two orders of magnitude on the reached clock
cycles.
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Pure Software Instrumented Rapid Prototype

In the following Table 3-2, the results corresponding to the execution of the SW-
only version of the code automatically generated by PREESM are reported. The
metric used to evaluate the performance of the application when changing the
nbSlices is the Frames per Second (FPS) of the output video.

Table 3-2: FPS achieved with the software-only execution of the code when changing
the parameter Number of Slices in PREESM

Pure SW execution
Number of Slices Performance(FPS)

1 48.7
2 96.3
3 144.2
4 188.9
8 187.9
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Figure 3-20: Scalability of the software-only application designed with PREESM and
SDSoC

The linearity of the application with the parameter variation is demon-
strated until four nbSlices: four is also the Number of Cores available in the
architecture used in this work (see step 1 of Section 3.3.2). If more nbSlices
than Number of Core are chosen, PREESM schedules sequentially the execution
of the increasing number of Sobel function entities. Consequently, no extra
parallelism is achieved, and additional communication and synchronization
overheads among cores create a slight decrease in terms of execution
performance. In fact, the best result is obtained when nbSlices equals the
number of Cores described within the S-LAM (i.e., four).
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Hardware Accelerated Instrumented Rapid Prototype

The same analysis is repeated using the hardware accelerators created by
SDSoC and the obtained FPS are shown in Table 3-3.

Table 3-3: FPS achieved with the hardware-accelerated version of the code when
changing the parameter Number of Slices in PREESM

Hardware accelerated application
Number of Slices Performance(FPS)

1 697
2 944
3 1004
4 1052
8 653

The achieved FPS, in this version boosted by the use of hardware
accelerators, show a considerable speed up, but, at the same time, linear
scalability of the application performance with the number of hardware
accelerators is not obtained. Moreover, increasing the nbSlices up to 8,
a strong degradation of the performance happens. In order to understand
the reason beyond it, the code was also automatically instrumented through
PREESM using PAPIFY [Madroñal’18] (step 10 of DAMHSE). Thanks to the
profiling of the application (the resulting Gantt is shown in Figure 3-21), it
may be noted that the latency of the execution of one Sobel instance is not
following the linearity observed in Figure 3-19b. The plotted times aggregate
computation (that is almost perfectly scalable, as previously discussed),
communication, and synchronization times. The filter slow-down effect
appears when hardware accelerators are called concurrently. The analysis
of these performance degradations implies the modeling of the DMA data
transfers together with the Device-Drivers and User-Space drivers (developed
by Xilinx, available through SDSoC but not open-source). Because SDSoC
generates communications being a black box, this operation results arduous
to be performed.

The above observations feed the foundations for the next improvements of
the design flow (to be presented in the next Chapter). It motivates for defining
custom communication interface functions, outside SDSoC generated code.
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Figure 3-21: Gantt graphs relatively to the application statically scheduled by PREESM
in the case of (a) 1 slice, (b) 2 slices (c) 3 slices and (d) 4 slices.

Automated Tests and Profiling with Dynamic Re-mapping and Re-scheduling

In this section, the code is no more statically scheduled and generated but
rather managed at runtime with SPiDER. One of the important features of the
Runtime Manager is the possibility of collecting and storing profiling data in
order to better analyze its behavior by drawing off-line the resulting Gantts
that show (1) the latency of every actor of the PiSDF and (2) how SPiDER
maps and schedules them. Enabling the option of collecting runtime data is
time consuming and, for the performance evaluation reported in table 3-4, the
option is disabled.

The resulting FPS are reported in table 3-4 while the Gantt relatively to the
task/actor execution into the GRT and LRTs are given in the Figure 3-22.

From the reached FPS shown in the table 3-4 and from the resulting Gantt,
it is possible to note that, even with the runtime overhead (representing always
less than 20% for every iteration) for mapping/scheduling and dispatching the
jobs to the LRTs, the achieved speedup is still high and, up to 3 accelerators, the
performance is rising with the number of accelerators. Also, from Figure 3-22
(d), it is clear that the run-time manager serializes the execution of actors when
the resources available are not enough to execute all of them in parallel.
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Table 3-4: FPS achieved by the application using SPiDER as Runtime Task Manager
when dynamically changing the nbSlices

Application with the Runtime Manger
Number of Slices Performance(FPS)

1 576
2 686
3 728
4 700
8 555
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Figure 3-22: Gantt graphs relatively to the application mapped and scheduled,
dynamically at run-time, by SPiDER, in the case of (a) 2 slices, (b) 3 slices (c) 4 slices
and (d) 8 slices.

Similarly to the previous static scheduled application, having too many
slices decreases the achieved speedup. As already observed in the previous
paragraph for the static version of the application with hardware accelerators,
this effect motivates for building or adopting a different HW architecture,
together with the kernel-device-driver and user-space-driver. This study
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defines the research line of the next Chapter and brings to an evolution of
this work where not only the DSE but also a new set of communication
infrastructure can be proposed.

Comparison of the Three Versions of the Edge Detection Application

As it was expected from the analysis of the Sobel function presented, the use
of the hardware accelerators brings a considerable speedup in the application
execution in both cases: (1) when the map/schedule of the actors is performed
at compile time by PREESM and, also, (2) when it is performed at runtime by
SPiDER. In the case of a static scheduling, the application loses the flexibility
but it has no additional overhead due to runtime management. Conversely,
with SPiDER, the application is flexible at the price of a limited overhead due
to the mapping and scheduling performed at runtime. Figure 3-23 shows,
graphically, the difference in performances measured in FPS.
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Figure 3-23: FPS performance comparison of the three different versions of the use
case.

Moreover, in Table 3-5, a comparison with state-of-the-art (2018 and 2012)
implementations of the Sobel kernel implemented into the PL of the FPGA is
reported. Since the size of the sample image and the frequency of the FPGA
are different in the three case, a normalization over the two parameter was
necessary for a fair comparison.

Importantly, in the performance evaluation of the application in this thesis,
the measured time includes the time needed to read the image frame of the
video and to move the data to the PL and not only the time to process it.
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Table 3-5: Comparison of the performance achieved normalized on the frequency of
the FPGA Logic

FPGA
Frequency Performance

Normalized
Performance

Halder [Halder’12] 236.572 MHz ∼238 Mpixel/s 0.99 pixel/cycle
Nausheen [Nausheen’18] 504.007 MHz ∼512 Mpixel/s 0.98 pixel/cycle

Proposed Method 100 MHz ∼106 Mpixel/s 0.94 pixel/cycle

Moreover, the attention is focused on the application development itself while,
in [Halder’12] and [Nausheen’18], the efficient implementation of the hardware
Sobel filter was the main topic.

The method proposed is extensible to all the platforms supported by
Xilinx SDSoC. Other possible platform-specific optimizations are not taken into
account to keep the method generally applicable to the desired embedded
system.
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3.4 USE CASE APPLICATION: A 3D VIDEO
GAME WITH HARDWARE
ACCELERATION

The purpose of this section is to show the results of DAMHSE when applied to
a real use-case: a 3D classic video game.

To make possible the execution of the video game of the Zynq UltraScale+
device on the ZCU102 board developed by Xilinx, it was necessary to perform
some preliminary steps, which can be seen as secondary but still important
contributions [Suriano’20b]:

• the creation of a custom Linux-based OS with (1) a graphic interface,
(2) the Mali GPU driver, and (3) the low level Linux driver of SDSoC to
manage the accelerator on the PL. The open-source available scripts†

can, so, be used and improved by the community in other projects;

• the creation of a flexible hardware accelerator IP using HLS techniques
and optimization (subsequent to the HW function identification);

3.4.1 DOOM

DOOM is a game released in 1993 that consolidated the first-person shooter
genre. It is coded in C language, and it was mainly developed for DOS systems.
But, following the release of the code in 1997, which is usually known as the
Vanilla DOOM version, it has been ported to numerous platforms by users.
The Chocolate-DOOM[Community’19] is one of these source ports adapted by
users and has been chosen mainly due to its similarity with the original release
of the game.

Although the source code has been released, the graphic contents of the
game, such as the different episodes and the sound content, are not free.
Despite this, there is a shareware version which consists of a small enough
content to carry out research projects and demos [FANDOM’19]. It should be
mentioned that many open source DOOM versions can be found but, to the
best of our knowledge, none of them exploits hardware acceleration.

†https://github.com/leos313/DOOM_FPGA .
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3.4.2 Preliminary Procedure Details

As claimed in the introduction, one of the secondary (but important)
contributions of the proposed work is the creation of a custom ad-hoc Linux-
based OS that must be able, among other things, to:

• handle all the possible hardware accelerators hosted in the PL;

• communicate through the Mali GPU with the HDMI interface and the
screen;

• dynamically upload a new generated bitstream on the PL from the User-
Space;

• have all the common features typically included in a classic Linux-based
OS (such as a packet manager, a compiler, a linker and so on).

The script (in Bash) which automatically creates the OS can be found in
the open source repository of GitHub [Suriano’20a]. Among the several steps
performed by the script, it worth noting that the SDSoC’s kernel drivers need
to be enabled within the kernel itself to correctly respond to the user-space
requests. For this purpose, the node xlnk was added to the Device Tree.

The solution comes from the Xilinx’s documentation [ug1’18a] and was
adapted for our purpose. In the document, it is used with Petalinux. However,
the use of Petalinux is avoided in this thesis and all the steps are executed
explicitly.

3.4.3 Applying DAMHSE

The first step of the analysis consists in executing the software version of the
game[Community’19] on the Zynq Ultrascale+ directly, being sure to compile
the source code with the additional option -pg in the CFLAGS environment
variable. This action will instrument the code so that gprof (an open
source performance analysis tool for Unix applications) can report detailed
information about the performance execution of every single function of the
application. This includes, but is not limited to, the CPU-time occupation
percentage of the functions themselves. From this preliminary analysis, it
was noted that the function I_Stretch4x occupies the CPU 67% of the time,
making itself the best candidate to be offloaded on the FPGA.

The identified function was, so, isolated in order to be studied. Essentially,
the I_Stretch4x operates between two buffers: an input frame buffer of
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320x200 pixels and an output buffer of 1280x960 pixels. It is in charge of re-
arrange the pixels in order to adapt the natural resolution of the game frame
(320x200) to higher resolution (1280x960) in order to be correctly visualized
on the screen. An HLS-compatible version of the function is proposed (and
available on the same git repository) where the C-code was reshaped and
enriched with Vivado’s pragmas [Suriano’20a].

The algorithm of the isolated function was, afterwards, described with
Dataflow MoC (as shown in Figure 3-24) and analyzed using DAMHSE.

hSizeDest

wSizeDest

hSizeSlice

hSizeInputnbSlice

WriteVideoFrame

hSizeDest

wSizeDest

nbSlice

frame

ReadSrcFrame

hSizeInput

wSizeInput

frame

Stretch4x

hSizeInputSlice

wSizeInputSlice

nbSlice

hSizeDest

wSizeDest

srcFrame videoFrame

Figure 3-24: Dataflow description of a piece of DOOM’s code: the I_Stretch4x
function.

In that way, the firing rules of the actors can be easily changed by just
modifying the values of the parameters in the blue boxes of the high level
Dataflow description reported in Figure 3-24. As explained in [Suriano’19], the
tool will generate automatically the code performing: (1) the split of the input
buffer in many pieces as specified in the nbSlice box of the Figure 3-24 and
(2) replicating the function call according to the change of the firing rules. A
simplified schematic view of what happens after the graph transformations of
the tool (detailed in Section 3.2.2) is given in Figure 3-25: when the nbSlice is
set up to 1 only one function replica is generated managing the whole buffer.
When set up to 2, the ReadScrFrame actor will generate two output data tokens
that will fire twice the actor Stretch4x, thus generating two function replicas
and so on.

With this algorithm description, the number of nbSlice matches with
the number of function replicas automatically generated (that are also the
instances of hardware accelerators to be placed in the PL). It must be noted that
the height of the input image must be multiple of nbSlice. If this condition
is not respected, the buffer cannot be homogeneously divided among the
accelerators. This means that 3, 6 and 7 are not acceptable values for nbSlice
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Figure 3-25: Simplified schematic view of the different kind of scenarios obtained by
changing the firing rules of Fig.3-24 using the parameter nbSlice. For clarity, the Fork
and Join actors added during the single-rate transformation are not depicted. However,
the reader should keep in mind that a strict application of the SDF MoC forbids the
connection of multiple FIFOs to a single data port of an actor.

and thus are not considered. Moreover, if the number of accelerators exceeds
8, SDSoC is not able to complete the synthesis of the hardware on the FPGA
because the number of the interrupt lines available between the PS and the
Programmable Logic is not sufficient. The frequencies considered in this
analysis are all the possible synthesizable frequencies that SDSoC allows to
choose (i.e. intermediate frequencies are not allowed). Furthermore, Vivado
completes HW synthesis with a maximum of 2 accelerators when the frequency
is set up to 400MHz.

The analysis is then straightforward: the code automatically generated by
PREESM can be copied directly on SDSoC and compiled. The executable and
the bitstream are ready to be run on the Zynq Ultrascale+ with the custom OS
version. Besides, all the generated codes, in all the different scenarios, were
automatically instrumented in order to measure the clock cycles needed to
execute the function. After, the function speed up is derived and, finally, the
game speed up was evaluated by using the Amdahl’s law:
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Sg ame (s) = 1

(1 − p) + p
s

(3-9)

where:

• Sg ame is the speedup of the execution of the whole task

• s is the speedup of the part of the task that benefits from improved system
resources;

• p is the proportion of execution time of the part that benefits from
applied strategy (i.e., 67% in our case);

Power consumption measurements (of the function in different working
conditions) were performed by using an INA226, included in the ZCU102
platform. Then, energy consumption was calculated using the formula:

E = P ·∆t (3-10)

where:

∆t = ∆C ycles

f r equenc y
(3-11)

The results are collected and reported hereafter.

3.4.4 Results

All the results reported are collected on an average of one thousand
measurements. In Figure 3-26, the CPU clock cycles needed to execute the
function under test in different conditions are reported. It is possible to note
that, using more hardware accelerators in parallel, less clock cycles are needed
to complete the execution of I_Stretch4x. Furthermore, increasing the clock
frequency of the FPGA, the acceleration is even more evident. It can also be
noted that, when the selected frequency for the FPGA is 400 MHz, only one
and two HW accelerators can be synthesized by Vivado. As such, the test using
four, five, and eight accelerators cannot be carried out.

The speed up of the function was obtained by comparing the data in Figure
3-26 with the number of clock cycles needed by the software version of the
function (i.e. the original C code of the video game). The result is shown in
Figure 3-27.
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Figure 3-26: Execution clock cycles of the Video Game’s task as a function of Number
of Hardware Accelerators used.

Figure 3-27: Speed up of the Video Game’s task as a function of Number of Hardware
Accelerators used (the comparison is with the respect to the original sotware version).

Using the Equation 3-9, the theoretical speed up limit of the entire
application was estimated and reported in Figure 3-28.

From the analysis of Figure 3-26, 3-27, and 3-28, it is clear that the
performance of the system is strongly limited when using more that four
accelerators. Through the instrumented version of the generated code, it was
discovered that the cache misses of the application running on Linux increase
with the speed of the function and with the number of hardware accelerators
used (Figure3-29). There is a logical dual reason that explains this effect: when
data should be sent (/received) to (/from) the hardware, a parallel software
thread is created for this purpose. When the CPU switches from one thread
to the other, a context switch is needed. Besides, the more the number of
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Figure 3-28: Speed up of the whole video game (Amdahl’s law)

accelerators, the more data-hungry the system is and the cache may be not
large enough to host all the data at the same time.

Another interesting result can be noted by analyzing the power measure-
ments and energy estimation (respectively in Figure 3-30 and Figure 3-31). As
the hardware logic increases, the power consumption of the FPGA increases
as well. The same for the frequency: higher frequency corresponds to a
higher power consumption. With the energy, the behavior is different because
increasing the frequency and number of accelerators to complete the same
task, a higher peak of power is needed but it is also true that the task is
completed sooner. The consequence is that less energy is needed. However,
because the speed up is limited by the cache misses (Figure 3-29), the energy
consumption is affected too.

Experimentally, it can be concluded that the best scenario for saving energy
is in correspondence with the use of four hardware accelerators working at
200MHz: comparing the energy consumption of this point with the worst
case (i.e. one hardware accelerator working at 100MHz in Figure 3-31) gives
(0.0063−0.0023)J

0.0063J ≈63.5% of energy saved together with a function speed up of x3.6
(Figure 3-27). Nevertheless, the best scenario for the speed up (up to x4.3) is in
correspondence of using five hardware accelerators working at 300 MHz.

However, there is not a single feasible solution that minimizes all objective
functions simultaneously (in this case, speed up and energy at the same time).
Therefore, attention is paid to Pareto optimal solutions, which are reported in
Figure 3-32.

From the above experiments, it can be observed that maximum energy effi-
ciency and performance can be obtained with a large number of accelerators,
before the bus occupancy or the cache miss rate diminish the efficiency of the
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Figure 3-29: Number of Cache Misses per function execution measured using
PAPIFY[Madroñal’18].

Figure 3-30: Power measurements obtained by using an INA226

acceleration by entering into memory bounded mode. This analysis can be
carried out with the methodology, the tools and the architecture proposed.
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Figure 3-31: Energy Consumption in all the different cases.

Figure 3-32: Moving along the Pareto Front, an optimal design point is found.
Solutions cannot be improved in any of the objectives without degrading at least one
of the other objectives.

3.5 CONCLUSIONS

The purpose of the method proposed in this Chapter is to bring the Dataflow
formalism and semantics in the design of systems combining SW parallelism
and HW acceleration. A method is proposed which, based on state-of-the-art
tools and HLS techniques, deploys a rapid prototype of a system combining SW
parallelism as well as HW acceleration.

By changing only the parameters of interest within the application
description, human-driven DSE is allowed. As such, the proposed workflow
speeds up the development of a complex heterogeneous system by reducing
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the design-time.

Two use-case applications and DSEs were conducted with the proposed
method. The experimental results show how data-level parallelism (and, thus,
time and energy performances) can be easily tuned by only changing the value
of the parameters of interest.

In the proposals of this Chapter, the processing performed by the HW
accelerator located within the PL of the FPGA has been treated as another SW
function. In this way, the accelerators are not considered as additional PEs (i.e.,
no S-LAM modification are necessary). The advantage is that the function-
call itself embeds all the data transfers (in and out) and the accelerators’ full
management. As such, the approach hides all the low-level details of the HW
used within the same function automatically generated by the tool. Specifically,
the HW accelerators are handled using Xilinx’s driver, so the user can therefore
focus attention on the application rather than HW infrastructure and custom
driver implementation. Knowledge of the internal HW mechanisms and
operation is not strictly required (although it is always recommended).

However, the use of a Xilinx property HW infrastructure is both an
advantage and a limitation. On the one hand, the preliminary FPGA structure
design is avoided, thus avoiding the implementation of the SW interfaces
for the correct use of the entire architecture. On the other hand, the HW
infrastructure is used as a black-box: a user cannot modify it. As such, a
limitation of the adopted approach is the non-controllability of the user-space
drivers.

It should be remarked that, in this Chapter, even though a dynamic use
of hardware accelerators is made, the internal structure of the FPGA is never
changed. This limitation will be discussed and overcome in the next Chapter
with the use of a new adopted architecture (namely ARTICo3 [Rodríguez’18])
that makes use of the Dynamic Partial Reconfiguration (DPR) of the HW.

Another limitation faced in this Chapter development is the possibility to
monitor SW-based but not HW-accelerator-based processing using standard
method and strategy (for instance, using PAPI). The need for a unified method
to consistently monitor the two types of processing (HW and SW) arises, and a
proposal will be discussed within the next Chapter.

The method here proposed is just the first step in the thesis path, which
aims at creating a solid link between two distinct research areas. Further
ideas and improvements of the proposed method will be exposed and analyzed
within the next Chapter of the thesis.
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Chapter

4 AUTOMATED RAPID PROTOTYPING
FOR RUN-TIME RECONFIGURABLE
COMPUTING ARCHITECTURES

In the previous Chapters, after an introduction to Dataflow MoCs and to
Reconfigurable Computing Architectures, a method was proposed with the
intention to create a connection bridge between both worlds. Specifically, the
proposed rapid prototyping method deploys an entire HW-SW system starting
from a Dataflow representation of the application.

Through the examples and manually-conducted DSEs, we show how the
use of custom HW accelerators can bring benefits for the total execution-time
or for the energy consumption of the application running on heterogeneous
systems.

When dealing with a heterogeneous system in which the use of the logic
of the FPGA is allowed, the difficulties reside on the HW and SW partition
of tasks among the processing elements and on the creation of the whole
HW infrastructure that allows the communication and management of the
accelerators. The two problems were previously solved by embedding all
the necessary SW interface-instructions of an accelerator within its specific
function call. In the first analyzed proposal, the HW infrastructure and all the
SW Application Programming Interfaces to manage the accelerators were used
as a black-box. In fact, Xilinx provides template-based auto-generation of the
entire HW/SW system. Despite the easy-to-use advantages of the proposed
approach, the automatically generated hardware infrastructure must be used
as it is, i.e., no modifications are allowed, and the SW libraries are provided as a
pre-compiled file.

To overcome the limitation of the previous approach, a new idea is
explored and tested following in this chapter. Specifically, the use of a new
reconfigurable hardware architecture (called ARTICo3 and developed by the
researchers of Universidad Politécnica de Madrid [Alcalá’15, Rodríguez’18])
is proposed combined with the Dataflow MoC. The characteristics of the
new infrastructure will be analyzed, and the previously proposed Dataflow
method improved. The new feature of Dynamic Partial Reconfiguration
(DPR) (introduced with the use of ARTICo3) permits accelerators that are no
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longer needed to be replaced with new ones (time-multiplexing of computing
resources), leading to more efficient device utilization.

Additionally, a unified and standard strategy for transparently monitoring
HW and SW performance of reconfigurable architectures is be proposed.
Specifically, the use of PAPI components and the whole SW infrastructure
proposed in [Suriano’18], [Madroñal’18], and [Madronal’19a] is extended to the
reconfigurable HW-domain.

The benefits of the HW infrastructure combined with Dataflow MoC and the
new unified monitoring strategy are highlighted through a motivating example
(a parallel algorithm for matrix multiplication called Divide and Conquer) in
the last section of the chapter.

The aim of this proposal is to provide a useful instrument to rapidly
prototype applications which make efficient use of DPR in a complex
heterogeneous system.

4.1 TECHNICAL BACKGROUND: ARTICO3

HARDWARE ARCHITECTURE

Before diving into details on the improved Dataflow-based method, an
overview of the reconfigurable architecture chosen is necessary. The aim is
to highlight the main differences in regard to the previous approach. In this
Section, an analysis of the three cornerstones of the architecture is given:

• Flexible HW architecture: the flexibility is the natural consequence of
the DPR which allows time-division multiplexing of the logic resources;

• Design tool: the architecture comes with an automated toolchain which
helps the designer to build the entire FPGA-based system;

• Run-time support: a run-time execution environment that transparently
manages the reconfigurable accelerators.

All the features mentioned above were developed and presented by
Rodríguez et al. in [Rodríguez’18]. For more in-depth details, the reader is
referred to the official website [ART’20] where, also, the whole open-source
project is available together with documentation and related publications.
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4.1.1 Architecture

As it was mentioned in Section 1.3, an architecture should be able to dynam-
ically adapt itself to guarantee the survival of the system in uncertain/harsh
environments. To this purpose, the ARTICo3 architecture was proved to be
[Rodríguez’19]:

• Flexible multi-accelerator coprocessor HW architecture: ARTICo3 gives
the possibility to transparently use more than one hardware accelerator.
Those accelerators are used as coprocessors, where computationally
intensive application tasks can be performed. It is flexible in the sense
that the number of regions (also called slots) defined in the architecture
is allowed to change from one project to the other.

• Dynamically reconfigurable: making use of the DPR, the number of
accelerators is allowed to change also during the execution of the specific
application (i.e., at run-time). This feature permits to achieve:

∗ functional adaptation: an application may need to use more than
one kind of coprocessors (which are called kernels). In this case,
at run-time, when necessary, a particular kernel can be replaced
by another. The functionality of the HW can be so adapted to the
application requirements.

∗ non-functional adaptation: ARTICo3 allows module replication:
more copies of the same accelerator can be used concurrently in
an SIMD-like fashion. Moreover, ARTICo3 offers the possibility of
introducing dual or triple modular redundancy (respectively DMR
and TMR). In this way, possible HW-faults can be detected and
corrected, as demonstrated in [Pérez’20].

The configurability of the chosen architecture creates a design space of
working-points defined by the trade-offs among time-performance, energy
consumption, and fault-tolerance. This important characteristic is reflected
in the name itself: ARTICo3 stands for Reconfigurable Architecture to enable
Smart Management of Computing Performance, Energy Consumption, and
Dependability that is a translation from Spanish: Arquitectura Reconfigurable
para el Tratamiento Inteligente de Cómputo, Consumo y Confiabilidad. A
simplified top-level block diagram of the ARTICo3 architecture is given
in Figure 4-1. The green boxes (called Slots) graphically represents the
independent and dynamically-reconfigurable regions that host the custom
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Figure 4-1: Simplified top-level block diagram of the ARTICo3 architecture and
communication infrastructure [Rodríguez’18].

hardware accelerators. Thereafter, a detailed description of the main blocks
is given.

It is worth noting the processor-coprocessor structure of the architecture,
which resembles the GPU devices: the way of exploiting parallelism is indeed
inspired by the General-Purpose computing on Graphics Processing Units
(GPGPU).

The architecture needs a host code running on the host processor (it can be
either a soft core or hard core). Among its tasks, it should manage and supervise
the entire structure. Whenever the sequential code on the processors reaches
a data-parallel section of the application, it will have the possibility to offload
the operations on the FPGA.

The ARTICo3 is composed of two regions on the PL: a static region that
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contains the logic circuits which are not affected by any DPR, and a dynamic
(or reconfigurable) region that contains the logic partitions (divided into slots),
which can be replaced at run-time by other HW accelerators.

The green blocks of Figure 4-1 are the reconfigurable partitions of the
architecture. The ARTICo3 is a slot-based architecture, and each region is
independent of the others. Thus, each slot act as an independent coprocessor.
The architecture is designed so that DPR performed on one slot does not affect
the other regions. DPR is carried out by writing a new partial bitstream on the
configuration memory of the SRAM-based FPGA as explained in Section 2.3.

The light-blue block of ARTICo3 in Figure 4-1 is a gateway module called
Data Shuffler. It acts as a bridge among the main memory of the system (a
Random Access Memory (RAM) in Figure 4-1), the host processor(s), and all
the reconfigurable slots. The communication infrastructure is:

• DMA-enabled Data Bus; this interconnection is burst-capable and is
based on a DMA-engine. Specifically, it uses a memory-mapped AXI4-
Full protocol [ug1’17], and it is dedicated to transfer data between
external memories and accelerators in both directions.

• Control Bus; this is a direct interconnection between the main processor
and ARTICo3, and it is used for control purposes. The protocol used is
register-based AXI4-Lite and does not need a DMA engine.

• Custom point-to-point (P2P) Communication Channels; these are
internal connections among the Data Shuffler and all the reconfigurable
accelerators. These AXI4 slave buses can be accessed by the host
processor for control and configuration purposes and by the master
DMA-engine for data transfers.

The interconnections of the Data Shuffler allow dynamic changes of the
datapath to and from the accelerators. For this purpose, the host processor
is in charge of setup the architecture to the desired operation mode (parallel
mode or redundant mode*).

The parallel mode of operation of ARTICo3 permits to distribute different
data among the accelerator in a SIMD-like approach and, so, allows parallel
execution of tasks within the slots. It should be remarked that all the transfers
are serialized between the Data Shuffler and the memory of the system. This
strategy permits the other operation mode of ARTICo3. The redundant mode

*There is also a reduction mode, which is not used in this thesis.
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allows the possibility of distributing the same data among two or three identical
HW accelerators (respectively DMR and TMR). Thus, a reconfigurable voter can
detect HW-damages when the results of the redundant processing differ among
accelerators.

4.1.2 Design Tool

An added value of ARTICo3 idea is the open-source automated toolchain
provided (made up of Python and TCL scripts), which has a double function:

• it wraps automatically the custom user-designed logic in a standard
structure that naturally interfaces with the rest of the HW system;

• it generates all bitstreams automatically for HW configuration, and all the
binary files required for the SW execution.

The starting points of the design are a HW description (using an HDL or a
C/C++ HLS kernel as described in [Rodríguez’18]) and a C/C++ application.

For the purpose of this thesis, it is important to highlight that encapsulation
of custom logic accelerators and the DPR-compatible generation of the partial
bitstreams are performed transparently with no user intervention. However,
it is important to analyze the details of the ARTICo3 standard wrapper as they
will play an important role in the Dataflow strategy described in Section 4.2.3.
A block diagram view of the logic surrounding the user-custom accelerator is
given in Figure 4-2.

The ARTICo3 kernel wrapper provides a fixed interface that makes the
custom user accelerator pluggable in the Data Shuffler of the structure. It also
furnishes a configurable number of memory banks, and a configurable number
of registers.

These two kinds of local memories have different performances and
purposes and, each of them will be used for a different scope when combined
with the Dataflow MoC. Specifically, a managing big amounts of data may need
a DMA-enabled transaction that guarantees higher performance compared
with control-specific commands coming from the host processor. In Section
4.2, one-to-one correspondence with the elements of the Dataflow semantic
will be proposed.

Once the application-specific accelerators have been created, the toolchain
integrates them in a high-level block diagram. After, it synthesizes the full
bitstream and all the partial bitstreams associated with each reconfigurable
slot.
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Figure 4-2: Local memory and registers details of an ARTICo3 slot-wrapper
[Rodríguez’18].

4.1.3 Run-Time Support

A run-time environment was developed by ARTICo3’s authors, which relies on
a Linux-based OS. It is composed by:

• a set of user-space APIs (a library written in C code). These high-level
functions have to be used directly within the application code by the final
user. Among the main features implemented†, a user can:

∗ transparently perform DPR (artico3_load);

∗ allocate memory for the shared-buffers among host processor and
accelerators (artico3_alloc);

∗ configure a specific setup for a given type of accelerator (using
artico3_kernel_wcfg);

∗ start data-transfer from memory to accelerators and begin the
computation (artico3_kernel_execute);

†for a complete list of the functions and the associated actions, the reader is referred to the
official documentation [ART’20].
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• a low-level OS’s driver that receives system call from the user-space and
manages the HW and the DMA-transfers from the kernel-space.

Summarizing the situation (by recalling Figure 3-4), in Figure 4-3, the
important role of the ARTICo3 run-time environment is schematically shown.

Linux-based OS

THIRD PARTY
LIBRARIES

User-defined
Application

ARTICo³  Runtime

ARTICo³-based 
HW acceleration

Low Level ARTICo³
HW Management

ARTICo³ System calls

ARTICo³ API 
Function calls

Figure 4-3: The role of the ARTICo3 run-time environment as a bridge between the
application and the HW infrastructure.

4.1.4 Remarks

The literature evidence above discussed shows that DPR is made more
accessible by using the complete HW structure called ARTICo3. Additionally,
the use of the design tool and the run-time set of high-level functions also
speeds up the design process of a complete system with reconfigurable HW.
However, it is useful to remark a few concepts which justify its integration in a
Dataflow context. When using ARTICo3:

• a designer is expected to actively and explicitly decide the configuration
of the structure (i.e., how many accelerators are to be used, loaded, and
their configuration);

• the HW/SW partitioning of the application is a step that a user should still
perform manually. As a consequence, the local memory of ARTICo3 must
be specified using the total size and the number of partitions (or banks)
in which it has to be split;
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• the working point of the system should be decided after DSE; even though
the HW access is made easy by all the SW infrastructure, the re-size and
re-partitioning of the parallel section of the application is still a delicate
and even error-prone design step. This step should be repeated as many
times as required by the desired depth of the DSE.

ARTICo3 should not be thought of as a mere instrument for the proposed
method. The strategy itself can be seen as a design tool improvement of the
reconfigurable architecture chosen.

4.2 ON MAPPING DATAFLOW ACTORS
INTO RECONFIGURABLE SLOTS

One of the primary objectives of this thesis is to develop a methodology that
allows rapid prototyping of applications into a reconfigurable heterogeneous
device. Thanks to a careful review of the literature, it was remarked that a
designer needs, on the one hand, a simple representation of the application;
on the other hand, an equally straightforward representation of the HW target.
For this purpose and taking into consideration the context of the thesis’s
development (see Chapter 1):

• the PiSDF MoC was selected to describe a generic program from a high-
level point of view. This specific MoC guarantees, among the several
other features examined in Chapter 2, the possibility of dynamically
adapting the parameters of the application using reconfiguration in a
specific moment of the execution.

• the S-LAM (introduced in the works of Pelcat et al. and discussed in
Chapter 3) is meaningful while a still easy representation of the HW of
the target platform. It was adopted also for the natural integration with
the PiSDF, discussed in Section 3.2.

• the architecture infrastructure, toolchain, and run-time environment
of ARTICo3 were chosen as the basis architecture to dispatch jobs on
reconfigurable slots of an FPGA. Its main features were discussed in
Section 4.1 of this Chapter: it allows a user to physically create HW
circuits on-the-fly making use of DPR.
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4.2.1 Rapid Prototyping Workflow: a Block-Diagram Overview

The proposals of this Chapter extend the method presented in the previous
one. Within Section 3.5, the benefits and the limitations of the Dataflow MoC
applied for heterogeneous systems powered by HW acceleration were analyzed,
and several further improvements discussed. In order to achieve the goals also
mentioned in the introduction of this Chapter, the DPR of SRAM-based FPGAs
was introduced by proposing the use of ARTICo3.

As such, an evolution of the workflow reported in Figure 3-7 is proposed
in Figure 4-4. Here, the new elements in the entire flow are highlighted with
yellow stars and deeply discussed following in this Chapter.
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Figure 4-4: Rapid prototyping workflow of PREESM with ARTICo3.

Before diving into the details of the new proposals, it is important to remark
several key aspects of the new workflow:

• the S-LAM (architecture high-level representation) should be prepared
to accept new PE types. A distinction between CPUs (the classic PE
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considered) and HW accelerators must be introduced. This step (later
called specification of the operator element of the S-LAM) is discussed in
Section 4.2.2;

• the C-code of the HW actors must now follow the guidelines of the
ARTICo3 design in order to be embedded automatically within the
wrapper of the infrastructure;

• the rapid prototyping of the proposed flow considers the possibility of
automatically generating the application code after the static mapping
and scheduling performed by PREESM. In this scenario, the right
ARTICo3 actions must be triggered when a specific actor instance
is mapped into an ARTICo3 slot. For this reason, a one-to-one
correspondence among the elements of a generic PiSDF actor and the
ARTICo3 actions is proposed and debated in Section 4.2.3;

• the new element of the flow is ARTICo3. The choice brings the analyzed
benefits but also the need to use the entire open-source ARTICo3

toolchain (design tool, run-time libraries, architecture, IPs, and so on).
The integration of such a tool within the Dataflow rapid prototyping is
the proposal discussed in this section; specifically, the S-LAM’s operator
specification is proposed in Section 4.2.2, the mapping of PiSDF’s actor
into an ARTICo3’s slot is proposed in Section 4.2.3, the proposal of the
automatic generation of a delegate HW threads by PREESM is discussed
in Section 4.2.4;

• a dynamic context and a run time changing environment is the scenario
in which the application should act. The Section 4.2.5 discusses the
possibility of handling and triggering the HW reconfiguration by a PiSDF
actor. Thanks to the synchronized and combined action of SPiDER and
ARTICo3 run-time, a system will be able to manage dynamic parameters
as well as dynamic HW on-the-fly. For this purpose, the proposal of
performing DPR of the architecture during the quiescent points of the
graph execution is in-depth discussed.
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4.2.2 S-LAM’s Operator Specification

It was already underlined that the prototyping workflows of this dissertation
follow the idea of the AAA [Grandpierre’03], which gives the possibility of
describing independently from the one hand the application and from the
other the HW architecture. The S-LAM was introduced by Pelcat for describing
modern architecture from a high-level point of view. A set of elements (reported
in Figure 3-8) can be combined in a topology graph to reflect the connection of
HW elements within a heterogeneous platform.

Making use of the S-LAM, a user should have the possibility of describing
the availability of HW accelerators. A HW accelerator is physically placed
within a slot when using the ARTICo3 architecture. In turn, every slot (or
accelerator) can be seen as a new PE in the S-LAM. As a result, a user should
specify how many slots must be used by the application adding as many
Operators (see Figure 3-8) as the number of slots to be used.

The element Operator was introduced in the S-LAM to be generic enough
to represent every kind of PE that a platform may offer. Specifically, when
the target device has a homogeneous set of PEs, the number of Operators
can just reflect the number of PEs. However, when the target device has a
heterogeneous set of PEs, a mechanism to solve the ambiguity of the nature
of the PE must be used. From now on, we propose to distinguish an Operator
as a CPU or as a HW accelerator. This possibility is schematically reported in
Figure 4-5.

Processing Element

Operator

HW Accelerator CPU

Specification

Figure 4-5: Specification of the two different PEs available when using the S-LAM.

Other elements of the S-LAM are not affected by this new proposal and
should be used, as explained in Pelcat’s works. An example which uses this
evolution of the S-LAM’s element is reported in Section 4.4.
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4.2.3 Remarks on mapping a PiSDF actor into reconfigurable
slots

It has previously underlined that the workflow adopted follows the philosophy
of the AAA in which application and architecture are described separately
and independently from each other. In other words, the description of the
application using PiSDF is not affected or influenced by the topology graph
of the architecture. The purpose of this section is to analyze the low-level
architecture mechanisms of a PiSDF-actor being executed in an ARTICo3 slot.

Considering the PiSDF semantics reported in Figure 2-8, suppose the
existence of a generic actor (reported graphically in Figure 4-6) within the
application’s graph that has: N number of input FIFOs, M number of output
FIFOs, J number of configuration input ports, and K number of configuration
output ports (being N , M , J ,K ∈N.)

Suppose also that there are no interfaces‡ (i.e., the hierarchical actors have
already been flattened; this hypothesis is always verified after the graph trans-
formations automatically applied to the initial PiSDF as described in Section
3.2.2, i.e., Hierarchy Flattening and the Single-rate DAG Transformation).

Actor
1

1 1

1

N M

J K

Figure 4-6: Generic actor of the application’s graph when using the PiSDF semantics.

Suppose now that the job of the actor has been assigned to be executed
on an HW accelerator on the FPGA. Making use of the ARTICo3 architecture,
incoming and outgoing data must be stored in one of the local memories
introduced as in Section 4.1.2.

The configuration ports of the actor are connected to parameters that may
influence the size of the input/output FIFOs. More exactly, the parameters
are just integer numbers. Within the ARTICo3 architecture, the wrapper of the
accelerators is equipped with a set of configurable registers that can host such
information.

On the other side, the input and output FIFOs of the actor store input
and output data tokens, respectively. The size of the tokens is a parameter

‡the interfaces belong only to hierarchical actors and permit the communication of a
parameter’s value from the top-graph to a sub-graph.
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that depends on the particular application (it depends on what the token
represents; for example, in an image processing application, a token can
be a pixel, a piece of the image, the whole image, and so on). Moreover,
the number of incoming and outgoing tokens is a parameter that may be
a fixed number or depend on the value of the parameters passed through
dependencies into the configuration input ports. In order to store such data,
the use of memory banks of the wrapper is proposed. In this way, a big chunk
of data can be exchanged by the accelerator using DMA-powered data transfers.
Additionally, the parameters stored in the register using the configuration
ports can be successfully used by the HW logic to set up, dynamically, the
internal management of the memory bank. This last feature will be shown and
discussed also in the example use-case in Section 4.4.

When using the ARTICo3 architecture to offload job to a dedicated HW
accelerator, the actions of sending (or retrieving) data and writing (or reading)
parameters are associated with specific run-time instructions, depending on
the particular memory location used. In other words, each of the actions
must be associated with a proper API. In fact, one of the proposals of the new
workflow reported in Figure 4-4 is a proper code-generation that “translates”
the scheduled PiSDF application-graph into a compilable set of instructions.

Table 4-1 reports the possible interfaces of an actor and the proposed
memory locations as well as the specific ARTICo3 API instructions that are used
by the Code Generator discussed in the next Section.

PiSDF
Semantics

Actor Interface Memory
Associated

ARTICo3 APIs

j
Configuration

input port
Wrapper
Register

artico3_kernel_wcfg

k
Configuration

output port
Wrapper
Register

artico3_kernel_rcfg

n
FIFO-input

channel
Wrapper

Memory Bank

artico3_alloc(A3_P_I)
and

artico3_kernel_execute

m
FIFO-output

channel
Wrapper

Memory Bank

artico3_alloc(A3_P_O)
and

artico3_kernel_execute

Table 4-1: Local memory associated to a generic PiSDF actor mapped into the ARTICo3

architecture.
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4.2.4 Proposal of Delegate HW Threads

The concept of HW Thread in the context of reconfigurable architecture was
studied and applied by Agne et al. in [Agne’13] and by Wang et al. in [Wang’12].
Basically, when a HW accelerator performs a task, the OS treats such a task as a
further process.

The same concept is used by the ARTICo3 run-time support and was
successfully applied in the literature to create systems that run, concurrently,
both SW and HW threads [Rodríguez’19, Pérez’20, Barrios’20]. Thus, the
workflow of Figure 4-4 must be aware of this possibility and must create a final
application code that reflects this thread-distinction derived from the structure
of multiple-actors of the PiSDF representation of the application and the S-
LAM description of the architecture.

It was depicted in Section 3.2.1 that the previously proposed workflow
(reported in Figure 3-6) ensures a deadlock-free code-generation using
PThreads and automated shared memory management. The proposal of this
dissertation’s Chapter is to extend such flow by proving the possibility of
automatically generating also HW-threads. The proposal is graphically shown
in Figure 4-7.

Specifically, the Figure shows two fabrics of the heterogeneous system: the
PS composed by a set of CPUs, and the PL that hosts the ARTICo3 architecture
infrastructure. The former runs the Linux-based OS and all the SW threads of
the application, while the latter runs up to as many HW tasks as the number of
slots allows.
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Figure 4-7: Delegate thread.

The new methodology proposed aims at creating from one side all the SW
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threads and synchronization, one per CPU declared in the S-LAM. They are
in charge of executing the SW-based Processing, assigned by the mapper to
a CPU. On the other side, it creates another thread (in the Figure, it is defined
as Delegate Processing Thread) with the correct ARTICo3 API instructions to
offload the computation into the HW-based Processing slot(s). The firing of an
actor triggers the execution of a function within the correct SW-based or HW-
based thread making use of standard synchronization methods.

It must be remarked that the Linux-based OS is able to manage the FPGA
infrastructure and the HW-based Processing tasks thanks to the user-space
library provided by ARTICo3. This library has an interface with the Kernel of
the OS (whose Platform Device Driver has also been provided by ARTICo3), as
explained in Section 4.1.3.

The proposed method for rapid prototyping of complex heterogeneous
systems exploits these basic concepts to deploy a whole multi-threaded
HW/SW system. In order to test and verify these ideas, a new code-generation
has been implemented within the PREESM’s plugins into the open-source
repository [PRE’20] and has been used for the examples reported in the next
Section and also for a real use-case in the next Chapter.

A New PREESM Code Generator for ARTICo3

The automatic code generation of PREESM is the last task to be performed by
the whole rapid prototyping framework (see Figure 4-4). Specifically, it receives
as inputs:

• the S-LAM as model of the architecture;

• the DAG of the application scheduled by PREESM (and the Scenario’s
constraints eventually specified for the static scheduling performed);

• the Memory Exclusion Graph (MEG), which models the memory of the
input dataflow graph. It is an internal representation of the memory
characteristics and serves as a basis for allocation techniques. It is
proposed and in-depth discussed in [Desnos’14] and further details are
not needed for the purpose of this thesis. However, it is important to
highlight that, after the Memory Exclusion Graph transformation and
optimization, the Code Generator exactly knows the amount of memory
to be allocated for each of the FIFOs of the dataflow application.

The output is the code ready to be compiled (or cross-compiled) for the
target platform. In order to achieve the purpose, within the Code Generator,
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an intermediate model is created. It acts as a bridge between the elements of
the DAG already scheduled and the code printer itself. Every objects of this
intermediate model within the PREESM Code Generator is associated with a
specific code printer. The new objects created for this purpose are:

• FPGA load bitstream object: this printer is in charge of generating
the instructions for uploading the bitstreams of the accelerators into
ARTICo3 slots. The number of ARTICo3 slots declared within the S-LAM
influences this printer.

• FPGA register setting: this printer is in charge of generating the instruc-
tions required for setting up the registers of the hardware accelerators
when needed. In accordance with Table 4-1, the configuration ports of
the actor influence this printer.

• FPGA data transfer: this printer is in charge of generating the instructions
required to move the data to/from the Processing System from/to the
PL. In accordance with Table 4-1, the FIFO-input and -output channels
influence this printer. To be precise, this part of the printed-code
allocates the right amount of memory and fills it with the data coming
from the external FIFOs. The data-transfer to the FPGA is ready to be
performed and it will be triggered only with the start execution signal.

• FPGA start execution: this printer is in charge of including the instruction
necessary to give the start signal to the FPGA to begin the computation
using the data previously prepared. The real data-transfer from the
main memory of the FPGA to the local memory of every ARTICo3 slot is
performed in this step. The start signal is sent just after the data-transfer
completion.

As such, when a node of the DAG has been scheduled to be executed on a
slot of ARTICo3, the right printer is activated. The whole strategy (embedded
within PREESM) will be used for the motivating example reported in Section
4.4 and in the use-case of the next Chapter.
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4.2.5 Managing Run-Time HW Reconfiguration for Dataflow
Graphs

The most interesting feature provided by the PiSDF semantics is Reconfig-
uration (achieved by adding the Parameterized and Interfaced Meta-Model
(PiMM) on top of the SDF MoC). Specifically, the Reconfiguration Semantics
introduces three new elements:

• Configuration Actor

• Configuration Output Port

• Configuration Parameter

The reconfiguration semantics symbols are re-proposed in Figure 4-8
together with an example, given in Figure 4-9.
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Recon guration
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Figure 4-8: The elements of the Reconfig-
urable Semantics, part of the super set of
the PiSDF semantics.
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Figure 4-9: Graph example of a PiSDF
application embedded in a hierarchical
actor and interfaced with Configurable
Parameters.

The Configuration Actor is a special actor of the PiSDF, which can be
executed, for definition, only at quiescent points [Neuendorffer’04]. It is in
charge of setting the Configurable Parameters of the graph by its configuration
output ports. In Figure 4-9, a generic application is embedded in a hierarchical
graph. The execution of the Configuration Actor causes the reconfiguration of
the whole graph: the new values of the configurable parameters are then set in
according to the dependency links. In turn, the hierarchical interfaces are seen
as locally static parameters after the reconfiguration. In the definition of the
Configuration Actor given in [Desnos’14], it is explained that “it must be fired
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exactly once per iteration of a graph. This unique firing must happen before
the firing of any non-configuration actor.”

In Section 3.2.5, it was already explained that SPiDER is in charge
of performing the reconfiguration of the PiSDF and, then, it checks the
consistency of the graph and performs the mapping and the scheduling of the
application for a given platform.

This introduction was necessary to support a new proposal, which consists
of carrying out a HW reconfiguration if and only if the graph execution has
reached a quiescent point. According to the definitions, during a quiescent
point, the sole configuration actors can be fired. Only then, the other
non-configuring actors of the network can be scheduled (after the occurred
reconfiguration).

HW reconfiguration is then performed by DPR. As such, DPR will change,
dynamically and at run-time, the number of available HW accelerators of the
slot-based architecture. Every slot is seen as a PE and will so perform the
execution of a HW-based Processing task.

When the number of ARTICo3 slots is changed during the reconfiguration
of the PiSDF network, the run-time support will be able to re-map SW-based
processing as well as HW-based processing on the already available PEs.

It must be remarked that DPR during any other moment of the graph
execution is not supported. In fact, a change of the architecture will invalidate
the already mapped application graph.

An example of the use of SPiDER in combination with ARTICo3 is given in
Chapter 5. There, the dynamic self-adaptation of the system is also discussed
and proved on a real use-case.

4.3 MONITORING DATAFLOW
APPLICATIONS IN RECONFIGURABLE
ARCHITECTURES

In this Section, a strategy for monitoring dataflow applications running
on heterogeneous architecture is presented, where the contribution will be
centered in the extension of the SW monitoring techniques to reconfigurable
HW elements.
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Firstly, the motivations are discussed and, later, the underlying tools and
frameworks exploited are presented. Then, a unified methodology involving
HW and SW monitoring under the same procedure is proposed and discussed.

4.3.1 Motivations for a Unified HW/SW Monitoring Method

A challenge to cope within the context of this thesis is self-adaptivity, i.e.,
the ability to change the system behavior according to the system status
and to a set of environment inputs [Otto’18]. Consequently, including self-
awareness in a CPS is crucial because it allows the automatic selection of
an optimal configuration in terms of internal system parameters (such as
energy-consumption or performance [Preden’14]). In this context, Rajkumar
et al. in [Rajkumar’10] define CPSs as “physical and engineered systems
whose operations are monitored, coordinated, controlled and integrated by a
computing and communication core”.

In other words, the monitoring of the application on a given platform is
crucial for the following reasons:

• for identifying the application bottlenecks during the design phase of
the system. As such, other SW solutions or other HW platforms can be
considered for further improvements;

• for adopting an optimal HW/SW configuration at run-time, in accor-
dance with the environment situation and device status being monitored.

It results clear that a monitoring method and infrastructure for the
proposed Dataflow strategy for reconfigurable architecture must also be
considered.

A proof of concept was published in [Suriano’18] and further improvements
(developed within the context of the European Project H2020 Cerbero [CER’20,
Madroñal’19b]) will also be discussed following in this Chapter.

4.3.2 Background: Tools and Frameworks

The purpose of this section is to propose a method which gives the possibility
of monitoring both HW and SW coherently and transparently. The proposed
method does not develop from scratch an entire SW and HW infrastructure but,
instead, it leverages widely used standards and some related tools. Hereafter, a
brief introduction to the selected frameworks is given.
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PAPI

The library Performance Application Programming Interface (PAPI) is a
SW layer which aims at providing a standard API for collecting monitoring
information from a set of Performance Monitor Counters (PMCs). These
hardware counters are a set of special-purpose registers built into modern
microprocessors to store the counts of hardware-related activities within
computer systems. Advanced users often rely on those counters to conduct
low-level performance analysis or tuning. Processors from ARM, Intel, AMD as
well as GPUs of different brands are all equipped with a documented set of such
“monitoring registers”.

The library itself can be used as a standalone tool for system and application
analysis. This possibility requires the in-depth study of the whole SW layer and
the underlying HW. However, PAPI is popular because it is widely employed
in profiling, tracing, and sampling toolkits (among which there are HCPToolkit
[Adhianto’10], Vampir [Knüpfer’08], and Score-P [Schlütter’14]).

It is crucial to remark, in the long story of the library, that in the last decade
PAPI has been divided into two layers:

• an upper layer, which is platform-independent. It provides a standard
hardware monitoring interface;

• a lower and platform-dependent layer, transparent to the user. It is set up
at compile-time, and it is thought to deal automatically with the specific
characteristics of the architecture.

The lower level has been built as a set of components [Terpstra’10]. Each
component is HW-specific, and it is usually developed by the HW vendor itself.
There are two main benefits from this approach: on the one hand, a user can
add (at compile-time) as many components as needed by the heterogeneous
architecture; on the other, when a new HW is developed, only the low-level
component of the library should be provided.

To sum up, different hardware resources can be accessed through the same
SW-interface that is nowadays a de-facto standard: the PAPI library. The use of
the complete framework is normally hidden behind high-level and easy-to-use
profiling kits.

For the purpose of this Ph.D. thesis, an ARTICo3-compliant PAPI-
component is develop [Suriano’18]. Because the architecture has been
chosen to be reconfigurable, also its associated PAPI component must be
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run-time reconfigurable. A design strategy for run-time reconfigurable PAPI
components was formalized in [Madroñal’19b] and also adopted to design the
new component associate with the ARTICo3 architecture.

PAPIFY

PAPIFY is an open-source toolbox that was presented by Madroñal et al. in
[Madroñal’18] and improved over the years by the same authors. It performs
automatic PAPI-based instrumentation of applications. It has been introduced
to support dynamic dataflow programs explicitly.

The main feature of this toolbox powered by PAPI are:

• Transparent Configuration: a user should just use the high-level APIs
of PAPIFY, without taking care of what is happening within the lower
levels. It is the same mechanism that allows a user to write a program
on a laptop without having knowledge of the hardware components of
the computer’s motherboard. Every PAPI-based tool provides a similar
solution (see [Adhianto’10], [Knüpfer’08], and [Schlütter’14]).

• Automatic Instrumentation: a user can automatically instrument
an application (meaning that the high-level instruction code can be
smartly and automatically inserted within the application for monitoring
purposes) by using a graphical user interface included within the
scenario editor of the PREESM framework; in other words, the code
required to monitor the system is included within the application. In
other tools (for instance, PapiEx [Pap-a]), the monitoring is performed
by standalone applications running in parallel;

• Graphical Viewer: the toolbox includes a performance monitoring
display developed using Python and called PAPIFY-VIEWER. Examples
and open-source code are freely-available on the public repository of the
Centro de Investigación en Tecnologías Software y Sistemas Multimedia
para la Sostenibilidad (CITSEM) of Universidad Politécnica de Madrid
[PAP-b];

• Dataflow Oriented Monitoring: the integration of the tool with PREESM
proposed by Madroñal et al. in [Madronal’19a] allows analyses
performed using a dataflow oriented perspective. As such, the firing of
dataflow actors will be, optionally, a trigger event that enables/disables
the PMCs. To the best of the authors’ knowledge, it is the only PAPI-based
monitoring toolbox with this feature.

132



4.3. MONITORING DATAFLOW APPLICATIONS IN RECONFIGURABLE
ARCHITECTURES

The basic actions provided by the monitoring library of PAPIFY (EventLib)
are three: (i) Configuration, (ii) Start-Stop, and (iii) Store. The associated
function calls used by PREESM are reported in Table 4-2.

Table 4-2: Basic PAPIFY high-level instruction for monitoring dataflow-based
application.

Action Instruction Short Description

Configuration
configure_PE

it configures a specific
PE of the S-LAM

configure_actor
it configures a specific
actor of the PiSDF

Start
event_start_timing

it enables the timing measurement
of a specific actor on a given PE

event_start
it enables a generic event measurement
of a specific actor on a given PE

Stop
event_stop_timing

it halts the corresponding
timing measuremnt

event_stop
it halts the corresponding
event count

Store event_write_file
it stores the collected
information on a file

Within this thesis work, the new PREESM Code Generator for ARTICo3 was
enriched by allowing the automatic print of PAPIFY instructions for monitoring
dataflow application.

4.3.3 SW layers for Monitoring Reconfigurable Architectures

In order to guarantee a transparent configuration by making use of only high-
level PAPIFY instructions, a new PAPI component must be developed for the
architecture ARTICo3. The objective of this proposal is to provide easy and
transparent access to the PMCs located (i) on the CPUs and (ii) on ARTICo3.
A first proposal was published in [Suriano’18] and has been currently improved
by adopting the strategy proposed in [Madroñal’19b] in the context of the
European Project H2020 Cerbero [CER’20].

The design strategy involves hierarchical SW-layers. The application should
embed the necessary PAPIFY instructions for monitoring HW events. For this
purpose, the code-generation of the delegate HW-thread has been improved
to enrich the application code with PAPIFY-based monitoring instructions.
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Through the PAPIFY APIs-interfaces, the application communicates with
EventLib, which embeds the PAPI-based instructions. In turn, the high-level
PAPI API-interfaces communicate with the ARTICo3 run-time SW layer that
directly manages the HW infrastructure. For this purpose, firstly, a new PAPI
component was designed and, secondly, the ARTICo3 run-time was enriched
to support the needs of the new hierarchical layers (the next Section 4.3.4
contains the details of the new PAPI component and the two ARTICo3 run-time
functions developed). The situation is schematically reported in Figure 4-10.
The yellow stars identify the layers and components where the contributions of
this section have been developed.

Application

Layer

Library

Layer

Hardware

Layer

PAPI Layer

PAPIFY Layer

ARTICo³ Run-time

Layer

Figure 4-10: The SW layers for monitoring dataflow application developed on a
reconfigurable architecture.

4.3.4 Monitoring HW: Idea and Methodology

The word Event identifies a specific occurrence within the HW architecture.
Each event must be detected using a dedicated HW, and a register must
accumulate the number of occurrences. As an example, the number of clock
cycles is an event considered in [Suriano’18] (the clock cycles counter is already
part of ARTICo3, natively). The same strategy can be used by every FPGA
designer to monitor every kind of events: it is necessary to build the HW
logic for detecting the specific occurrence (for example, a given-word passing
through a bus, a start signal for a given accelerator, and so on) and a register to
store the number of triggers.
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The idea is shown graphically in Figure 4-11. The HW and the SW levels
are represented separately with a red line. An eventual reconfiguration engine
will be in charge of uploading the bitstream of an accelerator on the PL of the
FPGA. The PAPI components will be in charge of managing the HW structure
by starting/stopping the monitoring and recollecting data when needed. At this
point, the PAPIFY library will be able to store the collected HW information. As
such, the set of HW registers, corresponding PAPI components, and PAPIFY SW
interfaces will be identified as Monitors.

Recon gurable Hardware

Event Counter Register 1Event Trigger 1

Event Counter Register 2Event Trigger 2

PAPI Component 2

PAPI Component 1

PAPIFY

Fabric Linux Based OS

 

Monitors

Recon guration Engine Monitored Informations

Figure 4-11: A schematic representation of a set of HW and SW composing a Monitor.

ARTICo3 HW Monitoring Infrastructure

It is necessary to enrich the ARTICo3 HW infrastructure with all the required
counters to store the incremental value of the events to be monitored. For
monitoring ARTICo3, it is proposes to distinguish two kinds of events:

• Global Events: these events are associated with a generic occurrence
belonging to the whole infrastructure and do not depend on the
particular accelerator loaded into the slot partition;

• Local Events: these events are associated with a specific occurrence of a
a particular accelerator loaded into a slot.

The former are always available whenever ARTICo3 is employed. The
latter are specific of the custom accelerators loaded within the slot-based
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Figure 4-12: The HW location of a generic event-register associated to the ARTICo3

structure differs from the location of the accelerator-specific event-register.

structure. The distinction reflects the different locations of the registers
that should be used to store the collected information. For this reason, the
quantity and the identification names of the Global Events will never change
if the static structure of ARTICo3 is not modified. Instead, the registers
belonging to a custom accelerator (namely Local Events) within a slot could be
created, removed, or modified by DPR operation; as such, the corresponding
local events (quantity and identification names) are also affected and should
dynamically reflect the contents of the slot’s registers.

The idea was formalized and deployed within the context of the CERBERO
European Project. On top of the HW structure schematically reported in Figure
4-12, the necessary SW layers are designed and discussed in the following sub-
section. The HW logic was developed by Rodriguez and, as part of ARTICo3, it
is included within its source code.

Reconfigurable PAPI Component for ARTICo3

As explained in [Terpstra’10], the lower layer of PAPI is a set of components.
Each of them is the SW interface with the set of PMCs of a specific HW
architecture (i.e., CPUs and GPUs among others). These SW components are
the entry-doors to transparently manage the associated devices, and are added
to the static library of the platform at compile-time.

The strategy of “adding/removing components” makes sense for all the
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platforms composed by a fixed set of PEs: once the development platform has
been fixed, there is no need to change the lower layer of PAPI. The mechanism
is still efficient in the new era of multi-core and heterogeneous platforms as
long as there is no reconfigurable HW.

However, when using ARTICo3, a set of on-demand loadable PEs is available
and, thus, the HW monitoring structure may be modified when a DPR takes
place. The possibility of re-compile the whole PAPI library is completely
inefficient in this case (and even unfeasible on a real device: an embedded
system is not the best platform to be used to carry out a run-time library
compilation).

For these reasons and following the strategy proposed in [Madroñal’19b], a
new component for the PAPI library associated with the ARTICo3 monitoring-
infrastructure was designed. The main peculiarity of the component is the
compile- and run-time adaptivity to support HW-reconfiguration: when the
application is launched, only the specific SW monitors for the accelerator under
evaluation are available. The operation is made possible by a middleware ad-
hoc XML file which describes the Global and the Local Events of the structure
using key-words.

In order to understand how the monitoring infrastructure is described, a
template of the designed ARTICo3 XML file is reported in the listing 4.1, where
the key-words are blue-highlighted and commented below.

<?xml version="1.0" encoding="UTF-8"?>
<artico3Info>

<nbEventsArtico3>N</nbEventsArtico3 >
<eventArtico3>

<index>M</index>
<name>ARTICo3_EVENT_NAME</name>
<desc>Event Description</desc>

</eventArtico3>
<nbKernels>K</nbKeernels>
<kernel>

<kernelName>ARTICo3_KERNEL_NAME</kernelName>
<nbEvents>N</nbEvents>
<event>

<index>M</index>
<name>ARTICo3_KERNEL_EVENT_NAME</name>
<desc>Event Description</desc>

</event>
</kernel>
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</artico3Info>
Listing 4.1: XML template for configuring the PAPI component for the reconfigurable
architecture.

The meaning of every key-word is reported in the following list:

• artico3Info: it defines the beginning of the description of the monitor
HW infrastructure;

• nbEventsArtico3: it defines the number of Global Events of the
ARTICo3 architecture (with N ∈N);

• eventArtico3: it defines the beginning of the description of a Global
Event;

• index: it uniquely defines the identification number of specific Event
n ∈0,1,2, . . . N−1. The same keyword is used to specify an identification
number for both global or local events;

• name: it uniquely defines the identification name of specific Global
Event;

• desc: it contains a short description of specific Event and it is an optional
field. The same keyword is used for both global or local events;

• nbKernels: it defines the number of possible kernels (i.e., type of HW
accelerator) loadable into the slot-based structure (with K ∈N);

• kernel: it defines the beginning of the description of a specific kernel
(i.e., type of HW accelerator);

• kernelName: it uniquely defines the identification name of specific Local
Event;

It must be noted that the PAPI component is compiled just once, while
the XML can be rewritten as many times as needed, thus reflecting the status
of the reconfigurable system. The designed PAPI component, downloadable
from its open-source repository§, embeds the XML parser, the ARTICo3

runtime functions to access the monitoring registers, and a complete control-
mechanism to associate the XML monitoring description to the reconfigurable
HW device.

§https://github.com/leos313/newGenericArtico3ComponentPapi
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The control mechanism verifies the uniqueness of the identification fields
of the Events for avoiding conflicts and possible user-errors. The XML file, as
well as its parser in the PAPI component, were designed to accept every kind
of monitoring description belonging to a loadable accelerator. The strategy,
the entire HW monitoring structure, and all the SW layers were successfully
employed within two CERBERO H2020 Hand-on Tutorials (with the joint effort
of the researchers of the CERBERO Project):

• CPS Summer School 2019 ¶

• HiPEAC 2020 - Bologna ||

In particular, it was possible to prove that the HW accelerator designed,
having its own monitoring structure and being a specific ARTICo3 kernel, can
also be described as part of the proposed higher-level XML description. As
an example, the template of the XML used is reported in listing 4.2: the red
highlighted section is the corresponding description (allowed by this ARTICo3-
monitoring approach) of the specific accelerator designed by the joint effort of
researchers from Universitá di Cagliari, di Sassari, and Universidad Politécnica
de Madrid.

<?xml version="1.0" encoding="UTF-8"?>
<artico3Info>

<nbEventsArtico3>N</nbEventsArtico3>
< eventArtico3>

<index>M</index>
<name>ARTICo3_EVENT_NAME</name>
<desc>Event Description</desc>

</ eventArtico3>
<nbKernels>K</nbKernels>
<kernel>

<kernelName>ARTICo3_KERNEL_NAME</kernelName>
<baseAddress>0xADDRESS</baseAddress>
<nbEvents>N</nbEvents>
<event>

<index>M</index>
<name>MDC_EVENT_NAME</name>
<desc>Event Description</desc>

</event>

¶http://www.cpsschool.eu/tutorial-cerbero/
||https://www.cerbero-h2020.eu/news-and-events/hipeac-2020/#Session3
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</kernel>
<nbEvents>N</nbEvents>

</artico3Info>
Listing 4.2: XML template for configuring the PAPI component for the reconfigurable
architecture.

To complete the technical details, it must be mentioned that the ARTICo3

run-time should contain two new functions to correctly being interfaced with
the surrounding SW layers:

• uint32_t genericEvent(char eventName, int slotId):
it is specific for monitoring global events. It accepts as input the name of
the event and the specific slot to be monitored. As already remarked, this
events are always available as long as ARTICo3 is used.

• uint32_t specificEvent(char eventName):
it is specific for monitoring local events. It accept as input the name of
the event to be monitored.

The PREESM Code Generator for ARTICo3 was modified to allow the
automatic generation of the correct PAPIFY functions to monitor the events of
the HW infrastructure. As such, the developed strategy and monitoring HW/SW
layers have been also employed for collecting the HW information of the result
sections of this thesis.
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4.3.5 Summary: SW Layers Connection Details

Figure 4-13 summarizes the hierarchy of the SW layers connected to the HW-
registers. The instrumented application contains the PAPIFY instructions for
starting/halting the monitors of a given Event. The EventLib will be in charge
of managing PAPI that, in turn, “speaks” with ARTICo3 and makes copies of
the register contents into dedicated SW shadow-registers. In this way, the
information can be collected and stored when the application reaches the
PAPIFY instruction event_write_file. Using the same high-level interface,
registers of the CPUs fabric and hardware PMCs will be transparently managed.

PAPIFY Layer

PAPI Layer

PMCs driver

start_events(ARTICo³ component, events)

stop_events(ARTICo³ component, events)

ARTICo³ Interfaces

ARTICo³ Run-time
Layer

SW Shadow Register: 
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SW Shadow Register: 
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Figure 4-13: Connection details among the SW layer and the HW registers of the
reconfigurable architecture.
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4.4 MOTIVATING EXAMPLE

So far, in this Chapter, a design method for the use of a dynamically
reconfigurable HW architecture in the context of dataflow applications was
proposed. It gives the possibility of rapid prototyping a whole system powered
by a slot-based FPGA architecture (namely ARTICo3) that allows dynamic run-
time modification of the number of PEs.

In order to test the proposals and as a proof of concept, the matrix
multiplication has been chosen. In the following subsections, the massive
amount of computational power required (it grows exponentially with the size
of the input matrix) is discussed. Additionally, an efficient and well-studied
literature parallelization algorithm is also available. Therefore, starting from
literature evidence, a dataflow application will be proposed. The goal of the
example is to show how parameters within the PiSDF-graph can affect the
data-level parallelism of an application. As such, and also playing with the
number of HW-accelerators in the S-LAM, the performance of the program will
be analyzed.

While the example in this Section is thought to illustrate the design steps
to follow in order to directly apply the method, proposal, and instruments
presented, the next Chapter contains a DSE example to demonstrate how a
variable number of HW accelerators provides adaptation by trading-off among
execution time, power consumption, and resource occupancy. Additionally, the
dependability of the entire system in harsh environments (for instance, space
or nuclear power plant applications) will also be discussed.

4.4.1 Matrix Multiplication

Matrix Multiplication plays a central role in mathematics and is at the heart
of many linear algebra algorithms [Dongarra’00]. Moreover, the operation is
involved in several fields such as Mathematical Finance, Statistical Physics,
Quantum Mechanics, Graph Theory, Machine Learning, Graphics (scalings,
translations, rotations, etc.), and many others. It is also widely used for
pedagogic purposes [Barahmand’20].

Before diving into the details of the implementation of the Matrix
Multiplication on the heterogeneous platform for the experimental results, a
formal definition of the algebraic operation is given.

Let be A a matrix of n×p elements and B a matrix of p×m elements:
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A =


a11 a12 . . . a1p

a21 a22 . . . a2p
...

...
...

an1 an2 . . . anp

 (4-1)

and

B =


b11 b12 . . . b1m

b21 b22 . . . b2m
...

...
. . .

...
bp1 bp2 . . . bpm

 (4-2)

The Matrix Product C=AB is uniquely defined to be the matrix m×n

C =


c11 c12 . . . c1n

c21 c22 . . . c2n
...

...
. . .

...
cm1 cm2 . . . cmn

 (4-3)

such that every element ci j of C is defined as:

ci j = ai 1b1 j + ai 2b2 j + · · · + ai p bp j =
p∑

k=1
ai k bk j (4-4)

for i =1,2, . . . ,m and j =1,2, . . . ,n.

Therefore, C=AB can also be written as

C =
a11b11 + · · · + a1p bp1 a11b12 + · · · + a1p bp2 . . . a11b1n + · · · + a1p bpn

a21b11 + · · · + a2p bp1 a21b12 + · · · + a2p bp2 . . . a21b1n + · · · + a2p bpn
...

...
. . .

...
am1b11 + · · · + amp bp1 am1b12 + · · · + amp bp2 . . . am1b1n + · · · + amp bpn


(4-5)

Intuitively, identifying the multiplication between two scalars as the most
intensive task, and observing that there are n×m×p number of multiplications,
it is possible to classify the complexity of the Matrix Multiplication as O(n×m×
p) (in asymptotic notation [Skiena’12]). Considering, for the sake of simplicity,
square matrices of size n×n, then the complexity results in O(n3) [Stothers’10].
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4.4.2 A Parallel Algorithm for Matrix Multiplication

In the long history of the Matrix Multiplication, many algorithms have been
proposed to speed up and execute more efficiently the operation.

The naive implementation of the algorithm can be composed by a first
loop implementing Equation 4-4, and other two loops iterating over all the
elements of the input matrices. Since 1950, when this algorithm was proposed,
researchers have tried to improve the efficiency of the operation by reducing
the value ω in the asymptotic complexity of the Matrix Multiplication O(nω).

The purpose of this Section is not intended to study and improve the
matrix multiplication algorithm itself. Instead, an existing parallel version of
the matrix multiplication (called Divide and Conquer Algorithm [Cormen’09])
is picked. It presents features that well fit with implementations over
a heterogeneous MPSoC and permits the use of parameters to tune the
granularity of the parallelization strategy.

The algorithm idea relies on Tile Partitioning (also known as block
partitioning), and it is suitable for every matrix size. For the tests reported in
Section 4.4.6, only square matrices (whose dimensions are powers of two, i.e.,
the shapes are 2n×2n with n∈N) are considered for the sake of simplicity.

In this case, let us consider to tile the two input matrices (A and B) and the
resulting product-matrix (C) as follow:

A =
[

A11 A12

A21 A22

]
, B =

[
B11 B12

B21 B22

]
, and C =

[
C11 C12

C21 C22

]
(4-6)

where Ai j , Bkl , and Cmn are, in turn, all square matrices of identical
dimensions. Then, it results easy to verify that:

[
C11 C12

C21 C22

]
=

=
[

A11 A12

A21 A22

] [
B11 B12

B21 B22

]
=

=
[

A11B11 + A12B21 A11B12 + A12B22

A21B11 + A22B21 A21B12 + A22B22

] (4-7)

with every Ai j Blm being another matrix-matrix multiplication involving two
matrices of smaller size (the half of the original matrices).

The Divide and Conquer Algorithm results especially useful for the
possibility of playing with the size of matrices and the size of sub-matrices.
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In the example proposed above, there was a factor of two among the
dimension of the original matrices and the sub-matrices (respectively 2n and
2n

2 ). However, the dimension factor x in the formula 2n

x can be any x ∈N such

that also 2n

x ∈N.

4.4.3 Dataflow-based Matrix Multiplication Application

The Divide and Conquer Algorithm for matrix multiplication allows DSE
analysis by modifying the size of matrices and sub-matrices. As such, a
static version of the application developed (by using the IBSDF) is designed
and reported in Figure 4-14. The diagram was realized using the graphical
interface of PREESM. A description of the task of the actors and the parameters
composing the network is reported in the following list:

Parameters

• n_cols: number of columns of the input matrices of the algorithm;

• n_rows: number of rows of the input matrices of the algorithm; the
dependency connection shows that this number is derived from the
number of columns: only square matrices are considered;

• dim_div_factor: this number is the dimension-size dividing-factor of
the algorithm. A value of x will divide the size of the input matrices by x;

• tile_dim_size: this value is derived and it is set to be equal to
tile_dim_size= n_cols

x ;

• matrix_size: it contains the number of elements of the matrix. It is
derived by multiplying n_cols×n_rows.

Actors

• matrix_generator_0 and _1: these actors generate matrices of size
n_cols×n_rows. It has no input FIFOs and it generates matrices as
output-tokens;

• matrix_tiling_left and _right: these actors are in charge of tiling the
original input matrices into smaller pieces of size tile_dim_size×
tile_dim_size. It is necessary to have two distinct actors because the
tiling is different depending on the position of the matrices within the
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product: in a multiplication AB, the matrix A will undergo a horizontal-
based tiling while B a vertical-based tiling;

• matmul: it receives matrix-tokens of tile_dim_size×tile_dim_size,
tiled by the previous actors. It performs the atomic multiplication of the
tiles;

• accumulator: Equation 4-7 shows that every tile of the output matrix is
the sum of (several) tile-couples multiplied;

• verification: this actor is thought for validation-purposes. It compares
the results of the implemented Divide and Conquer Algorithm against the
naive implementation of matrix multiplication. In our next performed
tests, it is just a dummy actor that closes the dataflow network and with
no active jobs.

The tests in Section 4.4.6 are carried out by playing with the algorithm’s
parameters and with the number of HW accelerators. The accelerators are
inserted/deleted by the improved description of the architecture through the
S-LAM, as explained in Section 4.2.2.
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4.4.4 Run-Time Reconfigurable Matrix Multiplication

The reconfigurable version of the application developed exploits the reconfig-
uration capability of the PiSDF. Basically, the graph in Figure 4-15 have the
same structure and connections of the graph in Figure 4-14. Only one actor
is added: Reconfig. The actor is part of the Reconfiguration Semantics to be
applied on top of other non-configurable semantics (see Section 4.2.5). It has
two Configuration Output Ports that can set, at run-time, the two Configurable
Parameters of interest: dim_div_factor and n_cols. The other parameters
of the graph are derived from these Configurable Parameters and, in turn, are
reconfigurable too.

During the quiescent points of the graph execution, the only actor Reconfig
is executed: (i) it sets the configurable parameters of the graph and (ii)
changes the HW structure of the target platform using DPR when needed
(proposal discussed in Section 4.2.5). The run-time dataflow manager (in
this example, SPiDER) will be, then, in charge of flattening the graph and
mapping/scheduling the corresponding DAG of the application upon the
already-configured HW architecture.

Following in this chapter, further details of the specific implementation of
this actor are given.
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4.4.5 Experimental Setup

HW Platform

The proposed application has been implemented on the Xilinx Zynq Ultra-
Scale+ XCZU9EG-2FFVB1156 MPSoC included in the ZCU102 Evaluation Kit
[UltraScale’18]. The Processing System (PS) in the device features the ARM
Cortex-A53 64-bit quad-core processor which, in turn, runs a Linux-based OS.
It is also equipped with programmable logic (i.e., an FPGA) for custom designs.

The same board is going to be used for the example use case in the next
Chapter. There, other essential features of the ZCU102 will be highlighted.

Tools and Frameworks Details

The specific Linux-based OS has been created by using the scripts authored by
A. Rodríguez and contained within the open-source repository of the ARTICo3

website [ART’20]. The run-time of ARTICo3 has been enriched using the
functions reported in Section 4.3 for monitoring purposes. The versions of the
tools used are:

• ARTICo3 version 1.3;

• VIVADO version 2017.1;

• PAPI version 5.7.0;

• PAPIFY;

• PREESM version 3.18.1 (the ARTICo3 code printer is embedded within
PREESM).

HW Accelerator Design

A HW accelerator for Matrix Multiplication compatible with the ARTICo3

architecture has already been designed, and it is published in the open-source
repository of ARTICo3 itself [ART’20]. However, the accelerator cannot be used
in the application proposed in this dissertation because it originally accepts
only 64×64 input matrices. Instead, for the purpose above declared, an input
parameter for the size of the square matrix (to be individually processed by
each of the accelerators) must also be considered. Thus, the original code has
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been slightly modified, and it is reported in the snippet Listing 4.3. Also, it is
contained in the open-source repository of this thesis**.

#include "artico3.h"

#define GSIZE (64)
#define LSIZE (8)

A3_KERNEL(a3reg_t FLEXIBLE_gsize, a3in_t a, a3in_t b, a3out_t c
) {

a3reg_init(FLEXIBLE_gsize);
unsigned int i, j, k, i2, j2, k2;

uint32_t a_local[LSIZE][LSIZE];
# pragma HLS ARRAY_PARTITION variable=a_local complete dim=2
uint32_t b_local[LSIZE][LSIZE];
# pragma HLS ARRAY_PARTITION variable=b_local complete dim=1

for (i = 0; i < *FLEXIBLE_gsize; i+=LSIZE) {
for (j = 0; j < *FLEXIBLE_gsize; j+=LSIZE) {

// Initialize accumulator
for (i2 = 0; i2 < LSIZE; i2++) {

for (j2 = 0; j2 < LSIZE; j2++) {
#pragma HLS PIPELINE
c[((i + i2) * (*FLEXIBLE_gsize)) + (j + j2)] = 0;

}
}
for (k = 0; k < *FLEXIBLE_gsize; k+=LSIZE) {

// Copy partial inputs
for (i2 = 0; i2 < LSIZE; i2++) {

for (j2 = 0; j2 < LSIZE; j2++) {
a_local[i2][j2] = a[((i + i2) * (*FLEXIBLE_gsize))

+ (k + j2)];
b_local[i2][j2] = b[((k + i2) * (*FLEXIBLE_gsize))

+ (j + j2)];
}

}
// Perform computation
for (i2 = 0; i2 < LSIZE; i2++) {

for (j2 = 0; j2 < LSIZE; j2++) {

**https://github.com/leos313/flexible_GSZIE_matmul
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#pragma HLS PIPELINE
for (k2 = 0; k2 < LSIZE; k2++) {

c[((i + i2) * (*FLEXIBLE_gsize)) + (j + j2)] +=
a_local[i2][k2] * b_local[k2][j2];

}
}

}
}

}
}

}
Listing 4.3: Implementation of the Matrix Multiplication in HLS for the ARTICo3.

It can be noted that the parameter FLEXIBLE_gsize corresponds to the
size of the matrix tile to be processed. Being FLEXIBLE_gsize one of the
reconfigurable parameters (identified with the name matrix_size within the
dataflow graph in Figures 4-14 and 4-15), it must be set up before a tile
processing. Also, it is important to remark that, for the tests carried out in this
section, the values considered for this parameter are only 8, 16, 32, and 64. All
of them are a power of two (the hypothesis comment in Section 4.4.3).

The entire Vivado project is contained within the same repository. The
resulting HW layout of the FPGA of the Zynq UltraScale+ contains eight slots
and it is shown in Figure 4-16.
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Figure 4-16: FPGA layout with Matrix Multiplication project implemented with
ARTICo3.
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4.4.6 Results and Discussion

For the example, the tests are carried out by changing:

• the number of HW accelerator of the architecture (i.e., changing the
number of PEs in the S-LAM); using the layout reported in Figure 4-16,
the number of slots used can range from one up to a maximum of eight;

• the size of the input matrices to be multiplied. Here, 64×64 and 128×128
matrices are considered;

• the value of the dim_div_factor. Values of 2, 4, and 8 are considered.

As such, the size of the tile matrices to be multiplied by an instance of the
accelerator will change too, according with the three parameter considered.
The number of tile-tile multiplications grows also exponentially by increasing
the value of this parameter. Specifically, the number of smaller matrix
multiplications is connected to the value of dim_div_factor by the following
equation:

t = d 3 (4-8)

being t the number of smaller matrix multiplications to be performed and d
the value of dim_div_factor. Knowing that the values of dim_div_factor
considered are 2, 4, and 8, the number of matrix-to-matrix multiplications to
be carried out will results in 8, 64, and 512 respectively. This amount of matrix
multiplications must be processed among the available slots of the architecture
(decided using the S-LAM).

First, using the monitoring infrastructure proposed, the number of clock
cycles for processing input matrices of different size (when using only one HW
accelerator) is reported in Figure 4-17.

The clock cycles of every slot are automatically measured by the ARTICo3

and stored within the Performance Monitor Registers (one per slot). According
to the definition given in Section 4.3.4, the monitored event CLOCK_CYCLES is
a generic ARTICo3 event and it is not specific to the matrix-multiplication HW
accelerator. The value reported does never change as long as the size of the
input matrix does not change. The diagrammed value is specific to the HW
accelerator created using the HLS reported above.
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Figure 4-17: Clock cycles needed by an HW accelerator to process a matrix
multiplication depending on their size.

64 × 64 Matrix Multiplication

Let us first consider the case of the matrix of size 64×64. Figure 4-18
shows a boxplot of the time necessary for the application to complete the
multiplication when, having a fixed size of the matrix inputs (in this case
64×64) and a fixed value of dim_div_factor (in this case, equal to 8), the
number of HW accelerators used for the computation varies from 1 up to
8 (the maximum allowed). The time-measurements are collected upon one
thousand repetitions and the interquartile range never exceeds the 1% of
median value. As such, it is convenient to use only the median value as
representative of the entire measurements collected. It is deliberately avoided
the report of the boxplots of the all tests. Instead, in Figure 4-19, a comparative
analysis of the 64×64 matrix multiplication is reported for different working
conditions. Specifically, the values of dim_div_factor (part of the PiSDF i.e., of
the application) considered are 2,4, and 8 and the number of HW accelerators
ranges from 1 to 8.
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Figure 4-18: Boxplot of time necessary for performing a 64×64 matrix multiplication
with dim_div_factor = 8. The results are collected considering one thousand
iterations.

Figure 4-19: Comparison of the the time performances for processing a 64×64 Matrix
Multiplication by varying the dim_div_factor and the number of accelerators of the
architecture.
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Some comments and remarks are reported hereafter:

• Always, increasing the number of HW accelerators brings benefit by
reducing the time necessary to complete the multiplication. This
observation is always true whenever the number of tokens is large
enough to feed all the instances of accelerators. On the contrary, when
there are more accelerators than tokens, some of the slots will work on
dummy data: no further acceleration is achieved, and more energy must
be supplied to the FPGA. This is a crucial aspect of a DSE and will be
in-depth analyzed in a complete example within the next Chapter.

• The smaller the time to complete the operation, the rapid the entire
application is. Observing the diagram in Figure 4-19, the best result
is obtained, experimentally, using a dim_div_factor of 2 and the
maximum number of accelerators that the architecture offers. In
fact, when dim_div_factor is equal to 2, eight total matrix-to-matrix
multiplications are automatically generated. They completely feed the
accelerators. Even if Figure 4-17 shows that the time needed by an
accelerator to perform a matrix multiplication increases exponentially
with the size of the matrices, experimentally, it is shown that is better
to use a bigger size for the tile (i.e., smaller dim_div_factor, fewer
multiplications produced and thus also less transference-overhead).

• The boxplots resulting from the experiments show a small interquartile
range around the median value of the measurements. In this situation,
the only median value is meaningful enough for the comments discussed
in this list.

• The clock cycles of Figure 4-17 are exact value. They never change as
long as the size of the matrices does not change too. The HW behavior is
always reproducible and predictable.

128 × 128 Matrix Multiplication

The same analysis is also carried out with input matrices of size 128×128 and
the collected results are show in Figures 4-21. Also for these tests (the size
of the matrix is modified by just action on the PiSDF-parameters n_cols and
n_rows), the results are collected considering one thousand iterations of the
graph. The boxplots (reported in Figure 4-20) show that, again, the median
value of the measurements are representative for all the tests.
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Figure 4-20: Boxplot of time necessary for performing a 128×128 matrix multiplication
with dim_div_factor = 8. The results are collected considering one thousand
iterations.

Figure 4-21: Comparison of the the time performances for processing a 128×128
Matrix Multiplication by varying the dim_div_factor and the number of accelerators
of the architecture.
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By observing Figure 4-21, it can be noted that the best result (in terms of
processing time) is obtained in correspondence of a dim_div_factor of two.
All the remarks relative to the matrix multiplication of size 64×64 are valid also
in the case of the matrix multiplication of size 128×128.

It must be remarked that the experiments do not cover a wide range of
design space. Moreover, the analysis of the power and the energy consumption
of the device performing the computation is missing in this Chapter. The
Matrix Multiplication, in itself, and its parallel-algorithm are not new and thus
not attractive to be deeply studied and analyzed.

Instead, the aim of the experimental results is to show how a DSE is
made easy by using the strategies presented in this Chapter. By playing with
parameters and/or with the architecture, a designer can test many application
solutions with no needs to re-design the entire HW/SW structure. The next
Chapter is wholly dedicated to a DSE of an application where also the algorithm
in itself is a novelty. There, the DSE will be complete and exhaustive, and it will
include power and energy measurements.

For the same reason, the use of SPiDER for run-time adaptation purposes is
in-depth discussed in the next Chapter.

4.5 CONCLUSION

The proposals of Chapter 3 have been improved with the proposals presented
in this one, thus overcoming the limitations discussed.

A new FPGA architecture was studied and adopted to be used for Dataflow-
based application development. The benefits and the details of the architecture
itself have been discussed and analyzed. Specifically, the possibility of
adding/removing PEs on-the-fly using Dynamic Partial Reconfiguration (DPR)
was a key factor for its adoption. The HW infrastructure adopted (namely
ARTICo3) is a slot-based open-source processing architecture that is highly
flexible. The architecture-infrastructure usage is made easy by the ARTICo3

Frameworks that permits:

• to generate the whole RTL system with the user-custom accelerators;

• to generate the bitstreams for the FPGA to be reconfigured;
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• to generate the SW infrastructure to manage transparently the HW
accelerators;

The architecture details given were necessary to explain and formalize how
to map processing into reconfigurable slots.

Firstly, a S-LAM-specification of PE was proposed. It gives the possibility of
describing architecture with a variable number of slots into the FPGA. Then,
the details of how to map the processings of a flattened-PiSDF instance of
an actor into a reconfigurable ARTICo3 slot are proposed and analyzed. As a
result of the strategies, a new code-generator was developed and integrated
into the open-source project of PREESM. To make it possible, the generation
of a Delegate HW thread is proposed and, then, implemented.

The choice of PiSDF to represent the application was pushed by the
possibility of dynamically reconfigure the entire program. Analyzing its
semantics, definitions, and dataflow formalism, it was also proposed a strategy
to perform Dynamic Partial Reconfigurations of the ARTICo3 architecture
during the quiescent points of the graph execution. In this way, application
reconfiguration, as well as architecture reconfiguration, are automatically
supported. They both can be exploited during a Design Space Exploration
phase at design-time or, even, for reacting to new stimuli at run-time.

However, in order for a system to react to face new simulations,
a monitoring method has also been developed. Many SW monitoring
infrastructures already exist and many other custom HW ones. For the purpose
of this dissertation, a unified HW/SW monitoring method has been proposed
and developed for a coherent and transparent tracking of heterogeneous
reconfigurable architecture. It leverages on PAPI, a de-facto standard for low-
level performance analysis. The use of PAPI is made easy by another SW layer,
namely PAPIFY. The strategy and the integration of the tools to allow HW/SW
unified performance analysis are discussed from a high-level point of view and,
also, from the low-level SW and HW point of view.

Finally, a motivating example is presented in the last section. Even if
not academically interesting, the application clearly shows how a Design
Space Exploration is made easy and understandable by applying the proposals
discussed. However, an in-depth exhaustive and detailed DSE is conducted
upon a new and intriguing algorithm that addresses an old problem under
novel reading keys.

To give strength thesis proposals, the ideas and methods have been
integrated into open-source tools, thus giving the possibility to the whole
scientific environment to tests the developed strategies on their own.
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Finally, HW-architecture, SW-layers and all the strategies discussed were
successfully employed within two CERBERO H2020 Tutorial: (i) the CPS
Summer School 2019†† and HiPEAC 2020 in Bologna‡‡.

††http://www.cpsschool.eu/tutorial-cerbero/
‡‡https://www.cerbero-h2020.eu/news-and-events/hipeac-2020/#Session3
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Chapter

5 CASE STUDY: EXPLOITING
MULTI-LEVEL PARALLELISM

In the previous Chapter, a method that combines parameterized Dataflow
Model of Computation (MoC) and the reconfigurable architecture was
proposed. We claim that an exhaustive Design Space Exploration (DSE) is
allowed and made easy in this newly created scenario. For this purpose, in this
Chapter, the method is directly applied to an old but still mesmerizing problem
(attacked and solved from a novel perspective).

In the last 20 years, not only the hardware architectures available on the
market are profoundly changed but also the nature of many famous and widely
used algorithms. So, from one side, there are new paradigms for programming
techniques. On the other side, the algorithms themselves evolve to exploit
better the possibility that devices and programming techniques offer.

In this Chapter, a study of the Inverse Kinematics (IK) problem is
conducted. Starting from its analysis, many solutions are explored from a
literature review. Focusing the attention on an optimization algorithm, a multi-
level parallelization approach is proposed to solve the problem in a real use
case.

The new design methodologies and tools developed within the thesis are
used to unify the modeling of software and hardware partitions of the IK
controller while transparently providing adaptability.

Experimental results show how the proposed parallelism, combined with
hardware acceleration powered by Dynamic Partial Reconfiguration (DPR),
enables the real-time resolution of trajectories with adaptable accuracy using
MPSoC. Specifically, an extensive set of measurements shows the possible
trade-offs among performance-time, energy consumption, accuracy, HW
resources used, and fault-tolerance.

Summarizing, a novel multi-level parallelism approach will be imple-
mented in a heterogeneous MPSoC. The design of the system will be carried
out with the methodologies proposed and explored along the dissertation. The
Pareto frontier that is obtained will graphically show the trade-off possibilities.
Finally, the chance of changing the working point of the whole system (meaning
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the symbiosis of the joint action of HW and SW) enables the possibility of
switching, dynamically, and at run time, between the different operating
modes.

In the last part of the Chapter, the self-adaptation of the system will be
discussed. In order to test this crucial feature, a basic manager is implemented,
which receives inputs from the external world and changes the working point
of the architecture to react dynamically to the harsh environment.

5.1 INTRODUCTION TO THE PROBLEM

Kinematics is one of the oldest branches of the classic mechanics which
mathematically describes the rotational and translational motion of points,
bodies and systems of bodies without consideration of what causes the motion
or any reference to mass, force or torque [Whittaker’88].

The problem considered in this chapter refers to a robotic arm (Fig. 5-1): it
can be seen, schematically, as a system of bodies. A rigid multi-body system
consists of a set of rigid objects, called links, connected together by joints. The
very last point of the joints is also know as end effector.

θ

θ

θ

1

2

3

x

y

END-EFFECTOR 

Figure 5-1: Schematic of a robotic arm (for the sake of simplicity, the drawing is a 2D
arm with just three joints).

In all industrial robot applications, completion of a generic task by a robotic
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manipulator requires the execution of a specific motion prescribed to the
manipulator’s end effector. Every change in the position of an object with
respect to a reference is defined as a motion. Thus, the Kinematics can be used
in two ways in order to obtain/study the motion of a body: Forward Kinematics
(FK) and Inverse Kinematics (IK). The former refers to the use of the kinematic
equations of a robot to compute the position of the end-effector from specified
values for the joint parameters (such as the angle θi in Figure 5-1), and the latter
consists in determining the joint parameters that provide a desired position for
each of the robot’s end-effectors.

These are both well-know problems but also quite different among them.
The FK has normally a unique solution and its success depends on whether
the joints are allowed to perform the desired transformations [Pavešić’17,
Whittaker’88, Paul’81, Sciavicco’12, McCarthy’90]. The IK may have zero,
one or multiple solutions [Aristidou’18]. Mathematically, when the IK target
point cannot be reached, the problem is over-constrained and has no solution
(meaning that a set of joints configuration does not exist for that specific target
point); when multiple solutions are possible for the same target point, the
problem is under-constrained or redundant (multiple joint configuration are
possible in order to bring the end-effector on the desired point). Let’s consider
for instance the example in Figure 5-2: a robotic arm made by only two links.
In order to reach the same point in the x-y plane, two different configurations
are allowed. This is a clear example in which the IK problem has more than one
solution and is called elbow-up/elbow-down case. When the number of links
grows in a 3D space, the complexity of the problem starts to be soon hard to
afford.

x

y

Figure 5-2: A robotic arm made by only two links. In order to reach the same point in
the x-y plane, two different configuration are allowed (elbow-up/elbow-down case).

Let’s consider a robotic arm with n rigid joints like the one shown for
simplicity in Fig. 5-1. For stating the problem only, let’s suppose that the
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position of the joints can be completely described by giving the value of the
column vector θ=(θ1,θ2, ...,θn)T (*). Thus, s, the position of the end-effector in
the 3D space, can be expressed as function of the these angles:

s = f (θ) (5-1)

The function f is the so called FK. Instead, in the IK problem, we are looking
for the specific set of joint angles θ that brings the end-effector to the desired
position sd:

θ = f −1(sd) (5-2)

It should be highlighted that the FK function f is highly not-linear (because
of the presence of many trigonometric functions) and so, really hard to be
inverted.

5.2 KINEMATICS BACKGROUND

The aim of this section is to introduce the convention used for the problem
statement. Also, Some basic definitions are here briefly re-called. The
standard methods used to solve the problem are listed and their main features
highlighted to motivate the new algorithm proposed along with the Chapter.

5.2.1 Forward Kinematics

A rigid multi-body system consists of a set of rigid objects, called links,
connected together by joints. In order to describe the Forward Kinematics (also
know as Direct Kinematics) of rigid bodies, the same notation and terminology
used by [Sciavicco’12] is adopted.

An open kinematic chain is considered as the objective system targeted in
this Chapter. In this case, there is only one sequence of links that connects the
end effector to the fixed part of the robotic arm. Instead, a closed kinematic

*The assumption is always true when the joints are revolute and not prismatic. However,
the more general case is treated in section 5.2.1 using formal mathematical language, and
including all the possible scenarios.
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chain (not considered in this work) refers to a sequence of links that forms
a loop. Let’s also remark that a Degree of Freedom (DoF) of a robotic arm
is traditionally associated to an articulation (i.e. a joint). In this context, an
articulation is described by using a joint variable.

Let’s also mention that an articulation can be a revolute or prismatic
joint. The former allows a relative rotation around a single axis while the
latter permits an extension/retraction of the joint along a single axis. In both
cases, the joint has only one DoF: the angle of rotation in the first case; the
displacement in the last case. A more complex mechanical structure such as
a ball-and-socket joint (also known as spheroid joint) has two DoFs. However,
the problem can always be decomposed in a serial succession of single DoF
joints where the joint-length is zero when necessary [Balasub.’11].

Considering the trivial example given in Figure 5-1, a robotic arm composed
by three links and joints drawn in a 2D space, the FK can be performed by
applying basic trigonometric notions. This naive procedure can always be
applied. However, when the number of links grows, the analysis can become
extremely complex and can easily lead to calculation errors.

To overcome this problem a systematic, general and iterative method was
introduced in 1955 by Denavit and Hartenberg [Hartenberg’55, Hartenberg’64].
Nowadays, this is a de-facto standard and is the most popular approach
for selecting frames of reference in robotics applications. Following, a brief
introduction to the convention is given.

5.2.2 Denavit-Hartenberg Convention

A common way for mathematically describing the FK is by using the
Denavit-Hartenberg Convention. Four parameters are defined (see details in
[Balasub.’11]) for every couple joint-link as shown graphically in Fig. 5-3*:

• ai : distance along xi from Oi to the intersection of the xi and zi−1 axes;

• αi : the angle between zi−1 and zi measured about xi ;

• di : distance along zi−1 from Oi−1 to the intersection of the xi and zi−1

axes. di is variable if joint i is prismatic. Otherwise, it is a constant;

• θi : the angle between xi−1 and xi (measured about zi−1). θi is variable if
joint i is revolute. Otherwise, it is a constant;
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Figure 5-3: The four parameters of classic DH convention are shown in red text, which
are ai , αi , di , θi . With those four parameters, we can translate the coordinates from
the origin Oi−1 to the origin Oi .

Every set of this joint parameter is indicated with qi . Using them,
it is mathematically demonstrated [Hartenberg’55, Hartenberg’64] that a
Transformation Matrix Ai−1

i that brings the origin of the frame from Oi−1 to
Oi is equal to:

Ai−1
i =


cosθi − sinθi cosαi sinθi sinαi ai cosθi

sinθi cosθi cosαi − cosθi sinαi ai sinθi

0 sinαi cosαi di

0 0 0 1

 (5-3)

The four parameters are known as Denavit-Hartenberg parameters (in short
just DH-parameters and, as already mentioned, are indicated with qi ).

Given an open chain of n+1 links connected by n joints (where every
joint i is associated with a frame with origin Oi as shown in Fig. 5-4),
it is mathematically demonstrated (see for details [Sciavicco’12]) that the
coordinate transformation that gives the position and the orientation of the
frame n with respect to frame 0 is given by the equation:

T 0
n(q) = A0

1(q1)A1
2(q2) . . . An−1

n (qn) (5-4)

*The image is originally created by Ollydbg and shared in
https://en.wikipedia.org/wiki/Denavit-Hartenberg_parameters.
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Figure 5-4: Coordinate transformations in an open kinematic chain. Every joint i is
associated with a frame with origin Oi .

With this mathematical and mechanical background, we can state that the
FK of a generic robotic arm is completely described given the DH-parameter
of the structure. For the tests presented in the results part of this Chapter,
the WidowX robotic arm is considered [Robotics’20]. Two photos of the
arm are reported in Figure 5-5 where a joint with a fixed 90 degree angle is
highlighted with red circles. The DH-parameters of the WidowX robotic arm
are summarized in Table 5-1.

Figure 5-5: WidowX Robotic Arm [Robotics’20].
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Table 5-1: DH parameters for WidowX robotic arm.

i ai (cm) di (cm) αi (rad) θi (rad)
1 0 0 π

2 θ1

2 15 0 −π θ2

3 5 0 0 π
2

4 15 0 0 θ4

5 15 0 0 θ5

The variables in Table 5-1 only depend on the θi angles so we can replace
qi with θi . Hence, the FK equation 5-4 of the robotic arm used in this Chapter
can be written as:

T 0
5(θ) = A0

1(θ1)A1
2(θ2)A2

3(θ3)A3
4(θ4)A4

5(θ5) (5-5)

It must be noted that θ3 = π
2 is not a variable but a constant value. Within

Equation 5-5, the matrix A2
3(θ3) cannot be ignored but used just as a constant

matrix with all fixed values. Its inclusion is fundamental for the complete
description of the arm movement because this joint has its proper length.

5.2.3 Inverse Kinematics

The IK problem captured the attention of researchers and scholars for
many years as it has a substantial impact on many areas such as robotics,
engineering, computer graphics [Aristidou’18], and video games [Lander’98].

The IK problem is, as the name itself suggests, the inverse problem of the
FK, that has been discussed so far. Solving the IK problem means to find a set
of joint parameters that brings the end-effector of the robotic arm in the target
point of the 3D Cartesian space (equation 5-2). It has been already observed
(and it is here remarked) that, given a target point sd , the problem can have zero
solutions, one solution, a finite set of possible solutions, and infinite solutions
[Sciavicco’12].

The problem is old such as the entire Robotic field is. Over the years, many
solutions were proposed, and, following, the main categories are analyzed by
remarking some of their benefits and drawbacks.
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Analytic Solution to IK

Let’s first observe that FK discussed in section 5.2.1 (and described by the
equation 5-5) contains many transcendental functions (all the trigonometric
function are indeed trascendental). This characteristic makes the FK highly
non linear and, thus, really difficult to be inverted, as the solution of the IK
requires.

Starting from this consideration, it is possible to divide the IK problem set
into two subsets: the ones where an analytical close form for the IK has been
found (mathematecally proved) and the others where still no analytical close
form has been found so far.

Sciavicco, in [Sciavicco’12], proposes the analytical solution for a few easy
problems such as a Three-link Planar Arm, a Manipulator with Spherical
Wrist, a Spherical Arm, and a Spherical Wrist. However, he also observes
that computation of closed-forms requires a (i) geometric intuition (ability to
find points and geometric structures with respect to which is convenient to
express orientations and positions) and/or a (ii) algebraic intuition (ability to
find significant equations and algebraic relations for simplifying the solution of
the problem).

The research community is quite active on this field and new solutions can
be found in literature for known robotic structures: in [Gan’05] a complete
analytical solution to the IK of the Pioneer 2 robotic arm is demonstrated while
in [Kofinas’13] a complete analytical IK for the Aldebaran NAO. In [Manocha’94,
Raghavan’93], the authors propose the closed-form solution for a six-revolute
(6R) jointed manipulators (six rotary DoFs). A review of these methods is given
by Craig in [Craig’18]and in the Ph.D. thesis written by Diankov in [Diankov’10],
where it is also proposed the use of ikfast, a tool for “automatic generation
of a minimal analytical inverse kinematics solver using an algorithmic search-
based approach”.

One of the characteristics of analytic solutions is to have a low computa-
tional cost in comparison with motion planning solutions. Usually, they do
not suffer of singularity problems and offers a reliable global solution. Besides,
they are faster in comparison with numerical/iterative solutions [Aristidou’18].
However, they often fall into local minima and are mainly used for solving
simple structure with few DoF. The most important reason that bring the
attention on other type of IK solvers is that “(analytical methods) are not
scalable enough to meet the demands of modern computers” [Aristidou’18]
and are not easily implementable on modern MPSoCs.
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Numerical Solutions to IK

When an analytical close-form solution to the IK problem does (still) not exits,
other numerical techniques can be used to find the set of joint parameters that
satisfy the equation of kinematics. The numerical methods are all of those that
require a certain number of iterations to reach a satisfactory solution. This is
also the reason that makes them known as iterative methods.

A consistent branch of the numerical solutions for the IK is covered by the
Jacobian-based methods. It consists in defining a matrix J of partial derivatives
of the whole robotic chain with respect to the joint parameters (in our case
with the respect to θi ). In this case, the Jacobian solutions offer a linear
approximation of the problem.

To formally define the Jacobian matrix†, let us consider a robotic arm with
n number of joints (Fig.5-6).

s0

s1

s2

s3

Figure 5-6: Example of a robotic arm with n=3 joints. With si , the position of the i−th
end effector is indicated.

Having n joints means also to have n end effectors, each of them will occupy
a position in the 3D space that is indicated with si . Thus, the vector of the
position of the end effectors can be written as

s = (s0, s1, ..., sn)T (5-6)

Each si is a vector of coordinates in the 3D space R3. Indicating with θ=
(θ1,θ2,...,θn)T the vector of joint parameters, the equation of the FK is expressed
by the following:

†In the problem formulation, the same notation used in [Aristidou’18] and in [Buss’04] is
used.
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s0

s1
...

sm

 =


f0(θ)
f1(θ)

...
fm(θ)

 (5-7)

Note that Equation 5-1 is just the last row of the equation 5-7 and expresses
only the position of the last end effector of the entire chain. This is the general
form where m number of total end effectors can be considered while n is the
number of joints. Generally, m and n may not be equal.

Assume, now, that all the joints perform an infinitesimally small displace-
ment, represented by δθi . This joint movement will produce an infinitesimal
variation of δsi . If the set of equations in 5-7 is re-written considering
infinitesimal small displacements, it is possible to obtain the following:

δs0 = ∂ f0
∂θ0

δθ0 + · · · + ∂ f0
∂θn

δθn

δs1 = ∂ f1
∂θ0

δθ0 + · · · + ∂ f1
∂θn

δθn

...

δsm = ∂ fm
∂θ0

δθ0 + · · · + ∂ fm
∂θn

δθn

(5-8)

The equation 5-8 can be compactly re-arranged in:

δs =


∂ f0
∂θ0

. . . ∂ f0
∂θn

∂ f1
∂θ0

. . . ∂ f1
∂θn

...
. . .

...
∂ fm
∂θ0

. . . ∂ fm
∂θn

δθ (5-9)

The matrix in the above relationship is called Jacobian and is a function of
the joint parameters θ:

J (θ)m×n ≡ ∂ f

∂θ
(5-10)

For the sake of completeness, note that the Jacobian matrix is also used
to establish a relation between the velocities of the arm in joint and Cartesian
space. In fact, dividing both side of the equation 5-9 by a small time intervall
(i.e. differentiate with respect to time), the following equation is obtained:
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ṡm×1 = J (θ)m×nθ̇n×1 (5-11)

All the Jacobian methods try to solve the IK by iteratively changing the
configuration of the entire chain. At each step, the position of the end effectors
will get closer to the target point.

Suppose that the target position of the end effector is given by the vector
t and we want to reach the position with a predetermined tolerance given by
the vector e. For the definition of these vectors, the following equation can be
written:

e = t − si (θ) (5-12)

Then we attempt to find the values of the vector θ which minimize the error
e. With small changes of δθ, it is possible to approximate the change in the
position of the end effector with δs ≈ Jδθ by using the Jacobian matrix. The
changes in θ can be so estimated by solving δθ ≈ J−1e. The problem when
using the Jacobian is due to the matrix itself: it is not guaranteed that is neither
square matrix nor invertible. Several methods were proposed in literature
(two interesting surveys on the topic can be found in [Aristidou’18, Buss’04])
to solve the problem using the Jacobian. Some methods try to improve the
convergence, other the stability, some others suffer of singularity problems.

For the context of the new proposed approach to solve IK, a derivative-free
method is highly desired as it avoids possible singularity problems.

Apart Jacobian-based methods, there are other numerical solutions which
do not need the approximation of functions’ derivative. Literature examples
are Newton-based solutions [Nocedal’06] and heuristic methods [Ayyıldız’16,
Dereli’20]. In particular, the heuristic ones are based on human intuition
and empiric evidence instead of following a clear, rational path. The method
exploited for the problem solution of this Chapter can be classified under this
last subset.
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5.3 DERIVATIVE-FREE OPTIMIZATION
METHOD

In this Section, the problem addressed is formalized to justify the method
adopted for its resolution.

We propose considering the IK as a mathematical optimization problem,
whose goal is to determine the values for the joint angles that minimize the
difference between the expected and the real position of the end-effector.
Therefore, the FK robot equations, which return the position of the end-effector
using the joint angles as the input, is the cornerstone part of the cost function
to be optimized.

5.3.1 Problem Statement and Formalization

As has already been mentioned, the problem is approached by using the
Nelder-Mead iterative optimization method. Before describing it, the IK
function to be optimized is formally defined. The inputs of the function are:

• The final point (or target point) that the robotic arm needs to reach (the
position, in Cartesian coordinates, of the end-effector in a 3D space).

Let us call it sfin= (x f , y f , z f ).

• The initial set of the arm parameters. Having the set of the joint lengths
fixed on a given robotic arm, the only variables to be considered are the
angles of the rigid joints themselves.

Let us call them θi ni t = (θ1,θ2, ...,θn)T , where n is the index of the joint
angle.

• The maximum error ξ allowed on the Euclidean distance between the
target point sfin and the reached point sreac, with sreac=(xr , yr ,zr )= f (θ∗).

In turn, the output of the algorithm is a set of arm parameters θ∗ =
(θ∗1 , θ∗2 , ..., θ∗n)T that bring the end-effector as close as possible to the desired
3D space coordinates so that:

d(sfin, sreac) < ξ (5-13)

where the function d(sfin,sreac) is the Euclidean distance between sfin and sreac.
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5.3.2 Nelder-Mead Simplex Algorithm

In order to better understand the ideas beyond the parallelization of the well-
know and largely-used optimization algorithm, a detailed description of the
Nelder-Mead algorithm is reported. The observations highlighted during the
algorithm explanation will ease the understanding of the proposed strategy.

The Mathematical Optimization (also known as Mathematical Program-
ming‡) is the branch of Mathematics that deals with the Optimization
Problem [Strayer’12]: given a criterion, these techniques select the best
elements from a set of possible alternatives.

The optimization problem, in the simplest case, consists on finding a set
of inputs that minimize an objective function. Given the objective function
(hereafter called cost function):

f : Rn → R (5-14)

The purpose is to find x0=min f (x):

x0 = {x0 ∈ Rn | f (x0) < f (x),∀x ∈ Rn} (5-15)

being n the number of parameters of the cost function to be optimized. It
should be mentioned that the domain space A may be a subset of the Rn (i.e.,
A⊂Rn).

Such techniques are also commonly used for finding local minima of cost
functions. A local minimum of the function is the element x∗∈A for which there
exists some δ>0 such that

f (x∗) < f (x), ∀x ∈ A, where ‖x − x∗‖ ≥ δ (5-16)

This is a crucial problem in many fields of the real-life world and an
enormous amount of literature can be found over centuries of develop-
ment [Venter’10, Floudas’19] starting from the calculus-based formulae for
identifying optima (proposed by Fermat and Lagrange) and the iterative
methods for moving towards an optimum (proposed by Newton and Gauss).

The Nelder-Mead algorithm is one of the iterative methods (a subclass
of the optimization methods) firstly proposed [Nelder’65]. It belongs to the

‡In this context, the word “Programming” is used as a synonym for optimization, where no
direct connection with the Computer Programming is meant.
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more widely class of direct search methods [Lewis’10]. Hooke and Jeeves
define a direct search method as “a sequential examination of trial solutions
involving comparison of each trial solution with the best obtained up to that
time together with a strategy for determining what the next trial solution will
be” [Hooke’61]. The Nelder-Mead algorithm is one of this method and it is base
on the Simplex Theory. Before going into the details of the algorithm, let’s start
by defining what a Simplex is and what a Vertex is.

Definition 5.1. A Simplex S in Rn is the convex hull of n+1 vertices vi:

S = {vi}i=1,n+1 (5-17)

where every vi ∈Rn is a vector of n coordinates within the domain space, also
called vertex.

The Simplex can, so, be thought as a set of inputs for the function (5-14) to
be optimized. Each vertex vi is associated with a function value:

fi = f (vi) for i = 1, n (5-18)

As already mentioned, the goal of the method is to solve an unconstrained
problem:

min f (x) (5-19)

where x∈Rn and n is the number of the parameters of the cost function to be
optimized that is defined as f : Rn →R. The iterative algorithm is so based on
updating the Simple S which has n+1 elements (called vertex) S = {vi}i=1,n+1.
The algorithm is quite simple and the general steps can be so summarized:
an initial simplex S is constructed (a set of possible guessed solutions of the
problem); the Simplex is then updated at every step of the method by choosing
vertices that better approximate the sought value; the iterations end up when a
termination criterion is met.

Given an initial Simplex S, n+1 vertices are so given; the first step of the
algorithm consists in calculating and sorting the cost function in every vertex:

f (v1) ≤ f (v2) ≤ ... ≤ f (vn) ≤ f (vn+1) ⇒ f1 ≤ f2 ≤ ... ≤ fn ≤ fn+1 (5-20)

In that way is clear that the best* point (i.e. vertex with the smallest cost
function value) of the Simplex is automatically defined as v1 while the worst
point of the vertex is vn+1.

*“Best” point because the purpose is the minimization of the function and, in that point,
the function has the lowest value.

177



CHAPTER 5. CASE STUDY: EXPLOITING MULTI-LEVEL PARALLELISM

In order to understand how the Simplex is updated, it is necessary to define
some basic operations extensively used in this method.

Definition 5.2. Given a finite set of k points x1,x2, ...xk−1,xk ∈Rn , the Centroid is
defined as

x0 := x1 + x2 + ... + xk−1 + xk

k
=

k∑
j=1

x j

k
(5-21)

From now on, we are going to identify the vertices of a simplex with the
symbol x to remark that such vertices are also possible solutions of the problem
stated in 5-19. The definition of the Reflected Point of the Simplex is done with
respect to the Centroid point.

Definition 5.3. Given a Simplex defined as S = {xi}i=1,n+1, the first best n points
are considered (i.e., only the worst point is excluded). The centroid of the set of
the points considered, using Def. 5.2, is

x0 = x1 + x2 + ... + xn−1 + xn

n
(5-22)

Then, the reflected point is defined as follows:

xr := x0 + α(x0 − xn+1) (5-23)

where α>0 is a parameter of the Nelder-Mead method (in most of implementa-
tions is α=1 [Singer’04, Singer’09]).

It is worth to note that the centroid is calculated by excluding the worst
point. The reflected point is the worst point of the Simplex with respect to the
centroid just calculated.

Similarly, Expansion, Contraction and the Shrink operations are defined:

Definition 5.4. Given a Simplex S = {xi}i=1,n+1, its centroid x0 and its reflected
point xr , the expanded point is defined as follow:

xe := x0 + γ(xr − x0) (5-24)

where γ>α is a parameter of the Nelder-Mead method (typically γ=2).

Definition 5.5. There are two different kinds of contraction with respect to the
centroid:

1. Contraction Outside:
xco := x0 + β(xr − x0) (5-25)
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2. Contraction Inside:
xci := x0 + β(xn+1 − x0) (5-26)

where 0<β<1 is a parameter of the Nelder-Mead method (typically β= 1

2
).

Definition 5.6. Given a Simplex S = {xi}i=1,n+1, the n new vertices for the
following iteration are calculated by shrinking it as follows:

x̄ j := xl + δ(x j − xl ) for j = 0, ..., n with j 6= i (5-27)

where 0<δ<1 is a parameter of the Nelder-Mead method (typically δ= 1

2
).

Given the previous definitions, the Nelder-Mead algorithm can be seen
as a systematic update of the worst vertex of the simplex, following the rules
described in Algorithm 1. The new calculated simplex is the input to the
subsequent iteration of the recursive algorithm.

The simplex update process ends when any of the following conditions are
met:

1. the best solution/vertex falls below a predefined quality threshold.

2. the simplex reaches a minimum size limit, in which the vertices of the
simplex are too close.

3. a maximum number of iterations is reached without achieving one of the
two previous conditions.

When the Nelder-Mead algorithm terminates with the condition (3) of
the previous list, some authors (Butt in [Butt’17], Kelly in [Kelley’99], and
O’Neil in [O’Neill’71]) propose to restart the algorithm. This technique and its
implications are analyzed in Section 5.5.2.

A geometrical interpretation of the Simplex is given in Fig. 5-7: a Simplex
S={x1,x2,x3,x4} defined inR3. According to the definitions, x0 is the centroid of
the segment made by the first best three points x1, x2, and x3. xr is the reflection
of the worst point with respect to the centroid. xe , xco , xci are respectively
the expansion, the contraction outside and the contraction inside. The little
tetrahedron on the right side is the new shrunk Simplex.

The description of a well-know, extensively-studied and widely-used
algorithm was necessary to highlight crucial idea beyond the parallelization
described in this Chapter.
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Algorithm 1: Original Nelder-Mead Algorithm [Nelder’65]

Input: Initial simplex S= {xi}i=1,n+1

Output: The minimum of the objective function under test
1 Compute an initial simplex S0

2 S←S0

3 while σ(S)> tol do
4 Sort the vertices of S {Eq. 5-20}
5 Compute x0 {Eq. 5-21}
6 Compute xr {Eq. 5-23}
7 fr ← f (xr )
8 if fr < f1 then
9 Compute xe {Eq. 5-24}

10 fe ← f (xe )
11 if fe < fr then
12 Substitute xn+1←xe {Accept Expansion}
13 else
14 Substitute xn+1←xr {Accept Reflection}

15 else if f1< fr < fn then
16 Substitute xn+1←xr {Accept Reflection}
17 else if fn < fr < fn+1 then
18 Compute xco {Eq. 5-25}
19 fco ← f (xco)
20 if fco < fr then
21 Substitute xn+1←xco {Accept Contraction Outside}
22 else
23 Compute xi ←x1+δ(xi−x1) for i =2, ..., (n+1) {Eq. 5-27}
24 fi ← f (xi ) for i =2, ..., (n+1)

25 else
26 Compute xci {Eq. 5-26}
27 fci ← f (xci )
28 if fci < fn+1 then
29 Substitute xn+1←xci {Accept Contraction Inside}
30 else
31 Compute xi ←x1+δ(xi−x1) for i =2, ..., (n+1) {Eq. 5-27}
32 fi ← f (xi ) for i =2, ..., (n+1)

33 Update simplex S

34 return x1 the best vertex of the last simplex
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x1

xr

xe

xci

Shrunk
xco

x0

x2

x3

x4

Figure 5-7: A geometrical interpretation of a Simplex in R3.
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5.4 RELATED WORKS

A selection of works related to the implementation of IK solvers and the
parallelization of the Nelder-Mead algorithm are reported in this section. Then,
the main differences with our proposal are highlighted.

5.4.1 Parallel Inverse Kinematics Solvers

The earliest solvers proposed for the inverse kinematics problem were vari-
ations of Jacobian-based methods running sequentially on microprocessors.
Later on, the release of GPUs and MPSoC platforms enabled solutions that
exploit parallelism at different levels, as discussed next.

Concerning GPU-based solutions, it must be mentioned the work in
[Harish’16], where authors propose solving the IK problem adopting a parallel
version of the Damped Least Squares (DLS) optimization algorithm. Xiaoyan
et al. follow the same approach in [Xiaoyan], where an IK solver based on a
parallel version of the Cycle Coordinate Descent (CCD) optimization algorithm
is described. In this case, authors assume that the joint positions can be
calculated independently from their previous positions, thus allowing the
parallel calculation of all the positions simultaneously. This method introduces
an error in the trajectory, which is mitigated by a damping factor. The number
of threads executed in parallel is, at most, equal to the maximum number
of joints of the arm. In [Aguilar’11], the authors propose a CUDA-based
approximate solver based on a parallel genetic algorithm. An annealing particle
filter that allows the exploration of several IK solutions in parallel is presented
in [Lehment’10]. An alternative approach is described in [Farzan’13]. Their
strategy is to inject white noise on the Jacobian matrix of the robot and then
evaluate all the possible evolutions of the matrices selecting the best path to
reach the desired configuration of the end-effector. Solutions based on GPUs
are capable of exploiting the parallelism of the IK algorithms, but with a lower
power efficiency when compared to FPGAs. In the particular case of the works
selected in this section, high-end GPUs have been used, as shown in Table
5-2. These devices are not appropriate to be used as platforms for embedded
systems.

In the literature, some other works propose using custom accelerators on
FPGAs to implement the computing demanding sections of IK solvers. A good
example is shown in [Hildenbrand’08], where an analytical solver based on
Conformal Geometric Algebra (CGA) is proposed. CGA is a mathematical
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framework widely used in computer graphics. The proposed accelerator
executes dataflow graphs extracted from the IK analytical equations. A similar
approach is followed in [Gac’12], where the authors propose a hardware co-
processor to accelerate computing-intensive mathematical operations in the
IK analytical solution. Also, Köpper and Berns in their proof-of-concept
work [Köpper’17] propose the realization of a hardware accelerator for solving
the IK using the method called Integrated Behaviour-Based Control (iB2C). In
all these works, parallelism is limited to the spatial distribution of the solver
datapath throughout the programmable logic. However, neither algorithmic
parallelization nor multi-accelerator solutions have been exploited in FPGA-
based solutions.

Table 5-2 summarizes the main features of the state-of-the-art works
described in this section and their comparison with the proposed system. It
is worth noting that, in this paper, we bring together multiple parallelization
strategies: the intrinsic hardware parallelism offered by the FPGA is extended
with a multi-accelerator arrangement, and combined with a two-level
algorithm parallelization. To the best of author’s knowledge, the proposed
solution is the only one providing adaptability at run time. Our implementation
targets specifically MPSoC, which are more suitable for the embedded domain
than high-end GPUs.
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5.4.2 Previous Works on Nelder-Mead Parallelization

Different parallelization strategies have been proposed in the literature for
the Nelder-Mead algorithm. Most significant examples are reported next,
highlighting the main differences with the approaches proposed in this thesis.

A parallel version of the Nelder-Mead algorithm was proposed by Lee et
al. in [Lee’07], targeting multiprocessor implementations. Essentially, given a
function with j variables (i.e., vertices) and p processors (with j >p), it assigns
to each processor the calculation of one vertex for the new simplex. This way,
every algorithm iteration updates the simplex with p new vertices (instead of
one, as it happens in the classical sequential algorithm). To make it possible,
the authors propose considering only ( j−p) vertices to calculate a new vertex
by each processor. This strategy alters the original algorithm and introduces
an error that must be evaluated for the specific function to be optimized.
This parallelization strategy was improved in [Klein’14] by proposing the
update of a local copy of the worst vertex for each processor, thus reducing
the communication cost in a context of distributed memory architectures.
Differently, the parallel version of the Nelder-Mead algorithm proposed in this
work does not alter the algorithm’s original behavior. Additionally, we provide
a solution that targets heterogeneous MPSoCs: clusters of powerful processors
are not suitable for data processing in the embedded domain.

In [Mariano’13], the speculative execution of some essential functions of the
algorithm on an FPGA is proposed. Fundamentally, in the hardware version
proposed by Mariano et al., all the decision paths of the algorithm are computed
in parallel. Then, at the end of the computation, a multiplexer selects the
right output based on a proposed classification of the reflection point quality,
called the Reflection Vertex Test. It consists in classifying the reflection point
as good, very good, weak, very weak. This preliminary step produces an output
that selects the Nelder-Mead path with a multiplexer. In their proposal, not
only the cost function, but the whole iteration of the algorithm is implemented
in HDL targeting its implementation on FPGA. However, in the experimental
results reported, the critical path on the FPGA logic leads to a maximum clock
frequency of 3.6 MHz, which prevents its usage in real applications. Differently
to this work, we propose rearranging some of the Nelder-Mead operations to
allow the parallel evaluation of the cost function of multiple vertices at the same
time. This way, only the cost function is offloaded onto the FPGA, instead of the
whole Nelder-Mead algorithm.

Recently, machine learning techniques were also applied to accelerate
the Nelder-Mead method by parallel predictive evaluation, such as the work
in [Ozaki’19]. Here, the authors use a Gaussian process regression model

185



CHAPTER 5. CASE STUDY: EXPLOITING MULTI-LEVEL PARALLELISM

[Rasmussen’03] as a surrogate of the real target function, and then perform a
Monte Carlo Simulation to determine the candidate points to be speculatively
evaluated. This approach is not suitable to be implemented in embedded
systems due to the high computational capability required by the Monte Carlo
Simulation.

In this thesis work, a new version of the Nelder-Mead is proposed.
Differently from other state-of-the-art alternatives, it is demonstrated that the
result is not altered by the rearrangement of the speculative execution of the
basic algorithm operations. Additionally, it is provided a high-level description
of it by using the dataflow MoC. A custom hardware accelerator is designed
using commercial tools to implement the cost function to be optimized. The
tests are performed on an embedded MPSoC, providing run-time adaptation
and scalability.

Table 5-3 provides a summary of the discussed existing methods.

Table 5-3: Comparative of Existing Works on the Parallelization of Nelder-Mead
Algorithm.

Method Target Platform
Application
Description

Hardware
Acceleration

Adaptation

[Lee’07] Workstation
Imperative
Language

No Yes

[Klein’14] CPU-cluster
Imperative
Language

No No

[Mariano’13] FPGA HDL Yes No

[Ozaki’19] Workstation
Imperative
Language

No No

Proposal MPSoC
Dataflow

MoC
Yes Yes
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5.5 MULTI-LEVEL PARALLELISM

As said before, IK is a well-known problem in robotics, which aims at
determining the joint angles that make the end-effector of the robot reach
a given position. If the robot operates in a space without obstacles and the
application does not require the arm to follow a specific trajectory, it would be
enough to solve a single instance of the IK to obtain the set of angles that brings
the end-effector to the target point in space. However, in various applications,
such as surgery [Schreuder’09, Sugimoto’11] or industrial scenarios [Heyer’10,
Shi’12], it is necessary to meticulously control the trajectory as explained in
[Gasparetto’12, Siciliano’10]. In those cases, the expected path is discretized,
and multiple IK calculations are carried out to guarantee that the end-effector
goes through every intermediate point on its way from the origin to the
destination. Moreover, robots may operate on dynamic environments, in
which the trajectory cannot be planned offline. Hence, all the intermediate
IK calculations must be carried out while executing each movement. The
higher the number of points sampled from the trajectory is, the lower is the
error compared to the desired movement, but also higher the number of
computations to be carried out at run time will be.

For this purpose, a two-level algorithmic parallelization strategy for an
inverse kinematics solver based on Nelder-Mead is proposed. The Nelder-
Mead is an iterative numerical optimization method based on the simplex
concept, which has been modified in this work to enable the evaluation of the
cost function in multiple vertices of the simplex simultaneously. Additionally, a
novel strategy is proposed to define the initial conditions for each IK problem,
which allows executing multiple points of the trajectory in parallel. This
number can be changed at run time, providing inherent scalability and trading
it off with the roughness of the movements and power consumption.

Also, the algorithmic parallelism is supported by a variable number of
parallel instances of a custom hardware accelerator, designed to be compliant
with the ARTICo3 architecture. The adaptive hardware-based acceleration
approach supports the real-time scalability demanded by the algorithms in
heterogeneous MPSoCs.

The two next Subsections show both parallelization levels, Nelder-Mead
method itself and the strategy of considering multiple trajectory point.

Finally, the design of the entire system (the HW and the SW part together)
is carried out using the Dataflow strategy proposed in the previous thesis’
Chapters.
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5.5.1 Proposal of Parallelization at the Nelder-Mead Method
Level

The first strategy proposed to parallelize the inverse kinematics solver is
application-independent and focuses on the computation of the Nelder-Mead
method. In particular, we propose the modification of the algorithm to evaluate
the cost function in the multiple vertices of the simplex in parallel.

In the baseline Nelder-Mead algorithm (described in Algorithm 1), most
of the computing time is spent in evaluating the cost function in every single
vertex of the simplex. The more complex the function to be optimized
is (like in the forward kinematics), the higher the computational cost of
the algorithm becomes. The rest of the operations of the algorithm are
straightforward, including comparisons and equations (5-23) and (5-26), which
have a complexity of O(n), where n is the number of elements in the vertex.

It is not possible to predict the latency of each outer loop iteration of the
algorithm (lines 3 to 33 of Algorithm 1), as well as the number of cost function
evaluations. This is due to the different execution paths the algorithm may
follow. In the best case, the expanded point calculated is accepted after just
two function evaluations (line 12 of Algorithm 1). In the worst case, a shrink of
the whole simplex may be performed; it implies four cost function evaluations
followed by a massive contraction of n vertices and, consequently, n extra
function evaluations. Therefore, the highest computational cost (in terms of
numbers of cost-function evaluations) occurs when the shrink operation has
to be performed (shown in Algorithm 2).

Algorithm 2: Shrink Operation in the Original Nelder-Mead Algorithm
(lines 23-24 and 31-32 of Algorithm 1)

Input: Initial simplex S= {xi}i=1,n+1

Output: A new simplex where all the vertex are shrunk towards the best
point x1

1 for i ←2 to n+1 do
2 Compute xi ←x1+δ(xi−x1)
3 fi ← f (xi )

4 return Shrunk Simplex

By focusing on the shrink operation, it must be noticed that every iteration
within the loop (line 1 of Algorithm 2) does not depend on the previous one. In
other words, every iteration of this loop can be performed independently of the
others. Thus, the algorithm can be rewritten, as shown in Algorithm 3.
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Algorithm 3: Proposed Parallel Shrink Operation for the Nelder-Mead
Algorithm

Input: Initial simplex S= {xi}i=1,n+1

Output: A new simplex where all the vertex are shrunk towards the best
point x1

1 do in parallel
2 Compute x2←x1+δ(x2−x1)
3 ...
4 Compute xn−1←x1+δ(xn−1−x1)
5 Compute xn ←x1+δ(xn−x1)

6 do in parallel
7 f2← f (x2)
8 ...
9 fn+1← f (xn+1)

10 fn ← f (xn)

11 return Shrunk Simplex

Further optimizations can be derived from the following observations:

1. The reflected point (see equation (5-23)) depends on the centroid and the
vertices of the initial simplex.

2. The expanded point also depends on the centroid and the vertices of the
initial simplex. In fact, replacing equation (5-23) within equation (5-24):

xe = x0 + γ(xr − x0)

= x0 + γ(��x0 + α(x0 − xn+1) −��x0)

= x0 + γα(x0 − xn+1)

(5-28)

3. The contracted points also depend on the centroid and the vertices of the
initial simplex. Replacing (5-23) with the original expression in (5-25):

xco = x0 + β(xr − x0)

= x0 + β(��x0 + α(x0 − xn+1) −��x0)

= x0 + βα(x0 − xn+1)

(5-29)

Based on the previous considerations, the new parallelization strategy is
proposed. It consists of changing the order of the algorithm’s operations to
a priori compute all the possible new vertices in Algorithm 1. Therefore,
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the centroid, the reflected point, the expanded point, the contraction-outside
point, and the contraction-inside point are all calculated over vertices of the
initial simplex S = {vi}i=1,n+1, independently from each other. Hence, all these
operations can be potentially executed in parallel. Once the initial evaluations
are carried out, the rest of the iteration is reduced to computing simple
operations, such as comparisons and substitutions. Finally, the simplex is
updated at the end of the iteration. This way, it is possible to rewrite the Nelder-
Mead Algorithm, as shown in Algorithm 4.

It is worth noting that the proposed strategy is applicable whenever
the Nelder-Mead algorithm is used, resulting in particularly convenient
implementations when combined with hardware acceleration. It does not
depend on the particular function to be optimized, so it is not restricted to the
inverse kinematics problem tackled in this work.

190



5.5. MULTI-LEVEL PARALLELISM

Algorithm 4: Proposed Parallel Nelder-Mead Algorithm

Input: Initial simplex S= {xi}i=1,n+1

Output: The minimum of the objective function under test
1 while σ(S)> tol do
2 Sort the vertices of S {Eq. 5-20}
3 Compute x0 {Eq. 5-21}
4 do in parallel
5 Compute xr {Eq. 5-23}
6 Compute xe {Eq. 5-28}
7 Compute xco {Eq. 5-29}
8 Compute xci {Eq. 5-26}
9 Compute xi =x1+δ(xi−x1) for i =2, ..., (n+1) {Parallel Shrink

Algo. 3}

10 do in parallel
11 fr ← f (xr )
12 fe ← f (xe )
13 fco ← f (xco)
14 fci ← f (xci )
15 fi ← f (xi ) for i =2, ..., (n+1){Parallel Shrink Algo. 3}

16 if fr < f1 then
17 if fe < fr then
18 Substitute xn+1←xe {Accept Expansion}
19 else
20 Substitute xn+1←xr {Accept Reflection}

21 else if f1< fr < fn then
22 Substitute xn+1←xr {Accept Reflection}
23 else if fn < fr < fn+1 then
24 if fco < fr then
25 Substitute xn+1←xco {Accept Contraction Outside}
26 else
27 Substitute xi for i =2, ..., (n+1)

28 else
29 if fci < fn+1 then
30 Substitute xn+1←xci {Accept Contraction Inside}
31 else
32 Substitute xi for i =2, ..., (n+1)

33 Update simplex S
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5.5.2 Proposal of Parallelization at Trajectory Level

The second level of parallelism proposed in this work to accelerate the
execution of the IK solver is application-specific and targets the computation
of multiple points of the trajectory simultaneously.

Let us remark that the problem consists in bringing the end-effector of the
robotic arm from a point A to a point B in a 3D space, as shown in Figure 5-8.
Whenever the arm is moving in a space where no collisions are possible, and the
followed trajectory does not matter, the simplest solution consists of solving the
IK to find the right set of angles θ∗

B such that sB= f (θ∗
B ).

A
B

Figure 5-8: Robotic arm correctly moving along a generic trajectory between two
points A to B.

However, in many situations, it is necessary to control the whole trajectory
meticulously. In that case, the trajectory is sampled to extract intermediate
points. Afterwards, the IK problem is solved for each of these intermediate
points, obtaining the combination of joint angles to position the end-effector in
each of the sampled points of the trajectory. The smaller the distance between
two adjacent sampled points is, the higher the accuracy of the movement
will be. However, it also increases the computational cost and latency. The
described scenario is summarized graphically in Figure 5-9 where every Ai is a
point in a 3D space (xi , yi ,zi ). For the sake of simplicity, the trajectory drawn in
this figure is a straight-line segment, but it can be any curve.

The Nelder-Mead algorithm uses the arm angles corresponding to the
previous point in the trajectory (θi−1) as the initial condition (i.e., the vertices
where the initial simplex is computed) to compute the subsequent set of angles.
The situation is schematically described in Figure 5-10.
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A B
A A A ...3

0 

1 2

Figure 5-9: Trajectory segmentation (for the sake of simplicity, the drawn trajectory is
a straight-line segment but it can be any kind of regular/irregular curve).

...A3A0 
A1 A2

θ1 θ2θ0

AiA

θi-1

i-1

Figure 5-10: The IK problem at step i-th needs the solution of the IK of the step (i-1)-th.

Solving the previous IK problem before starting with the next point prevents
the computation of multiple points in parallel. However, having the set of initial
arm conditions θ is not strictly necessary for the Nelder-Mead algorithm to find
a correct solution. It is even possible to use a random vector θr as the initial
arm conditions since the end-effector will still reach the target point if it is in
the scope of the robotic arm. This situation is graphically shown in Figure 5-11.

...A3A0 
A1 A2 AiAi-1

r r r
...

r rθ θθ θθ

Figure 5-11: The IK problem using a random set of initial conditions for every point.

However, when the initial conditions of the angles are unknown, the robotic
arm may reach the target position with a completely different combination of
joint angles compared to the previous point (see Figure 5-12). It should be
recalled that the IK problem can have multiple solutions for the same target
point. As a consequence, this strategy may cause random abrupt and rapid
movements of the joints between two consecutive trajectory points. These
movements increase the power consumption of the robot, and they could
eventually cause severe damage to the physical robot structure.

From the perspective of the optimization algorithm, it is worth remember-
ing that the initial simplex of the algorithm is a cloud of n+1 vertices built
around the input vector θi in an n-dimensional space. In line with [Gao’12], in
this work, the simplex is initialized by considering θi coming from a previously
performed step as one of the initial vertices (as shown in Figure 5-10). Then,
given θi , the cloud of points is generated as follows:
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θi + τ j e j for j = 1, ..., n (5-30)

Where e j is the unit vector in the jth coordinate, and τ j is a parameter
generally chosen as follows:

τ j =
{

0.05 if j = 1
0.00025 if j 6= 1

(5-31)

For more information about the selection criteria for the initial simplex, see
[Wessing’19] and [McKinnon’98]. If θi are the angles for the previous point, the
application of Nelder-Mead will make this cloud evolve by getting closer to the
expected minimum of the function. The result output θi+1 is more likely to be
similar to the input θi . However, if the initial set θi is a random set of values,
the algorithm will make the simplex evolve until any minimum is reached, not
necessarily close to the previous configuration of the arm.

A
B

Figure 5-12: Robotic arm moving along a generic trajectory between two points A to B
with random movements.

As an alternative, a trade-off solution to parallelize the computation of
multiple points of the trajectory is proposed. It is based on dividing the set
of points of the trajectory in multiple subsets of N consecutive points, as shown
in Figure 5-13. The same vector of angles θ is used as the input for all the
points in the subset, increasing the likelihood that the algorithm converges to
close solutions. Since all the points in the subset share the same initial point,
they can be computed in parallel independently from each other. In turn, the
different subsets are computed sequentially, using the angles provided by the
last IK problem in the previous subset.
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...A0 
A1

n0

An+1An A2n

N Parallel

Points

N Parallel

Points

Figure 5-13: Parallel propagation of initial condition for the first N points.

In section 5.3.2, it was mentioned that the Nelder-Mead algorithm can reach
a maximum number of iterations without finding a solution that satisfies the
convergence criteria. This is a rare situation that happens when the worst
vertex of the simplex is relatively close to the centroid. Under this condition,
the calculated new vertex is necessarily close to the worst and centroid vertices,
since all the reflection, contraction inside and outside operations produce
similar results. Thus, the simplex does not progress substantially in further
iterations.

The solution proposed in the literature is to restart the algorithm using a
different random simplex as the starting point [Butt’17]. This way, the Nelder-
Mead algorithm tries to find another numerical path to reach the solution. The
problem with this approach is the effect shown in Figure 5-12: the choice of a
random set of joint parameters brings the end-effector to the target point but
with random abrupt movements.

Instead, we propose to introduce in the equation 5-30 a small random value
σ, which acts as a small perturbation noise:

θi + (σ · τ j )e j for j = 1, ..., n (5-32)

with σ randomly generated with a continuous uniform distribution within the
range [−π

2 , π2 ]. This approach modifies the numerical path followed by the
algorithm to converge. At the same time, the initial set of joint parameters
remains close enough to the original initial parameters to avoid the abrupt
movements caused by the selection of totally different initial conditions.
For this reason, a small enough value has been empirically selected for the
parameter τ, as reported in Equation 5-31.
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5.5.3 Hardware Acceleration of the Cost Function

Complementary to the two-level algorithmic strategies for the parallelization of
the IK, a custom hardware accelerator is designed to evaluate the cost function
to be optimized by the Nelder-Mead algorithm (i.e., the direct kinematics
function). The kinematics equations of the robotic arm are described here
using the Denavit-Hartenberg (DH) representation (introduced in Section
5.2.2), in which four parameters define every pair joint-link. In the case of
WidowX [Robotics’20], the robotic arm used as a demonstrator in this work, the
corresponding DH parameters are summarized in the already reported Table
5-1.

Observing that the variables of the chosen robotic arm only depend on the
θi angles, the general Equation of the FK reported in 5-4 can be simplified as
shown in Equation 5-33:

T 0
5(θ) = A0

1(θ1)A1
2(θ2) . . . A4

5(θ5) (5-33)

It is also re-called that the Transformation Matrix Ai−1
i that brings the origin

of the frame from Oi−1 to Oi is equal to:

Ai−1
i =


cosθi − sinθi cosαi sinθi sinαi ai cosθi

sinθi cosθi cosαi − cosθi sinαi ai sinθi

0 sinαi cosαi di

0 0 0 1

 (5-34)

Thus, Equation 5-33 is the processing implemented in the accelerator, in
which a 32-bits fixed point data representation is used.

The custom hardware accelerator has been integrated within ARTICo3, the
multi-accelerator architecture analyzed in Chapter 4. The dynamic scalability
provided by ARTICo3 enables the use of multiple instances of the IK accelerator
in the programmable logic available in the MPSoC at run time. The different
evaluations of the cost function that are carried out during one Nelder-Mead
iteration are submitted as a DMA burst to a single accelerator. In turn, the
points in the sub-trajectories that are computed simultaneously are forwarded
to different ARTICo3 accelerators. Hence, the proposed hardware acceleration
scheme provides the support required by the two-level algorithmic parallelism
proposed in this paper. Moreover, the dynamic scalability enabled by ARTICo3

also leads to outstanding flexibility. By dynamically changing the number of
hardware accelerators working in parallel, the number of parallel evaluations
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of the cost function also changes, and so will do the time required to compute
the trajectory.

Another important requirement for computer systems is dependability,
especially in areas such as aerospace, nuclear control, and biological medicine,
as explained by Peng et al. in [Peng’12]. Two of the most commonly
used methods for fault mitigation in a harsh environment are the DMR
and TMR. Those techniques are mandatory when dealing with SRAM-based
FPGAs [Hoque’19] in harsh environments. They consist of using three (two
for the DMR) physically-different but functionally-identical hardware systems
processing the same data. At the end of the chain, a configurable-voter and
error counters are introduced by the use of ARTICo3 to detect potential faults,
pick the correct results, and trigger a self-healing mechanism (when provided
by the architecture). All these features are naturally supported by the ARTICo3

hardware architecture and by its runtime functions. In the Experimental
Results Section 5.7, a DSE of the TMR and DMR fault-mitigation operating
modes is included.

A detail of the cost function accelerator implemented in Simulink, together
with the interfaces with the ARTICo3 kernel wrapper, is shown in Figure 5-14. It
receives the coordinates of the destination point where the end-effector must
be positioned and the joint angles as the inputs. The accelerator computes
the position in space that corresponds to the input angles, and provides
the distance from this computed position to the destination. Internally, the
accelerator datapath is composed of a set of CORDIC units that compute
the trigonometric expressions, registers, multiplexers, and arithmetic units in
charge of computing the equation described above (Equation 5-33).

The accelerator can process sequentially the number of points indicated
as a scalar input. All these points are received in a single DMA burst through
the ARTICo3 infrastructure. Attached to each data port, we have included
input and output FIFO, and the controllers used to store and sequence the
multiple points received in a burst (see blocks with a red edge in Figure 5-14).
This hardware wrapper has been designed to be compatible with the token
buffers used by PREESM [Pelcat’14a]. It must be noticed that these points are
executed in a single ARTICo3 invocation from the embedded processor, but
they are computed sequentially inside the accelerator. However, this is not
a limitation since the time required to compute a single point in hardware
requires orders of magnitude below the required time to transfer data to the
hardware accelerators.

The custom accelerator described in this section is specifically developed
for the robotic arm used in this work. However, its datapath could be easily
modified to be used with robotic arms with different dimensions, and even with
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a different number of DoF.

Figure 5-14: Structure of the ARTICo3 Accelerators with the automatic wrapper created
in Simulink.

5.6 RAPID PROTOTYPING AND DESIGN
SPACE EXPLORATION

In the previous Chapters 4, a strategy that integrates the rapid prototyping of
heterogeneous systems with a modern high-level MoC has been proposed and
can now be exploited to perform an in-depth DSE.

Additionally, in Section 5.5.2, a parallelization strategy at the trajectory
level has been proposed. It gives the possibility to process, in parallel,
several trajectory points. Also, heterogeneous reconfigurable devices allow
the utilization of multiple PEs to perform the computation. Clearly, the novel
algorithm and the modern devices naturally get married using the automated
rapid prototyping proposed in Chapter 4.

Usually in this kind of design, the major problem is to decide the
configuration of the system: acting on the number of parallel points and PEs
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has a deep influence on the performances of the system. In the literature
(and in this dissertation), there is a considerable number of examples that
demonstrates the axiom “the best solution does not exist”. However, there are
optimal and sub-optimal solutions, depending on the needs and requirements.

The rapid prototyping method and the whole SW/HW structure, the core of
this thesis, helps in studying the performance achieved by playing with these
parameters. The aim of the next experimental results section is to analyze the
trade-offs among:

• trajectory’s accuracy

• execution time

• resources utilization

• power consumption

• energy consumption

• dependability

Some of the features above listed are in contrast with others. As such, it is
necessary to evaluate the impact of each of the design parameters on each of
the objective functions. A trade-off solution is then expected.

The first step of the analysis consists on describing the novel algorithm
using PiSDF. For this purpose, it was convenient a hierarchical approach to the
problem.

On the one hand, the Nelder-Mead solver was described and it is reported
in Figure 5-15. The dataflow version of the Nelder-Mead solver is independent
of the particular application on which it is applied. Additionally, the parameter
nbParameters can be set for every specific problem to be addressed. For the IK
of the WidowX robotic arm, the number of input parameters of the algorithm
is always five, and it never changes as long as the arm itself does not change.
Thus this parameter is not dynamic but static in this scenario.

On the other hand, the dataflow description of the IK is reported in Figure
5-16. The actor Parallel_NM is a hierarchical actor which contains the graph in
Figure 5-15. The feedback edge brings the output of the Nelder-Mead algorithm
to the input port of itself. As already explained in Section 5.5.1, the algorithm
is iterative and needs the just-calculated results as inputs for the subsequent
iteration.
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Figure 5-17: Details of dataflow implementation of the Nelder-Mead Solver.

A simplified version of the description of the novel Nelder-Mead algorithm
is also reported in figure 5-17.

Specifically, the enumerated elements in the Figure are described and
commented hereafter.

1. This set of labeled actors is in charge of all the fundamental operations
described from line 5 to 9 of Algorithm 4;

2. This actor packs the vertices of the simplex to create the data structure
(i.e., token) ready to be processed by the next actor of the network;

3. This actor is in charge of evaluating the cost function. The tool can
recreate automatically as many instances as necessary of the same actor
to fulfill the firing rules of the PiSDF. Lines from 10 to 15 of Algorithm 4
are processed here;

4. This actor dispatches the processed vertices of the simplex to the right
input-FIFO of the Nelder-Mead algorithm;

5. The core of the algorithm is executed in this last actor, which performs
just comparison and one substitution. The previous actors in the graph
already completed all the cumbersome processes. Lines from 16 to 33 of
the proposed Algorithm 4 are executed here.

Apart of DSE at design time, the run-time adaptation is allowed by the use of
the PiSDF dynamic application description in combination with SPiDER run-
time, ARTICo3 architecture and ARTICo3 run-time. It must be remarked, for
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this purpose, the presence of the actor called Configuration on the bottom-
left side of Figure 5-16. It has only one output: it dynamically sets the
ParallelPoints. This parameter influences the number of trajectory points that
the parallel version of the Nelder-Mead processes concurrently. The parallelism
is achieved when enough PEs are available.

The other important activity of the actor is to perform DPR to change the
slots available to host a new PE. As a proof of concept and in order to make
it possible, the dip switches of the board ZCU102 were used to change, real-
time during the application execution, the value of ParallelPoints (five bits were
reserved to change this value) and the number of accelerators to be used in
the computation (three bits were reserved for this purpose). The dip switches
configuration of the board is reported in Figure 5-18.

1 2 3 4 5 6 7 8

ON

ParallelPoints_0

ParallelPoints_1

ParallelPoints_2
ParallelPoints_4ParallelPoints_3

Accelerators_0

Accelerators_1

Accelerators_2

Figure 5-18: Dip Switches description for board ZCU102

A change on the dip switches will be visible to the application only during
the quiescent points of the graph execution. If a change in a switch is detected,
then the HW or the SW parts of the IK solver are accordingly modified at run-
time. The graph reconfiguration (firing rules, FIFO memory sizes, etc.) is
automatically handled by SPiDER. The HW repartition of the actors’ task is
managed by the ARTICo3 run-time. The DPR is performed by the Configuration
actor by using the high-level ARTICo3 API.

The collected measurements of the system are reported and analyzed in the
next section. The trade-off choices are discussed.
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5.7 EXPERIMENTAL RESULTS AND
DISCUSSION

The solution proposed in this work for the IK problem is adaptive since it
enables the real-time modification of the number of trajectory points to be
processed in parallel and the number of hardware accelerators to be used in the
system. No need for rewriting and rethinking the whole application is required
to perform these changes.

The integrated tools (i.e., the enhanced version of PREESM [Pelcat’14b] and
ARTICo3 [Rodríguez’18]) will provide the automatic code generation from a
unique dataflow application representation. These features are used in this
Section to provide DSE of the architecture proposed for the IK. In Section 5.8,
the reconfiguration capability of the HW and SW that provides self-adaptation
at run-time will be also shown.

5.7.1 Experimental Setup

The heterogeneous platform chosen to implement the entire HW and SW
structure is the Zynq UltraScale+ XCZU9EG-2FFVB1156 MPSoC included on the
development board ZCU102. The same device was used for the experimental
results of Chapter 4. It has already been observed that it features a quad-
core ARM Cortex-A53 64-bits processor that runs a Linux-based OS. The Texas
Instrument INA 226 sensor [Instruments’11] is going to be used as power
monitor. This sensor is accessible from the PS with a specific Linux driver and
provides power measurements of the Zynq UltraScale+ device.

Figure 5-19 shows the layout of the hardware acceleration infrastructure of
the proposed IK system, where red boxes have been used to highlight the eight
reconfigurable slots. The rest of the logic resources in the PL corresponds to the
ARTICo3 data delivery module.

The WidowX Robot Arm Kit [Robotics’20] developed by Trossen Robotic was
chosen for testing the novel IK approach. This robot has four DoF (one of
the five links has a fixed angle, as observed in Section 5.2; as such, it must be
consider in the equation but as a constant value and not like a further variable).
The lengths of the links are fixed. The DH parameters of this specific robotic
arm have been reported in Table 5-1 while discussing the kinematics problem
addressed in this work.

A python simulator was developed based on the robotic arm model by
Thales Alenia Space España and modified, for the work presented in this thesis,
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Slot 0

Slot 1

Slot 2

Slot 3

Slot 4

Slot 5

Slot 6

Slot 7

Figure 5-19: FPGA layout with 8 reconfigurable ARTICo3 slots.
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to be interfaced with the ZCU102. The simulator of the robotic arm was
used for functional verification of the proposed system, i.e., to prove that the
end-effector follows the planned trajectory when controlled with the proposed
solver, since it allows the evaluation of novel IK strategies without mechanical
risks. Figure 5-20 shows the arm simulator plotting in the 3D space, where
the position of the arm for each point of the trajectory is represented. In
turn, the experimental results shown in the rest of this Section were directly
measured with sensors (power and energy) and software timers (execution
time) integrated on the MPSoC platform.

Python Robotic-Arm Simulator

x [cm]

y [cm]

z [cm]

Figure 5-20: Robotic arm simulator for WidowX developed in python.

It must be remarked that the robotic arm is not needed to take these
measurements since the solver works in open loop without requiring feedback
from the arm. However, a human-in-the-loop is required for acting on the dip
switches, as explained in Section 5.6. The action performed on the switches
are then reflected directly on the HW configuration and on the SW graph firing
roles.

The collected measurements are freely available as Open Data on the thesis
repository.
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5.7.2 Experimental Results

Figure 5-21 shows the time needed to complete one Nelder-Mead iteration
when the number of hardware accelerators in ARTICo3 increases, for different
amounts of points computed in parallel. The time reported is normalized to
the number of points processed in each experiment, so all the series can be
compared directly. All the results have been collected on an average of ten
thousand tests with negligible variation among them.

Figure 5-21: Time for one complete Nelder-Mead iteration in case of processing N
Parallel Points using X number of ARTICo3 slots.

From the analysis of the graph, it is possible to distinguish three situations
for each represented curve. Let N be the number of parallel trajectory-points
to be processed and X the number of slots (i.e., hardware accelerators) used on
the FPGA. Then the three situations are here summarized:

• N>X : The number of parallel trajectory-points is higher than the number
of hardware accelerators. In this case, the run-time API of the ARTICo3

will serialize the access to the FPGA hardware resources. For example,
when N =5 points are to be processed using just X =2 slots, the ARTICo3

will sequentially send three packets of two trajectory points to the FPGA.
Note that the last packet will contain one valid trajectory-point and one
dummy-point, whose result is automatically discarded. The situation is
illustrated in Figure 5-22.

• N < X : The number of parallel trajectory-points is smaller than the
number of hardware accelerators. In this case, the run-time API of the
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A0
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Figure 5-22: Processing N =5 Parallel Points using X =2 number of ARTICo3 slots. A
dummy point is automatically inserted by the ARTICo3 run-time.

architecture will send to the FPGA just one packet of points, which
will contain all the meaningful parallel trajectory-points plus dummy-
points to complete the entire packet. For example, when N = 2 points
are to be processed using X = 4 slots, only one packet is sent with the
two trajectory-points and the other two dummy-points. In these cases,
hardware resources are being wasted. This situation is not optimal in
terms of execution time and energy consumption at the same time.
Within the graph in Figure 5-21, these not-optimal design-points are
highlighted with a dashed line. The situation is illustrated in Figure 5-23.
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Figure 5-23: Processing N =2 Parallel Points using X =4 number of ARTICo3 slots. Two
dummy point are automatically inserted by the ARTICo3 run-time.

• N = X : The number of parallel trajectory-points matches the number of
hardware accelerators. In this case, only one packet is sent to the FPGA,
and it will contain only meaningful data. An example is given in Figure
5-24.

A0
PROCESSING

A1
PROCESSING

A2
PROCESSING

A3
PROCESSING

Time

A0A1

Packets sent

A3

A2

A2A3

Figure 5-24: Processing N =4 Parallel Points using X =4 number of ARTICo3 slots.

From these first results reported in Figure 5-21, it can be deduced that
the most efficient implementation of the application always corresponds to
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the circumstance where the number of parallel points concurrently processed
matches with the number of hardware accelerators (N =X ).

As previously observed, when there are more points to be computed
than accelerators (N > X ), the application must serialize the accesses to
the accelerators. In this situation, all the benefits given by the proposed
parallelization strategies are significantly affected. For this reason, these
combinations of parameters will not be considered hereafter. Similarly, the
situations where there is a waste of FPGA hardware resources (N <X ) will not
be taken into account either.

We consider now how parallelism affects the total time to process a
trajectory. Clearly, this time is affected by the total number of iterations of
the Nelder-Mead algorithm. As such, it should be noted that for the same
trajectory (same initial arm configuration and same destination point in the
3D space), changing the number of parallel points to be concurrently processed
results in a different number of total iterations. This occurs because the initial
conditions for all the points of the trajectory (see Figure 5-13) are automatically
modified when the number of points processed in parallel changes. Different
initial conditions result in a different number of iterations for the Nelder-Mead
algorithm to converge.

For this reason, the effect of changing the number of points computed in
parallel cannot be measured for a single trajectory. Instead, it is statistically
measured for 100 trajectories, randomly chosen within the workspace of the
robotic arm, with 840 points in each trajectory. Results are reported in Figure
5-25 as a box plot diagram, and the average values are reported in Figure 5-26.
This figure shows how, on average, the more points are evaluated in parallel
by an increasing number of custom hardware accelerators, the lower is the
total number of iterations, and therefore, the total time needed to process the
whole trajectory. In this experiment, the number of accelerators is equal to the
number of points processed in parallel, up to the maximum number of eight
accelerators.

The power consumption as well as the average execution time for 100
trajectories in different configurations (i.e., different number of ARTICo3 slots)
have also been measured and represented in Figure 5-27. As shown, increasing
the number of hardware accelerators on the FPGA always increases the power
consumption of the whole system. However, it must be noted that the entire
task is completed sooner: the system power request is limited to a smaller
amount of time, thus decreasing the energy necessary to complete the process.
The energy consumed for the different number of hardware accelerators is
represented in Figure 5-28, where it can be seen that the trend mentioned
before is not always respected: there is a minimum when three accelerators
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Figure 5-25: Box Plot of the number of total Nelder-Mead Iterations to complete the
calculation of the IK on 100 trajectories (made by a set of 840 points).

Figure 5-26: Average value of the total Nelder-Mead Iterations on 100 trajectories.
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Figure 5-27: Average for 100 repetitions of the time and power needed to complete an
840 points trajectory, using a variable number of slots in parallel.

are used. Using more than three ARTICo3 slots results in a too limited
time-performance gain (see Figure 5-27) for the increase produced in power
consumption.

Figure 5-28: Energy used by the programmable logic of the MPSoC by increasing
the number of hardware accelerators (i.e., the number of points to be calculated in
parallel).

Previous results show that there is no single solution that minimizes
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execution time and energy at the same time. Existing design points are
represented in the two-dimensional diagram shown in Figure 5-29, in which
the Pareto optimal solutions can be identified. By analyzing the operation
conditions (such as the battery level, the required accuracy and speed of the
trajectory, or the environment radiation level), a system adaptation manager
could decide which is the optimal point in which the system can work.
This decision results from the DSE involving energy consumption, hardware
resource utilization, dependability, and execution time.

Diagram : Energy - Time

Figure 5-29: Energy - computing time - fault-tolerance diagram.

5.7.3 Results Remarks

It has already been discussed that optimal operation points correspond to the
situation in which the number of hardware accelerators equals the number of
parallelized points. Moreover, by increasing the parallel points to be computed
in parallel, the resolution of the arm’s trajectory-path is accelerated, bringing
benefits for the execution time.

However, this scenario changes when power consumption is considered
in the analysis. The blue curve labeled as No Redundancy in Figure 5-29
represents the operation points that are Pareto optimal in terms of power
and performance for a given amount of hardware resources (the cases of
one and two accelerator are obviously not Pareto optimal). Choosing a
configuration on the blue curve ensures that the system works in a Pareto-
optimal configuration. Finally, dependability can be introduced in the analysis.
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In this regard, ARTICo3 offers the possibility of introducing automatically dual
or triple modular redundancy, respectively DMR and TMR. As explained in
[Rodríguez’18], these working-modes physically replicate two or three times
the hardware for processing the same set of data, giving the possibility to detect
and correct occasional hardware-faults caused by radiation. The price to pay,
as can be noted by the diagram in Figure 5-29, is higher energy consumption:
some accelerators are not used for accelerating but to replicate processing.
Despite more energy and less speed-up are achieved, this is the solution to
be adopted in harsh environments such as nuclear power plants or space
missions.

The proposed scheme is also adaptive in terms of the roughness of the
arm movement. When the trajectory parallelism increases beyond a limit, the
proposed strategy for trajectory-level parallelism might cause the solver to find
very different solutions for two consecutive points in the trajectory, as has been
explained in Section 5.5.2. As a consequence, the joints may describe abrupt
and rapid movements. This situation is shown in Figure 5-30, where spikes
appear when plotting the joint-angles as a function of the trajectory points.

Figure 5-30: Roughness. The spikes of the joint-angles result in abrupt movements of
the robotic arm.

Here, the results correspond to a hundred-point trajectory when sixteen
points are processed in parallel. This roughness is a measurement of the quality
of the solutions that also have to be considered in the design space exploration,
apart from computing acceleration, energy, and power consumption. However,
it must be highlighted that this is a rare situation that appears when the
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robotic arm end-effector needs to cover a long distance while the trajectory
is segmented in few points and, at the same time, a large number of parallel
points is chosen. This situation results in trajectory-points that are far away
from each other: the generated initial simplex could so evolve to a local
minimum of the cost function, which has the joint-angles values utterly
different by the previous position. The randomness introduced by the Nelder-
Mead restart procedure described in Section 5.5.2 hinders the formulation of
an analytical expression predicting the appearance of spikes in the robotic arm
movements. Instead, it can be evaluated empirically for a given combination
of parameters.

It was already mentioned in section 5.7.1 that the use of ARTICo3 enables
the use of DPR, as a mechanism to obtain adaptivity in the proposed IK solver.
The reconfiguration time is an important characteristic to be evaluated in this
context. Specifically, the actor Configuration of the application graph reported
in Figure 5-16 is in charge of performing the DPR when the state of the dip
switches of the board is modified.

Figure 5-31: Reconfiguration time per slot using the ARTICo3 architecture and its
reconfiguration engine.

Figure 5-31 reports the time necessary to upload the bitstreams on the
FPGA. It can be noted that the time to perform the reconfiguration is non-
identical for the eight slots. The reason is that the size of the reconfigurable
regions (and thus the size of the partial bistream files) varies from one side of
the FPGA to the other (see Figure5-19), having two separate groups of 4 slots
with similar reconfiguration times. This value is the time that the user must take
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into account when the number of accelerators working in parallel is modified,
either for performance or dependability reasons.

5.8 SELF-ADAPTATION

The use case proposed in this Chapter aims at demonstrating two important
and crucial concepts of the thesis:

• DSE is made easy by the use of the proposed method, architecture, and
technologies (ARTICo3, PREESM, SPiDER, PAPI, PAPIFY);

• the integration of all the SW layers with dynamic architecture, and a
parameterized reconfigurable application allows the self-adaptation of
the entire system.

The former has already been widely discussed. The latter is addressed
within this Section. The self-adaptation of a system, in general, can be
visualized as a loop as explained in Section 1.1.2 through Figure 1-3. Specifically
for the system designed in this Chapter, the main blocks can be identified and
named. Figure 5-32 reports the self-adaptation loop of the robotic arm IK
trajectory-solver. Specifically:

• The Manager (which contains the intelligence of the system) modifies,
at run-time, the architecture or the parameters of the PiSDF during
the quiescent points of the dataflow graph execution. The action
is performed after the inputs coming from PAPIFY are processed, as
explained in Section 5.8.3.

• The ARTICo3 run-time performs DPR if the Manager requires to change
the HW architecture of the FPGA.

• SPiDER, after the graph reconfiguration, dispatches the SW and the HW
task on the MPSoC architecture.

• The ARTICo3 run-time delegates the HW-based processing threads to the
HW accelerators.
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Architecture PiSDF
Graph

Manager/Intelligence

SPiDER

SW-tasks

PAPI

ACC. 1

ACC. 2

ACC. N

ARTICo³-HW

HW-tasks

ARTICo³ Run-Time

PAPI

CPUs

Reconfiguration Engine

PAPIFY

External
Sensors

Figure 5-32: Self-Adaptation Loop using CERBERO’s technologies for the Planetary
Exploration Use-Cases.

• PAPIFY collects and reports the values stored into the HW registers to the
Manager.

Along the Section, self-awareness and self-healing are defined. Following,
an example implementation of the Intelligence of the system is also given.
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5.8.1 Self-Awareness

Part of the technical work of this thesis was developed within the context of
the European Project H2020 CERBERO. One of the use-cases of the project is
the development of a self-adaptable robotic arm for Planetary Exploration, as
explained by Palumbo et al. in [Palumbo’19a] and [Palumbo’19b]. In order to
allow the self-adaptation of a system, two important features are required: the
self-awareness and the HW/SW reconfiguration capabilities.

Self-awareness is the possibility for the system to be conscious of its
status. For example, a system designed for space application must consider
the possibility of receiving HW damages caused by the background space
radiation, as explained in [Pérez’17]. For this purpose, it must be remarked
that, on the one hand, the ARTICo3 architecture is capable of operating in Triple
Module Redundancy mode. On the other hand, the monitoring infrastructure
(that integrates the ARTICo3 slot’s error monitors interfaced with PAPI and
PAPIFY) ensures that the system status information is passed, real-time, to
an eventually autonomous and intelligent system manager. Although all the
system components to demonstrate this possibility are available, fault injection
emulation would be required. This work is being addressed within the group at
Centro de Electrónica Industrial by another Ph.D. candidate. Instead, for this
thesis, HW errors are emulated by replacing HW modules by accelerators with
constant and incorrect output values.

In order to prove the self-adaptation capability of the created system on
the UltraScale+, an example of a simple decision-taking manager is designed
and implemented. The only aim of the proposed intelligence is to demonstrate
that the self-adaptation loop can be closed thanks to the combination of the
CERBERO technologies. It takes, as an example, energy and faults into account.

5.8.2 Self-Healing

The SRAM-based FPGA technology is highly vulnerable to radiation-induced
faults, which affect values stored in memory cells [Gericota’07]. Fault-tolerant
implementations, usually, are based on redundantly replicating the same
process by different PEs and on local or global scrubbing strategies (see the
work proposed by Perez et al. in [Pérez’20]).

The ARTICo3 is an architecture design that takes into account fault-tolerant
capabilities. In fact, the TMR and DMR working modes are supported by
the slot-based FPGA infrastructure. The self-healing feature of the system
combines the fault-tolerant capability of the architecture with the possibility
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of detecting the HW malfunctions and react, in real-time, by repairing the
damages.

The architecture can detect when a HW slot in TMR is not working correctly.
As explained in [Rodríguez’18], ARTICo3 is equipped with a configurable voter
that compares the output of the three slots in TMR. In this operating mode, the
outputs of the slots are expected to be congruent. When one of the outputs
differs from the others, then the error counter of ARTICo3 is incremented. Also,
thanks to the PAPI and PAPIFY run-time layers, the error is directly reported to
the eventual brain of the application. As such, the system is allowed to react
and repair the HW damage by means of DPR.

5.8.3 An Implementation of a Self-Adaptive System

In order to test the implemented self-adaptive system, the following situation
is artificially created. It resembles a circumstance where the device is used
in battery-mode. In this context, three battery levels are identified, that can
affect the working-mode of the system: (i) a low-level (B_L), (ii) a medium-
level (B_M), and (iii) an high-level (B_H) of energy store in the battery. The
situation is graphically shown in Figure 5-33. The three levels are separated by
two thresholds B_TH2 and B_TH1 with B_TH1>B_TH2. Since the ZCU102 board
equipped with a Zynq UltraScale+ is directly connected to the network power
supply, the battery-level status is emulated by using the dip-switches of Figure
5-18.

B_H

B_L

B_M
B_TH1

B_TH2

ThresholdsBattery
Levels

Figure 5-33: Battery levels and thresholds specification.

Also, let us assume that the device is located in a harsh environment. In
order to simulate a HW damage caused by the radiation, an induced functional
invalidation of an ARTICo3 slot is manually reproduced. In order to inject the
fault, the dip-switches are also used.

Another situation that must be faced by the system is the forecast of
a Solar Storm that, eventually, might increase the fault rate, so the system
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might proactively switch to a more reliable sacrificing other features such
performance. This situation is simulated and communicated to the Manager
by using one dip-switch of the board.

The inputs coming from the dip-switches are the External Inputs of the
decision-taking block represented in the self-adaptation loop of Figure 5-32.
The internal status of the system (in this example, the errors detected by the
configurable voter of the ARTICo3) are reported to the Manager via PAPIFY.

Having defined all the inputs of the implemented example, the Intelligence
used is described using the flowcharts reported in Figures 5-34, 5-35, and 5-36.
Specifically, Figure 5-34 reports the decision mode algorithm: when there is
not incoming Solar Storm, the system can work in a normal mode and no TMR
will be required. However, when a Solar Storm is detected or foreseen (in our
example by acting on the switches of the board), the Manager configures the
system to work in TMR mode. The flowcharts of the Normal and of the TMR
modes are reported, respectively, in Figures 5-35 and 5-36.

Sensors

Inputs

Solar
Storm? Normal Mode

TMR Mode

Decision
Mode

NO

YES

Figure 5-34: Flowchart strategy of the main decision for the working mode of the
system.

When the system operates in Normal Mode (Figure 5-35), the Manager
(located in the Configuration Actor and executed during the quiescent points)
first checks the battery level of the system. Then it brings the operation
of the robotic arm solver in one of the areas identified with (i) High, (ii)
Medium, or Low Energy. In each of these macro-areas, the Manager selects
the number of accelerators, as shown within the flowchart 5-35 depending by
the performance level required (the other input emulated using the switches of
the board). It must be remarked that the system has no redundancy when Solar
Storms are not detected: all the HW resources can be used for real computation.
By observing the curve of No Redunancy reported in Figure 5-29, it can be
deduced that the point 1 acc and 2 acc are not Pareto optimal: using a different
number of accelerators, the system is always faster using less energy. Thus,
these points are not considered by the designed Manager.
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Figure 5-35: Flowchart strategy for the implementation of the Normal Mode.

When a Solar Storm is detected, the Manager automatically selects the
TMR working mode of the system (reported in Figure 5-36). By checking the
battery-level, the manager first select one of the High or Low Energy area of
the flowchart. As such, the system is allowed to operate in TMR×2 or TMR×1
respectively. Then, using the value of the error registers, it performs DPR when
a HW fault is detected.

The structure of the decision-taking algorithm is easy to be implemented.
However, it successfully demonstrates the self-adaptation capability of the
robotic arm IK solver based on the parallelized version of the Nelder-Mead
algorithm.
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Figure 5-36: Flowchart strategy for the implementation of working mode when a solar
storm is acting.
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5.9 CONCLUSIONS

In this Chapter, a novel scheme for run time solving the IK problem for a robotic
arm is presented, targeting heterogeneous MPSoC devices. It relies on two-level
algorithmic parallelism, combined with hardware-level parallelism. A variable
number of dynamically reconfigurable hardware accelerators can be used.
They provide adaptation by trading-off among accuracy, resource occupancy,
dependability, and execution time. Extensive experimental results show that
the presented hypothesis is well suited in all the problems in which the robot
end-effector path is discretized for accurate control of the arm movements.

Beyond the contribution of the proposal for the robotic control, it is shown
that dataflow based prototyping tools and the ARTICo3 infrastructure can be
integrated to provide an automatic code generation from a unique dataflow
application representation.

In particular, the Nelder-Mead optimization algorithm has been deeply
analyzed, discussed, and finally improved by proposing a speculative cost-
function evaluation that well fits with both (i) the dataflow MoC and (ii)
reconfigurable heterogeneous MPSoC implementation. In the case of the
proposed work, the algorithm has been used to solve the IK problem. However,
the novel parallel Nelder-Mead algorithm is generally applicable to every kind
of problem already addressed by its standard version during its fifty-years
history. A further second-level of parallelization has been proposed for the IK
and empirically demonstrated. It consists of using the same initial condition for
the first N points of a generic trajectory-path. The strategy enables the parallel
computation of N IK solutions when using the Nelder-Mead algorithm.

Extensive experimental results show that our hypothesis is well suited in all
the problems in which the robot end-effector path is discretized for accurate
control of the arm movements.

The entire work additionally shows that the method and strategies
proposed along the dissertation can speed up the development of complex
hardware/software systems thus reducing the design-time for new embedded
technologies. Moreover, the performed DSE shows that a trade-off among
performance, accuracy, energy-consumption, and dependability can be
achieved by playing with the algorithm parameters and with the hardware
resources at the same time.

Further effort has been provided to increase the autonomy of the system
by integrating a simple runtime manager in charge of acting in response to a
stimulus and adapt itself to face new situations. In the proposed work, this
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feature is already enabled by the possibility of switching, dynamically, and
at run time, between different operating modes. The self-adaptation itself
requires a self-aware system that is capable of monitoring external events
coming from the physical world as well as internal changes in the status
of the hardware structure. The ARTICo3 is natively capable of overseeing
its internal infrastructure thanks to the presence of ad-hoc performance
monitoring counters interfaced with a standard hardware/software unified
method [Suriano’18]. The system will so guarantee not only fault-tolerance
but also self-healing, making use of the DPR for eventually repairing hardware
damages caused by radiation.
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Chapter

6 CONCLUSIONS

In this Chapter, the conclusions of the manuscript are presented. They
summarize which are the problems tackled and the contributions adopted as
solutions in the context of complex heterogeneous systems.

In Section 6.1, the main conclusions that can be deduced by this Ph.D. work
are presented. The motivations and the contributions are linked together to
better follow the line of thought behind the thesis. Section 6.2 summarizes the
main contributions of the dissertation, indicating the corresponding Sections
of the manuscript for further details. Section 6.3 outlines the academic
results collected along the entire Ph.D. period and, finally, the last Section 6.4
delineates the main future research lines to enhance the proposals and take
advantage of the proposed methods and algorithms.

6.1 CONCLUSIONS OF THE THESIS

The ideas behind the proposals of this thesis were born by analyzing the
growing complexity of devices and applications. From a careful review of the
device market, it was observed and highlighted in Chapter 1 that researchers
and engineers are trying to push the performance of every electronic device. If
many years ago the goal was achieved by pushing up the working frequency
(and thus the power and energy consumption), nowadays the increasing
number of cores is the determining factor to improve HW performances.
Moreover, hybrid heterogeneous MPSoCs are gaining market attention.

From one side, there is the increasing complexity of the architectures and,
from the other, the arising complexity of the applications in this new era of
hyper-consumerism (Industry 4.0 and IoT are some examples). It is clear that
the more complex the architectures are, the longer the learning and design
time are. These were the motivations that push the exploration of new design
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techniques and methods.

In Chapter 2, a promising HW technology, MPSoC, has been identified,
which combine the flexibility of CPUs and the performance of FPGAs.
Specifically, HW accelerators can be designed and created to offload calculation
from a CPU to the PL. Besides, modern FPGAs give the possibility to change
the functionalities of the accelerators dynamically. The so-called Dynamic
Partial Reconfiguration (DPR) has so been introduced, and its major benefits
and drawbacks highlighted.

In order to fully take advantage of this technology and its dynamic features,
a review of the MoC has been carried out (and reported in Section 2.1).
From the discussed analysis, the Parameterized and Interfaced Synchronous
DataFlow (PiSDF) was identified as the most attractive MoC for the purpose of
this thesis. The reasons reside in its high-level of abstraction, high compile-
time and run-time analyzability, and application expressiveness. Furthermore,
the dynamic reconfiguration of the PiSDF graphs nicely fits with the dynamism
offered by reconfigurable HW architectures.

The architecture and the MoC are then combined in a dataflow method
for rapid prototyping, as explained in Chapter 3. The strategy is thought to
speed up the Design Space Exploration (DSE) of applications running on real
heterogeneous architectures with SW and HW execution. First, the classic
methods for the design of HW accelerators are analyzed (Section 3.1) and, then,
combined in a dataflow-based workflow (Section 3.2). The proposal integrates,
in a unique design flow, PREESM and SDSoC. The former guides the user
from the dataflow description of the application and high-level representation
of the architecture until the auto-generation of the mapped and scheduled
compilable code. The latter is a Xilinx’s proprietary tool that enables the
creation and generation of custom accelerators for the PL of the FPGA.

In order to better detail every single step of the proposed flow, a motivating
example is presented in Section 3.3. The application chosen is an image
processing application (namely the Sobel Edge detection). After the proposal of
the HLS code of the HW accelerator, a DSE is conducted, achieving a speedup
of more than ×21 in respect to the SW non-accelerated version.

The entire flow is then applied to accelerate the classic 3D video game
(namely DOOM, Section 3.4). In this last use case example of Chapter 3, the
power and the energy consumption of the system have also been measured.
The results show that it does not exist a solution that permits to achieve, at the
same time, the best execution time and the lowest energy consumption. Thus,
a Pareto set of optimal and sub-optimal solutions is proposed.

The conclusions of Chapter 3 (collected within Section 3.5) summarize
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not only the benefits of the method, but also its limitations. To overcome
the intrinsic limits of the flow already proposed and applied, in Chapter 4
the use of a HW infrastructure to enable the DPR has been explored and
adopted. In Section 4.1, the details of the architecture (namely ARTICo3)
were given and its classic design-flow analyzed (together with its run-time
support). The knowledge of the reported low-level details of ARTICo3 enables
the proposals of Section 4.2, which explains the one-to-one equivalence
between the elements of the PiSDF semantics and the elements of the ARTICo3

infrastructure (both HW and SW). In order to enable the automatic code
generation of the application upon the novel HW structure, a specification os
the operator element of the S-LAM was proposed, and the distinction between
pure SW-thread and delegated HW-thread remarked.

Section 4.3 includes the proposal of a unified method to monitor HW
and SW. The idea is realized exploiting several SW layers interconnected
to guarantee a high-level of abstraction and low-level HW transparent
management. The idea is based on the realization of a reconfigurable
PAPI component, associated with the architecture adopted (ARTICo3), on the
PAPIFY SW layer (adopted for the double purpose of automatically configure
PAPI and guarantee the monitoring of dataflow application graph), on a set
of HW monitoring registers embedded into the HW infrastructure, and on
the theoretical distinction between global and local events (which has a deep
impact on the integrated SW layers).

In order to details every single design step of the new proposals (that
combines tools and frameworks such as ARTICo3, PiSDF, S-LAM, PREESM,
SPiDER, PAPIFY, and a monitoring infrastructure accessible via PAPIFY and
based on a new ARTICo3-PAPI component), an example is reported and
analyzed in Section 4.4. The application chosen is a Matrix-to-Matrix
multiplication: acting on two parameters of the PiSDF and on the number of
PEs of the HW architecture, DSE is conducted. The purpose of the example
is to describe the easy steps to perform DSE, which would require, otherwise,
manual and arduous tasks/jobs repartition among PEs.

Finally, Chapter 5 is entirely dedicated to an in-depth exhaustive and
detailed DSE upon a parallel version of an algorithm that addresses an old
problem under novel reading keys. The application studied is the Inverse
Kinematics (IK) applied to manipulate a robotic arm (namely the WidowX by
Trossen Robotics). Starting from the Forward Kinematics (FK), the problem
has been formally defined in Section 5.2. After a brief state-of-the-art review
of classic techniques to address the problem, a parallel version of the Nelder-
Mead optimization algorithm has been implemented and selected as solver
(Section 5.3). A review of parallel algorithms to carry out (i) the IK and (ii) the
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Nelder-Mead optimization problem has been given in Section 5.4. The main
differences with our approach have also been reported respectively in Table 5-2
and 5-3.

In Section 5.5, the whole parallelization strategy is presented. It is based on
two-level algorithmic parallelization, and it is supported by a variable number
of parallel instances of a custom hardware accelerator, which speeds up the
computation of the FK, the cost function to be optimized for the resolution of
the IK. Then, a DSE is performed acting on the number of trajectory-points to
be computed in parallel and on the number of reconfigurable slots to be used
at run-time. The experimental results in Section 5.7 show that the combination
of the algorithms and the architecture (made possible by the developed tools
and strategies) provides run-time adaptation by trading-off among accuracy,
resource occupancy, dependability, energy consumption, and execution time.

Finally, as the title of the thesis states, a runtime adaptive system is designed
and discussed in section 5.8. It provides self-adaptation and self-healing at
runtime by modifying SW parameters of the HW structure making use of DPR.

The goals of the thesis were achieved and the benefits of the proposals
proven by using state-of-the-art heterogeneous devices and novel design
techniques upon the proposed parallelized version of classic algorithms.

6.2 SUMMARY OF THE MAIN
CONTRIBUTIONS

The work presented in the thesis addresses the issue of HW/SW Co-
Design. The main contribution consists of proposing a methodology to
design applications on complex heterogeneous systems efficiently, merging the
dynamic parametrization of the PiSDF and the reconfigurability of ARTICo3.

For this purpose, the use of an open-source rapid prototyping tool was
extended to make possible the design of applications on multi-core embedded
systems accelerated by custom HW on the programmable logic of an FPGA.

The examples proposed in each of the Chapters must be seen as a validation
of the proposed methodology.

The main contribution can be split into sub-contributions that made
possible the usage of the integrated and automated approach to deploying
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generic dataflow applications on cutting-edge FPGA-based heterogeneous
devices.

The proposal of DAMHSE integrates into a unique design flow the open-
source academic tools PREESM and SPiDER with the Xilinx SDSoC framework.
The edge detection and the HW accelerated version of the DOOM studied and
analyzed are meant to show to benefits of DAMHSE on real use cases.

The proposal of combining the reconfiguration capability of the PiSDF
with the dynamic HW features of the ARTICo3 architecture is reported in
Chapter 4. The original contribution was realized by embedding, within the
datafow-based PREESM workflow, a specific ARTICo3 code printer aware of
HW reconfigurable accelerators. The method for monitoring reconfigurable
HW using the same strategy for SW application was originally developed and
reported in Section 4.3. In Section 4.2.5, the original proposal of managing
HW reconfiguration during the quiescent point of dataflow graph execution
is discussed and developed. The technical work necessary to realize the
integration was validated with the matrix multiplication example reported at
the end of the Chapter.

Finally, Chapter 5 was fully dedicated to a real use case addressed using
the methodologies exposed along with the dissertation. Specifically, a parallel
version of the Nelder-Mead algorithm was originally proposed and produced
to solve the IK of a robotic arm with adaptation purposes, trading-off among
accuracy, performance, dependability, and resource utilization at run-time.
The technical work (and its consequently derived secondary contributions)
is reported along the sections of the Chapter highlighting the benefits of the
combination of Dataflow MoC with dynamically reconfigurable architectures.

6.3 IMPACT OF THE THESIS

During the development of this thesis, many channels have been used for
dissemination purposes. This Section summarizes all the academic results
obtained.
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6.3.1 Publications and Dissemination

In each of the following Subsections, all the items are sorted chronologically.

Journal publications

[Suriano’19] L. Suriano, F. Arrestier, A. Rodríguez, J. Heulot, K. Desnos,
M. Pelcat, E. de la Torre, “DAMHSE: Programming heterogeneous
MPSoCs with hardware acceleration using dataflow-based design space
exploration and automated rapid prototyping”, in Microprocessors and
Microsystems, vol. 71, p. 102 882, 2019. 2019 JCR impact factor: 1.161 (Q3)

This article presents the formalization of DAtaflow-based Method for
Hardware/Software Exploration (DAMHSE). The example application is
the Sobel Edge Detection.

[Suriano’20c] L. Suriano, A. Otero, A. Rodríguez, M. Sánchez, E. De La Torre,
“Exploiting multi-level parallelism for run-time adaptive inverse kine-
matics on heterogeneous mpsocs”, in IEEE Access, vol. 8, pp. 118 707–
118 724, 2020. 2020 JCR impact factor: 3.745 (Q1).

This article presents a new approach to solve the IK at run-time.
The results show the possible trade-offs among resource occupancy,
accuracy, dependability, execution time, power consumption, and energy
consumption.

Conference publications

[Suriano’17] L. Suriano, A. Rodriguez, K. Desnos, M. Pelcat, E. de la Torre, “Anal-
ysis of a heterogeneous multi-core, multi-hw-accelerator-based system
designed using PREESM and SDSoC”, in Reconfigurable Communication-
centric Systems-on-Chip (ReCoSoC), 2017 12th International Symposium
on, pp. 1–7, IEEE, 2017.

This paper presents the first integration between PREESM and SDSoC.
It analyzes an image processing application when using multiple HW
accelerators.

[Pérez’17] A. Pérez, L. Suriano, A. Otero, E. de la Torre, “Dynamic reconfig-
uration under RTEMS for fault mitigation and functional adaptation in
SRAM-based SoPCs for space systems”, in 2017 NASA/ESA Conference on
Adaptive Hardware and Systems (AHS), pp. 40–47, IEEE, 2017.
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This paper proposes the use of the RTEMS OS to manage HW accelerators
and the DPR for the double purpose of fault mitigation and functional
adaptation.

[Suriano’18] L. Suriano, D. Madroñal, A. Rodríguez, E. Juárez, C. Sanz, E. de la
Torre, “A Unified Hardware/Software Monitoring Method for Reconfig-
urable Computing Architectures Using PAPI”, in 2018 13th International
Symposium on Reconfigurable Communication-centric Systems-on-Chip
(ReCoSoC), pp. 1–8, IEEE, 2018.

This paper presents the first version of the PAPI component developed to
be compatible with the ARTICo3 architecture. Moreover, the integration
with PAPIFY is also shown.

[Fanni’18] T. Fanni, A. Rodríguez, C. Sau, L. Suriano, F. Palumbo, L. Raffo,
E. de la Torre, “Multi-grain reconfiguration for advanced adaptivity in
cyber-physical systems”, in 2018 International Conference on ReConFig-
urable Computing and FPGAs (ReConFig), pp. 1–8, IEEE, 2018.

This paper presents the integration of the ARTICo3 architecture with
accelerators developed using the Multi-Dataflow Composer Design Suite.
As such, fine- and coarse-grain reconfiguration are combined in a unified
design flow.

[Fanni’19] L. Fanni, L. Suriano, C. Rubattu, P. Sánchez, E. de la Torre,
F. Palumbo, “A Dataflow Implementation of Inverse Kinematics on
Reconfigurable Heterogeneous MPSoC.”, in CPS Summer School, PhD
Workshop, pp. 107–118, 2019.

This paper reports a preliminary feasibility study on accelerating the
damped least square algorithm using hardware accelerators using
DAMHSE.

[Suriano’20b] L. Suriano, D. Lima, E. de la Torre, “Accelerating a Classic 3D
Video Game on Heterogeneous Reconfigurable MPSoCs”, in Interna-
tional Symposium on Applied Reconfigurable Computing, pp. 136–150,
Springer, 2020.

This paper reports the analysis of the 3D video game DOOM for the
purposes of bringing some computation on the PL of the MPSoC. A DSE
is carried out using DAMHSE.
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Other Dissemination Channels

• Tutorial in COWOMO 2018 Rennes

http://cowomo.insa-rennes.fr/program-and-venue-2018/

the H2020 CERBERO HW/SW Adaptive Toolchain Tutorial showed the
integration of PREESM and SDSoC.

• Hands-on Tutorial CPS Summer School 2019 in Alghero

http://www.cpsschool.eu/previous-editions-cps-summer-school-2019/
tutorial-speakers/

the tutorial showed the integration of CERBERO technology using
an image processing application. The tutorial was co-authored with
researchers from INSA, UniCA, UniSS, and UPM.

• Hands-on Tutorial in HiPEAC 2020 Bologna

https://www.hipeac.net/2020/bologna/#/program/sessions/7740/

the tutorial Adaptation over Heterogeneous Embedded Computing In-
frastructures aims at teaching how to use the CERBERO toolchain for
porting an application on a heterogeneous embedded architecture,
embedding hard-cores and an FPGA substrate. The integration of the
CERBERO technologies ARTICo3, MDC, PAPIFY and PREESM was the
cornerstone of the hands-on tutorial, co-authored with researchers from
INSA, UniCA, UniSS and UPM.

6.3.2 Research Projects

• CERBERO European project H2020-ICT-2016.1 732105–, granted by
the European Commission, targets the development of a model-based
methodology and toolchain for design, verification and runtime self-
awareness of adaptive CPSs. The method DAMHSE, the enhanced
version of PREESM to support HW acceleration and the integration with
ARTICo3 were developed in the context of CERBERO. The goal is also
achieved thanks to the collaboration of all the partners of the project. The
parallel version of the IK algorithm running on the Ultrascale+ is, indeed,
one of the goals of the Space Exploration Use Case of the project.

• ENABLE-S3 European Project H2020 (Grant Agreement 692455) is
industry-driven and aspires to substitute today’s cost-intensive verifica-
tion and validation efforts with more advanced and efficient methods
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to pave the way for the commercialization of highly automated CPSs.
For this project, the image processing accelerators used for functional
adaptation by the OS RTEMS have been developed and used in [Pérez’17].

• Plataforma HW/SW distribuida para el procesamiento inteligente de
información sensorial heterogénea en aplicaciones de supervisión de
grandes espacios naturales (PLATINO) project -TEC2017-86722-C4-
4-R-, granted by the Spanish Government, addresses the feasibility
of providing a set of solutions to enhance the smart processing
of heterogeneous sensor information over distributed heterogeneous
platforms. For this project, the benefits of MPSoCs with HW acceleration
have been shown by applying DAMHSE to improve the performance of a
3D video game.

6.3.3 Collaborations

During the development of the thesis, collaborations with other research
groups were carried out.

• Collaboration with Institut d’Électronique et de Télécommunications
de Rennes (IETR) research group of the Institut National des Sciences
Appliquées (INSA) de Rennes. In the context of CERBERO European
Project, the collaboration started with the one-month stay of Maxime
Pelcat at Centro de Electronica Industrial. The proposal for future
integration of PREESM with ARTICo3 took place. After, the collaboration
continued with a three-month stay of Leonardo Suriano at INSA Rennes,
where the idea and proposals were realized, tested, and published.

• Collaboration with Centro de Investigación en Tecnologías Software y
Sistemas Multimedia para la Sostenibilidad (CITSEM) of Universidad
Politécnica de Madrid. In the context of CERBERO European Project, the
need for a unified methodology for monitoring HW and SW rose. For this
purpose, the collaboration was necessary for creating the first version
of the PAPI component for ARTICo3. The PAPIFY printer of ARTICo3

included in PREESM has been developed following the suggestion of the
CITSEM’s researchers.

• Collaboration with Università degli Studi di Cagliari (UniCA) and
Università degli Studi di Sassari (UniSS). The collaboration with the
UniCA and UniSS’s researchers was crucial for the tutorial preparation of
the CPS Summer School 2019 in Alghero and the HiPEAC 2020 in Bologna.
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6.3.4 Open-Access Products

In order to give the possibility to every researcher to test the proposals of this
thesis, some repositories and tutorials are made freely available on the web.

Repositories

• https://github.com/leos313/DOOM_FPGA

this repository contains the scripts to create the OS for the Zynq
UltraScale+ for running the new version of DOOM with hardware
accelerators.

• https://github.com/leos313/crispy-doom

this repository contains the new code of the DOOM accelerated with HW
located on the FPGA.

• https://github.com/leos313/newGenericArtico3ComponentPapi

this repository contains the code of the new ARTICo3 component of the
monitoring library, fully compatible with the last version of PAPI 5.7.1.
Moreover, it includes the additional two functions for the run-time use of
the PAPI-based ARTICo3 monitoring infrastructure.

Tutorials

• https://preesm.github.io/tutos/sdsoc/

this tutorial guides the user in creating an application using PREESM and
exploiting multiple HW accelerators.

• https://preesm.github.io/tutos/artico3/

this tutorial guides the user in creating Dataflow applications exploiting
the acceleration provided by the HW slots of the ARTICo3 architecture.

• https://github.com/leos313/COWOMO_2018_demo

this repository contains the design files used for the COWOMO-2018’s
tutorial. The tutorial was co-authored with Claudio Rubattu, Ph.D.
Candidate of INSA Rennes and UniSS.

• http://www.cpsschool.eu/tutorial-cerbero/

in this hands-on tutorial (presented in the CPS 2019 Summer School),
a Y-chart based design toolchain capable of performing automatic
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deployments of HW/SW applications with multi-grain reconfigurability
and monitoring were shown. Specifically, the toolchain is based on the
integration of PREESM, PAPIFY, ARTICo3, and MDC tools. The tutorial
was co-authored with Daniel Madroñal and Claudio Rubattu. It must
also be mention that support of the all Universities and Research Centers
involved directly and indirectly in the tutorial.

• https://www.cerbero-h2020.eu/tools-and-tutorials/

this tutorial aims at teaching how to use the CERBERO toolchain for
porting an application on a heterogeneous embedded architecture,
embedding hard-cores and an FPGA substrate. The leveraged example
hardware is a Xilinx Zynq board and the chosen educational application is
an image edge detection filter. The tutorial was co-authored with Tiziana
Fanni, Daniel Madroñal, Maxime Pelcat, Alfonso Rodríguez, Carlo Sau,
and Claudio Rubattu.

6.3.5 Grants Received

During the development of this thesis, the following grants were received:

• Contrato Predoctoral del Programa Propio RR01/2016 grant given by
Universidad Politécnica de Madrid (UPM). This grant was received in
2017 and provided financial support for four years.

• Ayuda a la Internacionalización de Doctorandos is a grant given by the
Consejo Social of Universidad Politécnica de Madrid (UPM). The grant
was received in 2018 and provided financial support for the three months
stay in Rennes for the collaboration with the researchers of INSA.

6.3.6 Awards Obtained

During the development of this thesis, the following award was obtained:

• Best Speech Award “II EDICION SIMPOSIO : CUENTANOS TU TESIS”
(talk about your thesis). The award was assigned by the Universidad
Politécnica de Madrid in 2018 to the speech Runtime Adaptive Hard-
ware/Software Execution in Complex Heterogeneous Systems. The talk was
about preliminary results of this Ph.D. thesis and future research lines.
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6.4 FUTURE RESEARCH LINES

In this research thesis, the design of application on complex heterogeneous
systems was addressed. To speed up the development of the entire system,
a dataflow-based method has been defined, improved and tested on real use
cases. The method allows a DSE: by tuning the value of the parameters at run-
time, a set or real measurements are collected and analyzed. However, another
interesting approach is the simulation of the system performance before the
prototyping phase with even higher levels of abstraction. This should be the
main research line, which naturally follows the first step in which preliminary
measurements are collected in order to realize a mathematical model of the
whole SW and HW system.

In the conclusion of Chapter 5, it was remarked that, thanks to the
proposed method and the integration of ARTICo3, SPiDER and the monitoring
infrastructure, the created system is self-aware. Self-awareness is a crucial
property for the autonomous system. Being autonomous means to be able of
performing an action in response to a stimulus and adapt itself to face new
situations. The self-awareness and the self-adaptation capability have been
proved. However, the manual design of the decision-making brain that decides
when and how performing adaptation is the main challenge of the entire
chain. The example shown required manual planning (with idea and concepts
coming from industrial and academic partners involved within the CERBERO
project). Although this thesis has set the bricks for achieving adaptation,
the manger itself requires planning according to some specific objectives
(improving energy efficiency, ensuring reliability, etc.). In this context, Artificial
Intelligence can be seen as a method to produce and infer the adaptation
actions, being capable of even offering autonomous and dynamic adaptation.
Thus, the most interesting future research line consists of exploring Artificial
Intelligence (AI) algorithm to supervise the whole system, already capable of
performing self-adaptation (SW adaptation but also HW adaptation) in a fully-
autonomous manner.
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LIST OF ACRONYMS

AAA Algorithm Architecture Adequation

ABC Architecture Benchmark Computer

ADC Analog to Digital Converter

AI Artificial Intelligence

API Application Programming Interface

ASIC Application-Specific Instruction Circuit

ASIP Application-Specific Instruction Processor

BDF Boolean Controlled Dataflow

CAL CAL Actor Language

CDFGs Control Data Flow Graphs

CGR Coarse Grain Reconfiguration

CGRA Coarse Grained Reconfigurable Architecture

CLB Configurable Logic Block

CPS Cyber-Physical System

CPU Central Processing Unit

CSDF Cyclo-Static Synchronous Dataflow

DAG Directed Acyclic Graph

DAMHSE DAtaflow-based Method for Hardware/Software Exploration

DCT Discrete Cosine Transform

DMA Directed Memory Access

DMR Double Module Redundancy

DoF Degree of Freedom
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DPN Dataflow Process Network

DPR Dynamic Partial Reconfiguration

DSE Design Space Exploration

DSP Digital Signal Processor

ENIAC Electronic Numerical Integrator and Calculator

FFT Fast Fourier Transform

FIFO First-In First-Out queue

FK Forward Kinematics

FPGA Field Programmable Gate Array

FPS Frames per Second

FSM Finite State Machine

GPGPU General-Purpose computing on Graphics Processing Units

GPP General-Purpose Processor

GPU Graphic Processing Unit

GRT Global Runtime

HDF Hardware Description File

HDL Hardware Description Language

HLS High-Level Synthesis

HW Hardware

IBSDF Interfaced Based Synchronous Dataflow

IC Integrated Circuit

IDE Integrated Development Environment

IK Inverse Kinematics

IoT Internet of Things

IP Intellectual Property
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KPI Key Performance Indicator

KPN Kahn Process Network

LE Logic Element

LRT Local Runtime

LUT Look-Up Table

MoC Model of Computation

MPSoC Multi-Processor System on Chip

NRE Non-Recurring Engineering

OS Operating System

P2P point-to-point

PAPI Performance Application Programming Interface

PE Processing Element

PiMM Parameterized and Interfaced Meta-Model

PiSDF Parameterized and Interfaced Synchronous DataFlow

PL Programmable Logic

PMCs Performance Monitor Counters

PREESM Parallel Real-time Embedded Executives Scheduling Method

PS Processing System

PSDF Parameterized Synchronous DataFlow

RAM Random Access Memory

RTL Register Transfer Language

RTOS Real-Time Operating System

RV Repetition Vector

SADF Scenario-Aware DataFlow

SDF Synchronous DataFlow
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SDSoC Software-Defined System-On-Chip

SIMD Single Instruction - Multi Data

S-LAM System-Level Architecture Model

SoC System-on-Chip

SPDF Schedulable Parametric Dataflow

SPiDER Synchronous Parameterized and Interfaced Dataflow Embedded
Runtime

SW Software

TMR Triple Module Redundancy

TPU Tensor Processing Unit

VLIW Very Long Instruction Word
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