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SIMULTANEOUS DEPTH COMPLETION AND 3D
OBJECT DETECTION VIA DEEP LEARNING FOR
SCENE RECONSTRUCTION IN AUTONOMOUS
DRIVING SCENARIOS

Master Universitario en Ingenierı́a de Telecomunicación

Bastico Matteo

2021

TRABAJO DE FIN DE MASTER
Tı́tulo: SIMULTANEOUS DEPTH COMPLETION AND 3D OBJECT DETECTION VIA DEEP LEARNING FOR SCENE RECONSTRUCTION IN AUTONOMOUS
DRIVING SCENARIOS
Autor: Matteo Bastico
Tutor: D. Alberto Belmonte Hernández and D. Federico Álvarez Garcı́a
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Summary
The use of learning-based techniques in the autonomous driving field has grown exponentially
in the last years. In particular, great focus has been given to object detection and depth
estimation algorithms. Recently, also depth completion has become a competitive research
topic in self-driving scenarios. In this work, we propose a new flexible two-stages framework
based on both depth completion and 3D object detection which takes as input RGB-D data.
The first stage, in which the depth completion process is carried out, generates a dense depth
map of the analysed scene. This depth map is converted into a pseudo-LiDAR pointcloud
which is fed into the second stage to perform the object detection. Between the two stages
we introduce a new process which is in charge of estimating the reflectances of the points in
the pseudo-LiDAR pointcloud. Three different reflectance estimation alorithms are proposed
in this work and their performances are compared. Moreover, the entire framework is trained
and evaluated using the prestigious KITTI dataset for autonomous driving applications. The
results are finally compared with State-of-The-Art algorithms in the self-driving field. The
entire project is implemented in Python programming language using the PyTorch library
and some pre-coded networks to make easier the developing process.
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Resumen
El uso de técnicas basadas en el aprendizaje en el campo de la conducción autónoma ha crecido exponencialmente en los últimos años. En particular, se ha centrado en la detección de
objetos y en los algoritmos de estimación de profundidad. Recientemente, el tópico ”depth
completion” se ha convertido también en un tema de investigación competitivo en los escenarios de la conducción autónoma. En este trabajo, se propone un nuevo algoritmo flexible
de dos etapas basado tanto en el tema ”depth completion”, como en la detección de objetos
en 3D que toma como entrada datos RGB-D. La primera etapa, en la que se lleva a cabo
el proceso de ”depth completion”, genera un mapa de profundidad denso de la escena analizada. Este mapa de profundidad se convierte en una nube de puntos pseudo-LiDAR que
se introduce en la segunda etapa para realizar la detección de objetos. Entre ambas etapas
se introduce un nuevo proceso que se encarga de estimar las reflectancias de los puntos de
la nube de puntos pseudo-LiDAR. En este trabajo se proponen tres diferentes algoritmos de
estimación de reflectancias y se compara el rendimiento entre ellos. Además, toda la estructura se entrena y evalúa utilizando el prestigioso conjunto de datos KITTI para aplicaciones
de conducción autónoma. Los resultados se comparan finalmente con algunos algoritmos de
última generación en el campo de la conducción autónoma. Todo el proyecto se ha realizado en el lenguaje de programación Python utilizando la biblioteca PyTorch y algunas redes
predefinidas para facilitar el proceso de desarrollo.
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Chapter 1

Introduction and Objectives
The last decade faced a increasingly rapid progress in Artificial Intelligence (AI) and deep
learning technologies in a wide variety of sectors such as cybersecurity, agriculture, finance,
health, law and transports. According to the McKinsey Global Survey on AI [26] as of
November 17th, 2020, half of the surveyed organizations have adopted AI in at least one
function. In particular, in high-tech and telecom sectors, e.g. broadband communication,
IT services and wireless communications, are the most likely to report the adoption of AI in
their companies. Most of them are gaining value from AI and many are generating revenue
increases and cost decreases, even if the latter is less common.
One of the sectors in which deep learning and AI are leading the evolution in the last years is
the transport industry. The prospect of a future where the humans don’t have to drive is very
attractive for many manufacturers. The common desire to see autonomous vehicles on the
streets presents an exciting challenge that many of them want to capitalize. Following this
objective, the investments into autonomous vehicles have increased every years. As outlined
by Kearney [1], overall, the apps, equipment, and vehicles related to autonomous driving
will pull in $282 billion in revenues by 2030, which represents about 7 percent of the total
automotive market, as shown in Fig. 1.1. Moreover, they expect the market to reach around
$558 billion between 2030 and 2035 representing the 17 percent of the entire AI market share.
To ensure the safety and security of autonomous vehicles, countries will need to have adequate infrastructure. Furthermore, legislative authorities will have the task to legislate and
regulate the industry [27]. On the other hand, the manufacturers are the main responsible
of the safety operation of self-driving vehicles. Therefore, in order to guarantee the adequate
security requirements for autonomous driving and to help companies rising to that challenge,
Machine Learning (ML) and Deep Learining (DL) technologies started being used in this field.
According to the World Health Organization [28], 1.35 million people die each year on the
world’s roads and in most of the cases the cause is an human error. Therefore, a bigger use of
autonomous vehicles could limits the human fault and possibly save hundreds of lives. In the
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Figure 1.1: The expected value of the connected mobility market in the next years. Mobile apps with digital features reefer to content and software for autonomous driving and
Apps and goods with digital and physical features to telematics features for car-to-car and
car-to-x communication and traffic management. Finally, special equipment reefer to accessorises for assisted driving, auto pilot, navigation and more. Source: Kearney [1]

base forecast of McKinsey & Company [29], China has the potential to become the world’s
largest market for autonomous vehicles. They believe that in 2040 these vehicles will account
for 66 percent of the passenger-kilometers traveled and that they will generate a market revenue of $1.1 trillions from mobility services (e.g. public transports) and $0.9 trillions from
sales of such vehicles. [29] expects that the mass adoption of autonomous driving vehicles
will be slower in China with respect to the rest of the world due to the complex signage not
standardized which requires more training for DL. Nevertheless, as shown in Fig. 1.2 the
mass adoption of autonomous driving, will likely be after 2027, since it requires advanced
technologies to address all kind of environments. At this point, the level 4 of Autonomous
vehicles (AV) [30] in which the car can handle the majority of driving situations independently will likely be reach. Moreover, they predict that by 2032 the full adoption (level 5)
with penetration also in rural areas and driving with bad weather condition will be possible.
There are tens fields of application of ML and DL in autonomous driving scenario, such as
detection and classification of objects, driver monitoring, driver replacement, vehicle powertrains, depth prediction, optical flow and many others. At the beginning, the main complexity of deploying ML and DL algorithms for autonomous vehicles was the luck of a complete
dataset able to mimic real scenarios. In the past years, some benchmarks have been developed
to boost the visual recognition systems, e.g. Caltech-101 [31], Middlebury [32] and PASCAL
VOC [33], but they were not enough to train a performing networks for autonomous driving.
In 2012, Geiger et al. [24] [2] developed the KITTI benchmark, a novel challenging benchmark for the tasks of stereo, optical flow, visual odometry / SLAM and 3D object detection
taking advantage of their autonomous driving platform. The KITTI dataset provides information of driving scenes captured with color and gray-scale stereo cameras systems and with
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Figure 1.2: Use cases and passengers-kilometers addressable by autonomous vehicles over
time where the percentage reefer to the passenger-kilometers traveled. Level 4 AV is considered to be fully autonomous driving and low speed means lower than 60 kilometers per
hour.

a Velodyne laser scanner (LiDAR). Moreover, these visual data come with sensors information provided by a localization system including GPS, GLONASS, IMU and RTK correction
signal [2]. Nowadays, the KITTI dataset is the most prestigious dataset in the self-driving
vehicles domain and then, the most used to develop State-of-The-Art algorithms related with
self-driving cars and trucks. Therefore, to carry out this work we rely on this dataset and, in
particular, we focus our research on 3D object detection and depth completion.
Among all the tasks, AVs need to detect and track moving objects, such as pedestrians, cycles
and car, in real scenarios. Then, 3D object detection is of main importance for autonomous
driving and to achieve this result the vehicles rely on many sensors. Newly developed algorithms [13, 34, 35, 12, 11] completely rely on the pointcloud generated by the laser scanner using 2D/3D Convolution Neural Network (CNN) or more advances technologies such
as PointNet [7, 9]. Other algorithms combine this information with RGB images [10, 36],
while early developed solutions simply use only 2D data, i.e. monocular or stereo images
[37, 3, 4, 5]. In general, the use of the Velodyne laser scanner permits to fully exploit the
3D information provided by the pointcloud and then, the algorithms which completely rely
on it have better performances. Nevertheless, the information provided by the laser scanner is very sparse and irregularly spaced. For this reason, depth completion is becoming
an attractive and challenging research field for autonomous driving scenarios. It is the process of generating a dense depth map of a scene using as input the sparse one, generated
from the LiDAR, and some auxiliary information such as RGB images. Recent proposal
[20, 38, 39, 40, 41, 19, 42, 43, 21, 44, 45] have shown that learning-based approaches have
high potentials for depth completion. Even though some traditional methods can suffer of
the high sparsity of the input, some solutions have been proposed trying to overcome this
problem. [46] extended the convolutional operation with sparsity-invariance and, following
this work, other more complex solutions have been proposed. Fusion techniques of RGB-D
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(a) Pesudo-LiDAR pointcloud generated
from the dense depth map without reflectance values.

(b) Psuedo-LiDAR pointcloud after the proposed Reflectance Propagation process.

Figure 1.3: Example of Reflectance Propagation on one sample of the KITTI dataset. In
1.3a the pseudo-LiDAR pointcloud is shown. In 1.3b the final pointcloud obtained after the
Reflectance Propagation is instead shown.

are used in some networks [41], Spatial Propagation in [44, 42] and Graph Neural Network
(GNN) in [19]. Independently on the technology used to generate the dense depth map, it
can be used to reconstruct a pseudo-LiDAR pointcloud which can be used as input for a 3D
object detection network.
In this work, we propose a DL architecture to jointly perform the task of depth completion and
3D object detection trying to take advantage of the reconstructed pseudo-LiDAR pointcloud
to have more precision in the detection. We first study the best State-of-The-Art algorithms
to perform both tasks independently and then we merge them in a single network which we
call CompDet network. The first stage of this network consists on the depth completion stage
which is in charge of creating the dense depth map starting from the RGB images and the
raw LiDAR information. This dense depth map is then projected into a pseudo-LiDAR which
is fed into the second stage of CompDet to obtain the bounding boxes of the objects in the
scene. In [22] the authors also jointly perform both task in order to fuse the features generated
by the two representation during the propagation in the network. Wang et al. [47] proposed a
similar work in which they apply a post-processing to the pseudo-LiDAR cloud in order to fit
it better to the 3D object detection networks. Recently, [48] further improved the latter with
a depth-propagation algorithm to refine the generated pointcloud but none of them take into
account that State-of-The-Art algorithms for 3D object detection use reflectance information
of the points as input feature for the network.
The reflectance is acquired by the laser-scanner when the radiated wave hit an object and it
carries information regarding the surface and the lighting. This data is provided in the original
raw LiDAR but it is not available for the reconstructed pointcloud from the sparse depth map.
Therefore, we propose three newly methods, that we call reflectance propagations, to recover
the reflectance information for the points in the generated pseudo-LiDAR. Assuming that
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the reflectance is independent from the distance of the surface, we firstly develop a method
that recovers the reflectance values of the points looking for the Nearest Neighbour (NN) in
the original cloud. Then, we try to speed up this methods discarding the depth information
on the 3D points and generating an image, that we call reflectance-image, containing the
reflectance values for the projected points. Applying image processing techniques on this
image, namely Gaussian filtering and Averaging filtering, we propagate the original values on
new points which are then projected back in the pseudo-LiDAR. In Fig. 1.3b an example of
the Reflectance Propagation result is shown on the psuedo-LiDAR pointcloud of Fig. 1.3a.
The final result of the proposed process is then fed into the 3D object detection network
aiming to obtain a better result due to the presence of the reflectance information.
Our contributions can be summarized into four-fold. (1) We propose CompDet framework
which effectively takes advantages of both depth completion and 3D object detection for scene
reconstruction in autonomous driving scenario. (2) The proposed framework is highly flexible
since any depth completion or 3D object detection network can be adopted to compute the
tasks as soon as the outputs are consistent. (3) We introduce three methods for the generation
of a pseudo-LiDAR pointcloud with estimated reflectance values for its points. The reflectance
propagation techniques can be used jointly with other techniques to increase the quality of the
pointcloud. (4) Our proposed method CompDet has comparable performances with State-ofThe-Art methods in the KITTI 3D detection benchmark [24, 2].
The rest of the work is organized as follow. In Section 2 we extensively analyse the dataset
used in the proposed work and the State-of-The-Art algorithms for 3D object detection, depth
prediction, depth completion and multi-sensor fusion in autonomous driving. Then, in Section
4 we give an overview of the proposed network to jointly combine depth completion and 3D
object detection. Moreover, we describe our novel algorithm for reflectance propagation on
the pseudo-lidar poincloud. Next, in Section 5 we describe the implementation details of our
CompDet network and in Section 6 the results for the experiments we carried out are reported
and compared with State-of-The-Art algorithms. Finally, Section 7 conclude this work.
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Chapter 2

State of The Art
In this chapter we introduce the dataset used in our experiments and we describe the data
it provides and how they are captured. Next, we outline the main algorithms for 3D object
detection, depth prediction and depth completion in the self-driving field. We start from the
early proposed algorithms and we follow their evolution till the State-of-The-Art ones. For
each milestone of this evolution we deeply study the main representative algorithm including
its architecture, the innovation it brings and the results obtained. Finally, for each task we
report a performance comparison on the proposed dataset of all the described algorithms.

2.1

KITTI dataset

The KITTI benchmark [24, 2] was introduced by the Karlsruhe Institue of Technology (KIT)
in 2012 and it is nowadays the most prestigious dataset in the autonomous driving domain.
It has been recorder from a moving platform which is shown in Fig. 2.1a driving around a
mid-size city, in rural areas and on highways on the area of Karlsruhe, Germany, in Fig. 2.1b.
The sensor setup is as follow [24]
• 2 × PointGray Flea2 grayscale cameras
• 2 × PointGray Flea2 color cameras
• 4 × Edmund Optics lenses
• 1 × Velodyne HDL-64E rotating 3D laser scanner
• 1 × OXTS RT3003 inertial and GPS navigation system
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(a) Recording platform of the KITTI
dataset.

(b) Recording area of the KITTI
dataset of 39.2 km length.

Figure 2.1: Recording platform used to record the KITTI dataset in 2.1a. The Volkswagen vehicle is equipped with four cameras, a Velodyne laser scanner and a GPU/IMU navigation system. In 2.1b, the GPS traces of the recordings in the metropolitan area of Karlsruhe, Germany. Source: Geiger et al. [2].
Therefore, throughout the use of these sensors the KITTI dataset is composed of stereo camera
images (both gray-scale and color), Velodyne laser scans, high-precision GPS measurements
and IMU accelerations. The tasks of interest are: stereo, optical flow, visual odometry, 3D
object detection, depth prediction, depth completion, 3D tracking and many others. For this
work we concentrate out research on the RGB images and on the pointclouds, which are of
main importance for depth completion and 3D object detection. More information regarding
the cameras and Velodyne laser scanner are provided in Section 4.2 where we describe the
calibration processes needed to process the data for CompDet network.
Other benchmarks [31, 32, 33] do not provide accurate 3D information for obects ot they are
not realistic. Instead, the KITTI dataset provides very accurate 3D bounding boxes for objects
of many classes, e.g. cars, vans, trucks, pedes- trians, cyclists and trams. The high precision
of this dataset is due to the fact that the objects are manually labeled in the 3D pointcloud
obtained by the Velodyne system and then projected back in the 2D images. Moreover, all
the objects are marked as either visible, semi-occluded, fully occluded or truncated based on
its visibility, e.g. an object can be partially covered by another object. The statistics of the
complete labeling process are shown in Fig. 2.2. We can see that the majority of the registered
objects are cars and pedestrians and around 50% of them are occluded or truncated. For both
the two main classes also the objects orientation distribution is shown. Regarding cars, most
of them have an orientation of in the rage [0, 20] degrees or [160, 180] degrees which means that
the cars are almost parallel to the recording station. Instead, for pedestrians the orientation
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Figure 2.2: Object Occurence and Object Geometry Statistics of KITTI Dataset. The figures show from left to right and top to bottom The distribution of object classes and the
percentage of occluded and truncated objects, the number of pedestrians and cars per image and their orientation distribution. Finally, the distribution of objects dimensions for car
and pedestrians are depicted. Source: Geiger et al. [2].

in much more distributed in the whole range [-180, 180] degrees. Morover, the number of cars
and pedestrians per image are shown and we can see that the majority of the images have
a few nuber of objects. Finally, also the distribution of width, length and height of the cars
and pedestrians are depicted. All of them follow a Gaussian shaped curve which means that
objects of same class have similar dimensions. The 3D object detection benchmark available
online consists of 7481 training images and 7518 test images as well as the corresponding point
clouds, comprising a total of 80.256 labeled objects. Note that the total number of classified
objects is higher than the one present in the publicly available dataset because it contains
around 25% of their overall recordings.
The depth prediction and depth completion benchmarks have been introduced later in 2017
in the KITTI dataset. Uhrig et al. [46] created a new large scale dataset based on the KITTI
raw datasets which comprises over 93 thousand depth maps with corresponding raw LiDaR
scans and RGB images, aligned with the ”raw data” of the KITTI dataset. As said, the raw
dataset provide depth information in form of Velodyne laser scans. These scans are usually
highly corrupted by noise, artifacts or reflecting surfaces in the scene. In [46] they propose
to remove outliers in the laser scans by comparing the scanned depth to results from a stereo
reconstruction approach using Semi-Global Matching (SGM) [49]. In this way they achieved
four times denser depth maps than raw LiDAR scans and, nowadays, the datset can be used
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to train complex deep learning models for the tasks of depth completion and single image
depth prediction.

2.2

3D Object Detection

Deep learning has achieved good progresses in terms of 2D image processing and computer
vision applications, such as, object detection and segmentation [50, 51, 52, 53, 54, 55]. Nevertheless, 3D object detection is necessary for many real-word tasks and, in particular, in the
autonomous driving field. Unlike 2D applications which has nowadays consolidated capabilities and robustness to variations, the 3D ones still face great challenges due to the variability
and irregularity of the dataset formats and large search space of 6 Degrees-of-Freedom (DoF)
of 3D objects. The data which are exploitable for 3D object detection tasks have large variability and can consist of mono/stereo RGB images, bird’s views, which can be obtained
projecting the RGB images, and 3D points clouds. Therefore, many methods have been proposed which use various combination of the previously mentioned data types. Monocular 3D
object detection, which makes use of a single image of the stereo pair, has been proposed
[3, 56, 57, 37], as well as, methods which take as input both images of the stereo pair for 3D
object proposal [4, 5]. Other proposed methods make use of 3D point clouds, in general generated by LiDAR sensors in autonomous driving, with or without transformation of the scene
view and/or jointly with RGB images information. Projecting the 3D point cloud into bird’s
view, or frontal view or to 3D voxels [36], help the deployment of efficient algorithms based on
the consolidated 2D object detection techniques. Ku et al. [58] proposed an Aggregate View
Object Detection (AVOD) network for autonomous driving scenarios, using one RGB image
and the projection of the point clouds into bird’s view. The same transformation of LiDAR
information into bird’s view images is used in [59, 60]. A similar method in which the point
clouds are instead projected to both bird’s view and frontal view (multi-view) is proposed in
[6]. Thanks to the introduction of PointNet [7, 9], others methods use directly the information
provided by the raw 3D points clouds and they aim to take advantages of the 3D information
for the generation of 3D bounding boxes instead of relying on 2D techniques. Qi et al. [10],
proposed Frustum PointNets for 3D Object Detection from RGB-Depth (RGB-D) data which
takes as input the points clouds without transforming them but it still relies on 2D RGB detection results in the RGB space. Trying to avoid to use of 2D detection, Shi et al. [12] proposed
PointRCNN which completely operates only on the 3D point clouds information and achieves
robust and accurate 3D detection performance. This framework is then improved adding
Part-aware and Part-aggregation network in Part-A2 net [35]. Also some 3D object detectors
in which the point clouds are projected into 3D voxels have been developed making use of 3D
PointNet and 2D/3D Convolution Neural Network (CNN) strategies [61, 13, 11, 34, 62, 22]
even though they may suffer of information loss due to quantization, if not managed correctly.
Recently, to improve the performance of the previously cited networks, also a combination
of both modalities, i.e. 2D and 3D detection in a multi-modal fusion framework, have been
proposed in CLOCs [63]. In the following some of the state-of-the-art solutions are deeply
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described and will be used as basis of the proposed work.

2.2.1

Monocular 3D Object Detection

The simplest approach in terms of input data format is the monocular 3D object detection
proposed by Chen et al. [3] since it takes as input only the left image of the stereo image pair.
The line of work consists on generating a set of object proposals, exploiting contextual models
and semantic, which are then injected in a CNN that classifies them. The object proposals
generation is based on the assumption that the objects should lean against the ground-plane
(but are not constrained to lie on it) which is considered orthogonal to the image plane, since
the only input is a monocular image. In the generation of the 3D object proposals each object
is represented with a bounding box which size is based on a set of three representative 3D
templates per class with two orientations. Then, a scoring function based on potentials is
defined combined the following features.
Semantic segmentation: two types of features encoding semantic segmentation are incorporated. The first one consider the presence of an object inside a bounding box, while the
second one computes the presence of objects different from the one considered before using
the SegNet model [64, 65].
Instance segmentation: counts the number of segments inside and outside the box and the
best one is chosen based on the Intersection over Union (IoU) overlap.
Shape: the contours are computed on the segmentation output and then the contour pixels
are counted based on a grid. This also helps to have bounding boxes that better match the
real shape of the object.
Context: the base of the 3D bounding box is used as contextual region and, then, the
semantic segmentation features are computed in this area, e.g. search road under a car.
Location: the location prior of objects, which is learned with Kernel Density Estimation
(KDE), is encoded in the image plane birds-eye perspective.
All these features are computed with integral images, which is fast enough to permit exhaustive
search. Next, the weights of this model are learned with structured Support Vector Machine
(SVM). The steps described above are summed in Fig. 2.3.
After the candidates generation, a Non-Maximum Suppression (NMS) is applied on them and,
then, they are injected in a CNN that further score them. The scoring of the best proposals
relies on a CNN architecture, shown in Fig. 2.4, developed on a previous work of Chen et al.
[4], which is based on stereo images for 3D object proposals. It is built using a Fast R-CNN
[52] which has five convolutional layers and at the last layer it splits into two branches. The
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Figure 2.3: Overview of the monocular 3D object detection approach. The candidates
bounding boxes are sampled with typical physical sizes in the 3D space. Then, they are
projected into the image plane and scored using multiple features. The final set of candidates is finally obtained with NMS. Source: Chen et al. [3]

Figure 2.4: CNN network used to score the proposal generated by the 3D monocular object detection approach. Source: Chen et al. [4]
upper branch in Fig. 2.4 encodes features from the proposal region, i.e. the region inside the
box, while the lower one computes them on the context regions. Both branches are structured
as follow: one Region of Interest (RoI) pooling layer, which RoIs are computed projecting the
regions, respectively, proposal or context, into the conv5 feature maps and a fully-connected
layer. The final features vector is obtained concatenating the outputs of the two branches.
Finally, a multi-task loss is used to train including category loss (cross entropy), orientation
loss (l1 loss) and bounding box offset loss (l1 loss).

2.2.2

Stereo R-CNN based 3D Object Detection

Beside the method cited in Sec. 2.2.1 [4], which also uses stereo images, we present in
this subsection a novel method [5] that consider RoI as an entirety rather than independent
pixels. In this way the network exploits the objects properties, such as semantic and geometry
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Figure 2.5: Stereo R-CNN based 3D object detection network architecture composed by
the stereo R-CNN, which classify objects and do regression jointly with keypoint prediction,
the 3D box estimation, that generate the 3D bounding boxes, and the dense 3D box alignment used to increase the accuracy. Source: Li et al. [5]

information, applying simultaneous detection on left and right images. The entire network is
shown in Fig. 2.5 and it is structured in several steps. The Stereo R-CNN approach is used
to detect and associate objects in stereo imagery, then the 3D box estimator generates the
3D bounding boxes from 2D boxes and keypoints and, finally, the dense 3D box alignment
ensures the localization accuracy. In the following these processes are further described.
Stereo R-CNN Network: The backbone of this network is a weight-share ResNet-101
[66] and Feature Pyramid Network (FPN) [55] that extracts features from the stereo images.
The original Region Proposal Network (RPN) design in Faster R-CNN [51] is based on a
single-scale features map with multi-scale anchor boxes. In FPN [55] the anchor points are
instead evaluated on multi-scale futures maps. The Stereo R-CNN Network follows the latter
approach but it concatenates the left and right features maps at each scale, which are then fed
into the stereo RPN network. The Ground-Truth (GT) box is obtained as union of left and
right ground-truth boxes. Then, an anchor box is classified based on the IoU ratio with union
ground-truth boxes and six regression terms are computed, i.e. the offsets with respect to left
and right ground-truth boxes, which lead to six regression outputs. Left and right RoIs are
then reduced with NMS and the top 2000 are kept for further analysis. RoI Align [53] is then
applied on the left and right features maps and these are fed into the two last components
of the Stereo R-CNN Network that are the stereo regression and the keypoint prediction, as
shown in Fig. 2.5. In the first one, the RoIs features are concatenated and fed into two fully
connected layers to extract object class, stereo bounding boxes, dimension, and viewpoint
angle. Regarding keypoint prediction, only the left feature map is used and it is implemented
as proposed in Mask R-CNN [53] using six sequential 256-d 3 × 3 convolution layers and a
2x2 deconvolution layer. Four 3D semantic keypoints are defined, i.e. the four corners of the
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Figure 2.6: Illustration of the keypoints used in Stereo R-CNN Network. The four corners
of the base of the 3D box and among them the perspective keypoint which can be projected
inside the base. Moreover, the two boundaries keypoints are illustrated. Source: Li et al. [5]
base of the 3D bounding box. Among this corners, only one can be projected into the middle
of the box and it is called the perspective keypoint. Moreover, also two boundaries keypoints
are predicted as shown in Fig. 2.6. All these three keypoints are used in successive analysis.
3D Box Estimation: in this part a coarse 3D bounding box is generated using the information obtained in the previous step, i.e. 2D bounding box and keypoints. The 3D box is
computed minimizing the reprojection error of the left-right 2D boxes and the perspective
keypoint, inspired by [67].
Dense 3D Box Alignment: due to several convolutional layers the original pixel information
is lost. Then, to achieve a better accuracy of 3D bounding boxes the original image is retrieved.
The disparity of the 3D box center is solved using the dense object patch, treated as a regular
shaped cube, and minimizing the total photometric error. Finally, the 3D box is rectified.
The Dense 3D Box Alignment is a key step to increase the Average Precision of 3D boxes and
can be used in any image-based 3D object detection.
This method, as shown in Tab. 2.1 and Tab. 2.2, outperforms other methods for 3D object
detection based only on RGB images without using 3D information (in particular monocular
methods).

2.2.3

MV3D: Multi-view 3D Object Detection

We introduce in this subsection the Multi-View 3D networks (MV3D) [6] as example of fusion
framework which take as input both RGB images and LiDAR point cloud to predict 3D
bounding boxes. Other multi-view methods have been proposed [68, 69]. We decided to
present MV3D since it is based on the transformation of the point cloud both into Bird’s
View (BV) and Frontal View (FV) and because it is developed specifically for autonomous
driving.
Both bird’s view and frontal view are encoded by height, intensity and density. For the bird’s
view the point cloud is divided in M slice and projected into a 2D grid with resolution of 0.1m.
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Figure 2.7: Structure of the Multi-View 3D networks (MV3D). It takes as input an RGB
image and the point cloud transformed into bird’s eye and forntal view. 3D proposals are
generated from the bird’s view and projected into the other two views. A deep fusion network is then used to combine features of the three views and do classification and regression
tasks. Source: Chen et al. [6]
For each slice the maximum height of the points in the cell is used as height feature, leading to
M heights maps. The reflectance of the highest point (without considering the slices) is then
used as intensity and the density is computed as the number of points for each cell. Then, for
the bird’s view there are in total (M + 2)-channel features. To generate dense frontal view
the projection into a cylinder plane is used [70] and only the three channels features are used.
The MV3D network is composed of a 3D proposal network and a region-based fusion network,
as shown in Fig. 2.7. The two parts of the network are further described in the following.
3D Proposal Network: as in the stereo R-CNN (Sec. 2.2.2) the RPN follows [51]. The
input used is the bird’s view, since it preserves the object sizes and prevent occlusions, and the
proposals are generated from a set of 3D prior boxes obtained by clustering the ground-truth.
Features maps are then upsampled because with the disretization used the sizes of the boxes
are small. Box regression is done as in [51] and class-entropy loss is used for objectness loss,
while l1 is used for 3D box regression loss. IoU is computed between anchor and ground-truth
bird’s view boxes and a threshold of 0.7 is applied for NMS to keep to top 2000 boxes, as in
Sec. 2.2.2. The base network is built on the 16-layer VGG net [54] with some modifications,
in particular, to deal with small objects.
Region-based Fusion Network: is used to combine the multiple views and jointly classify
and regress the proposal 3D boxes. RoIs are projected into each of the three views and RoI
pooling [52] is applied on all of them. The different features are fused using deep fusion
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[71, 72] which consists of an hierarchical combination using element-wise mean (purple circle
with M in Fig. 2.7) and three different features transformation functions, i.e. one for each
bird’s view, frontal view and RGB. From the fusion features the network regresses to oriented
3D boxes from the proposal, which had restricted orientations, and categorizes them as in the
proposal generation, i.e. considering the bird’s view boxes IoU.
The performances of this proposal on the KITTI dataset are shown in Tab. 2.1 and Tab, for
3D object detection and bird’s view detection, respectively. 2.2.

2.2.4

PointNets: Baseline for 3D Object Detection on Pointclouds

In this subsection the baseline of the PointNet [7] and its evloution PointNet++ [9] are briefly
explained, since they are the basis of most the state-of-the-art 3D object detection algorithm
applied on 3D point clouds [12, 35, 10, 61, 13, 11, 34, 63]. The need of deep learning techniques
that extract features directly from 3D point clouds without relying on 2D techniques is of
extremely importance for a lot of the challenging filed on Artificial Intelligence (AI), such
as, autonomous driving. R. Qi et al. [7] tried to root this process introducing PointNet,
a network applied on point clouds for object classification and scene segmentation. Many
algorithms that relies on 2D or 3D convolutions, such the one presented in Sec. 2.2.3, take
the input points cloud and project it into one or more 2D views or quantize it to 3D voxels,
manipulating then the original data.
PointNet takes as input a raw points set, e.g. collected from a LiDAR sensor, and its design
is motivated by the following two challenges that are unique for points clouds.
Permutation Invariance: the 3D points set is an unordered set, i.e. a N points cloud has
N ! different permutation, and the data processing must be invariant to all the different representations of a set. Since a neural network can be represented by a mathematical function,
in order to achieve the permutation invariance in PointNet, the authors proposed to use a
symmetric function, that is, a function which result is independent from the order of the input
variables. They base their analysis on the observation that a function f , that can be written
as the following composition

f (x1 , x2 , · · · , xn ) = γ ◦ g(h(x1 ), h(x2 ), · · · , h(xn ))

(2.1)

is symmetric if the function g is symmetric, where h is a transformation of the raw point
(x, y, z) in a high dimensional embedding space, g a symmetric aggregation function and
γ another transformation. They called this network PonitNet (Vanilla) and Multi Layer
Perceptron (MLP) is used for functions h and γ, while Max Polling is used as symmetric
function g.
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Figure 2.8: Components of a ST in an STN. The localisation net outputs a transformer
parameter θ based on the input U . Next, through a grid generator and a sampler the output V is produced. Source: R. Qi et al. [7]
Invariance under Geometric Transformations: based on PointNet (Vanilla) a network
more robust to input geometric transformations, such as rotation, is designed. Inspired by
Spatial Transformer Network (STN) [8], the transformation networks for inputs and features
(see Fig. 2.9) try to align the points cloud to a canonical space (pose normalization), applying
an affine transformation. The components of a Spatial Transformer (ST) are shown in Fig.
2.8. Based on the input U , the localization net (regression network) outputs a transformation
parameter θ. Then, through a grid generator and a sampler, the input is transformed to the
output V . In the case of PonitNet (Vanilla), since the points and their maps to high dimensional space are vectors, their transformation can be summed as a matrix multiplication and
then no sampling is needed (while is needed for example in images), as shown in Fig. 2.9. The
authors introduce a network, called T-Net, composed by MLP layers or fully connected layers
jointly with max pooling, which is used instead of the localization net to regress a transformation matrix and is trained end-to-end with the entire PointNet. To avoid overfitting due
to the large number of parameters composing the T-Net, a regularization term is introduced
in the loss to keep the transform matrix near an orthogonal transformation.
Combining the two previous observation, the complete architecture of PointNet is obtained,
as shown in Fig. 2.9. For classification, the n input points are transformed through the input
transform network and are embedded in 64-dimensional space. Then, the feature transformer
is applied and features are transformed to another 1024-dimensional embedding space. Next,
the max-pooling aggregation is applied among all the n points (symmetric function) to obtain
the output global feature vector. Finally, the global feature vector is updated to output k
scores through MLP, corresponding to the candidate categories for the classification. Regarding the segmentation network, an effective way to proceed is to concatenate the 64-dim
features points with the global feature vector (lower part of the image) and output m scores
to do the segmentation, after one MLP transformation.
PointNet shows to have high-accuracy for 3D object classification and segmentation with
respect the previous algorithm relying on 2D or 3D CNNs and it is also more robust to missing
data, outliers and perturbances on the points cloud. However, PointNet does not capture local
structures and then is not optimal for fine-grained patterns and complex scenarios. For this
reasons, R. Qi et al. [9] propsed a PointNet improvement, called PointNet++. Here, PointNet
is applied recursively and hierarchically in order to progressively abstract larger and larger

18

Figure 2.9: PointNet netwotk architecture. The input points cloud is transformed using a T-Net to reach invariance under geometric transformations and it projected into a
64-dimensional space. The features vectors are again transformed with a T-Net are reprojected into a 1024-dimensional space. Next, a max aggregation function is applied to
reach permutation invariance and create the global feature vector. Finally, a MLP computes
the ouput scores. In the second branch for the segmentation 64-dimensional points are concatenated with the global features vector and two MLP are applied to obtain the output
scores. Source: Jaderberg et al. [8]

local regions. An example, of the different classification outputs between the two networks
in a complex scenario is shown in Fig. 2.10 where we can see that PointNet++ (marked as
”ours”) is able to better recognize small objects with less confusion.

2.2.5

Frustum PointNets: 3D Object Detection from RGB-D Data

Frustum PointNets [10] is one of the first methods that relies on raw point clouds using RGB-D
scnas. It uses a combination of 2D deep learining for object detection and 3D for localization,
and then it still relies on 2D CNN techniques. The network extracts 2D bounding boxes
with 2D CNN to reduce the search area, and, jointly with depth information, they perform
3D bounding boxes regression using PointNet [7, 9], as shown in Fig. 2.11. The depth
information is represented as point cloud in RGB camera coordinates (from LiDAR sensor)
while, knowing the projection matrix, the 3D frustrum can be obtained from the 2D image
region. Amodal 3D bounding boxes are used, i.e. they cover the entire object even if it is
partially occluded or truncated.
The network architecture used in Frustum PointNets is composed of three modules, which
are frustum proposal, 3D instance segmentation, and 3D amodal bounding box estimation,
as shown in Fig. 2.12. All the modules are further explained in the following.
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Figure 2.10: Comparison of classification results between PointNet, PointNet++ (indicated as ”Ours”) and the ground-truth. Source: R. Qi et al. [9]

Figure 2.11: Working principle of Frustum PointNets. 2D boxes are predicted with CNN
and combined with depth information to point cloud. Then, 3D bounding boxes is regressed
using PointNet. Source: R. Qi et al. [10]

Frustum Proposal: 2D region proposal are obtained with FPN [55] (see Sec. 2.2.2). Knowing the camera projection matrix, the 2D box can be converted to a frustum, which consists
of the 3D search area in which point cloud are collected. They propose to obtain frustum
points cloud oriented orthogonal to the image plane, i.e. the read pyramid in Fig. 2.11.
3D Instance Segmentation: in real-world contexts, several occluded objects can be present,
therefore 2D CNNs solutions, e.g. 3D bounding box regression from depth map, may not
perform well. Frustum PointNets segments instances directly in the 3D point cloud using a
PointNet-based network and predict the 3D bounding box center (instead of the absolute 3D
location). The network assigns to each point the probability that it belongs to searched object
in the frustum point cloud, learning occlusion and clutter parts and recognizing geometry of
objects, which categories are one-hot encoded. With the masking (see Fig. 2.12) the points
that are classified as belonging to the object are extracted and local coordinates are created
according to the centroid (fundamental step to increase the algorithm accuracy).
Amodal 3D Box Estimation: with a PointNet the 3D bounding box is regressed in this
module after some preprocessing. A further refinement of the box center is done with T-Net
[7], i.e. a light-weight regression network from PointNet. The box estimation network is
similar to PointNet [7, 9], but the outputs are the parameters of the 3D bounding box, i.e.
center, size and orientation [51, 57].
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Figure 2.12: Structure of the Frustum PointNets for 3D object detection. 2D object detection is applied on the RGB image and the frustum is generated combining the points
cloud. Next, a PointNet applies 3D instance segmentation on the frustum to create a mask
of the searched object. Finally, the amodal 3D bounding box is estimated through a modified PointNet. Source: R. Qi [10]

The three networks are simultaneously trained with multi-task loss using softmax for classification tasks and smooth-l1 for regression terms. Also a novel metric, called corner loss, which
is basically the sum of the distances of the corners of the box with respect to the ground-truth,
is introduced to optimize the final 3D box accuracy. The performances of Frustum PointNets
are shown and compared with other methods in Tab. 2.1 and Tab. 2.2.

2.2.6

PointPillars: 3D Object Detection Based on Pillars and 2D CNN

PointPillars [11] is an example of pipeline which makes use a particular voxelization combined
with PointNets but that still relies on 2D CNNs. The authors, Lang et al., proposed to utilize
PointNets to learn a representation of points clouds organized in vertical columns (pillars)
enabling end-to-end learning with only 2D convolutional layers. The network takes as input
only the points cloud to predict the 3D bounding boxes. It is composed of three main stages,
a features encoder network to create sparse pseudo-images, a 2D CNN backbone to get highlevel representations and a detection head to detect and predict boxes, as shown in Fig. 2.13.
In the following the three stages are further described.
Points cloud to Pseudo-Images: the points, represented by x, y, z coordinates and reflectance r, are discretized into a grid in the ground plane to create a set of pillars. Each point
is then augmented to nine dimensions adding the distance to the arithmetic mean of all points
in the pillar and the offset to the pillar center. Then, a simplified version of PointNet (linear
layer combined with Batch-norm and Rectified Linear Unit (ReLU)) is applied followed by a
max pooling operation. Finally, the features are translated back to the original pillar location
to create the pseudo-image.
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Figure 2.13: PointPillars network architecture overview. The Pillar Feature Net transform
the points cloud into a pseudo image using stacked pillars to learn a set of features. A backbone 2D CNN is applied on the pseudo image to generate other features that are processed
by the Detection Head to predict the 3D bounding boxes. Source: Lang et al. [11]
CNN Backbone: the backbone used is similar to VoxelNet [61]. It is composed of two
sub-networks, the first one is a top-down network which generates features at various spatial
resolution (from big to small). The second sub-network is in charge of the up-sampling and
concatenation of the previously generated features.
Detection Head: the Single Shot Detector (SSD) [73] is used for the 3D object detection.
SSD speeds-up the Faster R-CNN [51] removing the RPN and introducing multi-scale features
and default boxes (anchor boxes). It is composes of features map extraction and convolutional
filters to detect objects. Finally, the Detection Head applies 2D IoU to match the boxes with
the ground-truth while, given the match, height and elevation are regressed.
The weights of the networks are randomly initialized using uniform distribution and the loss
function is the same proposed in SECOND [34]. Therefore, smooth l1 loss is used to regress
the localization, softmax classification loss for the direction and focal loss [25] for the object
classification loss. The total loss is optimized using Adam optimizer. The average precision
results of PointPillar on the KITTI test set are shown in Tab. 2.1 and Tab. 2.2 for 3D object
detection and bird’s view detection, respectively.

2.2.7

PointRCNN: 3D Object Detection on Raw Pointclouds

Shi et al. [12] proposed PointRCNN, a 3D object detection framework that takes as input
raw 3D point clouds, without relying on 2D CNNs results. The 2D algorithms to generate
proposals may fails in complex scenarios and this failures can’t be recovered in the 3D box
estimation step, as in [10]. PointRCNN extends the point-based features extraction of PointNet [7, 9] to 3D point cloud-based object detection. The network, shown in Fig. 2.14, is a
two-stage framework, as most of the 2D object detection methods [52, 51, 53, 55]. The first

22

stage generates 3D bounding box proposals in a bottom-up scheme based on the segmentation of the whole-scene point cloud. The second stage produce a 3D box refinement. In the
following the two stages are described more in detail.

Bottom-up 3D Proposal Generation: the backbone network used to generate pointwise features vector to describe the raw points is PointNet++ [9]. Then, bin-based 3D box
generation and foreground point segmentation is done simultaneously, i.e. the boxes are
generated directly from the foreground points (bottom-up). For the segmentation, the groundtruth mask is implicitly provided by the ground-truth 3D boxes and focal loss [25] is used.
In the bin-based 3D bounding box generation, only foreground points are regressed to obtain
the box location. The surrounding area of each of those point is split in discrete bins along
vertical and horizontal axis to locate the object center, while the box size and orientation
estimation are similar to Frustum PointNets [10] in Sec. 2.2.5. NMS with IoU of bird’s view
threshold is applied to keep 300 proposal to fed in the second stage.

Canonical 3D Box Refinement: after the first stage, the proposals 3D boxes are generated
for each foreground point. To refine their locations and orientations the 3D points and their
features are pooled. Each of the proposal boxes is slightly enlarged and for each point an
inside/outside test is done in the enlarged box. All the points that are inside the box are
kept, along with their features, to refine the box. The refinement is done through the second
stage sub-network which takes as inputs all the pooled points and features for each proposal.
The pooled points are transformed into the canonical coordinate system of the corresponding
3D proposal, i.e. the origin is set as the center of the box and the base axis are parallel to
the ground plane pointing in the proposal direction, enabling to learn better local features.
This process causes a loss of depth information of the object because the coordinate system
is moved in its center, therefore the distance to the sensor in included in the features vector,
along with coordinates, reflection intensity and segmentation mask. These local features are
concatenated, after some fully-connected layer, with the global ones obtained the first stage
and fed into a PointNet++ [9]. The output vector is used for confidence classification and
box refinement through bin-based regression losses as in the first stage. Finally, NMS with
bird’s view IoU threshold 0.01 is applied to remove overlapping boxes.

PointRCNN reaches better results on the KITTI benchmark with respect to other methods,
as shown in Tab. 2.1 and Tab. 2.2, since it uses only deep learning techniques based on
raw points clouds data. Recently, some improvements of PointRCNN have been proposed
by the same authors [35], introducing Part-A2 net which is based on Part-aware and Partaggregation networks. The first stage simultaneously predict 3D boxes proposals and accurate
intra-object part locations, the second stage refines the boxes using the spatial relationships
between pooled intra-object part locations.
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Figure 2.14: PointRCNN network architecture overview. The network is composed by two
part: (a) is a bottom-up 3D proposal generator to generate 3D bounding boxes proposals
based on the segmentation of the whole point cloud scene, (b) is a canonical 3D Box Refinement to refine 3D bounding boxes in a canonical coordinate system. Source: Shi et al.
[12]

2.2.8

PointVoxel-RCNN: Integration of 3D Voxel CNNs and PointNets

PointVoxel-RCNN (PV-RCNN) [13], along with Part-A2 [35], is nowadays one of the best
performing networks for 3D object detection on the KITTI dataset [24]. It integrates 3D
Voxel CNNs with PointNet-based features learning to learn more discriminative features for
accurate fine-grained box refinement. Shi et al. proposed a two-step strategy to integrate the
two types of features learning. The first step is a voxel-to-keypoint scene encoding to reduce
the number of voxels required to represent the whole scene. The second step is instead a
keypoint-to-grid RoI feature abstraction which aggregates the features of the keypoints with
multi-scale context to perform boxes refinement. The overall structure of PV-RCNN is shown
in Fig. 2.15 and each of its components is further explained in the following.
3D Voxel CNN: voxel CNN with 3D sparse convolution is used to convert point clouds into
3D sparse feature volumes [35, 34]. The points cloud is divided into voxels with resolution L x
W x H and the features of each voxels is computed as mean of the features of all inside points,
i.e. coordinates and reflectance. Next, a series of 3 x 3 x 3 sparse convolutions reduces the size
of the features volume up to 8x. Note that the combination of features volume of each level
can be seen as a set of voxel-wise features vectors and will be used in the Voxel-to-Keypoint
Scene Encoding.
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3D proposal generation: the 8x downsampled feature volumes are stacked and projected
into 2D bird’s view feature maps to generate 3D bounding boxes following an anchor-based
approach similar to PointPillars [11] presented in Sec. 2.2.6.

Voxel-to-Keypoint Scene Encoding: Furthest-Point-Sampling (FPS) is applied to the
points cloud to sample representative n keypoints of the scene. Then, a Voxel Set Abstraction
(VSA) Module (see Fig. 2.15) is proposed to encode the semantic features from the 3D CNNs
feature volumes to the keypoints using [9]. For each keypoint, the set of neighboring nonempty voxels at each level of the 3D voxel CNN are indentified within a predefined radius
(that can varies at each level) to obtain the set of voxel-wise feature vectors. This vector is
transformed by a PointNet to generate features for the keypoint. This abstraction is done at
all the levels of the 3D voxel CNN and the features are concatenated to generate a multi-scale
semantic feature for the keypoint. The VSA module features are enriched adding information
also from the raw point cloud to compensate quantization loss and from 2D bird view to
augment the receptive field. Next, a Predicted KeyPoint Weighting (PKW) is introduced
to weight the features with the supervision of points clouds segmentation, i.e. a foreground
keypoint should have more weight than a background one. The PKW module is a three-layer
MLP trained by focal loss [25].

Keypoint-to-Grid RoI Feature Abstraction: given the RoI generated by the 3D proposal
generation, the final keypoints features from the PKW are aggregated in the RoI-grid Pooling
Module. 6 x 6 x 6 grid points are uniformly sampled in each proposal and set abstraction is
used to aggregate features from keypoints. The same process of the VSA Module is applied,
i.e. neighbouring keypoints of a grid point inside a sphere are identified and a PointNet is
used to aggreagate their features. Multiple radius are used and the vector are concatenated
to have multi-scale information, as shown in Fig. 2.16. Through a two-layer MLP the 3D
proposal is finally represented by a 256 feature dimensions vector.

3D Proposal Refinement and Confidence Prediction: the network is composed of a twolayers MLP and two branches for confidence prediction and box refinement. The confidence
prediction is done through 3D IoU between RoI and ground-truth boxes and cross-entropy loss
minimization. The box refinement regression targets are instead evaluated by residual-based
method as in Sec. 2.2.7 and Sec. 2.2.6 and optimized with smooth-l1 loss.

PV-RCNN is end-to-end trained combining region proposal loss, keypoint segmentation loss
and proposal refinement loss. This network is nowadays (January 16, 2021) among the best
performing networks for 3D object detection on the challenging KITTI benchmark [24]. The
average precision for 3D detection and bird’s view detection on the KITTI test set are shown
in Tab. 2.1 and Tab. 2.2, respectively.
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Figure 2.15: PV-RCNN network architecture overview. The input points cloud is voxelize
to be fed into a 3D sparse CNNs to learn multi-scale features and generate 3D RoIs. Then,
a set of keypoints is generated and their features are generated through the VSA Module.
Finally, the keypoint features are aggregated to the RoI-grid points to perform proposal box
refinement and confidence prediction. Source: Shi et al. [13]

Figure 2.16: RoI-grid Pooling Module in detail. Context information of each 3D RoI are
aggregated based on keypoints features generated in the previous step. Source: Shi et al.
[13]

2.2.9

Performances on KITTI Test Benchmark

In this subsection the performances of various state-of-the-art algorithm on the KITTI benchmark test split [24] are shown and compared. Tab. 2.1 and Tab. 2.2 present, respectively, 3D
object detection and bird’s view detection Average Precison (AP) of some algorithms for the
classes car, cyclist and pedestrian as of January 16, 2021. The metric considere is AP with 40
recall positions and IoU threshold of 0.7 for car and 0.5 for pedestrian/cyclist. Each class is
divided in three categories: Easy, Moderate and Hard which represent the difficulties of the
detected object. In specific,
Easy: Minimum bounding box height: 40 Px, Maximum occlusion level: Fully visible, Maximum truncation: 15%
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Method
MonoFENet[37]
Stereo R-CNN[5]
AVOD-FPN[58]
ContFuse[60]
MV3D[68]
F-PointNet[10]
SECOND[34]
PointPillars[11]
MMF[22]
PointRCNN[12]
CLOCs PVCas[63]
Part-A2 [35]
PV-RCNN[13]
CLOCs PVCas[63]
Deformable PV-RCNN[62]

Modality
Mono
Stereo
RGB+LiDAR(BV)
RGB+LiDAR(BV)
RGB+LiDAR(MV)
RGB+LiDAR
LiDAR
LiDAR
RGB+LiDAR
LiDAR
RGB+LiDAR
LiDAR
LiDAR
RGB+LiDAR
LiDAR

Easy
29.14
47.58
83.07
83.68
74.97
82.19
83.34
82.58
88.40
86.96
87.50
87.81
90.25
88.94
88.25

Car
Mod.
18.41
30.23
71.76
68.78
63.63
69.79
72.55
74.31
77.43
75.64
76.68
78.49
81.43
80.67
81.46

Hard
14.20
23.72
65.73
61.67
54.00
60.59
65.82
68.99
70.22
70.70
71.21
73.51
76.82
77.15
76.96

Easy
50.46
50.53
51.45
47.98
53.10
52.17
46.97

Pedestrian
Mod.
42.27
42.15
41.92
39.37
43.35
43.29
40.89

Hard
39.04
38.08
38.89
36.01
40.06
40.29
38.80

Easy
63.76
72.27
71.33
77.10
74.96
79.17
78.60
82.19

Cyclist
Mod.
50.55
56.12
52.08
58.65
58.82
63.52
63.71
68.54

Hard
44.93
49.01
45.83
51.92
52.53
56.93
57.65
61.33

Table 2.1: Performance comparison of 3D object detection of the proposals on KITTI test
split by submitting to the official test server. The metric considered is Average Precision
(AP) with 40 recall positions and IoU threshold of 0.7 for car and 0.5 for pedestrian/cyclist.
Best performing methods are highlighted in bold. Date: January 16, 2021
Moderate: Minimum bounding box height: 25 Px, Maximum occlusion level: Partly occluded, Maximum truncation: 30%
Hard: Minimum bounding box height: 25 Px, Maximum occlusion level: Difficult to see,
Maximum truncation: 50%
The best performing networks both in 3D object detection and bird’s view detection are
highlighted in bold and, as we can see, they are Part-A2 [35] which is an improvement of
PointRCNN [12], presented in Sec. 2.2.7, and PV-RCNN [13], along with its improvements
[63, 62], presented in Sec. 2.2.8. These networks will be used in the following to develop this
work since they are publicly available on GitHub.

2.3

Depth Prediction

Depth estimation or prediction from 2D images is an important step to improve other tasks,
such as 3D object detection, segmentation and tracking. In particular, the generation of
depth maps can complement LiDAR sensors information used in autonomous driving cars.
With stereo images, the depth can be computed with triangulation based on geometric and
disparity maps deterministically. Instead, Monocluar Depth Estimation (MDE) is an ill-posed
problem since an infinite number of 3D scenes can be projected in the same 2D scene. To
solve this ambiguity, methods tried to extract information from mono image features, such as
perspective, texture and object size. With the evolution of deep learning also deep models and
CNN-based models have been proposed [14, 15, 74, 18, 75] to extract continuous depth maps
from monocular images. The features extracted though the learning process have shown to be
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Method
MonoFENet[37]
Stereo R-CNN[5]
AVOD-FPN[58]
ContFuse[60]
MV3D[68]
F-PointNet[10]
SECOND[34]
PointPillars[11]
MMF[22]
PointRCNN[12]
CLOCs PVCas[63]
Part-A2 [35]
PV-RCNN[13]
CLOCs PVCas[63]
Deformable PV-RCNN[62]

Modality
Mono
Stereo
RGB+LiDAR(BV)
RGB+LiDAR(BV)
RGB+LiDAR(MV)
RGB+LiDAR
LiDAR
LiDAR
RGB+LiDAR
LiDAR
RGB+LiDAR
LiDAR
LiDAR
RGB+LiDAR
LiDAR

Easy
49.29
61.92
90.99
94.07
86.62
91.17
89.39
90.07
93.67
92.13
92.60
91.70
94.98
93.05
92.42

Car
Mod.
32.96
41.31
84.82
85.35
78.93
84.67
83.77
86.56
88.21
87.39
88.99
87.79
90.65
89.80
90.13

Hard
25.90
33.42
79.62
75.88
69.80
74.77
78.59
82.81
81.99
82.72
81.74
84.61
86.14
86.57
85.93

Easy
58.49
57.13
57.60
54.77
59.04
59.86
52.03

Cyclist
Mod.
50.32
49.57
48.64
46.13
49.81
50.57
45.82

Hard
46.98
45.48
45.78
42.84
45.92
46.74
43.81

Easy
69.39
77.26
76.50
79.90
82.56
83.43
82.49
83.93

Pedestrian
Mod.
57.12
61.37
56.05
62.73
67.24
68.73
68.89
72.61

Hard
51.09
53.78
49.45
55.58
60.28
61.85
62.41
65.82

Table 2.2: Performance comparison of bird’s eye view detection of the proposals on KITTI
test split by submitting to the official test server. The metric considered is Average Precision (AP) with 40 recall positions and IoU threshold of 0.7 for car and 0.5 for pedestrian/cyclist. Best performing methods are highlighted in bold. Date: January 16, 2021

more useful than the ones that can be extracted from raw images. Eigen et al. [14] propsed
the first learning-based method without relying on handcrafted features. As, other methods
[76, 77, 78, 79], it uses approaches similar to methods used for image classification, extracting
features trough several convolutional layers. This imply the use of pooling layers that are
not conform to the aim of high-quality depth maps estimation since the quality is reduced at
each layer. This gap can be filled using multi-layers deconvolutions [79], multi-scale networks
[14, 76] or skip connection [77, 78] in order to obtain higher-quality features. Recently, Fu et
al. [15] proposed to discretize the continuous depth and then train a networks as a simple
dense regression problem avoiding the use of image-based CNNs to obtain a high-quality
depth map based on Atrous Spatial Pyramid Pooling (ASPP) [80]. Lee et al. [75] introduce
a network architecture that utilizes local planar guidance layers to define explicit relation in
recovering back to the full image resolution. Aich et al. [74] proposed BANet introducing
forward and backward attention modules to reduce ambiguity in depth maps integrating local
and global information.
Most of the state-of-the-art algorithm apply CNNs in a supervised fashion, i.e. with full reliability on the ground-truth. However, collect large and variable dataset for supervised MDE
with an accurate ground-truth is challenging. Therefore, some works proposed to use semi- or
self-supervised learning methods to not rely completely on the ground-truth. Kuznietsov et al.
[79] proposed a semi-supervised network that uses LiDAR information as sparse ground-truth
and it is enforced using direct image alignment loss. Self-supervised methods, instead, use
only the mono or stereo images to train the MDE networks. In stereo image self-supervision
[81, 82] the network can be trained computing the disparity between the image pair. While,
in monocular self-supervision [83, 84] a sequence of frames produce the training signal but
also the camera pose between frames need to be estimated. Recently, Godard et al. [18] introduced a method working both with monocular, stereo or joint supervision. They proposed
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a simple but effective architecture based on loss innovations which lead to improvements of
self-supervised MDE. In particular, a minimum reprojection loss and an auto-masking loss
are introduced jointly with a full-resolution multi-scale sampling method.
Recently, as application of depth estimation, [47] proposed to convert depth maps into pseudoLiDAR point clouds to fill the gap between image-based and points cloud-based 3D detection
algorithms. In a two-step approach the estimated depth map from monocular or stereo images
is first converted to a points cloud and then a consolidated LiDAR-based 3D object detection
algorithm is applied on the pseudo-LiDAR points cloud.

2.3.1

MDE Based on CNNs for Image Analysis

Eigen et al. [14] proposed the first methods for MDE based on CNNs for image processing
without relying on handcrafted features such as contours, super-pixels or segmentation. They
developed a network in two components: the first one estimates the global scene structure
while the second one refines the structure based on local information, as shown in Fig. 2.17.
Furthermore, a scale-invariant error is introduced which takes into account depth relations
between pixel locations. In this way, the network puts more attention on depth relations
rather than general scale factors, e.g. point-wise error, that are source of ambiguity for depth
maps.
Global Coarse-Scale Network: this network generates a scene depth map based on the
whole input image information. The first part of this network is composed by five convolutional and max-pooling layers, for feature extraction, followed by two fully-connected layers
which have the filed of view of the entire image. The size of the output image is 1/4 the input
image, as also shown in Fig. 2.17. The hidden layers use ReLU function while the output
one (Coarse 7) is linear. Moreover, the network is pre-trained on ImageNet classification task
[85]. As we will see in the following, the relying of this approach on CNNs for image analysis
produce worst results with respect to methods that aim to generate high-quality depth maps
[15, 74, 75] due to the loss of resolution in the convolutional layers.
Local Fine-Scale Network: this network aim to refine the coarse prediction made by
the first network using local features. It receives as input the RGB image and the coarse
prediction. It firstly apply a convolutional layer and a max pooling on the input image for
both feature extraction and to have an output of the same size of the coarse depth maps.
In this way, the latter can be concatenated and used as additional feature to be fed into the
second layer (Fine 2). All the other layers of the fine-scale network keep a constant resolution
(zero-padded convolution) in order to have a quite high-resolution output, i.e. 1/4 of the
original size. The activation functions used are the same of the global coarse-scale network.
Scale-invariant error is introduced to measure the relation between scene points. The scale
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Figure 2.17: Eigen et al. network architecture overview. The input image is fed into a
Global Coarse-Scale Network, which generates a coarse depth map based on the whole
scene, and a Local Fine-Scale Network that refines the previous output. Both are composed
by fully connected convolutional layers which kernel sizes are indicated in the figure. Moreover, also a table of the output sizes after each convolution is shown. Source: Eigen et al.
[14]

invariant mean-squared error in log scale is defined as
n

D(y, y ∗ ) =

1X
(log yi − log yi∗ + α(y, y ∗ ))2
n

(2.2)

i=0

where y are the values of the predicted depth map, y ∗ the values of the ground-truth and
α(y, y ∗ ) is the value that minimizes the error for a give (y, y ∗ ), that is

α(y, y ∗ ) =

n
X
(log yi∗ − log yi )

(2.3)

i=0

Therefore, all the scalar multiple of y have the same error which leads to scale-invariance.
This error can be reformulated adding a regularization λ to obtain the final error used for the
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Figure 2.18: DORN network architecture overview. The Dense Feature Extraction is followed by an ASPP, a Full-image encoder and a 1x1 convolutional filter which outputs are
merged together (Scene Understanding Modular). The final depth map is computed with
ordinal regression on discretized depth values using the SID strategy. Source: Fu et al. [15]
training
n

n
X

i=0

i=0

1X 2
λ
L(y, y ∗ ) =
di − 2
n
n

!2
di

(2.4)

where di = log yi − log yi∗ . Then, changing the value of λ it is possible to obtain a combination
of scale-invariant error and standard pixel-wise l2 error (pure with λ = 0). This formulation
is still used in more recent state-of-the-art algorithms, such as BTS [75], and for performance
comparison. Moreover, the training set is augmented with random transformations, such as
scale, rotation and translation. Finally, Eigen et al. defined a split on the KITTI dataset
[24] and some measures to test the network, which are still used as base of performance
comparison, as detailed in Sec. 2.3.4.

2.3.2

DORN: MDE Through Dilated Convolution and ASPP

Most of the exiting methods make use of multi-layers deconvolution, multi-scale newtworks
or skip-connection in order to recover high-resolution depth maps. Recently, Fu et al. [15]
proposed Deep Original Regression Network (DORN) for MDE. This solution reduce the
complexity and computation in the network training introducting a discretization of the continuous depth, called Spacing-Increasing Discretization (SID), and treating the learning as
a normal regression task. The network, as shown in Fig. 2.18, introduce a dense feature
extractor and a scene understanding modular. The components of the network are further
described in the following.
Dense Feature extractor: other MDE networks [14] apply CNNs designed for image feature
extraction which can lead to low-resolution depth maps due to the size reduction involved in
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Figure 2.19: Dilated convolution with exponential expansion of the receptive field and
linear increase of parameters. In 2.19a F1 is produced from F0 with a standard 3x3 convolution. In 2.19b F2 is produced from F1 with a 2-dilated convolution, then each element has
a 7x7 receptive field. Finally, in 2.19c F3 is produced from F2 with a 4-dilated convolution,
then each element has a 15x15 receptive field. Source: Yu et al. [16]
the pooling layers. In DORN the authors proposed to remove some of the last layers of the
CNN and to use dilated convolutions [16]. This CNN module is designed to aggregate multiscale contextual information without loosing resolution, to obtain dense predictions. Dilated
convolutions permit to expand the field-of-view without loss of resolution and with the same
number of network parameters. An l-dilated convolution is defined as

(F ~l k)(p) =

X

F (s)k(t)

(2.5)

s+lt=p

where F is a discrete function, k a discrete filter and l is the dilation factor. In Fig. 2.19
an example of exponential dilated convolution is shown. In this case the dilation factor
exponentially increase as

Fi+1 = Fi ~2i ki

for i = 0, 1, . . . , n − 2

(2.6)

where n is an integer number. A shown in Fig. 2.19, F1 is generated by a standard convolution with a 3x3 filter, i.e. a 1-dilated convolution. F2 is produced from F1 by a 2-dilated
convolution, therefore each component of F2 has a filed-of-view of 7x7. Following the same
reasoning, each element of F3 has a receptive field of 15x15. Note that the filters ki s have all
size 3x3 and therefore the number of parameters increase linearly. In few words, we insert
holes in the filters to enlarge the field-of-view keeping the same spatial resolution.
Scene Understanding Modular: the module is composed by three elements that work in
parallel: the ASPP [80], the cross-channel learner and the full-image encoder. The ASPP
extracts features though 6,12 and 16-dilated convolutions. The cross-channel learner is implemented by a 1x1 convolution. The full-image encoder is used to reduce the local confusion in
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Figure 2.20: DORN full-image encoder proposal. Average pooling on the feature vector
is applied followed by a fully connected layer. Next a 1x1 convolution is applied to learn
cross-channel features. Finally, the feature vector is copied along vertical and horizontal
directions to obtain the final output. Source: Fu et al. [15]

depth maps as in other methods. Usually, fully-connected layers are used [14] but they lead to
a large number learning parameters. DORN solves this problem by applying average pooling
and then a fully-connected layer. The feature vector is treated as a sequence of feature maps,
i.e. multiple channels of feature maps, and passed through a 1x1 convolution to lean crosschannel features. The final feature vector is obtained copying the previous one along spatial
dimensions to obtain the same dimension of the original input vector. The entire process is
shown for a better understanding in Fig. 2.20
Spacing-Increasing Discretization: in general, depth information is less precise for large
values, i.e. at high distance from the camera the precision is reduced. Therefore, Uniform
Discretization (UD) can lead to overrated error for large values of depth. In DORN the
authors proposed to use the SID method which is based on log spaced intervals. In particular,
for an interval [α, β], the K quantization thresholds are obtained as



log(β/α) ∗ i
ti = exp log(α) +
K


(2.7)

Dealing with the quantized depths the MDE problem can be treated as a multi-class classification using softmax regression loss. However, this method does not consider ordinal correlation
while the depth values usually form an ordered set. Therefore, an ordinal loss is introduced
to deal with this issue and ordinal regression is applied.
DORN is nowadays (January 16, 2021) one of the best performing deep estimation methods
on the challenging KITTI benchmark [24] as shown in Tab. 2.3.
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2.3.3

MonoDepth2: Self-supervised MDE

Gordard et al. [18] introduced a simple architectural model (monodepth2) for self-supervised
MDE which aim to reduce the gap with fully-supervised methods. Self-supervised training
can be implemented using synchronized stereo images [81] or using monocular video [86]. The
use of stereo data can introduce problems that involve occlusion and artifacts. Therefore, the
use of video is more attractive and challenging since it introduces also the training of a pose
estimation network to obtain the camera transformation. Gordard et al. based their work on
some architectural and loss innovation that improve the MDE using monocular video, stereo
images or both, without adding additional model components to be trained. In particular
they defined a matching loss (minimum reprojection loss) to deal with occlusions, an automasking loss to deal with camera motions and a multi-scale sampling method to reduce depth
artifacts.
The general network structure, in Fig. 2.21 (a)), takes as input a signle image It and outputs
its the depth map Dt through a series of fully convolutional layers. In particular, an UNet architecture [17] is used with skip connections. The encoder is a ResNet18 [66] and the
decoder is a series of deconvolutional layers. Self-supervised MDE makes necessary to train a
network to predict the appearance of a target image from the viewpoint of another image. To
this purpose, the key idea is to minimize the photometric reprojection error at training time
[86]. Given a source view It0 and the pose of a target image It , they define the relative pose
for each source view with respect to the target image pose as Tt→t0 . Then, the depth map Dt
is predicted minimizing the photometric reprojection error

Lp =

X

pe(It , It0 →t )

(2.8)

0

t

where

It0 →t = It0 hproj(Dt , Tt→t0 , K)i

(2.9)

Here, pe is the l1 distance between pixels, proj is the projection of Dt into It0 , hi is the
sampling and K are the intrinsic parameters.
In stereo pair training, the first image can be used as It and the second image as It0 since the
relative pose in known. In monocular video training it is possible to train another network
(Fig. 2.21 (b)) to predict the relative pose Tt→t0 . To this purpose, they use the two frames
before and after It , i.e. It0 ∈ {It−1 , It+1 }. In joint training (monocular and stereo) they use
also the other image of the pair jointly with the adjacent frames.
Therefore, based on this consolidate procedure for self-supervised MDE they proposed the
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Figure 2.21: Monodepth2 architecture overview. 2.21a shows the U-Net [17] used to predict depths and the separate pose network used to estimate camera poses is shown in 2.21b.
In 2.21c the minimum re-projection loss takes care about occlusions and out-of-view pixels,
which is not done in the baseline that average the losses. Finally, the depth maps at different layers of the encoder are upsampled to compute the final loss in 2.21d. Source: Godard
et al. [18]
improvements described below to obtain a higher-quality depth map, as shown in Fig. 2.21.
Per-Pixel Minimum Reprojection Loss: when computing the photometric reprojection
error, i.e. Lp in Eq. 2.8, with several sources view previous methods used to average the
results. This can cause problems in case of occlusions, as shown in Fig. 2.21. Godard et al.
[18] proposed to use

Lp = min
pe(It , It0 →t )
0

(2.10)

t

to both avoid occlusions and boundaries problems in which pixel are out-of-view due to the
motion.
Auto-Masking Stationary Pixels: they proposed to filter out pixels in which there is no
appearance difference in consecutive frames. Moreover, a per-pixel mask, µ ∈ {0, 1} is applied
to the loss and computed in the forward pass. In this way, static scenes or object moving at
the same speed of the camera will not affect the loss.
Multi-scale Estimation: previous works compute the total loss as combination of losses at
different scales of the depth decoder (orange part of Fig. 2.21(a) orange). Low resolutions
maps can cause ambiguity in large regions with few textures. Therefore, in monodepth2 [18]
the depth maps are first upsampled to the resolution of the input image and, reprojecting
them, the error with respect to the input image is computed at the original size, as shown
in Fig. 2.21(d). Therefore, at each scale, the depth map contributes to create an accoutre
estimation of the original input image.
The final error used for the training is a combination of the masked photometric loss, µLp ,
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Method
Monodepth2 (ResNet50)[18]
DL SORD SL[87]
RefinedMPL [88]
DORN[15]
BTS[75]
BANet[74]

SILog
14.41
12.39
11.80
11.77
11.67
11.61

sqErrorRel
3.67
2.49
2.31
2.23
2.21
2.29

absErrorRel
11.22
10.10
10.09
8.78
9.04
9.38

iRMSE
14.73
13.48
13.39
12.98
12.23
12.23

Table 2.3: Performance comparison of MDE methods on KITTI test split by submitting
to the official test server [46]. The metric considered are the SILog in Eq. 2.4, the relative
squared error in percent (sqErrorRel), the relative absolute error in percent (absErrorRel)
and the Root mean squared error of the inverse depth in 1/km (iRMSE). Best performing
methods are highlighted in bold. Date: January 16, 2021

and an error Ls , called smoothness error, to avoid the shrinking of the depth map. This
self-supervised methods achieves state-of-the-art performances among all the unsupervised
methods for MDE, as shown in Tab. 2.4. However, it still under-performs state-of-the art
supervised method, as shown in Tab. 2.3.

2.3.4

Performances on KITTI Datset

The performances for MDE on the KITTI test benchmark [24] are shown in Tab. 2.3. The
rank is based on the Scale Invariant Logarithmic error (SILog) as defined in Eq. 2.4. Moreover,
other metrics are provided: the relative squared error in percent (sqErrorRel), the relative
absolute error in percent (absErrorRel) and the Root mean squared error of the inverse depth
in 1/km (iRMSE). We can see the the supervised state-of-the-art algorithms, i.e. DORN [15],
BTS [75] and BANet [74], have comparable performances on the KITTI test benchmark.
As other comparison method, Eigen et al. [14] used 56 scene from the KITTI dataset raw
data [24], using a split of 28 for training and 28 for testing (images were downsampled to
half the original resolution). Since the depth is sampled by the LiDAR sensor and the RGB
images are taken from the camera, there can be ambiguity for the ground-truth values. They
decided to keep as ground-truth the LiDAR record closest to the RGB capture in time. They
proposed an evaluation based on the following error metrics:


Threshold: % of yi such that max

Abs Relative difference:

yi yi∗
,
yi∗ yi


= δ < thr

1 X |y − y ∗ |
|T |
y∗
y∈T

(2.11)

(2.12)
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Method
Eigen[14]
Liu[76]
DORN[15]
BTS[75]
Zohu[86]
EPC++[83]
Struct2depth[84]
Monodepth2[18]
Garg[81]
Kuznietsov[79]
Monodepth R50[77]
3Net (R50)[82]
3Net (VGG)[82]
Monodepth2[18]
EPC++[83]
Monodepth2[18]

Train
D
D
D
D
MS
MS
MS
MS
SS
D/SS
SS
SS
SS
SS
MSS
MSS

Abs Rel
0.203
0.201
0.072
0.059
0.183
0.141
0.141
0.115
0.152
0.113
0.133
0.129
0.119
0.109
0.128
0.106

Lowe is better
Sq Rel
RMSE
1.548
6.307
1.584
6.471
0.307
2.727
0.245
2.756
1.595
6.709
1.029
5.350
1.026
5.291
0.903
4.863
1.226
5.849
0.741
4.621
1.142
5.533
0.996
5.281
1.201
5.888
0.873
4.960
0.935
5.011
0.818
4.750

RMSE log
0.282
0.273
0.120
0.096
0.270
0.216
0.215
0.193
0.246
0.189
0.230
0.223
0.208
0.209
0.209
0.196

δ < 1.25
0.702
0.680
0.932
0.956
0.743
0.816
0.816
0.877
0.784
0.862
0.830
0.831
0.844
0.864
0.831
0.874

Higher is better
δ < 1.252
δ < 1.253
0.890
0.958
0.898
0.967
0.984
0.994
0.993
0.998
0.902
0.959
0.941
0.976
0.945
0.979
0.959
0.981
0.921
0.967
0.960
0.986
0.936
0.970
0.939
0.974
0.941
0.978
0.948
0.975
0.945
0.979
0.957
0.979

Table 2.4: Performance comparison of MDE methos on the Eigen split [14]. For each
method the type of training is indicated: D stands for depth supervised, MS for monocular
self-supervised, SS for stereo self-supervised and MSS for joint self-supervision. The metric
used are explained in Sec. 2.3.4. Some of the values are taken from other papers [18, 89, 75]
for fair comparison. Best performing methods are highlighted in bold. Date: January 16,
2021

Squared Relative difference:

1 X ||y − y ∗ ||2
|T |
y∗

(2.13)

y∈T

s
RMSE(linear):

1 X
||yi − yi∗ ||2
|T |

(2.14)

y∈T

s
RMSE(log):

1 X
|| log yi log −yi∗ ||2
|T |

(2.15)

y∈T

This test split and measures are still used to compare performances of networks for MDE.
In Tab. 2.4 the comparison of state-of-the-art methods based on Eigen et al. test split and
metrics is shown. In general best performances are given by depth supervised methods (D)
with respect to self-supervised methods (MS, SS and MSS, respectively monocular, stereo
and joint). Among the supervised methods DORN [15] and BTS [75] are the best ones, while
Monodepth2 [18] outperforms the others self-supervised methods. Authors of Monodepth2
also shown that using a larger resolution for the input images (1024 x 320) they can obtain
higher scores
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2.4

Depth Completion

Depth completion is a process that aim to recover the dense depth map of a scene from its
sparse depth map, generally acquired with a LiDAR sensor, and the related RGB image.
In Fig. 2.22 the elements of the involved in a depth completion algorithm are shown. In
particular, we can see the inputs, i.e. the RGB image and the sparse depth map, the ground
truth depth map and the final recovered dense depth map. The need of depth completion is
due to the fact that actual sensors used in AI environments, such as the LiDAR sensor, are
able to acquire only spare depth maps. Depth information are important for tasks related to
the 3D computer vision, e.g. 3D object detection (Sec. 2.2) in autonomous driving, and sparse
depth maps are often not enough to accurately solve those tasks. For this reason, nowadays,
depth completion is a attractive and challenging research field. Depth maps acquired by
LiDAR sensors are in general highly sparse and irregularly spaced. In the KITTI benchmark
[24], the depth information acquired by the Velodyne HDL-64e LiDAR (Sec. 2.1) has only
5.9 % of information in the entire image [19]. Early methods [90] were based on energy
minimization optimization approaches relaying on hand-crafted features which are, in general,
not accurate enough. Other more recent proposals [20, 38, 39, 40, 41, 19, 42, 43, 21, 44,
45] have shown that learning-based approaches have higher potentials for depth completion.
Traditional CNNs methods with regular kernel structure can suffer the high sparsity of depth
maps which are distributed irregularly in the whole image space. Uhrig et al. [20] proposed
to extend the convolutional operation with sparsity-invariance dealing explicitly with the
locations of missing pixels during the convolution. Following this work, other solutions [38, 39]
have been developed all using only sparse depth information. When the RGB image related
to sparse depth information is available, it is possible to apply fusion techniques in order
to gather both information in the learning process [19, 41, 40]. Jaritz et al. [91] exploited
semantic segmentation to learn semantic features and shown that late fusion is better than
the early fusion strategy. Qiu et al. [40] also proposed a fusion-based technique that relies on
geometric information predicting local surface normals. Chen et al. [41] introduced a joint
learning of 2D and 3D features from RGB-D data to exploit the complementary information
between RGB image and sparse depth map. Cheng et al. proposed Convolutional Spatial
Propagation Network (CSPN) [44] and its improvement CSPN++ [42] which tries to learn
affinities between pixels in a local linear propagation model. Inspired by the guided image
filtering [92, 93], Tang et al. [43] developed a guided network to predict kernel weight from
the guidance image using its features. Recently, Zaho et al. [19] designed a network based
on Graph Neural Network (GNN) [94] which are neural networks that operate directly on a
graph structure aim to predict node labels. They construct multiple graphs at different scales
from the input data extracting multi-modal features. Then, the propagation is done with
an attention mechanism to adapt to the context. Park et al. [21] proposed an end-to-end
non-local spatial propagation network for depth completion estimating non-local neighbours
and and their affinities of each pixel. Moreover, also attempts of treating depth completion
as a self-supervised task has been proposed, as in [95]. Some of this state-of-the-art methods
are deeply illustrated in the following and compared in Sec. 2.4.4.

38

Figure 2.22: Depth completion general problem. On the top the input data: RGB image
and sparse depth map produced by the LiDAR sensor. On the bottom the ground truth
and the output of the depth completion procedure, i.e. the recovered dense depth map.
Source: Zaho et al. [19]

2.4.1

Sparsity Invariant CNNs

Traditional CNNs fail when dealing with sparse input data, such as spare depth information
provided by the LiDAR sensor. In this case, the inputs of the network have different densities based on the convolutional filter location, therefore Uhrig et al. [20] introduced sparse
convolutional layers to solve this problem. This operation considers only observed pixels and
normalizes the output coherently. Let x be the input and o the binary mask indicating the
pixel presence, the sparse convolution is defined as
Pk
x, o ) =
fu,v (x

i,j=−k ou+i,v+j xu+i,v+j wi,j
Pk
i,j=−k ou+i,v+j + 

+b

(2.16)

where the kernel size is 2k + 1, the weights are ws and the bias is b. Moreover, a constant 
is introduced to avoid division by zero when the entire input block is empty. This operation
is then invariant to the input density, i.e. the number of observable points. When this
operation is applied in several layers throughout a neural network, it is necessary to keep the
o (o
o) are defined based
pixel presence tracked in all the layers. Therefore, subsequent masks fu,v
on max pooling, as follow
o
fu,v
(oo) =

max

i,j=−k,...,k

ou+i,v+j

(2.17)

Then, a mask value is 1 when at least one value is present on the previous layer block,
otherwise it is 0. The complete structure of a sparse convolution is shown in Fig. 2.23(b),
while the SparseConvs network architecture [20] that follow this operation is shown in Fig.
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Figure 2.23: Sparse convolutional network. In 2.23a the inputs are the sparse depth map
(yellow) and the visibility mask (red). Many sparse convolutional layers are applied with
different kernel sizes. In 2.23b the general schema of the sparse convolution both for value
computation and mask tracking is shown. Source: Uhrig et al. [20]
2.23(a). The input of the network is the sparse depth map projected onto a 2D image plane
and, then, the RGB image values can optionally be integrated. The input data is fed into
several sparse convolutional and max pooling layers with different kernel size from 11x11 to
3x3 obtaining the output dense depth map. Finally, skip connections
are applied taking into
P
P
x, o ) = nl=1 ol xl / nl=1 ol , where n is the
account also the mask values at each layer, i.e. f + (x
number of input layers.
In order to evaluate the network, they created a dataset based on KITTI [24] with more than
94k frames. Outliers in the sparse depth maps, provided by the LiDAR sensor, are removed
by means of a comparison with the depth maps provided by a stereo reconstruction using
Semi-Global Matching (SGM) [49]. This network, nowadays, under-performs with respect to
other methods which use fusion techniques or more complex structures, as shown in Tab. 2.5,
but it is interesting to introduce the concept of sparse convolution.

2.4.2

Graph Neural Networks for Depth Completion

Standard convolutional operations, as well as sparse convolutions, apply regular kernels at all
the positions. Since, depth maps are irregularly distributed and there are unobserved contexts,
i.e. not available areas, the convolution operation is not fitted for depth completion. Trying
to overcome this problem Zaho et al. [19] designed an Adaptive Context-Aware Multi-Modal
Network (ACAMNet). They introduce the Co-attention Guided Graph Propagation Module
(CGPM) in the encoder to adapt the network to input density and let unobserved pixels
capture more useful information. Then, since both RGB image and sparse depth map are
used, Symmetric Gated Fusion Module (SGFM) is included in the decoder and it is composed
by two symmetric adaptive gating functions. The complete network architecture which follow
two-stream encoder-decoder fashion is shown in Fig. 2.24. The encoder is composed by two
convolutional layers and a series of CGPMs to extract contextual multi-scale information in
an adaptive fashion from both sparse depth map, X S , and RGB image, X I . The decoder
predicts the dense depth map using the multi-scale and multi-modal features provided by the
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Figure 2.24: Adaptive Context-Aware Multi-Modal Network overview. On the top the
network composed by the encoder and the decoder. In the encoding part multi-scale multimodal features are extracted through a series of CGPMs which attentional weight are learnt
from the depth map and the RGB image. In the decoding part the the fatures are fused
using SGFMs. The output stage produce the final dense depth map through end-integration
or feature-integration using an intermediate fused feature map. Source: Zhao et al. [19]

encoder. It is composed by two branches which symmetrically keep the information of the
associated representation while adeptly fuse features of the other representation. This is done
through a series of SGFMs and at each layer the gated features are upsampled through a
deconvolutional layer. The basic modules used in this network are detailed in the following.
Co-Attention Guided Graph Propagation: a graph G(V, E), where V is the set of
observable pixels and E is the set of edges, is defined and each vertex is connected to a set of
k nearest neighbours. At each scale a graph is constructed based on X lS where l is the layer.
The two branches for RGB image and sparse depth have the same structure. In the following
analysis the image branch is considered. From the input features F l−1
the output features
I
l
F I are generated using the graph G. First a convolution layer is applied on F l−1
and for
I
each node the neighbours information are aggregated making use of adaptive weights between
neighbouring nodes. Then, features of unobserved pixels are improved with a convolutional
layer. Finally, a skip connection is used to keep initial information. As shown in Fig. 2.24,
the weights for both streams are learned using a co-attention mechanism [96].
Symmetric Gated Fusion: at the first layer of the decoder the output features of the last
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L
layer of the encoder F L
S are fed into a convolutional layer to generate the weights G S . Then
L
L
L
F S ][G
GS ~ F I ] are fed into a residual block [66] to obtain the final features
the fused features [F
QL
that
are
then
upsampled.
In the following layers the final upsampled features of the
SI
l+1,↑
previous layer, Q SI , are used instead of F lS to compute the weight and the concatenated
Ql+1,↑
F lS ][G
GlS ~ F lI ]. At the final layer the
feature vector to feed into the residual block is [Q
SI ][F
residual block is replaced by a convolutional layer giving the final feature.

The two final features of from both branches are integrated together through end-integration
or feature-integration using an intermediate fused feature map, to obtain the final dense depth
map, as shown in Fig. 2.24. To train the network masked MSE and edge-aware smoothness
loss are used. This model achieve very closed performances with respect to other latest works,
such as CSPN++ [42] and NLSPN [21], as shown in Tab. 2.5, but it has few parameters.

2.4.3

Spatial Propagation Networks for Depth Completion

Spatial Propagation Network (SPN) [97] aims to predict missing values and refine already
present values in a 2D map. Therefore, it is well suited to the depth-learning tasks since the
initial depth map is sparse and needs to be updated to a dense map. Given a 2D map X , the
propagation of one of its points at position (m, n) at the step t with its local neighbors, Nm,n
is

c
xtm,n = wm,n
xt−1
m,n +

X

i,j
wm,n
xt−1
i,j

(2.18)

(i,j)∈Nm,n

i,j
c
where wm,n
and wm,n
are defined as affinities of the reference pixel and between pixels, respectively, which are predicted from the network. Therefore, the propagation is a composition
of the propagation of the reference pixel and the one of its neighbors. In SPN [97], each pixel
is connected to three adjacent pixels in the previous column or row based on the propagation
direction (three-way connection), e.g. if the propagation is left-to-right the three left neighbouring points are considered. Therefore, in this way, not all the directions are considered
simultaneously in the propagation but are later integrated through max-pooling. To resolve
this issue, Cheng at al. proposed the CSPN [44] in which a convolution with a 3x3 window is
applied at each propagation step. Therefore, in CSPN all the eight neighbouring points are
considered in the propagation of the central point. Both SPN and CSPN are good to infer
information in area of the 2D map where data is not available or has less quality. However,
the performances are limited from the fact that neighbouring pixels have fixed position and
then the scene composition is not considered in the analysis. To overcome this problem,
Park at al. [21] introduced Non-Local Spatial Propagation Network (NLSPN) which selects
the neighbouring pixels (even with sub-pixels accuracy) for propagation in a non-local mode.
N L though a
RGB image and sparse depth map are used to estimate the set of points Nm,n
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(a) Input RGB image and
sparse depth map

(b) Fixed-local approach

(c) Non-local approach

Figure 2.25: Comparison between fixed-local and non-local approach for neighbours selection. The fixed-local technique4, in 2.25b, selects neighbours in a fixed lattice, while the
non-local technique, in 2.25c, wisely select the neighbour pixels with sub-pixel accuracy at
various distances considering the scene composition.

encoder-decoder CNN. The difference between fixed-local and non-local neighbours is shown
in Fig. 2.25
i,j
a neural network is implemented [76, 97, 44] instead of relying
To learn the affinities wm,n
on hand-crafted features. The learned affinities are then normalized to ensure stability in
the propagation. Many affinities normalization methods can be exploited, such as absolute
sum normalization or hyperbolic tangent normalization. Park at al. [21] proposed to use the
hyperbolic tangent normalization with a learnable normalization parameter γ. In detail, the
normalization operation is applied when the absolute sum of the affinities is grater than 1 and
the operation is

i,j
wm,n
=

i,j
tanh ŵm,n
,
γ

γmin ≤ γ ≤ γmax

(2.19)

i,j
where ŵm,n
are the affinities before the normalization. Moreover, they proposed to predict,
along with the depth map, also a confidence mask which indicates the reliability of each
predicted pixel, ci,j ∈ [0, 1] [45]. Finally, the confidence is incorporated to compute the
affinities as

i,j
wm,n
= ci,j

i,j
tanh ŵm,n
γ

(2.20)

The introduction of the confidences helps to avoid that noisy depth values influence the
neighbours during the propagation.
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Figure 2.26: Non-Local Spatial Propagation Network architecture overview. RGB image
and sparse depth map are fed into and encoder-decoder network to learn features which
are used to generate the coarse depth map, the non-local neighbours, the affinities and the
confidence mask. The affinities are normalized with the confidence-incorporated learnable
affinity normalization. The final dense depth map is then obtained applying the iterative
non-local spatial propagation. Source: Park et al. [21]

The overall network architecture of NLSPN [21] is shown in Fig. 2.26. The inputs are
the RGB image and the sparse depth map. The encoder-decoder stage, based on residual
network [66] and U-Net [17], extract features that are used to generate the coarse depth map,
the non-local neighbours with their affinities and the confidence map. Next, the the affinities
normalization is applied as in Eq. 2.20 and the final depth map is generated iteratively with
spatial propagation which can be implemented through deformable convolution [98]. To train
the network l1 or l2 loss are used with the ground truth dense depth map.
NLSPN [21] is nowadays (January 16, 2021) the best performing method for depth completion
on the KITTI benchmark [24], as shown in Tab. 2.5.

2.4.4

Performances on KITTI Test Benchmark

The performances for depth completion on the KITTI test benchmark [24] are shown in Tab.
2.5. The rank is based on the Root Mean Squared Error of the inverse depth maps in 1/km
(iRMSE). Moreover, other metrics are provided: the Mean Absolute Error of the inverse depth
in 1/km (iMAE), the Root mean squared error in mm (RMSE) and the Mean absolute error
in mm (MAE). The best performing methods are highlighted in bold for each metric and as
we can see all the state-of-the-art algorithms have very similar performances. In particular
NLSPN [21] has lowest values for iRMSE, iMAE and MAE, while GuideNet [43] performs
better on RMSE. Nevertheless, also CSPN++ [42] and ACMNet [19] reach good values on
the KITTI test benchmark. In fact, since the LiDAR sensor acquire nosily information, these
geometry-aware methods perform better than geometry-agnostic methods [20, 95, 45].
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Method
SparseConvs[20]
Sparse-to-Dense (w/o
gt)[95]
CSPN[44]
Sparse-to-Dense (w/
gt)[95]
DepthNormal[45]
DeepLiDAR[40]
UberATG-FuseNet[41]
ACMNet[19]
CSPN++[42]
GuideNet[43]
NLSPN[21]

iRMSE
4.94
4.07

iMAE
1.78
1.57

RMSE
1601.33
1299.85

MAE
481.27
350.32

2.93
2.80

1.15
1.21

1019.64
814.73

279.46
249.95

2.42
2.56
2.34
2.08
2.07
2.25
1.99

1.13
1.15
1.14
0.90
0.90
0.99
0.84

777.05
758.38
752.88
744.91
743.69
736.24
741.68

226.50
226.50
221.19
206.09
209.28
218.83
199.59

Table 2.5: Performance comparison of depth completion methods on KITTI test split
by submitting to the official test server [20]. The metric considered are the Root Mean
Squared Error of the inverse depth in 1/km (iRMSE), the Mean Absolute Error of the inverse depth in 1/km (iMAE), the Root Mean Squared Error in mm (RMSE) and the Mean
Absolute Error in mm (MAE). Best performing methods are highlighted in bold. Date:
January 16, 2021

2.5

Multi-Task Multi-Sensor Fusion

Methods that use information from multiple sensors, i.e. the cameras and LiDAR, have been
developed [6, 58, 60, 10, 63] as presented in Sec. 2.2. The need to use information from
different sensors is due to the fact that each of them has its drawbacks. The cameras do not
capture 3D relationships while LiDAR obtains very sparse maps at long distances. MV3D [6]
(Sec. 2.2.3) merge the features extracted from both representations per RoI through a deep
fusion network, Frustrum PointNet [10] (Sec. 2.2.5) uses first 2D object detection on RGB
images and then in a second stage elaborate the depth data provided by the LiDAR sensor.
These methods are all designed for the single task of 3D object detection. Liang et al. [22]
shown that considering multiple task jointly, such as mapping, 2D and 3D object detection and
depth completion, it is possible to learn better feature representations. [99, 100, 3, 4] combine
geometric characteristics, instance and semantic segmentation to obtain better performances
for BEV and 3D object detection. [22] introduced a multi-task network that deals with depth
completion (Sec. 2.4) jointly with 2D/3D object detection and ground mapping. Depth
completion in multi-task networks can lead to effective pseudo-lidar representation of the
scenes [47], as well as, it helps to learn better feature representations.
The network architecture proposed by [22] is shown in Fig. 2.27. First, they combine multisensor features through point-wise and RoI-wise feature fusion. Next, a ground estimation is
done to have insights about the road geometry. Finally, depth completion is used to better
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Figure 2.27: Multi-Task Multi-Fusion Network architecture overview. RGB image and
sparse depth map are fed into and encoder-decoder network to learn features which are
used to generate the coarse depth map, the non-local neighbours, the affinities and the confidence mask. The affinities are normalized with the confidence-incorporated learnable affinity normalization. The final dense depth map is then obtained applying the iterative nonlocal spatial propagation. Source: Liang et al. [22]

learn the features in a dense way. The inputs are both the RGB image and the LiDAR sensor
sparse point cloud. The backbone network is composed by two streams which extract the
features map of the two input, respectively. The RGB image is normally fed into a ResNet18 [66]. The LiDAR point cloud is voxelized into a 3D grid and projected into bird’s view
representation constructing several height slices, as in MV3D [6] (see Sec. 2.2.3. Also the
backbone network for feature extraction on the point cloud stream is based on ResNet-18. In
the two stream FPN [55] is applied to combine multi-scale features. The 3D object detection
is applied on the last layer of the bird’s view stream, the 3D RoIs are then reprojected on both
streams and the RoI features are extracted based on the last feature maps through RoIAlign
[53]. The orientation of the RoIs on the bird’s view is also considered in the alignment to
avoid feature rotation. Finally, the multi-sensor RoI features are fused to obtain the 3D and
2D box refinements and object classification.
During the process, point-wise feature are fused between the two streams inspired by the
Deep Continuous Fusion [60]. Multi-scale features of the RGB image stream are collected
with FPN and, through the LiDAR points, a correspondence between the two representation
is established. In particular, the nearest LiDAR point to each bird’s view feature map pixel
is found and their distance is kept as additional feature that is fed into a MLP with the
correspondent RGB image feature. The result is finally fused through summation to the
bird’s view feature map.
To improve the performances of the baseline network described above two other tasks are
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introduced in the learning process. The ground estimation helps to projection of the point
clouds into bird’s view and the depth completion helps to have have dense multi-modal feature
fusion.
Ground Estimation: the road geometry is estimated online from the LiDAR point cloud.
The height with respect to the ground for each voxel is estimate as a regression problem
through a U-Net [17]. With this information a new bird’s view representation relative to the
ground is created and processed by the backbone network. Note that for the 3D detection
the heights are reinserted to correctly estimate the bounding box.
Depth Completion: the Deep Continuous Fusion applied between features of the two
streams is sparse because it is based on the original LiDAR sensor information which is
sparse by construction. To obtain a Dense Fusion the depth completion task is applied on
the sparse depth map. As input the sparse depth map obtained projecting the point cloud
into the image view is concatenated to the RGB image. The network for depth completion
is shared with the RGB image backbone and two upsampling layer are then added to resize
the dense depth map. The final depth map is used as pseudo-LiDAR point cloud jointly with
original one to find pixel correspondence for the fusion.
To end-to-end train this network a multi-task loss is used. In particular, smooth l1 loss is
used for 3D and 2D boxes, binary cross entropy is used for classification and sum of l1 losses
among all pixels is used for the depth map. Ground estimation is optimized from the 3D box
location.
This network proposal performs better than many of the state-of-the-art algorithms on the
KITTI test benchmark [24], as shown in Tab. 2.1 and Tab. 2.2. Only some recently deployed
algorithms [13, 12, 63, 62, 35] that fully rely on PointNet [7, 9] have higher performances in
3D and bird’s view object detection. Therefore, the multi-task multi-sensor network still has
great potentially improvements using PointNet and/or basing the 3D object detection and the
depth completion on newel method. Moreover, multi-task networks con be also exploited to
manage multiple information simultaneously in algorithms such as Simultaneous Localization
and Mapping (SLAM) [101, 102]
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Chapter 3

Methodology
The objective of this chapter is to guide the reader through the steps followed in this work
and to provide the necessary information for an easy understanding of it. To do this, the
steps involved in the development of a general ML project are briefly described along with
some rationale for the decisions taken during the development of this work.

3.1

Phases in Creating a ML Project

Fig. 3.1 shows the general steps into which a project of ML or DL type is divided. From
a project management point of view, the lifecycle of a project of this kind is iterative. This
means that to complete some required task it may be carried out several times since we
reach a satisfactory level of performances. Then, in a real-world perspective a project is not
ended when we publish the first version but some continuous maintenance operations need
to be done considering the users feedbacks. Of course, in this work, we carry out only the
first part of the life cycle and not the part related with the deployment and integration and
maintenance. In particular we focus on the following five steps: planning and project setup,
data collection and labeling, model exploration, model refinement and testing and evaluation.
In the following the phases we followed are better explained and our decision are motivated.
Planning and Project Setup: this is one of the most important steps in the developing
of a DL project. The task and the scope of the project need to be defined and some general
model tradeoffs are discussed. Moreover, a codebase is defined which should modularize data
processing, model definition, model training, and experiment management [23]. We started
the planning of this project by deeply studying the State-of-The-Art techniques for 3D object
detection in the autonomous driving field, as described in Section 2.2. We found out that the
best performing techniques completely rely on the LiDAR pointcloud and then we focused our
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Figure 3.1: Steps to follow for the development of a ML or DL project. Source: Mendels
[23].
research on it advantages and disadvantages. Among all the advantages provided by the use
of the direct 3D representation of a scene we discovered that its main disadvantage is the high
sparsity. Therefore, we saw that newly proposed algorithms aim to generate a dense depth
map starting from a sparse depth map, i.e. the raw LiDAR projection, in a process called
depth completion. Since the dense depth map can be projected into the 3D space to generate
a pseudo-LiDAR pointcloud, we though of using it to carry out the 3D object detection [48].
At this point we noticed that the pseudo-LiDAR lack of some information which is called point
reflectance. Therefore, we outlined as our main project requirement the need of developing
an algorithm able to generate this missing information aiming to obtain better results in the
object detection. Therefore we ended up our planning with the following two main project
requirements:
• development of a flexible framework for 3D object detection based on pseudo-LiDAR
reconstruction involving depth completion.
• development of an algorithm which estimates the reflectance values for the point in the
pseudo-LiDAR pointcloud.
Moreover, in the research we did for the State-of-The-Art algorithms we also find out several
codes available on GitHub. We decided to implement a project similar to the best performing
networks on the used dataset, i.e. KITTI dataset, looking at their performances comparison
on the public benchmark. Therefore, our codebase was already defined by ones available on
GitHub [103, 104].
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Data Collection and Labeling: in this phase the dataset used to train and develop the DL
prjoect is collected and the ground-truth is defined. Moreover, the quality of the data needs to
be validate. Since we were not able to collect a complete dataset for self-driving purposes we
rely on a public dataset. We found out that the KITTI dataset [24, 2] is nowadays the most
prestigious dataset in the autonomous driving domain. It comprises both a depth completion
and 3D object detection framework but unfortunately their are available as separate datasets.
Therefore using the provided raw information we generated the complete dataset which fitted
our purposes of joint depth completion and 3D object detection.
Model Exploration: in general, this step consists of establishing the baselines for the model
performances and the initial developing of a simple model using the pipeline defined in the
first phase. Therefore, we started the project aiming to obtain better performances in terms
of model evaluation metrics with respect the Stat-of-The-Art methods dealing with pseudoLiDAR reconstruction. At the beginning, in the first version of the model, we did not care
about the speed of the algorithm in detecting objects but we just wanted to implement a
working network. We started the implementation of the first requirement, i.e. the development
of a flexible framework, aiming to generate a model which can be easily modified for future
improvements. We divided the model into three serial blocks which can be treated both
as individual algorithms or as a complete network. The first and last blocks consist in the
depth completion and 3D object detection networks that can be taken from any State-of-theArt implementation. In this way, we can have large variability of the proposed framework
which can be adopted to any other commonly used network. The second block is needed
to implement our newly proposed algorithm to deal with the second main requirement we
defined in the project planning, i.e. the estimation of the reflectance for the pseudo-LiDAR
points. In this model exploration phase we ended up with a base reflectance reconstruction
algorithm in order to have a complete working pipeline (see Section 4.4.1). After the testing
of this first simple model we found out that it was very slow and that the second block needed
some optimization to run faster. Then, in next phase we developed in an iterative way other
two algorithms for the reflectance reconstruction aiming to obtain faster performances.
Model Refinement: the fourth step consist of perform model-specific optimization and
debugging it while adding or modifying its features. The effort of this phase in our work is
mainly to squeeze out performance gains from the pseudo-LiDAR reconstruction algorithm
in terms of computational time. The other blocks of the frameworks are almost untouched
in this step since we rely on other State-of-The-Art model. Therefore, we developed in an
iterative manner two new algorithms to improve the model performances (see Section 4.4.2
and Section 4.4.3). The two optimizations were obtained reasoning with image processing
techniques instead of working directly with the 3D pointclouds. In this way, the speed of
the algorithm is improved since it works with two dimensional data and not with the three
dimensional ones. The first optimization was still too slow for a real time application such
as autonomous driving and then we developed the last version of the algorithm which was
good enough for our requirements. All this refinement process was carried out along with
a debugging procedure, i.e. at each optimization done the algorithm was compared with
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the initial one to have some feedback regarding its quality. Then, since no ground-truth was
available for our objective of reflectance estimation we took the first algorithm as reference for
comparisons in terms of quality and speed. Once we defined the final algorithm, we proceeded
with the last phase of our work to obtain some results for the overall model performances.
Testing and Evaluation: in this final step (for our project) the model is trained and tested or
evaluated defining the metrics used for performances comparison. The used dataset provides
the splits for train and test but in order to perform an evaluation on the test set it is necessary
to use the online benchmark. Therefore, we split the train set into train and validation sets
and we performed all the evaluations on the validation set. This is also the case of most of
the algorithms in the literature which use the KITTI dataset. After the evaluation on the
validation set, if the results are good enough, it is possible to apply for an online evaluation
on the test set. We skipped this last evaluation since we where not able to train our model
at the best due to lack in the instrumentation and time. In fact, we performed many training
of the model changing some parameters, such as optimizer, number of epochs and batch size,
trying to obtain the best possible from our equipment. The results on the validation set are
compared in term of network losses and common metrics defined for 3D object detection in
the literature. In particular, we used the reference metric of the KITTI dataset which is the
Average Precison (AP) with 40 recall positions of the 3D bounding boxes with enough IoU
with the ground-truth. We considered only three classes: cars, pedestrians and cyclists with
required bounding box overlap of 70% , 50% and 50%, respectively.
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Chapter 4

Network For Joint Depth
Completion And 3D Object
Detection
In this section we describe the overall proposed network to jointly complete the depth and
detect the object in the scene. The Depth Completion - 3D Object Detection network (CompDet network) is structured in two stages as shown in Fig. 4.1. In the first stage a depth
completion network is used to generate the dense depth map of the scene that has been fed
(see Section 2.4) into it. Next, the output of this stage is used to generate a pseudo-lidar
pointcloud which results denser than the orginal one. Most State-of-the art methods to generate a pseudo-lidar pointcloud just project the depth map into the 3D space through straight
conversion or using some refinement [48, 47, 22]. Nevertheless, the best performing 3D object
detection networks [13, 35, 62, 12, 10] use as input features the reflectances of the points.
Therefore, in CompDet we try to estimate the reflectance of the pseudo-lidar points though
some Reflectance Propagation techniques. The final dense pointcloud is then fed into the
second stage of the network which consists in a 3D object detection network. The output
of the second stage are the bounding boxes of the object detected in the scene. Both the
bounding boxes and the dense pointcloud are used to reconstruct in a more accurate way the
scene under study.

4.1

Depth Completion Stage

The first stage of CompDet network generates a dense depth map from the data provided in
input, which can vary depending on the network used. As introduced in Section 2.4, different
learning-based methods have been proposed for depth completion. State-of-The-Art methods
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Figure 4.1: CompDet network overviews. Inputs are fed into the depth completion stage
which generates a dense depth map. Through the reflectance propagation process the dense
depth map is converted to a pseudo-lidar pointcloud with associated reflectance values. Finally, the pseudo-lidar is fed into the 3D object detection network to generate the bounding
boxes for the objects.

[38, 39, 19, 41, 40, 44, 42, 21] generally use RGB images (monocular or stereo) or RGB-D
information to complete or generate the dense depth map. This stage is very important since
changing the depth completion network we can adapt CompDet to work with different types
of inputs. Even if we can chose a network that does not require the sparse depth map as
input, for the Reflectance Propagation process, between the two stages, the raw pointcloud is
always required.
In this work, we take as reference for the first stage the Non-Local Spatial Propagation
Network (NLSPN) proposed in [21] which is one of the best performing networks on the
KITTI dataset as January 16, 2021, as shown in Tab. 2.5. We briefly explain in this section
the main characteristics and components of the implemented network for the depth completion
while, for a complete description, we refer to Section 2.4.3.
NLSPN takes as input the left RGB image of the stereo pair and the sparse depth map which
is generated projecting the velodyne into the image plane (see Section 4.2). It is inspired
by Spatial Propagation Network (SPN) [97] which aims to predict missing values and refine
already present values in a 2D map. The propagation process is done considering some fixed
local neighbouring pixels and their hand-crafted affinity values. In NLSPN the set of non-local
neighbouring pixels is selected through and encoder-decoder CNN and the affinities are learnt
by a neural network [76, 77]. In NLSPN they also introduce a confidence mask which indicates
the reliability of each predicted pixel and it is incorporated to compute the affinities. In this
way the network avoids that noisy pixels influence the propagation process. The complete
network for depth completion proposed in [21] and used to carry out this work is shown in
Fig. 2.26. The two inputs, i.e. RGB left image and sparse depth map, are fed into an
encoder-decoder stage based on ResNet [66] and U-Net [17]. Next, the extracted features are
used to generate the coarse depth map, the non-local neighbours with their affinities and the
confidence map. An affinity normalization process is applied as in Equation (2.20) and the
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dense depth-map is generated through the iterative Non-Local Spatial Propagation process.
Finally, this network can be trained with l1 or l2 loss using the provided ground-truth dense
depth maps. For more implementation details and results on NLSPN we refer to Section 5.3
and Section 6.1, respectively.

4.2

Camera and Velodyne Calibration

As described in Sec. 2.1, the car used to acquire the data for the KITTI benchmark includes
in its equipment two gray-scale cameras and two color cameras to capture 2D images and one
velodyne laser scanner to capture the 3D point cloud. In particular, the sensors of interest
for the proposed network are:
• Camera 0 : left camera of the gray-scale stereo pair as reference camera.
• Camera 2 : left camera of the RGB color pair
• Velodyne: 64 laser beans scanner
The images used as input for the first stage of CompDet are taken from Camera 2, while the
camera-velodyne transformation is defined with respect to the reference camera. Therefore,
the camera calibration processes and the camera to velodyne conversions need to be known.
In order to perform the pseudo-lidar creation we describe in the following how to compute
cameras and velodyne calibration and finally we describe in the next section how to generate
the pointcloud from the dense depth map.

4.2.1

Cameras Calibration

To complete the camera calibration process and the pseudo-lidar reconstruction, the relative
positions of the sensors used during the acquisition must be known. As described in [24],
each device has its own coordinates systems and, theoretically, all the cameras lie on the
same x/y-plane, i.e. they differ only in the z-axis which refers to the depth. The velodyne
coordinates are aligned with the camera coordinates and, in particular, its depth-axis (x-axis)
is parallel to the z-axis of the camera and oriented in the same direction. The z-axis of the
velodyne is aligned with the y-axis of the camera, while the y-axis is parallel to the x-axis of
the camera, but with opposite direction. The complete sensors setup is shown in Fig. 4.2.
The calibration of interest for us is the one from the color camera 2 coordinates to the velodyne
coordinates and vice-versa. In the dataset, for each camera various calibration parameters
are provided and, since we use already rectified images, we are interested in:
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(i)
• R rect ∈ R3x3 : the rectifying rotation matrix, i.e. the rotation to take into account the
rectification
(i)
• P rect ∈ R3x4 : projection matrix after rectification

where i ∈ {0, 1, 2, 3} is the camera index. Therefore, the projection of point in the 3D
rectified (rotated) camera coordinates to a point in the camera 2 image is done using the
(2)
matrix P rect ∈ R3x4 which is defined as

(2)
P rect

(2)



(2)
(2)
(2) (2)
fu
0 cu
−fu bx

(2) (2) 
=  0 fv(2) c(2)
−fv by 
v
0
0
1
0

(2)

(2)

(2)

(4.1)

(2)

(2)

where fu and fv are the focal lengths, cu and cv are the offsets and bx and by are the
baselines (in meters) of camera 2 with respect to the reference camera 0. Then, a 3D point
X = [X, Y, Z, 1]T in homogeneous rectified (rotated) camera 2 coordinates is projected to a
point x = [x, y, 1]T = [u, v, 1]T in 2D camera 2 coordinate applying the following equation
(2)
x = P rectX

(4.2)

To project a 3D point X ref in reference camera coordinates to a point in the image plane
of camera 2, x , is then necessary to consider also the rectifying rotation matrix of camera 0,
(0)
R rect :
(2)
(0)
x = P rectR rectX ref

(4.3)
(0)

where, to deal with homogeneous coordinates, the matrix R rect is expanded to be 4x4 as
"
#
(0)
R rect 0
0
1

4.2.2

Velodyne Calibration

The velodyne laser scanner data is registered with respect to the reference camera 0 and the
coordinates transformation is given by:
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Figure 4.2: Sensor positioning on the car used to acquire the KITTI dataset. In red are
shown the sensors and in blue the transformations between them. Source: Geiger et al. [24]
3x3 : rotation matrix velodyne to reference camera
• R cam
velo ∈ R
1x3 : transaltion vector velodyne to reference camera
• t cam
velo ∈ R

Then, a point X velo in 3D velodyne coordinates is projected into reference camera coordinates,
as x ref , using
xref = T cam
velo X velo

(4.4)

where

T cam
velo

 cam cam 
R velo t velo
=
0
1

Therefore, from (4.3) and (4.4), a 3D point in velodyne camera coordinates, X velo is projected
into the camera 2 image plane by the following equation
(0)
cam
x = P (2)
rect R rect T velo X velo

(4.5)

The complete process to convert a 3D point in velodyne coordinates into a point in camera 2
coordinates is illustrated in Fig. 4.3 with the axis orientation in each coordinates system and
the matrices needed to apply the conversion.
A depth-image is a 2D image in which the pixel values are the real depth values (in meters).
Therefore, to generate a depth image in camera 2 coordinates system from the 3D velodyne

56

Figure 4.3: Process to convert a 3D point in velodyne coordinates into a 2D point in camera 2 coordinates passing through reference and rectified reference camera coordinates.

pointcloud is sufficient to apply (4.5) to the 3D points. In this case, the values of the result
vector, x = [x, y, z], represent the image pixel coordinates (x and y) and its pixel value. Then,
given an depth-image, I, and a projected point, x as in (4.5) we have

I(x, y) = z

(4.6)

where the value of x and y need to be rounded loosing then some precision. As shown in Fig.
4.4 applying this process to all the points of the raw velodyne pointcloud (Fig. 4.4a) it is
possible to obatin the final 2D depth-image in camera 2 image plane (Fig. 4.4b).

4.3

Pseudo-lidar Generation

The output of our depth completion network, which needs to be converted to a pseudo-lidar
pointcloud and inferred in the object detection network, is the completed 2D depth image
from camera 2 (see Sec. 4). Therefore, to generate the pseudo-lidar point cloud from this
image we need to apply the inverse process of the one described in Sec. 4.2, i.e. project 2Ddepth image points to 3D velodyne points. The 2D-depth image can directly be re-projected
into rectified (rotated) 3D camera coordinates applying the inverse operations of (4.2). Given
an image pixel x = [u, v]T and is depth value d, the correspondent 3D point, X , in rectified
3D camera 2 coordinates is

  

X
((u − cu ) ∗ d)/fu + bx
X =  Y  =  ((v − cv ) ∗ d)/fv + by 
Z
d

(4.7)

To convert the point X in rectified 3D camera coordinates to reference camera coordinates
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(a) Original 3D point cloud of one sample of the KITTI
dataset filtered to represent only FOV points.

(b) Projected 2D depth-image obtained using the process in
(4.5) and (4.6).

(c) Projected 2D depth-image in black and white to better
see the generated points.

Figure 4.4: Example of projection of a 3D pointcloud in velodyne coordinates (4.4a) into
a 2D depth-image in camera 2 coordinates (4.4b) as shown in Equation (4.5) and (4.6). For
a better visualization also a 2D depth-image in black and white is reported in 4.4c.
(0)

the inverse of the rotation matrix R rect must be used
−1
R(0)
X ref = (R
rect ) X

(4.8)

Finally, to obtain the points in velodyne coordinates, the inverse of the rigid body transform
cam
3x4 need to be computed. In this case, the inverse rigid
Rcam
matrix T cam
velo = [R
velo | t velo ] ∈ R
transform matrix is given by
T
T cam
4x3
Rcam
Rcam
T velo
cam = [(R
velo ) | − (R
velo ) t velo ] ∈ R

(4.9)

and the point in velodyne coordinates is obtained multipling the point in the reference homo-

58

geneous camera coordinates by the matrix T velo
cam , as

X Tvelo


T
X ref
=
T velo
cam
1

(4.10)

The result of the procedure used in CompNet to project the dense depth-image generated by
the first stage into 3D velodyne coordinates is shown in Fig. 4.5. The original velodyne is
shown in Fig. 4.5a and its projection in camera2 coordinates in Fig. 4.5b. The depth map
completed by the first stage of CompDet network is shown in Fig. 4.5c and the pseudo-lidar
obtained applying Equations (4.7), (4.8) and (4.10) in Fig. 4.5d. We can see that the points in
the original cloud near to the origin, i.e. the car position, are not present in the pseudo-lidar
pointcloud because the camera Field Of View (FOV) is different from the one of the velodyne,
which is 360 degrees. Moreover, the pseudo-lidar pointcloud has more points, in particular at
a long distance from the car where we can see that some shapes appear.

4.4

Reflectance Propagation

In the KITTI dataset the velodyne pointclouds are represented by the points coordinates
and their reflectance instances. Therefore, in a pointclound P C with n points, each point
X velo ∈ P C is represented as X velo = [X, Y, Z, r]T where X, Y and Z are the coordinates in
the 3D velodyne coordinates system and r is the point reflectance value.
The reflectance of the surface of a material is its effectiveness of reflecting radiant energy
[105]. In other words, it is the ratio of reflected radiant flux (optical power) to the incident
flux at a reflecting object [106]. The radiant flux is the radiant energy reflected or received
per unit of time and it is measured in Watts. The (hemispherical) reflectance is defined as

r=

Φre
Φie

(4.11)

where Φre is the radiant flux reflected by that surface and Φie is the radiant flux received by
that surface [105]. Therefore, the reflecntance mainly depends on the surface of the material,
on the direction of incident light and on the wavelength. Moreover, the reflectance is the
equivalent of the reflectivity when the reflections are on flat unstructured surfaces [106]. In a
real world scenario, surfaces are likely to be bumpy and structured and, for this reason, the
reflectance is considered in this work instead of the reflectivity. The Velodyne HDL-64E 3D
laser scanner used to record the KITTI dataset is composed of 64 beams (see Sec. 2.1) which
when hit a surface are reflected back and the reflectance values can be computed knowing
the emitted radinat flux and the received one in each direction. Reflectance values are in the
interval [0, 1] where 0 means no light reflection while 1 means full reflection. In Fig. 4.6 a
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(a) Original 3D point cloud of one sample of the KITTI
dataset filtered to represent only FOV points.

(b) Original depth-image generated from a velodyne pointcloud sample from the KITTI dataset.

(c) Depth-image completed by the first stage of CompDet.

(d) Projected pseudo.lidar pointcloud generated by Equations (4.7), (4.8) and (4.10).

Figure 4.5: Example of the projection of a depth-image completed by the first stage of
CompDet into pseudo-lidar pointcloud. The orginal velodyne points are shown in 4.5a, as
well as their projection into the 2D camera 2 coordinates in 4.5b. The completed dense
depth-image is shown in 4.5c and its pseudo-lidar re-projection in 4.5d.
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(a) Original 3D point cloud of one sample
of the KITTI dataset without reflectnace
values.

(b) Original 3D point cloud of one sample of
the KITTI dataset with reflectance values.

Figure 4.6: Example of a pointcloud from the KITTI dataset with and without reflectance
values represented, in 4.6b and 4.6a, respectively. In 4.6b brighter colors, as yellow, represent high reflectance values while darker colors, as dark violet, represent low reflectance
values.

pointcloud form the KITTI dataset is shown with and without associated reflectance values.
In Fig. 4.6b the brighter colors represent high reflectance, e.g. in the plates and lights of the
cars, while as the colors become darker the reflectance decrease, e.g. dark violet. Therefore,
somehow the reflectance values of the points can give hints for detecting objects in the scene if
used as input features for the object detection network. In fact, most of the State-of-The-Art
network for 3D object detection on the KITTI dataset make use of the point reflectance values
[13, 12, 35, 11].
Unfortunately, the reflectance information is available only on the original raw pointcloud.
In CompDet network, we generate the pseudo-lidar pointcloud from the complete depth map
but it is impossible to estimate the reflectance values for its points without relying on the raw
velodyne information. Moreover, no ground-truth values are available to that purpose and
then it is not possible to learn the reflectances using supervised deep learning strategies.
To completely exploit the power of the object detection network in the second stage of CompDet network, we propose three methods to propagate the reflectance values from the original
pointcloud to the complete one. In particular, we first try to estimate the reflectances based on
the distance between the points in the two pointclouds. Due to the high number of point-wise
comparison needed, this method performs slow and then we propose other two methods based
on the following assumption. In the considered cases, the reflectance velues of the points in
the scene are independent from the distance of the surface with respect the velodyne laser
scanner, i.e. it is independent from the depth, as described in Equation (4.11). Therefore, we
can remove the depth information from the pointcloud and project it into the 2D camera 2
coordinates systems creating a reflecntance-image. Then, the reflectances can be propagated
using an averaging or Gaussian filter modified in order to deal with holes in the images. In the
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following these three methods are explained in detail and compared in term of performances.

4.4.1

Nearest Neighbour Refelectance Propagation

Let P C be the original velodyne pointcloud in which the points X velo ∈ P C are represented as
X velo = [X, Y, Z, r] and P Cc the pointcloud generated by re-projecting the output dense depth
map of the first stage of CompDet network, as in Equation (4.10). A point X velo,c ∈ P Cc
is represented as X velo = [Xc , Yc , Zc ] and its reflectance value is not defined. In the Nearest
Neighbour (NN) reflectance propagation approach we complete the reflectance value for each
point X velo,c ∈ P Cc by searching for its NN, X n ∈ P C, and assigning to X velo,c the reflectance
of X n . Therefore, the reflectance value of X velo,c , rc , is computed as
X n )r | X n =
rc = (X

min

X velo ∈P C

X velo , X velo,c )
d(X

(4.12)

X n )r is the reflectance value of the nearest point in P C.
where d is a distance function and (X
The distance function used is the following is the Euclidean distance (L2) in the 3D space
defined as
v
u 2
uX
x, y ) = t (x
xi − y i )
d(x
0=1

In Fig. 4.7 the result of the NN Reflectance Propagation is shown on one sample of the
KITTI dataset. The original velodyne pointcloud is shown in Fig. 4.7a and the pseudo-lidar
with reflectance values obtained using Equation (4.12) is shown in Fig. 4.7b. Note that the
pointcloud is the same shown in Fig. 4.5 obtained from the dense depth-map in Fig. 4.5c
using Equation (4.10). Moreover, the union of the original pointcloud and the reconstructed
one is shown in Fig. 4.7c. The latter will be the input of the second stage of CompDet in
order to do the 3D object detection. We can see that more points are present in the union of
the two pointclouds and, at longer distances, the surfaces with high reflectances are expanded
and more easily visible.
This method can be also extended to work with the K NNs of the point X velo,c in P C. In
this case, the reflectance value is computed as the average of the reflectance values of the K
X n,i ∈ P C , i = 1, · · · , K} be the set of K nearest point of
nearest points in P C. Let N = {X
X velo,c , the reflectance rc is computed as

rc =

1 X
X n )r
(X
K
X n ∈N

(4.13)
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(a) Original 3D point cloud of one sample of (b) Pseudo-lidar pointcloud with reflectances
the KITTI dataset with reflectance values.
projected using the NN propagation.

(c) Original 3D point cloud and pseudo-lidar (d) Pseudo-lidar pointcloud with reflectances
point cloud overlapped.
projected using the NN propagation with
K = 3.

Figure 4.7: Example of NN Reflectance Propagation. Original pointcloud of a sample
from the KITTI dataset in 4.7a, pseudo-lidar pointcloud with reflectance values reconstructed following Equation (4.12) in 4.7b and union of the two in 4.7c. Finally, in 4.7d the
reconstructed pointcloud with K = 3 neighbours is shown.

In Fig. 4.7d the same pointcloud of Fig. 4.7a is reconstructed using the NNs Reflectance
Propagation with K = 3. The result is very similar to the one obtained with single neighbour
in Fig. 4.7b but we can observe that a longer distances more points have high reflectance and
then are visible in the image.
Note that this methods needs to compute the distance function (e.g. Euclidean distance) for
every point in P Cc with all the points of P C in order to find out the NNs. Let n be the
number of 3D points in P C and m the number of 3D points in P Cc , the NN Reflectance
Propagation computes nm times the distance function. Therefore, this method complexity is
O(nm) and, as soon as m or n increases, the time needed for the computation also increases.
For this reason, we present the two following methods in which the 3D problem is converted
to a 2D problem aiming to reduce the computational time needed.
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4.4.2

Averaging Filter Refelectance Propagation

As shown in Equation (4.11), we can assume that the reflectance values are independent on the
distance of the surface from the velodyne laser scanner. Therefore, the information regarding
the depth can be discarded from the pointcloud in order to work only in two dimensions and
reduce the computational cost of the process. The easiest way to convert a 3D pointcloud in
velodyne coordinates into a 2D space is to apply the velodyne to camera 2 transformation
described in Sec. 4.2.1. In Equation (4.6) the process to create a depth-image is explained. In
order to apply the reflectance propagation, we want to represent the reflectance values on the
image instead of the depth values which can be discarded by assumption. Therefore, given a
3D point in velodyne coordinates, X velo = [X, Y, Z, r], its projection in camera 2 coordintes,
x = [x, y, z], can be obtanied using Equation (4.5). The values x and y represent the pixel
coordinates of the point in the image and we can create a reflectance-image by assigning the
reflectance value of X velo to the pixel with coordinates (x, y). In other words, given a point
in velodyne coordinates, X velo , and its projection on camera 2 coordinates, x , the value for
X velo in the reflectance image, Ir , is

X velo )r
Ir (x, y) = (X

(4.14)

The reflectance-image obtained with Equation (4.14) of the original velodyne pointcloud in
Fig. 4.7a is shown in Fig. 4.8 and compared with the camera 2 RGB image of the same scene
(Fig. 4.8a). White pixels in the reflectance-image indicate that no 3D point is projected
on that image pixels and then no reflectance value is available. We can see that the scene
structure is kept on the reflectance-image and it is also possible to relate graphically the
reflectance values with the illustration of the pointcloud in Fig. 4.7a.
Since the pseudo-lidar pointcloud generated from the dense depth-map has no reflectance
values, we cannot create a proper reflectance-image from it. On the other hand, we can obtain
the pixel coordinates in the camera 2 plane for the points in the pseudo-lidar pointcloud with
Equation (4.5) and try to estimate their reflectance value from the reflectance-image of the
original pointcloud.
Let P Cc be the point cloud of m points, as the one in Fig. 4.5d, generated by projecting the
output dense depth-map of the first stage of CompDet. For each point X velo,c ∈ P Cc we can
compute its pixel coordinates in the camera 2 plane with Equation (4.5) obtaining the set
of pixel coordinates Pc = {(xi , yi ) , i = 1, · · · , m}. Given the original velodyne pointcloud,
P C, of n points we can generate its reflectance-image, Ir , as in Equation (4.14), obtaining
the set of pixels P = {(xi , yi ) , i = 1, · · · , n} and their correspondent reflectance values
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(a) Camera 2 RGB image of one scene of the KITTI dataset.

(b) Reflectance image generated using Equation (4.14) on the original velodyne
pointcloud of one sample of the KITTI dataset (Fig. 4.7a).

Figure 4.8: Comparison between the RGB image of camera 2 of one scene from the
KITTI datset and the generated reflectance-image using Equation (4.14), in 4.8a and 4.8b,
respectively.

R = {ri , i = 1, · · · , n}. We define the union reflectance-image, Ir,u as

(
ri
(i, j) ∈ P ,
Ir,u (i, j) =
, 0≤i≤w−1, 0≤j ≤h−1
−1 otherwise

(4.15)

where w and h are the width and height of the image. Note that for pixels that belong to Pc
and not to P and invalid value (−1) is assigned to them in order to maintain a trace for the
following operations. Then, the union reflectance-image is simply the overlap of the original
set of pixels P with their correspondent reflectance value on the set of pixels Pc . In Fig. 4.9
both the reflectance-image of the pseudo-lidar pointcloud and the union reflectance-image are
shown for the example of Fig. 4.8. In Fig. 4.9a black pixels indicate that exists a 3D point
which is projected into that pixels coordinates while white pixels indicate that no such 3D
point exists. In Fig. 4.9b the union reflectance-image is shown and white pixels corresponds to
−1 values while colored pixels contain the original reflectance information from the velodyne
pointcloud.
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(a) Reflectance-image of the pseudo-LiDAR pointcloud. Black pixels indicate
that exists a 3D point which is projected into that pixels coordinates.

(b) Union reflectance-image generated using Equation (4.15).

Figure 4.9: Reflectance-image of the pseudo-LiDAR pointcloud and the union reflectanceimage are shown for the example of Fig. 4.8, in 4.9a and 4.9b, respectively.
In order to propagate the reflectance information on more pixels in the reflectance-image,
and then on the pseudo-lidar pointcloud, some image manipulation techniques can be used
keeping attention on the invalid values −1. The Averaging Filter Reflectance Propagation
consists of applying an averaging filter of size k to the union reflectance-image Ir,u . In this
case, the average is computed only between pixels in the kernel with valid values, i.e. different
from −1. If all the pixels inside the sliding window have value is −1, an invalid value is also
kept in the final averaged reflectance-image.
Let W be a window of size k x k which center is the pixel with coordinates (i, j) and NW the set
of pixels inside the window with valid reflectance value, i.e. NW = {(m, n) ∈ W | Ir,u (m, n) 6=
−1}. The averaged reflectance-image is defined as
(
Ir,a (i, j) =

1
|NW |

−1

P

(m,n)∈NW

Ir,u (m, n) |NW | > 0
otherwise

(4.16)

for 0 ≤ i ≤ w − 1 and 0 ≤ j ≤ h − 1. In order to restore the original reflectance values, the
original reflectance-image Ir of Equation (4.14) can be overlapped to Ir,a , such that the final
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Figure 4.10: Reflectance-image generated by Averaging Filter Reflectance Propagation, as
in Equations (4.16) and (4.17) in 4.9b with k = 3.

image is

(
Ir (i, j)
Ir,af (i, j) =
Ir,a

∃ Ir (i, j)
otherwise

(4.17)

Next, the propagated reflectance values can be re-projected back to the pseudo-lidar pointcloud. This means that for every pixel of Ir,af which coordinates are in Pc , its value can be
assigned to the correspondent point in the 3D pseudo-lidar pointcloud P Cc . Then, given a
point X velo,c ∈ P Cc and its projection in camera 2 coordinates, x = [x, y, z] we have

X velo,c )r = Ir,af (x, y)
(X

(4.18)

If the value Ir,af (x, y) is an invalid value (−1) the 3D point is discarded from the pointcloud
since no reflectance value can be assigned to it.
In Fig. 4.11 an example of Averaging Filter Reflectance Propagation on a pointcloud is
shown. In Fig. 4.10 the result of Equation (4.16) with k = 3 applied in Fig. 4.9b is shown.
We can notice that now a lot more pixels have reflectance values than before and then they
can be projected to the pseudo-lidar pointcloud. In Fig 4.11a and Fig. 4.11b the original
velodyne pointcloud is compared with the one created through Averaging Filter Reflectance
Propagation, as in Equation (4.18), and in Fig. 4.11c the two are merged. Finally, to better
visualize the difference between the original pointcloud and the psuedo-lidar generated from
the dense depth-map of the first stage of CompDet netwotk, in Fig. 4.11d and Fig. 4.11e
the two pointclouds are shown without reflectance values. We can see that the pseudolidar pointcloud contains more points than the original one and, in particular, as for the
NN Reflectance Propagation, at far distances we can better recognize some high-reflectance
surfaces.

67

(a) Original 3D point cloud of one sample of (b) Pseudo-lidar projected using the Averagthe KITTI dataset with reflectnace.
ing Filter Reflectance Propagation.

(c) Original 3D point cloud and pseudo-lidar (d) Original 3D point cloud of one sample of
point cloud overlapped with reflectance.
the KITTI dataset without reflectance.

(e) Original 3D point cloud and pseudo-lidar
point cloud overlapped without reflectance.

Figure 4.11: Example of Averaging Filter Reflectance Propagation with pseudo-point
cloud generation on one sample of the KITTI dataset. The original 3D pointcloud, the
pseudo-lidar pointcloud and the union of the two are shown with reflectance values in 4.11a,
4.11b and 4.11c, respectively. The original velodyne pointcloud and the union with the
pseudo-lidar are shown without reflectance values to appreciate the difference in the number of points in 4.11d and 4.11e, respectively.
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4.4.3

Gaussian Filter Reflectance Propagation

A two-dimensional Gaussian filter has an impulse response defined as

g(x, y) =

1
x2 + y 2
exp
−
2πσ 2
2σ 2

(4.19)

and it is used in images to create a convolution matrix which is applied to the original image.
In general, the expression for the convolution is

g(x, y) = ω ∗ f (x, y) =

a
b
X
X

ω(n, m)f (x + n, x + m)

(4.20)

n=−a m=−b

where ω is the filter kernel, which is Gaussian in our case, and f (x, y) is the original image.
Since the union reflectance-image, Ir,u defined in Equation (4.15) can have invalid values (-1)
a normal Gaussian filter cannot be applied to it in a straightforward manner but it needs to
be compensated. Therefore, to deal with this problem, we define two support images, V and
W . V is an image in which all the invalid values -1 of Ir,u are replaced with 0, as
(
Ir,u (i, j) Ir,u (i, j) 6= −1
V (i, j) =
, 0≤i≤w−1, 0≤j ≤h−1
0
otherwise

(4.21)

where w and h are the image width and height, respectively. Instead, W is an image in which
a pixel takes the value 1 if its correspondent in Ir,u contains a valid value, otherwise it takes
the value 0, as
(
1
W (i, j) =
0

Ir,u (i, j) 6= −1
, 0≤i≤w−1, 0≤j ≤h−1
otherwise

(4.22)

The same Gaussian filter kernel is applied to both V and W obtaining

VG (i, j) = ω ∗ V (i, j) , 0 ≤ i ≤ w − 1 , 0 ≤ j ≤ h − 1

(4.23)

WG (i, j) = ω ∗ W (i, j) , 0 ≤ i ≤ w − 1 , 0 ≤ j ≤ h − 1

(4.24)

and
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Figure 4.12: Reflectance-image generated by Gaussian Filter Reflectance Propagation, as
in Equations (4.25) and (4.26) in 4.9b with σ = 1.
where ω is a Gaussian kernel with variance σ. The introduction of the 0s in V will introduce
an error in the result of the filtering which can, however, be compensated by applying the same
filtering to the image W and combine the two results. The Gaussian filtered reflectance-image
is given by
(V
Ir,g (i, j) =

G (i,j)
WG (i,j)

WG (i, j) 6= 0

−1

otherwise

, 0≤i≤w−1, 0≤j ≤h−1

(4.25)

Next, as in the Averaging Filter Reflectance propagation the final reflectance-image can be
obtained by overlapping Ir,g with the initial image Ir , as
(
Ir (i, j)
Ir,gf (i, j) =
Ir,g

∃ Ir (i, j)
otherwise

(4.26)

Finally, applying Equation (4.18) to all the points X velo,c ∈ P Cc we can assign the reflectance
values to the points of the pseudo-lidar pointcloud.
As for the Averaging Filter Reflectance Propagation, in Fig. 4.13 an example of Gaussian
Filter Reflectance Propagation is shown. In Fig. 4.12 the result of Equation (4.25) and
(4.26) with σ = 1 applied in Fig. 4.9b is shown. In Fig 4.13a and Fig. 4.13b the original
velodyne pointcloud is compared with the one created through Gaussian Filter Reflectance
Propagation, as in Equation (4.18), and in Fig. 4.13c the two are merged. Finally, to better
visualize the difference between the original pointcloud and the psuedo-lidar generated from
the dense depth-map of the first stage of CompDet netwotk, in Fig. 4.13d and Fig. 4.13e the
two pointcloud are shown without reflectance values .
Since we do not have a ground-truth with which compare these results, in the following, we
make some graphical comparison between the methods and we also compare the computational
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(a) Original 3D point cloud of one sample of (b) Pseudo-lidar projected using the Gausthe KITTI dataset with reflectance.
sian Filter Reflectance Propagation.

(c) Original 3D point cloud and pseudo-lidar (d) Original 3D point cloud of one sample of
point cloud overlapped with reflectance.
the KITTI dataset without reflectnace.

(e) Original 3D point cloud and pseudo-lidar
point cloud overlapped without reflectance.

Figure 4.13: Example of Gaussian Filter Reflectance Propagation on one sample of the
KITTI dataset. The original 3D pointcloud, the pseudo-lidar pointcloud and the union of
the two are shown with reflectance values in 4.13a, 4.13b and 4.13c, respectively. The original velodyne pointcloud and the union with the pseudo-lidar are shown without reflectance
values to appreciate the difference in the number of points in 4.13d and 4.13e, respectively.
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time needed by the three methods.

4.4.4

Comparison Between Reflectance Propagation Techniques

The Reflectance Propagation techniques are compared in Tab. 4.1 in terms of average time
in order to compute the new pointcloud and total number of points in it. Given the pseudolidar P Cc of m points and the original pointcloud P C of n points, we consider the total
number of points as m + n since we overlap the two sets to generate the final pointcloud
for the 3D object detection. In terms of computational time we consider the entire process
needed to generate the final pointcloud which is fed into the 3D object detection network.
As explained in Sec. 4.3, the process starts by generating the pseudo-LiDAR pointcloud
from the output of the depth completion network . Next, the reflection propagation takes
place starting from the original pointcloud. In the case of NN Reflectance Propagation (Sec.
4.4.1) which resumed in Fig. 4.14a, the distance between the points of the two pointsets is
computed without any intermediate stage. In the other two cases resumed in Fig. 4.14b,
Average and Gaussian Reflectance Propgation (Sec. 4.4.2 and Sec. 4.4.3, respectively), the
two intermediate reflectance images need to be generated and processed in order to obtain
the final result. Finally, the reflectances are assigned to the pseudo-LiDAR pointcloud which
is merged with the original one.
As predicted, the Average and Gaussian Reflectance Propagation techniques are way faster
than the NN method. This is because the algorithm is speed up discarding the third dimensions and it relies on 2D images. Nevertheless, the Average reconstruction has an average
computational time of 2.35 seconds which is still to slow for a real-time purpose such as the
autonomous driving. To deal with the reflectance images with not assigned pixels values we
had to code from scratch this method and therefore it is probably slower than what it would
be if coded using proper libraries. Instead, the Gaussian reconstruction does not manage
images with invalid pixels and then it is coded using some libraries which already implement
the Gaussian filter and therefore the computational time is faster, i.e. around 0.1 seconds.
Regarding the number of points of the final cloud, we can see in Tab. 4.1 that for Average
and Gaussian reconstruction it is the same. This is because both are generated using a kernel
of size 3x3 and then the same reflectances are estimated but with different values. For the NN
reconstruction we can instead notice that the number of points is almost three times the one
of the other methods. This is due to the fact that NN method is forced to assign a reflectance
value to each point of the pseudo-LiDAR even if it is far from the original cloud. To better
understand this result we provide in the following a graphical comparison between the three
proposed methods.
Graphically, we cannot appreciate any important different between the result of Averaging
Filter Reflectance Propagation (Fig. 4.11) and Gaussian Filter Reflectance Propagation (Fig.
4.13) in terms of reflection images. If instead we compare the final pointclouds generated by
the three methods for the example of Fig. 4.8 we can see some differences in the number of
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(a) Overview of the NN propagation presented in Section 4.4.1.

(b) Overview of the Average and Gaussian Reflectance Propagation presented in Section 4.4.2 and
Section 4.4.3, respectively.

Figure 4.14: Overview of all the Reflectance Propagation methods developed for the CompDet network in order to generate a pseudo-lidar pointcloud with associated reflectance values.
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Method
NN reconstruction (Max height 2m)
NN reconstruction (Max height 1.5m)
Average reconstruction
Gaussian reconstruction

Computational
Time (seconds)
171.2742
141.1519
2.3484
0.0959

Number of
Points
409402
381617
156070
156070

Table 4.1: Performance comparison of reflectance propagation techniques in terms of average computational time and number of new points generated on 100 samples of the KITTI
dataset.
new points, as shown in Fig. 4.15 and underlined before in Tab. 4.1. In particular, looking
at the pure clouds, i.e. without color representation for reflectance values, the reflectanceimage-based methods result pointclouds, in Fig. 4.15d and Fig. 4.15f, have less points on the
upper part with respect to the NN technique in Fig. 4.15b. This is because the upper part of
the reflectance-images is not filled after the propagation since no points of the original cloud
were present in that specific position. In this case, it is better to not force the algorithm to
assign a reflectance value to each point, as the NN Propagation would do even if the nearest
point in the original cloud is not that near to be relevant and then will result in a meaningless
point. Nevertheless, this effect can be attenuated by choosing a maximum height for the
points in the pseudo-lidar when we compute it from the dense depth-map. Therefore, the
point X velo = [X, Y, Z, r] obtained from Equation (4.10) is kept in the cloud only if Z < h,
where h is the maximum height we want to select. In this way also the computational time
of NN Reflectance Propagation is reduced, as shown in Tab. 4.1, but it is still a lot slower
than the other two methods.
More graphical comparison of the Reflectance Propagation methods on other samples of the
KITTI dataset are shown in the Annex .3 together with some detailed comparison on specific
objects inside the scenes.

4.5

3D Object Detection Stage

The 3D object detection stage is in charge of detect objects in the scene fed into CompDet after
the pseudo-LiDAR generation. As analyzed in Section 2.2 many methods have been proposed
in the literature but the State-of-The-Art methods generally take as input the 3D pointcloud
alone or with some correlated RGB information. Since the main purpose of CompDet network
is to generate a reliable pseudo-LiDAR pointcloud, we focus our development on networks
which use only the points as input [13, 34, 35, 12, 61, 11]. In particular, in our work, we
use PointVoxel-RCNN (PV-RCNN) propsed by Shi et al. in [13] that takes as input only the
pointcloud and it is one of the best performing network on the KITTI benchmark as January
16, 2021, as shown in Tab. 2.1 and Tab. 2.2. We briefly explain in this section the main
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(a) Full pointcloud generated by the NN
Reflectance Propagation technique.

(b) Full pointcloud generated by the NN
Reflectance Propagation technique without
reflectance values.

(c) Full pointcloud generated by the Average (d) Full pointcloud generated by the AverReflectance Propagation technique.
age Reflectance Propagation technique without reflectance values.

(e) Full pointcloud generated by the Gaussian Reflectance Propagation technique.

(f ) Full pointcloud generated by the Gaussian Reflectance Propagation technique without reflectance values.

Figure 4.15: Graphical comparison of reflectance propagation methods in terms of pointclouds. The final pointclouds for NN, Average and Gaussian Reflectance Propagation are
shown in 4.15a, 4.15c, 4.15e, respectively. In 4.15b, 4.15d, 4.15f the same results are provided without reflectance representation in order to better appreciate the difference in the
number of points.
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characteristics and components of the used network for the 3D object detection while, for a
complete description, we refer to Section 2.2.8.
PV-RCNN is a deep neural network which integrates 3D CNNs with PointNet-based feature
learning [7, 9] introduced in Section 2.2.4. With reference to the architecture in Fig. 2.15, the
input raw pointcloud is voxelized and a 3D sparse CNN is used to generate 3D sparse feature
volumes [35, 36] reducing the volume size up to 8x. For each input voxel the initial features
are computed as mean of the features of its points. In particular, the average reflectance of the
points inside each voxel is used and therefore the Reflectance Propagation process introduce in
this work helps to have better input features even with the pseudo-LiDAR pointcloud. After
that, the feature volumes are projected to BV and the boxes proposal are generated following
an anchor-based approach [11]. To refine the proposed boxes, Shi et al. introduce a keypoint
extraction with associated features generation. In detail, a set of keypoints is extracted from
the raw pointcloud by means of Furthest-Point-Sampling (FPS) and then a module called
Voxel Set Abstraction (VSA) generate their features. For each keypoint, the VSA identifies
the neighbouring non empty voxel and extracts their features at each abstraction layer of
the 3D sparse CNN. These features volumes are encoded using PointNet++ [9] and concatenated to generate a multi-scale feature vector for each keypoint. Next, a Predicted KeyPoint
Weighting (PKW) module is used to weight the features based on semantic segmentation, i.e.
background and foreground. To refine the proposed bounding boxes, the weighted features
are are aggregated in a RoI-Pooling Module. Grid points are sampled uniformly and the same
process of VSA Module is used to aggregate the features of the keypoints inside a defined area.
Areas of different sizes are used to have multi-scale features which are concatenated and fed
into a two-layer MLP to have the final feature vector for each proposal. Finally, this vector
is fed into two branches for confidence prediction and box refinement. The first one consists
in the computation of the 3D IoU between RoI and ground-truth boxes, IoUk , to obtain the
training target. For the k-th RoI the training target is given by

yk = min(1, max(0, 2IoUk − 0.5)

(4.27)

and the branch is trained minimizing the cross-entropy loss

Liou = −yk log(yˆk ) − (1 − yk ) log(1 − yˆk )

(4.28)

where yˆk is the confidence predicted by the network. The box refinement branch consists
instead on a residual-based method optimized with smoothed-l1 . The entire network is trained
using a combination of three losses: region proposal loss, keypoint segmentation loss and
proposal refinement loss which are computed at different steps of the network. More details
of the losses used in this network are explained in the following section in which the whole
training losses we use in CompDet network are introduced.
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4.6

Training Losses

The proposed CompDet network is trained only on the second stage, i.e. the 3D object
detection network. In order to avoid overfitting on the first stage of the network, which is
already pre-trained, we do not perform end-to-end training of the whole CompDet network.
The training set used for the training is the same as the one used to train the original depth
completion network [21] and therefore, since the inputs are not modified in our proposal, it
makes more sense to not fine-tune it. On the other hand, after the pseudo-lidar reconstruction
and the reflectance propagation, the input of the second stage is completely different from
the one of the original 3D object detection network, and then a training or a fine-tuning is
required.
Inspired form [13] the training losses used for CompDet network are the same as PV-RCNN
network introduced in Section 2.2.8. The authors proposed to combine region proposal loss
Lrpn , keypoint segmentation loss Lseg and proposal refinement loss Lrcnn . In the following,
we further explain these losses, their meaning and the computation used to obtain them. In
some cases the Focal Loss (FL) [25] is used and then it worth to introduce it before going into
the details of the training losses used for the CompDet network.
FL was first introduced to deal with class imbalance in one-stage object detectors, i.e. networks without a region proposal stage [107, 108, 109]. In R-CNN-like networks [110, 52] the
problem is addressed by the proposal stage that scales down the number of candidates objects
and then, the sampling heuristic of the second stage tries to keep a balancing between object
classes, e.g. foreground and background. In one-stage networks the number of candidates
that need to be processed is much larger then the real number of objects in the image. This
imbalance causes a poor learning since most of the candidates are negatives and do not contribute to improve the model. To address this problem, Lin et al. introduced the Focal Loss
[25] starting from the Cross Entropy (CE) loss for binary classification:
(
− log (p)
CE(p, y) =
− log (1 − p)

y=1
otherwise

(4.29)

where y ∈ {−1, 1} is the ground-truth label and p ∈ [0, 1] the probability estimated by the
network for the class 1. To simplify the notation we define
(
p
y=1
pt =
1 − p otherwise

(4.30)

and then CE(p, y) = CE(pt ) = − log (pt ). To deal with class imbalance, the Cross Entropy
can be weighted with a factor α ∈ [0, 1] for the class 1 and 1 − α for the class −1. This factor
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Figure 4.16: Focal Loss with respect to the probability of the ground truth class for different values of focusing parameter γ of the CE modulating factor (1 − pt )γ . Source: Lin et al.
[25]

can be seen as an hyper-parameter or can be defined by the occurrences of each class in the
used dataset. Let αt be
(
α
αt =
1−α

y=1
otherwise

(4.31)

the α-balanced CE loss is defined as

CE(pt ) = −αt log(pt )

(4.32)

Even if this loss can somehow deal with the class unbalance, it cannot differentiate between
easy and hard samples, i.e. samples classifies correctly and miss-classified, respectively. FL
proposes to weight less easy samples in order to focus the train on hard miss-classified samples.
They define the FL as

FL = −(1 − pt )γ log(pt )

(4.33)

where (1 − pt )γ is modulating factor with tunable focusing parameter γ > 0. In Fig. 4.16 the
focal loss is visualized with respect to the probability of the ground truth class for various
values of the focusing parameter γ. We can see that a miss-classified sample with pt small has
almost an unchanged loss, while as pt increases, the contribution of the samples are downweighted. Increasing the focusing parameter, we give less importance to easy samples with
respect to the hard ones.
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The α-balanced approach of Equation (4.32) can be extended for the FL as

FL = −αt (1 − pt )γ log(pt )

(4.34)

The description made above for binary classification can easily be extend to a multi-class
scenario, as in our case. Even if PV-RCNN [13] can be considered as a two-stage network,
the authors make use of the FL to define more complete intermediate losses used for the
training, i.e. Lrpn and Lseg . In the following, we further describe the training losses used for
the CompDet network.
Region Proposal Loss: Lrpn is computed after 3D voxel CNN backbone with anchor-based
scheme used for the 3D proposal generation (See Figure 2.15). The full expression of the
Region Proposal Loss is inspired by SECOND [34] where they introduce a new angle loss
regression to overcome the problem of misidentified boxes. For example, the angle 0 and π
correspond to the same orientation but generate large losses when they are misidentified. The
angle loss defined by Yan et al. [34] is

Lθ = SmoothL1(sin(θp − θt ))

(4.35)

where θp is the orientation of the predicted box and θt is the target orientation. Nevertheless,
boxes with opposite directions are treated as being the same and then a direction classifier is
added. The target is positive or negative based on the yaw rotation of the ground-truth box
around the z-axis.
The number of anchors generated by the 3D proposal network is generally much higher then
the number of ground-truth boxes for each pointcloud. This is a clear example of imbalance between foreground and background classes and, therefore, the use of FL, as defined in
Equation (4.34), is required for the classification. The final Region Proposal Loss is then as
follow

Lrpn = β1 Lcls + β2 (Lθ + Lreg ) + β3 Ldir

(4.36)

where Lcls is the focal classification loss, Lθ the orientation loss defined in Equation (4.35),
Lreg the regression loss for the other parameters of the bounding box and Ldir is the direction
loss. In particular, Lreg is the smooth-L1 loss for anchor box regression and it is defined as

Lreg =

X
r∈{x,y,z,l,h,w}

ˆ a , ∆ra )
SmoothL1(∆r

(4.37)
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Figure 4.17: Illustration of the Predicted KeyPoint Weighting (PKW) module used in
PV-RCNN. The module is composed of a three-layer MLP and its training is done with FL.
Source: Shi et al. [13].

ˆ a is the predicted residual and ∆ra the regression target. Note that the regression
where ∆r
is computed for the coordinates of the box center x, y and z and for its dimensions, i,e length
l, height h and width w.
Keypoint Segmentation Loss: as presented in Section 2.2.8 and Section 4.5 the network
used for 3D object detection, i.e. PV-RCNN, uses a Predicted KeyPoint Weighting (PKW)
module as final stage to encode the scene with keypoints which are used for the final bounding
boxes predictions. PKW is composed of three-layer MLP which needs to be trained along with
the other parts of the network. Also in this case, it is necessary to deal with the unbalancing
of foreground and background points and then, Lseg is defined as the FL in Equantion (4.34).
A scheme of the PKW module and its training is shown in Fig. 4.17
Proposal Refinement Loss: is the loss computed on the output of the 3D object detection
network. Lrcnn is made of three elements: classification loss Lcls,r , normal regression loss
Lreg,r and corner regression loss Lcor . In this case, since the proposals have already been
created it is not necessary to use the FL for the classification, but a simple Cross Entropy
Loss is used for Lcls,r . Smooth-L1 is utilized for the regression loss as follow

Lreg,r =

X

ˆ p , ∆rp )
SmoothL1(∆r

(4.38)

r∈{x,y,z,l,h,w,θ}

ˆ p is the predicted box and ∆rp is the proposed regression target. Note that, in this
where ∆r
case, also the orientation θ is considered as regression parameter. The corner regression loss
Lcor , is obtained generating the corners of the proposed and ground-truth bounding boxes (see
Annex .4) and applying a smooth-L1 regression loss on them. Formally, also the corners of
the ground truth box rotated of π degrees are generated and the smooth-L1 loss is computed
on the shortest distance of the proposed corner with original regression box and the rotated
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one, that is

Lcor =

8
X

SmoothL1(min{||cˆi − c i ||, ||cˆi − c π,i ||})

(4.39)

i=1

where cˆi , c i and c π,i with i = [1, . . . , 8] are the corners of the predicted box, target regression
box and rotated target regression loss, respectively. As said before, the box rotated of π
degrees is the same of the original one but with opposite direction and it is needed to avoid
misidentified boxes. Therefore, the final proposal refinement loss is defined as

Lrcnn = ψ1 Lcls,r + ψ2 Lcls,r + ψ3 Lcor

(4.40)

Finally, the overall training loss is then the sum of the three losses presented before

L = Lrpn + Lseg + Lrcnn
and the parameters we use in the implementation are defined in Section 5.4.

(4.41)
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Chapter 5

Implementation Details
In this chapter we explain how the CompDet network we introduced in Chapter 4 is implemented and the experimental settings we used in our experiments. The whole project is
implement using the PyTorch library which is an open source machine learning library based
on the Torch library [111]. PyTorch is nowadays used to build deep learning software by
many companies, such as Tesla Autopilot which deals with autonomous driving. It provides
two main features: tensor computing via Graphics Processing Units (GPU) and an automatic
differentiation system to deal with backpropagation in neural networks.
To implement the two stages of CompDet network, namely the depth completion and the 3D
object detection, we rely on the public frameworks provided by the authors of the networks
[104, 103]. In particular, [104] provides the implementation of NLSPN while OpenPCDet
[103] is a framework which include many of the State-of-The-Art network for 3D object
detection [13, 12, 35, 34, 11]. To implement CompDet network, we merged the two frameworks
standardizing the used data structure and we coded the new part for Reflectance Propagation.
Note that, since OpenPCDet is a flexible framework which allows to implement different types
of network, it is easy to change the second stage of CompDet to carry out future experiments.
In the following we explain how we deal with data augmentation for training, which needs
to be adopted in order to complete the projections introduced in Section 4.2 and Section
4.3. Moreover, we explain the optimization process, the pre-training of the depth completion
network, the parameters used for the final training and some more details regarding the code
structure.
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Figure 5.1: Representation of objects bounding boxes with respect to the coordinate system of the 3D Velodyne laser scanner in the algorithm implementation. The coordinates
of the center of the bounding box are represented as x, y and z and its size is described by
the width 2δy, length 2δx and height 2δz. Finally, the orientation with respect to the z-axis
used to indicate the box orientation is called θ. Source: Geiger et al. [24].

5.1

Data Augmentation

In order to perform the training of the CompDet network for joint depth completion and 3D
object detection, data augmentation is used as in the original networks. Since the number of
training samples is not high, data augmentation helps to avoid the over-fitting on the train
set. In particular, horizontal flip, crop, rotation and scale are applied on all the 2D input
images of the networks, i.e. RGB image and sparse depth map. These augmentations are
then applied to the original raw velodyne pointcloud and to the groud-truth bounding boxes
applying the same operations in the 3D space and modifying the calibration matrices when
needed. The latter is necessary to compute the process of Reflectance Propagation since
several transformations using the projection matrices need to be applied to the pointcloud
and to the images.
In the following the data augmentation procedures are listed and their conversions from 2D
to 3D space are explained. We refer to the input images as I(x, y), to the points in the
pointcloud as X = [X, Y, Z, r] ∈ P C and to the bounding boxes as B = [x, y, z, δx, δy, δz, θ],
where x, y, z are the coordinates of the center of the box, δx, δy, δz correspond to half its
dimensions and θ is the box orientation (heading). The representation of an object bounding
box used in our algorithm implementation is shown in Fig. 5.1 [2]. Moreover, we refer to the
projection matrices as defined in Section 4.2.

Horizontal Flip: with probability 0.5 the inputs images of the network are flipped horizontally. This means that for a point X ∈ P C the y coordinate needs to be reversed, as well as,
y and θ of each bounding box. The horizontal flip is also reflected on the projection matrix
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(2)
P rect since the horizontal offset need to be recomputed as

w − c2v

(5.1)

where w is the image width and c2v is the original offset. Finally, also the baseline with respect
(2)
to the reference camera 0, bx , is reversed in order to represent the 3D world flip.
Rotation: first, a random rotation φ between −5 and 5 degrees along the z-axis is applied
to the 2D images. Considering the KITTI sensor setup shown in Fig. 4.2 [24], a rotation
along the z-axis for 2D images corresponds to a rotation along the x-axis for the velodyne
pointcloud. Unfortunately, the representation used for the 3D bounding boxes, which is kept
from the original implementation of the object detection network [13], does not allow to apply
a rotation on the x-axis since only the heading of the box is represented. Therefore, once the
rotated dense depth map, output of the depth completion network, is produced, the pseudolidar pointcloud obtained with the procedure explained in Section 4.3 will result rotated of
φ degrees on the x-axis. In order to restore the original direction, it is sufficient to apply on
the rotated pointcloud the inverse rotation, i.e. a rotation of −φ degrees. In the 3D space, a
rotation about the x-axis of −φ degree is represented by the following rotation matrix



1
0
0
R x = 0 cos(−φ) − sin(−φ)
0 sin(−φ) cos(−φ)

Then, given a point X r = [Xr , Yr , Zr ] in the rotated pointcloud, its correspondent in the
original direction, X is obtained by

X = R xX r

(5.2)

After the restore of the original rotation, the whole process of reflectance propagation (See
Section 4.4) can be computed in order to obtain the final pseudo-lidar pointcloud to fed into
the second stage of CompDet.
Given the representation used for 3D bounding boxes, only a rotation on the z-axis can be
computed on the 3D pointcloud. Therefore, inspired by the original netwrok implementation
[13], we apply another rotation to the final poincloud along the z-axis before fed it into the
object detection network. Let ψ be an angle between −45 and 45 degrees, the rotation of a
3D point along the z-axis is defined by the rotation matrix
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cos(ψ) sin(ψ) 0
R z = − sin(ψ) cos(ψ) 0
0
0
1
Therefore, each point in the pseudo-lidar pointcloud and each center of the bounding boxes
need to be multiply by R z following Equation (5.2). Finally, the heading of each bounding
boxes is updated to be

θ+ψ

(5.3)

where θ is the origial heading, i.e. its rotation with respect to the z-axis.
An example of data augmentation for rotation is represented in Fig. 5.2 and the steps described before are shown graphically for the pointcloud. In Fig. 5.2a the original pointcloud
of one sample of the KITTI dataset is shown and we can observe that the road plane is almost
parallel to the x-axis. The augmented pointcloud with φ = 5 degrees recovered form the dense
depth map is shown in Fig. 5.2b. Here the ground plane is visibly rotated with respect to the
road plane. Applying Equation (5.2) to each of its points we obtain the pointclous shown in
Fig. 5.2c in which we can see that now the ground plane is the same of the original. Finally,
the rotation about the z-axis with ψ = 45 degrees is shown in Fig. 5.2d. This pointset is the
one that is fed into the second stage of CompDet to train the 3D object detection network.
Scale: a random scaling is applied both to the 2D images and the 3D pointcloud. Given a
scale s ∈ [1.0, 1.5] the images are resizes to have an height equal to h×s where h is the original
height. To apply the same operation on the pointcloud, all its points coordinates need to be
scaled by the factor s, that is, given a point X = [X, Y, Z] the new scaled coordinates will be

[X/s, Y /s, Z/s]
The same scaling is applied to the center coordinates of each bounding box, [x, y, z], and to
its dimensions, [δx, δy, δz]. Finally, since the pixel values of the depth image represent the
X coordinate of each point, also their value need to be scaled by s. Intuitively, when the
2D images are enlarged (scale factor s > 1.0) the objects appear bigger which, in 3D space,
means that they are nearest to the camera. For this reason, the pointcloud is shirk in order
to represent the 3D world scaling corresponding to the 2D image enlargement.
When we use the scaled dense depth map to recover the pseudo-lidar pointcloud we must
(2)
consider that the world has been scaled. This means that the projection matrix P rect needs
to represent a projection in which the world is scaled of a factor s. Therefore, in order to
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(a) Original pointcloud from one sample of
the KITTI dataset.

(b) Dense pointcloud generated from the
rotated dense depth map with φ = 5 degrees.

(c) Pointcloud with recovered original rotation following Equation (5.2).

(d) Final pointcloud rotated around z-axis
with ψ = 45 degrees.

Figure 5.2: Example of rotation data augmentation on one sample of the KITTI dataset.
In 5.2a the original pointcloud is shown. In 5.2b and 5.2c the rotated pointcloud from the
dense depth map and the one with recovered rotation are shown, respectively. In 5.2d the
final pointcloud rotated about the z-axis is shown.
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obtain the correct result, the augmented matrix to be used for the pseudo-lidar reconstruction
should be modified as follow

(2)
P rect



(2)
(2)
(2) (2)
fu /s
0
cu /s −fu bx

(2)
(2)
(2) (2) 
= 0
fv /s cv /s −fv by 
0
0
1/s
0

(2)

(5.4)

(2)

where the offsets with respect to the reference camera 0, bx and by , are not scaled due
to the fact that they are expressed with respect to the focal lengths. Note that, when we
apply Equation (4.10) to generate the pseudo-lidar cloud, homogeneous coordinates are used
to represent the points in the reference camera coordinates. In this case, the equation needs
to be adapted to the scaling in the following way

X Tvelo

T

X ref
T velo
=
cam
1/s

(5.5)

where the homogeneity is computed adding 1/s to the vector instead of the canonical 1.
Crop: inputs 2D images are randomly cropped horizontally and vertically to be of size
1200 × 340 pixels. This prevent the network to fail when the input images are taken from a
different position on the car or when some truncation is present. In this case, the velodyne
pointcloud is not affected by the crop, but in order to reconstruct correcly the pseudo-lidar
pointcloud from the dense depth map some modifications needs to be applied on the offsets
(2)
of P rect . Intuitively, cropping the 2D images corresponds to moving the camera with which
(2)
(2)
the picture is taken, horizontally or vertically. Let cu and cv be the two original offsets of
the projection matrix and hstart and wstart the random starting pixels for the crop of the 2D
image in vertical and horizontal direction, respectively. The new offsets needed to recover the
(2)
(2)
pseudo-lidar correctly are cu − wstart and cv − hstart .
When we apply all the augmentations described before on the input samples, the order is not
(2)
relevant but all the modifications to the projection matrix P rect must be considered to avoid
problem in the pseudo-lidar reconstruction and reflectance propagation.
Finally, the original LiDAR pointcloud provided by the KITTI dataset have information at
360 degrees but our interest is only in the front view of the car. Therefore, the pointcliud
range is cropped within [0, 70.4]m for the X axis, [-40, 40]m for the Y axis and [-3, 1]m for
the Z axis, following [13].
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5.2

Optimization

In the implementation of CompDet, the network is optimized using two different optimization
algorithms in different experiments, namely Stochastic Gradient Descend (SGD) with momentum [112] and Adaptive moment estimation (Adam) [113], and the results are compared in
Section 6. As known, all deep learning networks use variations of the gradient descent algorithm in the back-propagation process in order to update the weights during the training and
then we do the same.
In the following, we briefly explain the two algorithms we use and the modifications we
consider aiming to obtain better results for 3D object detection.
SGD with momentum: since the computational cost to compute the gradient for each
sample in all the training set is high, SGD tries to make the optimization process faster.
For any batch SGD picks up a random sample with which it does the process of updating
the weights. To speed up the convergence and help accelerate gradients vectors in the right
direction SGD with momentum [112] is used. The momentum is a moving weighted average
of the gradients that is used to update the weights of the network and can be expressed, at
iteration t > 0, as

Vt = βVt−1 + (1 − β)∇w L

(5.6)

where β is an hyper-parameter which typical value is 0.9, L is the loss function and ∇w L is its
derivative with respect to the weight w. We can see Vt as an estimation of the first moment
of the gradient of the loss. Note that at the first iteration V0 needs to be initialized and, in
general, it is set to 0. Nevertheless, this estimator is biased and therefore it is possible to
apply a bias correction in the following way

V̂t =

Vt
1 − βt

(5.7)

Given the corrected term V̂t , the corresponding weight, w, is then updated using
wt ← wt−1 − αVt

(5.8)

where α is the learning rate. The introduction of the momentum in SGD helps to compensate
the noise introduced by the random selection of the sample for which the gradient is computed
giving then better performances with respect to the classic SGD. Moreover, this optimization
algorithm allows to use a different learning rate for each parameter of the network since Vt is
dependent on ∇w L.
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To reduce the overfitting we introduce also the weight decay to the SGD algorithm. It is a
regularization technique that add a penalty, which in general is the L2 norm of the weights,
to the loss function in the following way

Lf = L + η

X

wi2

(5.9)

i

where L is the loss function defined in Section 4.6 and η is the weight decay hyper-parameter
that we set to 0.01.
Finally. also a learning rate decay is used trying to make the optimization rough and faster at
the beginning and then more precise but slower as soon as we go on with the training epochs.
This means that we set some key epochs in which the learning rate is reduced by a factor
which usually is 10.
Adam: [113] is an adaptive learning rate optimization algorithm that is a combination of
SGD with momentum and RMSprop in which estimations of the first and second moment of
the gradient of the loss function are used, i.e. m = E[∇L] and v = E[(∇L)2 ], respectively.
To estimate them, Adam considers exponentially weighted averages of the gradient, as SGD
with momentum. Therefore, the moments are computed as follow for each iteration t > 0

mt =β1 mt−1 + (1 − β1 )∇w Lt
vt =β2 vt−1 + (1 − β2 )(∇w Lt )2

(5.10)
(5.11)

where β1 and β2 are hyper-parameters which common values are 0.9 and 0.999, respectively.
Note that mt and vt are biased estimators as the ones used in SGD with momentum. Therefore, a bias correction is applied again to obtain

mt
1 − β1t
vt
v̂t =
1 − β2t

m̂t =

(5.12)
(5.13)

that are used to scale the learning rate of each parameter. The values of the model weights
at iteration t are then computed as

wt ← wt−1 − α √

m̂t
v̂t + 

(5.14)
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Figure 5.3: Example of One Cyle Policy for the learning rate. In the first step the learning rate grows from lrmin to lrmax , in the second step it goes in the opposite direction and
at the end it becomes lower than lrmin .
where α is the step size or learning rate and  is used to avoid the division by zero.
Also in this case we introduce a weight decay in the loss as in Equation (5.9) but the learning
rate decay is skipped in favor of the One Cycle Policy introduced by [114]. We define a
minimum and maximum value for the learning rate and we go from the minimum to the
maximum in the first step and backwards in the second step. The union of first and second
steps is named cycle and should be slightly lower than total number of epochs to be trained.
In the final epochs we will use a learning rate lower than the minimum defined. The idea
behind this method is that, in the middle of the learning, the high learning rate works as
regularization technique and helps to avoid overfitting. A graphical representation of the
learning rate behavior with the One Cycle Policy is shown in Fig. 5.3.

5.3

Depth Completion Implementation and Training

As said in Section 4.1, the first stage of CompDet network used in our implementation is
NLSPN [21]. For the encoder-decoder stage of NLSPN (see Fig. 2.26) we decided to use the
ResNet-34 to balance the trade-off between network complexity and performances. The initial
value of the learnable normalization parameter γ used for the affinities normalization of Equation (2.20) is 0.5xN where N is the number of neighbours and confidence mask is included in
the computation. Moreover, the Non-Local Spatial Propagation part is implemented through
deformable convolution [98] which perfectly suites the case of a propagation on neighbours
which are not local. The number of iterations we use for the propagation is 18 with a kernel
size of 3x3, i.e. we use 8 neighbouring points, following the original implementation [21] based
on empirical results.

90

As already mentioned, the training of CompDet network is not performed end-to-end, but
only the second stage parameters are updated during the process while for the first stage
the pre-trained network is used. Unfortunately, at the time of the early implementations of
this work the NLSPN pre-trained network was not available on the GitHub repository of the
project. Therefore, we trained the NLSPN on our computer with NVIDIA TITAN RTX GPU
adopting the following loss function and optimization parameters. The input images are first
top-cropped to remove 100 pixels in which the ground-truth is not available. Then, another
random crop to obtain images of size 1216x240 is applied and maximum valid depth of 90
meters is introduced. The loss function implemented is the sum of l1 and l2 in order to balance
RMSE and MAE. Each loss is implemented as follow

D gt , D pred ) =
lρ (D

1 X gt
|dv − dpred
|ρ
v
|V |

(5.15)

v∈V

where D gt is the ground-truth depth, D pred is the predicted depth and dv , V and |V | denote
the depth values at pixel index v, the valid pixels of D gt and the number of valid pixels,
respectively. Adam optimizer [113] is adopted as in Equation (5.14) with parameters β1 = 0.9,
β2 = 0.999 and initial learning rate of 0.001. Moreover, a learning rate decay is used at the
10th and 15th epoch with multiplicative factors of 0.2 and 0.04. Finally, we train the network
for 20 epochs with batch size of 5 and the train, validation and test splits are the same used
in the original training [21]. The results of the training with the parameters described above
are shown in Section 6.1.

5.4

CompDet Network Training

Following the original implementation of PV-RCNN we voxelixe the input pseudo-LiDAR
pointcloud with the voxel size (0.05m, 0.05m, 0.1m) in each axis, i.e. X, Y and Z respectively,
with a maximum of 15 points per voxel. Note that in the original network the maximum
number of points per voxel they used was 5 but, in our case, the pseudo-LiDAR pointcloud
has more points and then this hyper-parameter is increased. Then, we use a 3D CNN to
generate sparse 3D feature volumes composed by four layer of 16, 32, 64 and 64 dimensions,
respectively. Then, the radius used in the VSA module to gather neighbouring non-empty
voxel features at different scales are set as (0.4m, 0.8m), (0.8m, 1.2m), (1.2m, 2.4m) and
(2.4m, 4.8m) for the four layers, respectively, and as (0.4m, 0.8m) for the raw points. For the
RoI-Pooling Module, multi-scale features are instead generated on areas of two radius (0.8m,
1.6m).
The training losses used for CompDet are presented in Section 4.6. For the Focal Loss of
Equation (4.34) we use a balance factor α = 0.25 and a focusing parameter γ = 2 which is
shown by Lin et al. [25] to be the best performing one. For the Region Proposal Loss in
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Equation (4.36) we keep the same parameters proposed by [34] which are β1 = 1, β2 = 2
and β3 = 0.2. In this way, the low value of β3 permits to avoid cases in which for CompDet
network would be hard to find the directions of objects. Finally, for the proposal refinement
loss we give equal importance to all its components and then ψ1 = ψ2 = ψ3 = 1.
Our CompDet network is trained on two different GPUs: NVIDIA GTX 1080 Ti and NVIDIA
TITAN RTX, with different combinations for pre-trained network, dataset splits (train/val),
batch size, number of epochs and optimizer. In particular, the following five experiments have
been carried out
• pre-trained network provided by [103], dataset 70/30, batch size 2, 12 epochs and Adam
optimizer with One Cycle Policy on NVIDIA GTX 1080 Ti.
• training from scratch, dataset 70/30, batch size 2, 50 epochs and Adam optimizer with
One Cycle Policy on NVIDIA GTX 1080 Ti.
• training from scratch, dataset 70/30, batch size 5, 80 epochs and Adam optimizer with
One Cycle Policy on NVIDIA TITAN RTX.
• training from scratch, dataset 80/20, batch size 5, 80 epochs and Adam optimizer with
learning rate 0.01 and decay of 0.1 at the 35th and 45th epoch on NVIDIA TITAN RTX.
• training from scratch, dataset 80/20, batch size 5, 51 epochs and SGD optimizer with
momentum parameter β = 0.9 and learning rate 0.01 with decay of 0.1 at the 25th and
50th epoch on NVIDIA TITAN RTX.

5.5

Code Structure and Libraries

The project is coded following the structure of OpenPCDet [103] and NLSPN [21]. Nevertheless, some differences between the two frameworks are present in terms of coding structure.
The configuration of the 3D objected detection network is provided through a YAML file
while, for the depth completion, an Argument Parser is used. Therefore, we join the two
configurations in order to have a unique input for the algorithm. Moreover, the dataset is
represented in two different ways: for NLSPN a JSON file is used while OpenPCDet uses
some PKL files containing information about the bounding boxes of the scene that need to
be generated by another script. When we create the dataset, we use both the representations
to collect data jointly for the two tasks. After that the data augmentation is applied for the
images and the pointcloud, as explained in Section 5.1. To this purpose, a new class for the
dataset is created extending the Dataset class provided by the Torch library [111]. In this
class we define how to collect the data using the joint representation and how to apply the
data augmentation if needed for the training. In particular, for the data augmentation an
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Algorithm 1: Fed batch into CompDet model
input: Batch {B} of samples from the dataset
Network model: M
Result: Bounding Boxes of the scene if validation or network losses if training
if training then
perform data augmentation on the batch
end
prepare data structure for the model
dense depth maps, {D} ← depth completion on {B}
pseudo-LiDAR, {P C} ← perform Reflectance propagation and generate the
pointclouds
bounding boxes {BB} ← 3D objects detection on {P C}
if training then
return losses on the 3D object detection
else
return bounding boxes {BB}
end

auxiliary calibration class is created to easily perform the modifications on the projection
matrices and keep track of them for the pseudo-LiDAR generation.
To generate the network model, we code a new class which extends the Module class provided
by the Torch library [111]. The model is composed of the NLSPN depth completion stage
and the PV-RCNN 3D object detection stage which are taken straight from their original
implementations. This works without any problem since the input of the network has been
standardize in order to fit both the frameworks. Inside the network, between the two stages,
the Reflectance Propagation is added making use of an auxiliary class which is in charge of
create the pseudo-LiDAR pointcloud. This class is able to perform all the three Reflectance
Propagation methods introduced in Section 4.4. Since the data do not need to be backpropagated into the first stage of the network, we perform all the propagation process using the
standard NumPy library [115] and not PyTorch Tensors. We also found out that, in this way,
we speed up the computational time necessary to complete the data transformation because
using Tensors additional overhead used to compute the gradients is generated slowing down
the algorithm when not needed. Regarding the optimization, we use the code provided by
OpenPCDet [103], which already implement all the methods we presented in Section 5.2,
adapting the functions to our network model. Finally, we created some more classes for the
graphical representation of the pointcloud used for this report.
The general idea of the forward of the input data into the model is shown in Algorithm 1.
The batch, i.e. part of the dataset class, and the model are given as input while the bounding
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Algorithm 2: CompDet Training
input: Number of epochs: Nepochs
Batch size: B
CompDet settings: {S}
Result: Weights of the trained CompDet network
load train set {T }
load validation set {V }
create network model with settings {S}
for i ← 1 to Nepochs do
while ∃ sample in {T } do
extract a batch of size B from {T }
fed batch into the model
update model weights
end
compute validation loss on {V }
save the model weights
end

boxes or the losses are returned by the function when training or testing, respectively. The
part of data augmentation and data preparation are done in the dataset class while the rest
is done in the model class. First, the prepared data is fed into the depth completion network
to generate the dense depth maps. These maps are used jointly with the raw pointcloud
to perform the Reflenctance Propagation and to generate the pointcloud using the auxiliary
reflectance class. Next, the pseudo-LiDAR pointcloud is fed into the second stage for 3D
object detection. Finally, the function returns the bounding boxes, if the model is set for
testing, or the network losses, as in Section 4.6, are computed if it is set for training.
In Algorithm 2 the training process is shown. The joint network setting, the batch size and
the number of epochs are required as input for the algorithm. The weight of the network after
each epoch are then saved for future uses, e.g. testing. First, the train and validation set are
loaded using the dataset class introduced before and the network model is created using the
input joint setting on the model class. Then, for each epoch the dataset is split in batches
and each of them is fed into the model. After that, the model weights are updated using the
optimizer selected in the settings and the losses are returned by the forward of the batch into
the network (see Algorithm 1). Finally, the entire validation set is fed into the trained model
to compute the loss at each epoch in order to have a general understanding of the training
process and tune some hyper-parameters, if needed.
We conclude this chapter listing the most important auxiliary libraries used by NLSPN [104]
and OpenPCDet [103]. Deformable Convolution V2 [98] is included in NLSPN in order to deal
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with the non-local spatial propagation for depth completion. SpConv [20] and PointNet++ [9]
are instead used in OpenPCDet since they implement the sparse convolution and the PointNet
used to generate features from the sparse LiDAR pointcloud.
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Chapter 6

Results
We carried out several experiments to train the CompDet network, trying to vary the number
of epochs, the batch size, the splits of the dataset and the optimizer. As presented in Chapter
2.1 the KITTI dataset for 3D object detection is composed by a train set of 7481 samples
and a test set of 7518 for which the ground truth is not provided. In order to have some
feedback during the training we split the provided training set into two sets that are used for
training and validation, respectively. Instead, using the test set, it is only possible to obtain
the network performances uploading the results on the KITTI benchmark.
To carry out the first experiments we used a split of 70% for the train set and 30% for the
validation set, i.e. 5123 and 2195 samples, respectively. Then, we perform other experiments
with a splits of 80% and 20% which correspond to 5985 and 1568 samples, and see if there
are differences on the network performances. Since in the KITTI benchmark the evaluation
of the model on the test set is available only throughout the online page and there is a limited
number of trials, we compare the results using the validation sets which is also done in the
related works introduced in Section 2.
In the following, we first show the results of the depth completion network training. Next,
we compare the losses trends during the CompDet training for each experiment carried out
and we use some metrics for a better comparison. We conclude the chapter with a graphical
result analysis and a comparison between the goodness of the two stages of the model.

6.1

Depth Completion Results

In this Section we report the result obtained from the training of the NLSPN [21] with the
settings described in Section 5.3. The l1 , l2 and total losses of the network on the train and

96

(a) l1 loss of the NLSPN training process.

(b) l2 loss of the NLSPN training process.

(c) Total loss of the NLSPN training
process.

Figure 6.1: Losses of the NLSPN training. In red the training loss and in blue the validation loss. 6.1a, 6.1b and 6.1c show the l1 , l2 and total loss, respectively.

validation set are shown in Fig. 6.1. The graphs are smoothed with a factor of 0.6 for a better
graphical representation. We can see that all the losses reach an almost steady-state value
around the 10th epoch and the validation loss (in blue) is always higher than the training loss
(in red) but the network seems to not overfit the train set.
The metrics we use for the quantitative evaluation are the ones introduced in the original paper
and also commonly used to compare depth completion methods. In particular, we use Root
Mean Squared Error (RMSE) of the inverse depth maps in 1/km (iRMSE), Mean Absolute
Error (MAE) of the inverse depth in 1/km (iMAE), Root Mean Squared Error (RMSE) in
mm and Mean Absolute Error (MAE) in mm. Let D gt be the ground-truth depth, D pred the
predicted depth and dv , V , and |V | denote the depth values at pixel index v, the valid pixels
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Method
Test original [21]
Validation latest [21]
Test latest [21]
Validation (our)
Test (our)

iRMSE
1.99
2.0
1.96
2.1
2.1

iMAE
0.84
0.8
0.84
0.8
0.9

RMSE
741.68
771.8
740.66
802.8
788.3

MAE
199.59
197.3
198.70
211.8
204.4

Table 6.1: Performance comparison of our training of NLSPN, published and latest implementation on KITTI validation and test splits. The metrics considered are the iRMSE in
1/km , the iMAE in 1/km , the RMSE in mm and the MAE in mm. Best performing methods are highlighted in bold. Date: January 16, 2021
of D gt and the number of valid pixels, respectively. We define the metrics as follow
s
D gt , D pred ) =
RMSE(D

1 X gt
|dv − dpred
|2
v
|V |

(6.1)

v∈V

D gt , D pred ) =
MAE(D

1 X gt
|dv − dpred
|
v
|V |

(6.2)

v∈V

s
gt

D ,D
iRMSE(D

pred

)=

1 X
pred 2
|1/dgt
|
v − 1/dv
|V |

(6.3)

v∈V

D gt , D pred ) =
iMAE(D

1 X
pred
|1/dgt
|
v − 1/dv
|V |

(6.4)

v∈V

In Tab. 6.1 the values we obtained are compared with the ones published in the original paper
and the ones obtained by the latest implementation of the network as January 16, 2021. We
can see that the original implementation is slightly better than the one we obtained. This
is because they used more powerful computers to train the network with bigger GPUs able
to fit larger batch sizes. In fact, to obtain the results shown in Tab. 6.1 the authors used
a batch size of 12 (while we use batch size of 5) but unfortunately the pre-trained network
is not available publicly. To check if this discrepancy between the original network and the
one trained by us is relevant to the final scope of CompDet we compare the quality of the
3D object detection with the precision of the depth completion in Section 6.5. Moreover, the
evolution of the metrics over epochs is shown in Fig. 6.2 for train and validation set. As
before, the train set metrics are shown in red while the validation set ones are shown in blue.
The same evolution of the losses in which the metrics values reach a steady-state behaviour
is observable also for the four metrics.
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(a) iRMSE of the NLSPN training pro- (b) iMAE of the NLSPN training process.
cess.

(c) RMSE of the NLSPN training pro- (d) MAE of the NLSPN training process.
cess.

(e) Evolution of the γ learnable normalization parameter for the affinities normalization during the training
epochs.

Figure 6.2: Metrics of the NLSPN training. In red the training set metrics and in blue the
validation set metrics. 6.2a, 6.2b, 6.2c and 6.2d show the iRMSE, iMAE, RMSE and MAE,
respectively. Finally, in 6.2e the evolution of γ learnable normalization parameter is shown.
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Next, we report in Fig. 6.2e the evolution of the γ learnable normalization parameter used
in Equation (2.20) for the affinities normalization. As said in Section 5.3 we initialize γ as
0.5xN where N is the number of neighbours considered for the propagation. Therefore, using
a kernel of size 3, the number of neighbouring pixels is 8 and then the initial γ parameter
is 4. During the training, the normalization parameter increases till it reaches an almost
steady-state state value slightly bigger than 9 around the 12th epoch.
To complete this section, we provide a graphical result on a sample of the KITTI dataset
in Fig. 6.3. In Fig. 6.3a and Fig. 6.3b the dense depth map generated by NLSPN and
the ground-truth depth map are shown, respectively. In Fig. 6.3c their absolute difference
is shown and we can notice that for the points which are present in the ground-truth the
estimation is correct while for the other points we do not have any comparison value. More
graphical results of the depth completion network are shown in the Annex .5.
Note that this NLSPN depth completion pre-trained network is then used in the first stage of
CompDet to perform the final training of the 3D object detection stage which is considered
for the results in the following sections.

6.2

Network Training Losses

In this section we report the results of the training processes we carried out. In total we did
5 experiments which differ in the training and validation splits, batch size, number of epochs
and optimizer used. We report the description of each experiment, as described in Section
5.4, and we index them in order to understand in a faster way the following the results where
each sub-figure letter corresponds to the list below.

(a) pre-trained network provided by [103], dataset 70/30, batch size 2, 12 epochs and Adam
optimizer with One Cycle Policy on NVIDIA GTX 1080 Ti.
(b) training from scratch, dataset 70/30, batch size 2, 50 epochs and Adam optimizer with
One Cycle Policy on NVIDIA GTX 1080 Ti.
(c) training from scratch, dataset 70/30, batch size 5, 80 epochs and Adam optimizer with
One Cycle Policy on NVIDIA TITAN RTX.
(d) training from scratch, dataset 80/20, batch size 5, 80 epochs and Adam optimizer with
learning rate 0.01 and decay of 0.1 at the 35th and 45th epoch on NVIDIA TITAN RTX.
(e) training from scratch, dataset 80/20, batch size 5, 51 epochs and SGD optimizer with
momentum parameter β = 0.9 and learning rate 0.01 with decay of 0.1 at the 25th and
50th epoch on NVIDIA TITAN RTX.
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(a) Dense depth map of a sample of the KITTI dataset generated by
NLSPN after the training.

(b) Ground-truth dense depth map used for the training of NLSPN.

(c) Difference between the dense depth map generated by NLSPN
and the ground-truth depth map.

Figure 6.3: Dense depth map generated by NLSPN and ground truth depth map in 6.3a
and 6.3b, respectively. Cold color are low depths values and hot colors are high depth values. The difference of the two maps is shown in 6.3c where whites are low value and blacks
are high values.
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In the following, we start showing the behaviors of the learning rate and the losses introduced
in Section 4.6 for the train set. Finally, we compare the loss on the train set with the one on
the validation set to have a first impression on the goodness of the training. All the graphs in
this section are smoothed with a factor of 0.6 for a better graphical representation. Moreover,
the parameters are shown with respect to the iteration number on the training process. An
iteration correspond to the fed of one batch in the network, then the total number of iteration
during a training can be computed as

Niterations =

Nepochs ∗ |T |
B

where Nepochs is the number of epochs, |T | is the cardinally of the training set and B is the
batch size.
In Fig. 6.4, we first show the behaviour of the learning rates during the experiments in order
to see if they are as desired. The three experiments (a), (b) and (c) with Adam optimizer
and One Cycle policy are shown in Figure 6.4a, Figure 6.4b and Figure 6.4c, respectively.
The first one does not have a complete cycle because we stopped it when we saw that the
training with a pre-trained network was not giving good results in terms of network losses,
as we will show later. Instead, experiments (b) and (c) have a complete cycle as explained in
Section 5.2. In fact, the learning rate starts form 0.001 at the first epoch and it reaches 0.01
a bit before the middle of the training, which is the 25th epoch for (b) and the 40th for (c).
Then, in the second half of the cycle the learning rate falls again down till 0.01 and in the
last epochs it reaches the value of 5 × 10−7 . As said before, we used this policy since it works
as a regularization technique for the loss. Therefore, the two graphs have the same shape but
the one for experiment (c) is wider since the network is trained for more epochs. In Figure
6.4d and Figure 6.4e the learning rates for experiments (d) and (e) are shown, respectively. In
both cases the learning rate decay policy is adopted with initial learning rate of 0.01 decay of
0.1. The only differences are the optimizer used and the epochs in which we apply the decay.
As shown in the Figures, for (d) we used Adam optimizer with decay at the 35th and 45th
epoch, while for (e) we used SGD with decay at the 25th and 50th epoch.
The total loss of the network on all batches of the train set during the training is shown in
Fig. 6.5 for each experiment. The final loss is defined in Equation (4.41) as the sum of three
different losses. In particular, the components of the loss are summed below (for a complete
description of them see Section 4.6).
• Lrpn : Region Proposal Loss computed as [34] after the proposal generation following an
anchor-based scheme.
• Lseg : Keypoint Segmentation Loss computed after generation of the keypoints used to
encode the scene and refine the predictions.
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(a) 12 epochs and Adam optimizer with (b) 50 epochs and Adam optimizer
One Cycle Policy.
with One Cycle Policy.

(c) 80 epochs and Adam optimizer with (d) 80 epochs and Adam optimizer
One Cycle Policy.
with learning rate 0.01 and decay of
0.1 at the 35th and 45th epoch.

(e) 51 epochs and SGD optimizer with
momentum parameter β = 0.9 and
learning rate 0.01 with decay of 0.1 at
the 25th and 50th epoch.

Figure 6.4: Learning rate behaviour for each experiment carried out. Each learning rate is
shown with respect to the iteration number of the training process.
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• Lrcnn : Proposal Refinement Loss the loss at the output of the 3D object detection
network.
It is interesting to see the behavior of all the losses for the train set but this is only a first
analysis since, to see if the network is learning correctly, we have to keep trace also of the
validation loss as we show in the following of this Section. Moreover, the losses give just a
first impression as an indicator of the performances of the network which are finally evaluated
using the metrics in Section 6.3.
The experiment (a), shown in Fig. 6.5a, presents an initial increasing of the total loss. This
can be due to the fact that the pre-trained network we used for the 3D object detection does
not have saved the final learning rate that the authors used. As we start to fine-tune the
network to our needs, we use a learning rate which is not the last one used in the original
training. Therefore, this discrepancy can cause a bad behavior of the training process since
the network can maybe not jump outside the minimum it founds in the loss hyper-curve. For
this reason, as said before, we decided to stop this experiments and start training the network
without pre-trained weights. In Fig. 6.5b the total loss for the experiment (b) is shown. In
this case a decrease in the loss during the training can be observer. Obviously the trend is not
smooth since the batch size is only 2 and then some batches can have samples with objects
hard to detect which make the loss is higher. The curve starts oscillating with values between
2 and 3 approximately for the first 80 thousands iterations. Next, the loss decreases almost
linearly reaching values in average around 1.3 in the last epochs. We can notice that the loss
starts dropping in proximity of the second half of the learning rate cycle (see Figure 6.4b). A
similar behavior can be captured for the experiment (c) shown in Fig. 6.5c. The difference
in this case is that we use an higher batch size and number of epochs, while the optimizer is
the same. Therefore, the curve is much more smoother than the previous experiment since
now more samples are in a batch an the loss value is averaged between them. The loss almost
constantly decreases over the epochs reaching at the end of the training values around 1.2
which are lower than in the experiment (b). This is also due to the fact that we train the
network for more time which, on the other hand, can cause overfit on the validation set.
For this reason, as said before, the comparison of the losses on the two sets is used as main
indicator for the goodness of a training before looking at the evaluation metrics. A different
loss curve is instead obtained when we use the Loss Decay Policy and not the One Cycle one.
In Fig. 6.5d and 6.5e the total loss is shown for experiments (d) and (f), respectively. Two
completely different behaviours can be observed when we use different optimizer, i.e. Adam
and SGD. With Adam optimizer the network does not seem to learn well on the train set as
in the previous experiments. The loss is almost the same in average during all the 80 epochs
which is an indicator of a weak training. This can be due to the fact that the One Cycle
Policy works as regularization technique during the training while, when we do not apply it,
no regularization term is considered in the total loss. Then, we do not limit the complexity
of the network which is very high and it is not learning correctly. Using SGD optimizer we
can instead see a clear drop in the loss in the correspondence of the first learning rate decay,
i.e. the 25th epoch. This is an unpredictable behaviour because, when using the learning rate
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(a) Pre-trained network, 12 epochs,
batch size 2 and Adam optimizer with
One Cycle Policy.

(b) 50 epochs, batch size 2 and Adam
optimizer with One Cycle Policy.

(c) 80 epochs, batch size 5 and Adam
optimizer with One Cycle Policy.

(d) 80 epochs, batch size 5 and Adam
optimizer with learning rate decay.

(e) 51 epochs, batch size 5 and SGD
optimizer with learning rate decay.

Figure 6.5: Total loss for each experiment carried out. Each loss is shown with respect to
the iteration number of the training process.
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Decay Policy, we expect that the network learns more in the first part of the training in which
the learning rate is higher. After the decay we just expect that the model is refined reaching
a minimum in the loss hyper-curve. In Fig. 6.4e the curve of the total loss behaves exactly
the opposite than expected. Therefore, it means that a learning rate of 0.01 is to high for the
used model and it makes the loss jumping around the minimum without reaching it. When
the learning rate decays to 0.001 the network effectively starts to learn and then probably it
founds a way for a minimum in the loss. Nevertheless, the value reached at the end of the
training is higher than the one of experiment (b) and also of (c) which has the same number
of epochs. Given that analysis, we can say that the experiment (c) seems the best since it
reaches the lowest loss but we still do not know anything about the validation set which is
analysed later in this Section.
As said before, the total loss is made of three main components which are losses computed
in different points of the 3D object detection network. The behavior of the Region Proposal
Loss, Lrpn defined in Equation (4.36), during the training for each experiment is shown in
Fig. 6.6. For all the experiments the curves follow the same shape of the total loss and then
the same analysis of above can be done. The Keypoint Segmentation Loss, Lseg which is a
Focal Loss (FL) as in Equation (4.34), is instead shown in Fig. 6.7. In this case, we can see
that, with exception of experiment (a), the loss decreases in all the experiments. As for the
total loss, the most linear curve is obtained for the experiment (c) in which Lseg reaches very
low values around 0.1 (see Fig. 6.7c). Overall, in all the trials, the Keypoint Segmentation
Loss never has high values but it is always between 0.1 and 0.4. Finally, in Fig. 6.8 the Lrcnn
defined in Equation (4.40), is shown. For the Proposal Refinement Loss we can see a decrease
during the training only for experiments (c) and (e) which are shown in Fig. 6.8c and Fig.
6.8e, respectively. In experiments (a) and (b) in Fig. 6.8a and Fig. 6.8b, Lrcnn seems to not
change much in average over the iterations. Since the Proposal Refinement Loss indicate the
loss of the final output of the network with respect to the ground truth, it should decrease
while the model is training indicating that the detected bounding boxes on the samples are
becoming more precise in terms of classification and detection. For this reason, we expect
that in the model evaluation throughout the metrics, (c) and (e) will perform better than the
others. For the experiment (d) a strange behavior con be observed in Fig. 6.8d. As said for
the total loss, it seems that the network is not learning anything since Lrcnn is always almost
zero which can be due to the fact that no bounding boxes are outputted. As explained in
Section 4.6, also Lrpn and Lrcnn can be decomposed is sub-losses. The trend of these losses
during the training is shown in Annex .6.
Now that we have a general overview of the total loss and its main components during each
training, we can sum up all the hints that we extrapolated from the previous analysis.

i. The use of pre-trained weights for the 3D object detection is not a good choice since
the learning rate used to obtain them is unknown.
ii. The component which determines mainly the behaviour of the total loss is the Region
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(a) Pre-trained network, 12 epochs,
batch size 2 and Adam optimizer with
One Cycle Policy.

(b) 50 epochs, batch size 2 and Adam
optimizer with One Cycle Policy.

(c) 80 epochs, batch size 5 and Adam
optimizer with One Cycle Policy.

(d) 80 epochs, batch size 5 and Adam
optimizer with learning rate decay.

(e) 51 epochs, batch size 5 and SGD
optimizer with learning rate decay.

Figure 6.6: Region Proposal Loss for each experiment carried out. Each loss is shown
with respect to the iteration number of the training process.
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(a) Pre-trained network, 12 epochs,
batch size 2 and Adam optimizer with
One Cycle Policy.

(b) 50 epochs, batch size 2 and Adam
optimizer with One Cycle Policy.

(c) 80 epochs, batch size 5 and Adam
optimizer with One Cycle Policy.

(d) 80 epochs, batch size 5 and Adam
optimizer with learning rate decay.

(e) 51 epochs, batch size 5 and SGD
optimizer with learning rate decay.

Figure 6.7: Keypoint Segmentation Loss for each experiment carried out. Each loss is
shown with respect to the iteration number of the training process.
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(a) Pre-trained network, 12 epochs,
batch size 2 and Adam optimizer with
One Cycle Policy.

(b) 50 epochs, batch size 2 and Adam
optimizer with One Cycle Policy.

(c) 80 epochs, batch size 5 and Adam
optimizer with One Cycle Policy.

(d) 80 epochs, batch size 5 and Adam
optimizer with learning rate decay.

(e) 51 epochs, batch size 5 and SGD
optimizer with learning rate decay.

Figure 6.8: Proposal Refinement Loss for each experiment carried out. Each loss is shown
with respect to the iteration number of the training process.
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Proposal Loss, Lrpn . The proposal generation is one of the most important steps of the
object detection network. In fact, if the proposals are not good, even with an ulterior
refinement it is not possible to obtain good results.
iii. The One Cycle Policy seems to effectively works keeping low the model complexity and
letting the network learns during the training.
iv. For our model, the Adam optimizer with learning rate Decay Policy is not a good
solution considering the train loss.
v. Experiments (c) and (d) are the only ones for which all the components of the final loss
decrease over the iterations.
vi. Training from scratch, dataset 70/30, batch size 5, 80 epochs and Adam optimizer with
One Cycle Policy is the combination of parameters with which the loss reaches the
minimum values at the end of the training.
To conclude this section and confirm the results guessed previously we compare the loss on
the train set with the one on the validation set for each epoch. In particular, we consider
the average loss of all the samples for the validation set and the loss of the last batch for
the training set. During the training, the loss on the train set is supposed to decrease and
therefore, the average loss for all the batches on the training set at each epoch does not
represent the real behaviour. For this reason, we decided to represent only the loss for the
last batch of the train split. Moreover, the samples are not shuffled at each epoch and then we
compute the loss always on the same samples making the value more reliable. On the other
hand, since the samples on the last batch are randomly selected it can be that they are hard
samples, i.e. in which the detection of the objects is not easy. In this case, increasing the
batch size helps to reduce the probability that the representation of the loss on the training
set is not reliable, since it is computed as the average of the losses in the batch. In Fig. 6.9
the comparison of train and validation losses is shown for all the experiments carried out. In
all the cases the trend of the validation loss follows the one of the training loss. This means
that the model does not overfit to the training samples and, in the cases in which the loss
decreases, the learning is generalized also to samples not seen before. In the experiment (a),
shown in Fig. 6.9a, after 12 epochs the losses do not present any improvement and, moreover,
they increases having a peak in the 4th . As observed before, this is due to the fact that
we fine-tune the model without knowing the last learning rate used in the original training.
In the cases in which Adam optimizer is used, i.e. (b) and (c) in Fig. 6.9b and Fig. 6.9c,
respectively, the same improvement of the train loss can be observed also in the validation
loss. As in general, in both cases, the train loss is in average lower than the validation one.
In (c) the validation loss at the end of the training is a bit lower than (b) meaning that the
network is probably learning better due to the higher number of epochs and larger batch size.
Moreover, the model seems to not overfit the train set. When the network is trained with
Adam optimizer with learning rate Decay Policy, again it seems that the model is not working
even for the validation set, as shown in Fig. 6.9d. Finally, in Fig. 6.9e the comparison of the
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(a) Pre-trained network, 12 epochs,
batch size 2 and Adam optimizer with
One Cycle Policy.

(b) 50 epochs, batch size 2 and Adam
optimizer with One Cycle Policy.

(c) 80 epochs, batch size 5 and Adam
optimizer with One Cycle Policy.

(d) 80 epochs, batch size 5 and Adam
optimizer with learning rate decay.

(e) 51 epochs, batch size 5 and SGD
optimizer with learning rate decay.

Figure 6.9: Comparison of train and validation loss for each experiment carried out. Each
loss is shown with respect to the epoch number of the training process. In red it is shown
the train loss, while in blue the validation loss.
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losses is shown for experiment (e). As for the training loss (see Fig. 6.5e), a clear drop when
the learning rate decays to 0.001 is visible in the trend of the validation loss. Therefore, also
in this case the model generalize well to new samples. Nevertheless, in this last experiment
the value of the losses are higher with respect to the ones obtained in (b) and (c).
Before the comparison of the experiments throughout the metrics, from the results obtained
in this section, we can assume that

i. in the experiments (a) and (d) the model is not learning correctly to detect objects. In
experiment (a) this is caused by the use of a pre-trained network, while in (d) the bad
result are due to the fact that the optimizer does not fit the model used or it is wrongly
set.
ii. in the experiments (b), (c) and (e) the model seems to generalize the good behavior also
to unseen sample without overfitting the train set.

Nevertheless, all this results need to be confirmed using the standard metrics for 3D object
detection in the KITTI dataset, i.e. the APs. Then, in the next section we compare the
experiments between them and with State-of-The-Art methods in terms of metrics.

6.3

Metrics

The metrics used to evaluate the performances on 3D object detection for the KITTI dataset
are the ones introduced in Chapter 2.2 to compare the State-of-The-Art algorithms. In particular, as suggested in [116], 40 recall positions are used to compute the AP instead of 11, in
order to have a more fair comparison of the results. In the following we report the AP only
for the classes Car, Pedestrian and Cyclist, as in [13]. As explained in Sec. 2.2.9, for each
class the KITTI benchmark defines three difficulties (Easy, Modarate and Hard) based on
the box size, the occlusion level and the truncation. Moreover, for the cars they require a 3D
bounding box overlap of 70%, while for cyclists and pedestrians they require only 50%. To
better understand the results we first explain how the mean AP is calculated. The precision
of a given class in a classification algorithm is given by the ratio between the True Positive
(TP) and the total number of predicted positives, i.e. TP + False Positive (FP). On the
other hand the recall is defined as the ratio of TP and total ground-truth positive, i.e. TP +
False Negative (FN). The Intersection over Union (IoU) is given by the ratio of the area of
intersection and area of union of the predicted bounding box and ground truth bounding box.
In object detection this metric is used to determine if a bounding box is classified as TP, FP
or FN. Therefore, when we say that the required bounding box overlap is 70% for cars and
50% for pedestrians and cyclist, it means that a bounding box needs this IoU and the same
class of a ground-truth box to be classified TP. When the IoU is higher than the threshold
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Classification

Precision

Recall

TP
FP
TP
FP
FP
TP
FP

1/1
1/2
2/3
2/4
2/5
3/6
3/7

1/3
1/3
2/3
2/3
2/3
3/3
3/3

Interpolated
Precision
1
1
2/3
2/3
2/3
1/2
1/2

Table 6.2: Example of interpolated precision calculation as in Equation (6.5).

but the object is miss-classified or when there is no detection at all the box will be consider
as FN. Finally, FP are detected when the IoU is lower than the threshold or is null and when
there are duplicate bounding boxes. Given that, the precision and the recall for an object
detection algorithm can be computed and a precision-recall (PR) curve obtained. Ordering
the bounding boxes based on their confidence, i.e. the value in output of the softmax function,
it is possible to obtain progressive values of precision and recall which give the PR curve.
In order the reduce the oscillations in the precision-recall graph due to variations in the detection, the interpolated precision has been defined in [33]. For a recall level, r the interpolated
precision pinter is defined as

pinter (r) = max p(r̂)
r̂:r̂≥r

(6.5)

where p(r̂) is the precision at recall r̂. In other words, The precision at each recall level
r is interpolated by taking the maximum precision measured for a method for which the
corresponding recall exceeds r. In Tab. 6.2 an example of this computation is shown.
Finally, the AP is computed by taking the area under the PR curve. The number of recall
position used indicates the number of points in which the recall axis is sampled to take the
correspondent precision value. An usual number of recall position used is 11, which gives the
following AP

AP =

1
11

X

pinter (r)

(6.6)

r∈R11 ={0,0.1,..., 1}

The AP used to evaluate the performances for object detection in the KITTI dataset is instead
defined over 40 recall positions, R40 = {1/40, 2/40, . . . , 1} [116] without considering the 0 bin.
This approach solves some glitches that were found in the original definition of mean AP.
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Method
CompDet - no Train
CompDet (a)
CompDet (b)
CompDet (c)
CompDet (d)
CompDet (e)
MMF [22]
Pseudo-LiDAR [47]
Pseudo-LiDAR++ [48]
PV-R-CNN [13]

Easy
61.57
53.70
63.55
83.79
60.73
42.83
82.60
75.10
92.36

Car
Mod.
48.76
41.86
46.74
61.77
44.24
27.73
68.80
63.80
84.82

Hard
42.35
36.16
41.89
59.05
39.56
23.00
62.00
57.40
82.65

Easy
48.29
8.58
36.54
61.67
34.11
62.57

Pedestrian
Mod.
37.37
6.95
29.94
50.91
26.20
53.52

Hard
31.82
5.72
25.62
46.09
21.96
48.70

Easy
41.80
0
11.33
40.70
4.00
93.75

Cyclist
Mod.
22.26
0
6.28
21.99
1.97
71.64

Hard
21.81
0
6.30
19.66
1.97
67.01

Table 6.3: Performance comparison of 3D object detection of the proposals on KITTI validation split. The metric considered is Average Precision (AP) with 40 recall positions and
IoU threshold of 0.7 for car and 0.5 for pedestrian/cyclist. Best performing methods are
highlighted in bold. Date: January 16, 2021

As in all the most recent works carried out in the field of 3D object detection with the KITTI
dataset [13, 12, 35, 34, 11], we report in the following the comparisons of our experiments
introduced in Section 6.2 in terms of average precision in 3D object detection, in Tab. 6.3,
and Bird’s View (BV) detection in Tab. 6.4. The latter consists in the 2D object detection on
the scene projected into BV using also the projection of the 3D bounding boxes. Note that
this comparison is made on the validation set since the test set can be evaluated only using
the online KITTI benchmark. Moreover, for some of our experiments, namely (d) and (e),
the validation set contains less samples than the others. Nevertheless, the smaller validation
set is a subset of the bigger one and then it makes more sense to compute the metrics to
evaluate the experiments using the smaller validation set which contains samples that are
never seen by the model in all the experiments. Then, also the original 3D object detection
network used as second stage in CompDet network, i.e. PV-RCNN[13], is evaluated using
our validation set for a fair comparison. We also report the results of CompDet using just
the original pre-trained networks without any additional training or fine-tuning to see if there
are effective improvements after our experiments. Finally, also some networks that use the
pseudo-LiDAR [48, 88, 47] for 3D object detection are used as comparison but the results are
taken from the original papers since the code to evaluate them is not available. Even if these
models are evaluated on a different validation set, it contains also all the samples we use in
the other evaluations. Therefore, since the precision is computed in average, we can have a
general idea of the goodness of our model with respect to the others.
In Tab. 6.3 and Tab. 6.4 the overall best model for each object class and difficulty is in
bold while the best one between our experiments is underlined. For our experiments, all the
guesses made in Section 6.2 by looking only at the network losses are confirmed. Experiment
(c) has the best APs both for 3D and BV object detection. Then, the experiments (b) and (e)
have similar results for Car and Pedestrians detection but for Cyclist the first one is better.
Therefore, we can deduct that, in CompDet network the training with One Cycle Policy for
the learning rate is better than the Decay Policy. Moreover, all these three has better APs
than the network with pre-trained weights and without any additional training. The use of
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Method
CompDet - no Train
CompDet (a)
CompDet (b)
CompDet (c)
CompDet (d)
CompDet (e)
RefinedMLP [88]
Pseudo-LiDAR [47]
Pseudo-LiDAR++ [48]
PV-R-CNN [13]

Easy
70.81
73.53
83.91
88.60
82.44
57.63
88.10
88.20
95.40

Car
Mod.
59.15
61.27
68.54
69.88
62.73
37.43
82.20
76.90
90.94

Hard
52.48
54.51
63.39
67.43
59.67
31.63
74.0
73.40
88.76

Easy
51.96
13.90
49.52
64.67
46.06
65.61

Pedestrian
Mod.
40.73
11.65
40.42
53.57
37.19
57.59

Hard
34.88
9.95
35.13
48.96
31.98
52.89

Easy
44.29
0
15.40
44.30
7.00
94.84

Cyclist
Mod.
23.24
0
8.68
23.28
3.91
74.23

Hard
22.65
0
8.27
22.42
2.77
69.44

Table 6.4: Performance comparison of object detection in BV of the proposals on KITTI
validation split. The metric considered is Average Precision (AP) with 40 recall positions
and IoU threshold of 0.7 for car and 0.5 for pedestrian/cyclist. Best performing methods
are highlighted in bold. Date: January 16, 2021
fine-tuning in experiment (a) makes the network behave worst than the one without training
and finally, for (c), we did not compute the metrics since we saw a bad trend for the losses.
The original PV-RCNN model is still the best one but our network has very similar results
for Cars and Pedestrians detection. This due to the fact that PV-RCNN is trained with more
powerful GPUs which allow to use a larger batch size. In particular, the batch size used in
the original training is 24 which is almost five times the size used in experiment (c). Having a
larger batch size allows a better optimization of the algorithm which then generalize better for
unseen samples. Regarding the Cyclist detection, the original network outperforms our model
both in 3D and BV detection. As we will see later in Section 6.4 from the graphical results,
this is due to the fact that in the dense pointcloud the cycles are represented with more points
and then can be miss-classified as cars or pedestrians. Finally, we compare CompDet with
State-of-The-Art methods using pesudo-LiDAR pointclouds for the 3D object detection where
only the APs for the car class are available on the validation set. Our model outperforms
RefinedMLP [88] and Pseudo-LiDAR [47]. Compared with the recently proposed PseudoLiDAR++ [48], our method has better performances for the difficulties Easy and Hard in the
3D detection while only for Easy in BV detection. On the other hand, the latter uses only
monocular images to create the pseudo-LiDARs and it later refines them without estimating
the reflectances from the original pointcloud.
In summary, from the metrics analysis we can add some more observations to the one extrapolated from the losses in Section 6.2 :

i. experiment (c) is the best performing also in term of APs between our trials. Therefore,
larger batch size and higher number of epochs along with Adam optimizer with One
Cycle Policy for the learning rate are probably the best settings to obtain better results
from our CompDet network. Instead, the train and validation splits seem to not be very
relevant for the precision of the model.
ii. the original PV-RCNN [13] model still perform better than our proposal since it is
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trained with more powerful machines and then larger batch size.
iii. the experiments (a) is confirmed to be not good since it fine-tunes the pre-trained
network.
iv. our CompDet network outperforms most of the State-of-The-Art methods using pesudoLiDAR pointcloud, such as MMF [22] and Pseudo-LiDAR [47]. Moreover, it has better
AP in some cases also with respect to the recently proposed Pseudo-LiDAR++ which
is the best performing network using dense pointclouds as January 16, 2021.
v. the training of CompDet with more GPUs and larger batch size, e.g. 24 as in PV-RCNN
[13], could lead to a model outperforming also the original one.

6.4

Graphical results

After showing the results in terms of network losses and metrics in Section 6.2 and Section
6.3, respectively, we present in this section some graphical results. We report graphically the
reconstructed 3D scene with the pseudo-LiDAR pointcloud generated through Reflectance
Propagation. For each scene we depict the 3D bounding boxes predicted by CompDet network
trained in experiment (c), since we saw that it is the best performing. The colors of the boxes
correspond to the predicted class and for each of them the confidence is also depicted near
the top border, i.e. the output of the Sofmax function. Namely, the cars, pedestrians and
cycles are shown in green, cyan and yellow, respectively. To avoid confusion, for each scene
we also the report a copy with the ground-truth bounding boxes depicted with the same color
scheme in order to make a comparison with the desired result.
In the first example, in Fig. 6.10b, a scene with 9 ground-truth bounding boxes labeled as
cars in shown. The correspondent predicted bounding boxed, in Fig. 6.10a, contains all the
ground-truth boxes (a part the one at very far distance) but in total 12 cars are detected.
Nevertheless, we can notice that the FPs have confidence lower than 0.56 while the TP, but
one, have confidence higher than 0.85 and in most of the cases also higher than 0.95. In Fig.
6.11 a very complex scene containing both cars, pedestrians and cyclists is shown. Most of the
ground-truth objects are detected by the network but also in this case some extra bounding
boxes are present still with low confidence. Fig. 6.11a is interesting since we can confirm
the assumption done in Section 6.3 for the low APs of the cyclists detection. In fact, in the
reconstructed scene with the pseudo-LiDAR pointcloud, the higher number of points makes
the network miss-classify cyclists as cars or pedestrians. We can see that the cyclist in the
bottom part of the scene is classified as a car mixed with pedestrians while the one in the
middle is classified as a pedestrian. The same problem can be observed in the third example
of Fig. 6.12 where, in the lower part, following the ground-truth of Fig. 6.12b, there are
two cyclists and two pedestrians in a small area. In this case, CompDet network detects just
one pedestrian in the whole area, as shown in Fig. 6.12a, since the points are considering as
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(a) Scene with predicted bounding boxes and their confidence value. Cars, pedestrians
and cycles are shown in green, cyan and yellow, respectively.

(b) Scene with ground-truth boxes. Cars, pedestrians and cycles are shown in green, cyan
and yellow, respectively.

Figure 6.10: CompDet graphical result: the same scene is represented with predicted and
ground-truth 3D bounding boxed in 6.10a and 6.10b, respectively.
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(a) Scene with predicted bounding boxes and their confidence value. Cars, pedestrians
and cycles are shown in green, cyan and yellow, respectively.

(b) Scene with ground-truth boxes. Cars, pedestrians and cycles are shown in green, cyan
and yellow, respectively.

Figure 6.11: CompDet graphical result: the same scene is represented with predicted and
ground-truth 3D bounding boxed in 6.11a and 6.11b, respectively.
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(a) Scene with predicted bounding boxes and their confidence value. Cars, pedestrians
and cycles are shown in green, cyan and yellow, respectively.

(b) Scene with ground-truth boxes. Cars, pedestrians and cycles are shown in green, cyan
and yellow, respectively.

Figure 6.12: CompDet graphical result: the same scene is represented with predicted and
ground-truth 3D bounding boxed in 6.12a and 6.12b, respectively.
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(a) Scene with predicted bounding boxes and their confidence value. Cars, pedestrians
and cycles are shown in green, cyan and yellow, respectively.

(b) Scene with ground-truth boxes. Cars, pedestrians and cycles are shown in green, cyan
and yellow, respectively.

Figure 6.13: CompDet graphical result: the same scene is represented with predicted and
ground-truth 3D bounding boxed in 6.13a and 6.13b, respectively.
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(a) Plot of the RMSE versus the Region Proposal Loss.

(b) Plot of the MAE versus the Region
Proposal Loss.

(c) Plot of the iRMSE versus the Region Proposal Loss.

(d) Plot of the iMAE versus the Region
Proposal Loss.

Figure 6.14: Comparison of the depth completion metrics RMSE, MAE, iRMSE and
iMAE in the x-axis with the Region Proposal Loss in the y-axis.
belonging to a single objects. Moreover, the two cars are correctly detected with very high
confidence while four extra bounding boxes with confidence lower than 0.26 are also generated.
Finally, in Fig. 6.13 an example of perfect detection is shown.
Note that in this section we reported on purpose mainly complex examples in which our
proposal makes some miss-classifications in order to find the weakness of the model and try
to solve them in future works. For example, based on the previous observations a simple
threshold on the confidence of the bounding boxes could improve a lot the performances of
the network. Moreover, a refinement of the pseudo-LiDAR pointcloud could help the network
to better distinguish the cyclists from the other classes.

6.5

Depth Completion vs Object Detection

We conclude this chapter whit a brief comparison between the metrics of the depth completion
stage and the loss of the final 3D object detection. In particular, we compare the four metrics
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we used to evaluate the depth completion stage in Section 6.1, i.e. RMSE, MAE, iRMSE
and iMAE, with the loss of the detection stage. Since we saw in Section 6.2 that the main
component of the final loss is the Region Proposal Loss, Lrpn , we use only it in this comparison
in order to see if there is some relation between the goodness of the depth completion and the
one of the proposed bounding boxes. Note that the metrics of the depth completion network
are computed only for the points in which a ground-truth depth value is available which
are a lot less than the ones used for the generation of the pseudo-LiDAR. Nevertheless, this
comparison can be used as indicator for the variability of the first stage of CompDet. In Fig.
6.14 four plots with the four different depth completion metrics in the x-axis and the Region
Proposal Loss in the y-axis are shown. In all the cases there is no relation between the two
quantities under study and Lrpn seems to not strongly depend on the quality of the complete
depth map. Therefore, we can say that the first stage of our proposal is not needed to be the
best up to date algorithm for depth completion but can be also a slightly less performing one
which may use different inputs in order to change also the inputs of CompDet network.
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Chapter 7

Conclusions and Future Studies
In this work we proposed a flexible framework, that we call CompDet network, for joint depth
completion and 3D object detection in autonomous driving scenario. CompDet is based on
a two-stages model in which the output of the first stage is manipulated to be fed into the
second one. In particular, the first stage is in charge of generating a dense depth map from the
input data in a process called depth completion. Many algorithms which use different inputs,
e.g. RGB images and/or sparse depth maps generated from the LiDAR pointcloud, have been
proposed to perform this procedure. Therefore, our model is completely independent from the
network used in the first stage which can be changed at any time defining different inputs for
CompDet. The dense map given in output by the depth completion network is projected into
the 3D velodyne coordinates system generating a pseudo-LiDAR pointcloud with much more
points than the original one. Next, the second stage of the model performs the 3D object
detection on the pseudo-LiDAR pointcloud giving the detected objects bounding boxes and
their confidences.
Afterwards, we observed that the reflectance, i.e. one of the main features of the points in a
LiDAR pointcloud, was missing in our reconstructed pseudo-LiDAR. Then, in order to improve
the performances of our model, we presented three novel methods to estimate the reflectances
of the points in the pseudo-LiDAR starting from the original pointcloud. Assuming that the
reflectance is independent on the distance of a surface from the camera, we first developed a
method based on the pure distance between points in the two clouds. In particular, at each
point in the pseudo-LiDAR pointcloud we assign the reflectance of the nearest point in the
original pointcloud. Due to the high number of computations needed, we found out that this
method is too slow for a real time purpose. Therefore, we defined two new methods which are
based on an image that we called reflectance-image. This image is generated by assigning to
each pixel the reflectance of the correspondent point in the original pointcloud, if present. The
reflectance-image is a sparse image, as the LiDAR pointcloud, which we propose to complete
with two simple image manipulation techniques. Namely, we developed two algorithms which
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use an averaging filter and a Gaussian filter, respectively, in order to spread the values in
new pixels. After that, the new reflectance values are assigned back to the pseduo-LiDAR
pointcloud giving the final input for the 3D object detection stage. We compared these
Refelctance Propagation techniques between them in terms of speed and number of points
generated in the pseudo-LiDAR. We finally chose to use the Gaussian propagation since it is
the faster even if it generated less points then the first proposal.
Five different experiments, using different parameters for the training, have been carried out
to train the CompDet model. In each experiment we changed at least one of the following
characteristics: train/validation splits, the optimizer both in term of optimization technique
and adaptive learning rate, the batch size and the number of epochs. In all the experiments we
used as backbone for each stage two of the best performing networks for depth completion and
3D object detection as January 16, 2021. Respectively, we used Non-Local Spatial Propagation
Network (NLSPN)[21] for depth completion PointVoxel-RCNN (PV-RCNN) for 3D object
detection [13]. The results have been compared between them and with the State-of-The-Art
algorithms for 3D object detection using the KITTI dataset. We can conclude that
i. The Reflectance Propagation technique proposed is useful to obtain better results in the
3D object detection using a pseudo-LiDAR pointcloud.
ii. larger batch size and higher number of epochs, along with Adam optimizer with One
Cycle Policy for the learning rate, are the best settings to train our CompDet network.
iii. The original 3D object detection model, i.e. PV-RCNN [13], performs slightly better
than our proposal because it has been trained with more GPUs and, then, larger batch
size was available.
iv. Our CompDet network outperforms most of the State-of-The-Art methods using the
pseudo-LiDAR pointcloud in the comparison using the metrics in the validation set. In
some cases, it also has better Average Precison (AP) than the Pseudo-LiDAR++ [48]
recently proposed.
v. The goodness of the first stage is not strongly related with the quality of the object
detection making the model even more flexible with the possibility of changing also its
inputs based on the depth completion network used.
vi. With respect to the original network, our implementation has some more difficulties in
detecting cyclists due to the higher number of points in the pointcloud. Nevertheless,
this drawback can be solved using some refinement techniques in the pseudo-LiDAR
pointcloud.
The proposed model can lead to several future studies related with pseudo-LiDAR pointcloud
and Reflectance Propagation that we introduced for the first time. In particular, we shown
that the network can be improved doing a training with more powerful equipment and that
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some post-processing techniques on the detected objects can help removing outliers and avoid
miss-classification. For example, a simple threshold on the confidence of the proposed boxes
can exclude a lot of False Positive (FP) in the detection. Note that, in our work we still rely
on the LiDAR pointcloud for the generation of the estimated reflectances. In the future, this
dependence can be dropped using some new proposal such as self-supervised networks for the
learning of the reflectance values. In this way, any relation with the LiDAR can be removed
having an outperforming 3D object detection network based only on RGB images able to fill
the gap that actually exists.
Moreover, refinements on the pseudo-LiDAR, such as in Pseudo-LiDAR++ [48], joined with
our refelctance estimation can help to generate better pointclouds and outperforms all the
other recently proposed object detection models. The flexibility of CompDet allows the adaptation to future evolution in DL self-driving algorithms and the interchangeability of its inputs.
Finally, the proposed Reflectance Propagation techniques can be applied in all the fields in
which a dense pointcloud is generated from a sparse one helping the research also in branches
different from the autonomous driving.
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.1

Ethical, Economical, Social and Environmental Aspects

In this day and age, there is a day-to-day war with competitors for the developing of the same
product. Then, it is essential to keep innovating to not be left behind in the market. A product
that hits the market today, in 6 months could be completely outdated due to competitors
that can offer the same quality at a lower price. Specifically in the field of technology and
innovation, which is an environment accessible to all, the value of the money has become a
factor of great importance. The latter refers not only to large technology companies that are
constantly innovating, but also to that group of small entrepreneurs or simply curious people
who want to enter the world of technology. The field of artificial intelligence is a clear example
of the technological competition between small, big, private or public companies. It is such
a wide field, that it is used both for complex applications (military, space, driving, etc...), as
well as for simple daily operations made by humans.
Autonomous driving is becoming increasingly important in the real-world scenario. All the car
manufacturing companies are investing on it and therefore it is inevitable that it will become
something accessible to everyone in the near future. Many researchers have been working
in the self-driving field since it comprises a lot of different tasks that can be automated. In
particular, depth completion and 3D object detection are used to generate complete depth
maps and to detect objects in some particular scene recorded by a car. These applications
and many others inspired this work to look for a new alternative with which it is possible
to detect objects, such as car, pedestrians and cyclist, relying on the complete depth map.
Therefore, we must consider the social, economic, ethical and environmental impacts that it
could generate in the world.

.1.1

Ethical Impact

A very important aspect to consider is the ethical impact. This work follows the guidelines of
work imposed by the ”Institute for Ethical Machine Learning when developing an AI project”.
Among all the guidelines we mainly considered the following ones in the planning and future
developing in large scale of the project: maintaining the transparency of each of the steps
applied, ensuring the accuracy of the functions performed, maintaining and informing people
whose privacy may be affected and committing to improve the security of the processes to
make the model more safety.

.1.2

Economical Impact

The object detection is a technology that has been studied for many years and has various
applications. The State-of-The-Art algorithms completely rely on the pointcloud which is
obtained from the LiDAR sensor. This sensor nowadays is of common application, e.g. in
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new phones, but it is still quite expensive. In this project, an alternative to this problem
is presented by means of combining two already developed DL technologies achieving an
algorithm that in the future will be accessible to all types of people. In particular, in this
implementation we still rely on LiDAR sensors but in future works it can be substituted
for example by stereo cameras images in order to estimate a complete depth map. Due to
the accuracy that is quite close to that of State-of-The-Art approaches, in the future, these
neural network concepts will present an accessible alternative to work with starting from a
low budget.

.1.3

Social Impact

The applications of our project along with others can bring many benefits to the society
which desire the autonomous driving. First of all, a completely autonomous car can allow the
transport of people which are not able to move without the need of other persons. Moreover,
with a reliable self-driving computer the number of accidents that occur every year in the
world due to carelessness of the drivers will be reduce and human lives will be saved.

.1.4

Environmental Impact

Regarding the environmental impact, this project does not generate any significant damage
to the environment. In fact, the materials used in its development are two computers and the
RGB cameras and LiDAR sensors used in the KITTI dataset. All these sensors are already
implemented in any car aiming to achieve any level of autonomous driving. Then, we do not
create any environmental impact and furthermore we aim to remove the use of the LiDAR
sensors in future applications.

.1.5

Conclusions

Taking into account what was considered in previous sections of this annex on ethical, social,
economical and environmental impacts, we can say that this project has a positive impact on
society if it is used for the purpose it has been developed. This alternative of object detection
for autonomous driving can have a positive impact on people’s lives, on the development of
new technologies, on education and, moreover, it does not represent any possible damage to
the environment.

TOTAL BUDGET

SUBTOTAL BUDGET
APPLICABLE IVA

15%
8%

21%

on direct cost
on direct and indirect costs

37570.50 €

31050.00 €
6520.50 €

3750,00 €
2300.00 €

300,00 €
400,00 €

Total

GENERAL EXPENSES (indirect cost)
INDUSTRIAL BENEFIT

Amortization
(years)
3
5

Months
of use
6
4

700,00 €

3000,00 €
6000,00 €

Price

Total
24300.00 €

TOTAL COST OF MATERIAL RESOURCES

Personal Computer (with Software)
Computer with GPUs for the training

COST OF MATERIAL RESOURCES (direct cost)

Price/hour
30 €

Hours
810

.2

LABOR COST (direct cost)
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.3

Reflectance Propagation Comparison and Examples

(a) Near car in the original pointcloud.

(b) Near car in the pseudo-LiDAR pointcloud.

(c) Far car in the original pointcloud.

(d) Near car in the pseudo-LiDAR pointcloud.

Figure 1: Graphical comparison of some details of the original pointcloud and the pseudoLiDAR with Gaussian reflectance propagation for the sample of Fig. 4.15. In 1a and 1b a
car near to the camera is shown for the original and dense pointcloud, respectively. In 1c
and 1d a car far from the camera is shown for the original and dense pointcloud, respectively.
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(a) Full pointcloud generated by the NN
Reflectance Propagation technique.

(b) Full pointcloud generated by the NN
Reflectance Propagation technique without
reflectance values.

(c) Full pointcloud generated by the Average (d) Full pointcloud generated by the AverReflectance Propagation technique.
age Reflectance Propagation technique without reflectance values.

(e) Full pointcloud generated by the Gaussian Reflectance Propagation technique.

(f ) Full pointcloud generated by the Gaussian Reflectance Propagation technique without reflectance values.

Figure 2: Graphical comparison of reflectance propagation methods in terms of pointclouds. The final pointclouds for NN, Average and Gaussian Reflectance Propagation are
shown in 2a, 2c, 2e, respectively. In 2b, 2d, 2f the same results are provided without reflectance representation in order to better appreciate the difference in the number of points.
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(a) Near car in the original pointcloud.

(b) Near car in the pseudo-LiDAR pointcloud.

(c) Far car in the original pointcloud.

(d) Near car in the pseudo-LiDAR pointcloud.

Figure 3: Graphical comparison of some details of the original pointcloud and the pseudoLiDAR with Gaussian reflectance propagation for the sample of Fig. 2. In 3a and 3b a car
near to the camera is shown for the original and dense pointcloud, respectively. In 3c and
3d a car far from the camera is shown for the original and dense pointcloud, respectively.
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(a) Full pointcloud generated by the NN
Reflectance Propagation technique.

(b) Full pointcloud generated by the NN
Reflectance Propagation technique without
reflectance values.

(c) Full pointcloud generated by the Average (d) Full pointcloud generated by the AverReflectance Propagation technique.
age Reflectance Propagation technique without reflectance values.

(e) Full pointcloud generated by the Gaussian Reflectance Propagation technique.

(f ) Full pointcloud generated by the Gaussian Reflectance Propagation technique without reflectance values.

Figure 4: Graphical comparison of reflectance propagation methods in terms of pointclouds. The final pointclouds for NN, Average and Gaussian Reflectance Propagation are
shown in 4a, 4c, 4e, respectively. In 4b, 4d, 4f the same results are provided without reflectance representation in order to better appreciate the difference in the number of points.
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(a) Near car in the original pointcloud.

(b) Near car in the pseudo-LiDAR pointcloud.

(c) Far car in the original pointcloud.

(d) Near car in the pseudo-LiDAR pointcloud.

Figure 5: Graphical comparison of some details of the original pointcloud and the pseudoLiDAR with Gaussian reflectance propagation for the sample of Fig. 4. In 5a and 5b a car
near to the camera is shown for the original and dense pointcloud, respectively. In 5c and
5d a car far from the camera is shown for the original and dense pointcloud, respectively.
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(a) Full pointcloud generated by the NN
Reflectance Propagation technique.

(b) Full pointcloud generated by the NN
Reflectance Propagation technique without
reflectance values.

(c) Full pointcloud generated by the Average (d) Full pointcloud generated by the AverReflectance Propagation technique.
age Reflectance Propagation technique without reflectance values.

(e) Full pointcloud generated by the Gaussian Reflectance Propagation technique.

(f ) Full pointcloud generated by the Gaussian Reflectance Propagation technique without reflectance values.

Figure 6: Graphical comparison of reflectance propagation methods in terms of pointclouds. The final pointclouds for NN, Average and Gaussian Reflectance Propagation are
shown in 6a, 6c, 6e, respectively. In 6b, 6d, 6f the same results are provided without reflectance representation in order to better appreciate the difference in the number of points.
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(a) Near car in the original pointcloud.

(b) Near car in the pseudo-LiDAR pointcloud.

(c) Far car in the original pointcloud.

(d) Near car in the pseudo-LiDAR pointcloud.

Figure 7: Graphical comparison of some details of the original pointcloud and the pseudoLiDAR with Gaussian reflectance propagation for the sample of Fig. 6. In 7a and 7b a car
near to the camera is shown for the original and dense pointcloud, respectively. In 7c and
7d a car far from the camera is shown for the original and dense pointcloud, respectively.
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.4

From Box to Corners

To compute the corner loss in Equation (4.39) and graphical represent the objects it is
necessary to compute the bounding box corners from its original representation which is
B = [x, y, z, δx, δy, δz, θ], where x, y, z are the coordinates of the center of the box, δx, δy, δz
correspond to half its dimensions and θ is the box heading. Let the corners be numbered as
in Fig. 8, we can write them without considering the heading as
C 0 = [x, y, z]T + [δx, δy, −δz]T
C 1 = [x, y, z]T + [δx, −δy, −δz]T
C 2 = [x, y, z]T + [−δx, −δy, −δz]T
C 3 = [x, y, z]T + [−δx, δy, −δz]T
C 4 = [x, y, z]T + [δx, δy, δz]T

(1)

C 5 = [x, y, z]T + [δx, −δy, δz]T
C 6 = [x, y, z]T + [−δx, −δy, δz]T
C 7 = [x, y, z]T + [−δx, δy, δz]T
Then, given the heading, θ we can define a rotation matrix Rz around the z-axis as we did
for the data augmentation in Section 5.1



cos(θ) sin(θ) 0
R z = − sin(θ) cos(θ) 0
0
0
1

(2)

Finally, to represent the oriented corners, C i,r , 0 ≤ i ≤ 7, it is sufficient to rotate the corners
in Equation (1) using the rotation matrix R z as follow
C i,r = R z C i , 0 ≤ i ≤ 7

(3)
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Figure 8: Bounding box representation with corners numbering to as reference for Equation (1).
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.5

Depth Completion Examples

(a) Original sparse depth map of a sample of the KITTI
dataset.

(b) Dense depth map of a sample of the KITTI dataset
generated by NLSPN after the training.

(c) Ground-truth dense depth map used for the training of
NLSPN.

(d) Difference between the dense depth map generated by
NLSPN and the ground-truth depth map.

Figure 9: Dense depth map generated by NLSPN, ground truth depth map and raw
sparse depth map in 9b, 9c and 9a, respectively. Cold color are low depths values and hot
colors are high depth values. The difference of the two maps is shown in 9d where whites
are low value and blacks are high values.
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(a) Original sparse depth map of a sample of the KITTI
dataset.

(b) Dense depth map of a sample of the KITTI dataset
generated by NLSPN after the training.

(c) Ground-truth dense depth map used for the training of
NLSPN.

(d) Difference between the dense depth map generated by
NLSPN and the ground-truth depth map.

Figure 10: Dense depth map generated by NLSPN, ground truth depth map and raw
sparse depth map in 10b, 10c and 10a, respectively. Cold color are low depths values and
hot colors are high depth values. The difference of the two maps is shown in 10d where
whites are low value and blacks are high values.
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(a) Original sparse depth map of a sample of the KITTI
dataset.

(b) Dense depth map of a sample of the KITTI dataset
generated by NLSPN after the training.

(c) Ground-truth dense depth map used for the training of
NLSPN.

(d) Difference between the dense depth map generated by
NLSPN and the ground-truth depth map.

Figure 11: Dense depth map generated by NLSPN, ground truth depth map and raw
sparse depth map in 11b, 11c and 11a, respectively. Cold color are low depths values and
hot colors are high depth values. The difference of the two maps is shown in 11d where
whites are low value and blacks are high values.
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(a) Original sparse depth map of a sample of the KITTI
dataset.

(b) Dense depth map of a sample of the KITTI dataset
generated by NLSPN after the training.

(c) Ground-truth dense depth map used for the training of
NLSPN.

(d) Difference between the dense depth map generated by
NLSPN and the ground-truth depth map.

Figure 12: Dense depth map generated by NLSPN, ground truth depth map and raw
sparse depth map in 12b, 12c and 12a, respectively. Cold color are low depths values and
hot colors are high depth values. The difference of the two maps is shown in 12d where
whites are low value and blacks are high values.
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.6

Detailed Training Losses Comparison

(a) Pre-trained network, 12 epochs,
batch size 2 and Adam optimizer with
One Cycle Policy.

(b) 50 epochs, batch size 2 and Adam
optimizer with One Cycle Policy.

(c) 80 epochs, batch size 5 and Adam
optimizer with One Cycle Policy.

(d) 80 epochs, batch size 5 and Adam
optimizer with learning rate decay.

(e) 51 epochs, batch size 5 and SGD
optimizer with learning rate decay.

Figure 13: Focal Classification Loss Lcls of Lrpn for each experiment carried out. Each
loss is shown with respect to the iteration number of the training process.
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(a) Pre-trained network, 12 epochs,
batch size 2 and Adam optimizer with
One Cycle Policy.

(b) 50 epochs, batch size 2 and Adam
optimizer with One Cycle Policy.

(c) 80 epochs, batch size 5 and Adam
optimizer with One Cycle Policy.

(d) 80 epochs, batch size 5 and Adam
optimizer with learning rate decay.

(e) 51 epochs, batch size 5 and SGD
optimizer with learning rate decay.

Figure 14: Orientation Loss Lθ defined in Equation (4.35) summed with Lreg of Lrpn for
each experiment carried out. Each loss is shown with respect to the iteration number of the
training process.
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(a) Pre-trained network, 12 epochs,
batch size 2 and Adam optimizer with
One Cycle Policy.

(b) 50 epochs, batch size 2 and Adam
optimizer with One Cycle Policy.

(c) 80 epochs, batch size 5 and Adam
optimizer with One Cycle Policy.

(d) 80 epochs, batch size 5 and Adam
optimizer with learning rate decay.

(e) 51 epochs, batch size 5 and SGD
optimizer with learning rate decay.

Figure 15: Directional Loss Ldir of Lrpn for each experiment carried out. Each loss is
shown with respect to the iteration number of the training process.
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(a) Pre-trained network, 12 epochs,
batch size 2 and Adam optimizer with
One Cycle Policy.

(b) 50 epochs, batch size 2 and Adam
optimizer with One Cycle Policy.

(c) 80 epochs, batch size 5 and Adam
optimizer with One Cycle Policy.

(d) 80 epochs, batch size 5 and Adam
optimizer with learning rate decay.

(e) 51 epochs, batch size 5 and SGD
optimizer with learning rate decay.

Figure 16: Regression Loss Lreg,r of Lrcnn for each experiment carried out. Each loss is
shown with respect to the iteration number of the training process.
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(a) Pre-trained network, 12 epochs,
batch size 2 and Adam optimizer with
One Cycle Policy.

(b) 50 epochs, batch size 2 and Adam
optimizer with One Cycle Policy.

(c) 80 epochs, batch size 5 and Adam
optimizer with One Cycle Policy.

(d) 80 epochs, batch size 5 and Adam
optimizer with learning rate decay.

(e) 51 epochs, batch size 5 and SGD
optimizer with learning rate decay.

Figure 17: Classification Loss Lcls,r of Lrcnn for each experiment carried out. Each loss is
shown with respect to the iteration number of the training process.
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(a) Pre-trained network, 12 epochs,
batch size 2 and Adam optimizer with
One Cycle Policy.

(b) 50 epochs, batch size 2 and Adam
optimizer with One Cycle Policy.

(c) 80 epochs, batch size 5 and Adam
optimizer with One Cycle Policy.

(d) 80 epochs, batch size 5 and Adam
optimizer with learning rate decay.

(e) 51 epochs, batch size 5 and SGD
optimizer with learning rate decay.

Figure 18: Corner Loss Lcor of Lrcnn for each experiment carried out. Each loss is shown
with respect to the iteration number of the training process.

