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ABSTRACT 
Several1 privacy engineering methods and techniques have built 
on privacy patterns for materializing the Privacy by Design 
paradigm. Also, reports by data protection and cybersecurity 
authorities have recommended them. However, the benefits that 
their application delivers to the design process, product and 
developers have still to be demonstrated. This paper describes 
initial steps in the empirical evaluation of the application of 
privacy patterns during the design activity. First, we describe an 
exploratory experiment carried out to analyze the improvement 
that 12 privacy patterns (for anonymity) bring to the 
completeness of the design product. Additionally, we show the 
developer’s perception of the privacy patterns after their usage. 
Second, we make an in-depth analysis based on the learnings 
obtained during the experiment realization. We identify a set of 
limitations to advance the empirical research on privacy patterns. 
We analyze these limitations and propose a set of initiatives to 
overcome them. We also reflect on the type of evaluation we can 
make in experiments with privacy patterns. Once the limitations 
are addressed, more exhaustive evaluations may be conducted. 
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1 INTRODUCTION 
Although the Privacy by Design paradigm has been embraced by 
data protection authorities around the world [12], moving from 
abstract privacy principles to detailed technical designs is not an 
easy task. Recent studies [16,34] have reported that developers 
are struggling when designing with privacy. The reported 
problems include: the lack of knowledge about privacy 
fundamentals, the necessity of having operational requirements 
instead of abstract principles coming from legislation, the lack of 
systematic tasks linked to the process they are used to, etc. 
Additionally, they say they are open to new means for designing 
as long as they prove to be useful. 

Privacy patterns naturally fit in this scenario. They provide 
reusable solutions for recurring problems within a privacy 
context where there are different interacting forces. 
Additionally, they collect knowledge of experienced experts, 
which is aimed to be used by non-expert developers. 
Furthermore, design patterns are well known elements for the 
design of information systems.  
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Indeed, as demonstrated by a recent systematic study [6], 
privacy patterns have become one of the hottest research topics 
for the design activity. Many contributions have built on them. 
There have been individual proposals [2,4,23], and sets of 
patterns published as catalogs [7,14], systems [8,9] and 
languages [17,33]. Likewise, proposals including patterns 
comprise methodologies [21,22,29], tools [13,30] and design 
strategies [18,19]. However, the process engineers should follow 
to apply privacy patterns has not been explored. Even further, 
privacy patterns’ features and the benefits of their application 
have not been empirically proven but are usually assumed 
(probably as extrapolation from other successful domains such as 
object-oriented design patterns). Despite this, privacy pattern 
based proposals are part of the recommendations and reports by 
cybersecurity agencies (i.e. European Union Agency for 
Cybersecurity - ENISA [11], Spanish Data Protection Authority 
[36]). In this context, it is necessary to study the application 
process of privacy patterns and empirically demonstrate their 
features and benefits for giving support to privacy patterns and 
approaches using them, and for fomenting their adoption.  

Given the recognized importance of the empirical support 
when building elements for engineering systems [35], we aim to 
contribute to building empirical knowledge on the application of 
privacy patterns, and in that way, to privacy engineering. In this 
paper, we give initial steps in such aim. First, we study the 
improvement in the completeness of the design product and 
describe the developers’ perceptions after the application of 12 
privacy patterns focused on anonymity. Second, we carry out an 
in-depth analysis on the current limitations that instruments for 
experimenting with privacy patterns have. We provide possible 
means to overcome such limitations. Additionally, we reflect on 
types of evaluations that can be carried out given the current 
state of instruments coming from the research area. 

The following sections are organized as follows: Section 2 
presents the methodology, describing in detail the planning and 
operation of the study. Section 3 presents the results. Section 4 
presents an in-depth analysis into the limitations and evaluation 
possibilities in privacy pattern experimentation. Section 5 
presents the related work. Finally, section 6 concludes the paper. 

2 METHODOLOGY 
We followed the experimentation process proposed in [38]. The 
first stage is the experiment scoping, where the goal of the study 
is defined. Then, a detailed planning describes the experiment. 
The operation stage prepares and carries out the experiment 
according to the planning. With the results, the analysis stage is 
carried out; to finally conclude with the presentation. 

The goal of the experiment was to determine the 
effectiveness of privacy patterns for solving a design problem by 
non-expert developers. We focused on the completeness of the 
design solution. Thus, we defined the next research question and 
hypothesis to frame the experiment: 

RQ: How does the usage of privacy patterns impacts the 
completeness of design solutions?  

Ho: The completeness of design solutions to privacy design 
problems is identical regardless of the usage of privacy patterns. 

Additionally, we have asked the developers about their 
perception after using the privacy patterns. 

We describe below the different elements defined in the 
planning stage and used in the operation stage. It includes 
variables, participants, the object, the privacy patterns, the tools, 
and we also list the threats to validity. The results and 
interpretation are presented in the next section. 

2.1 Approach 
During the experiment, a group of developers solved four design 
problems with privacy requirements. First, they solved two 
problems not using privacy patterns, and after being trained on 
privacy patterns they solved two more problems using them. All 
of the solutions were collected, and the participants were asked 
to fill in a questionnaire about their experience (regarding 
readability, understandability, and ease of application). 

The experiment was carried out during a ten-hour course on 
privacy by design. It consisted of four stages (Fig. 1), two devoted 
to training the participants in privacy design skills, and two 
more for them to apply their skills to solving specific privacy 
design problems. The first stage was carried out in four hours 
while the others took two hours each. The materials are 
available in http://dx.doi.org/10.17632/2f9ndj6xpx.1. 

 

Figure 1: Stages of the experiment. 

2.2 Variables 
Two variables have been used for testing Ho: the independent 
variable usage of privacy patterns and the dependent solution’s 
completeness. The independent variable defines the two 
treatments applied: solving a design problem without or with 
patterns. The value of a solution’s completeness was assigned by a 
privacy expert assessing the solutions. Possible values for 
completeness were good, acceptable, deficient, and none (or not 
appropriate). For collecting the perception of the participants 
after using the privacy patterns, we used the variables perceived 
readability, perceived understandability, and perceived ease of 
application. Their value was set through a four-level likert scale. 

2.3 Participants 
The participants came from two universities ([hidden for the 
peer-review process]). There were 11 (out of initial 15) 
participants that went through all the stages of the study, 
including eight students and three lecturers. The eight students 
were in their last year of studies for two degrees: Information 
Technology and Information Systems. Lecturers are part of the 
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staff in Information Systems degree. They were informed about 
the experiment but not about the goals. The course was 
voluntary and had no influence on any subject taken by the 
students. Requirements for participating were to have at least a 
basic knowledge of software design.  

2.4 Object 
The study used four self-contained individual privacy design 
problems within a health monitoring context. Their complexity 
was controlled as per the available time and as it was the first 
time that participants were dealing with privacy design issues. 

These privacy design problems were solved using the 
strategies-based approach by Hoepman [19]. This approach has 
been well received by the research community, has been 
recommended by cybersecurity European agencies [11,36], and 
has also been included in the recent ISO/IEC 27550 standard: 
Privacy engineering for system life cycle processes [20]. The first 
step is to identify a design strategy (it describes requirements as 
privacy protection goals) to follow. Then, a tactic is selected to 
achieve the privacy protection goal.  From here, the developer 
establishes a set of design decisions to propose a solution that 
complies with the established privacy requirements. We consider 
this process to be treatment one in our experiment (no using 
privacy patterns).  

 

Figure 2: Example of a privacy design problem. 

 

Figure 3: Example of a privacy pattern. 

In the alternative treatment (treatment two - using privacy 
patterns) after defining the tactics to follow, the students chose 
the patterns to apply. They are used for defining the design 
decisions. 

Each privacy design problem (example in Fig. 2) included a 
context, a set of functional and privacy requirements. The Hide 
strategy was pre-set as all the patterns are related to anonymity. 
Participants were requested to indicate the design tactics, the 
privacy patterns (only in the suitable treatment), and to detail 
the design decisions for complying with the privacy 
requirements. We assessed how the design decision fulfilled such 
requirements. 

2.5 Privacy patterns 
We used the 12 privacy patterns reported in a pattern language 
[17], which aim to help to make design decisions to provide 
anonymity in communications.  This pattern language contains 
the patterns: Pseudonymous Identity, Anonymity Set, Chaining, 
Morphed Representation, Layered Encryption, Constant Length 
Padding, Batched Routing, Random Wait, Cover Traffic, Link 
Padding, Random Exit and Oblivious Transfer. The language and 
each individual pattern have been evaluated at a PLOP (Pattern 
language of programs) conference –the reference conference for 
pattern-related research. This fact guarantees the description’s 
quality from the perspective of patterns’ authors. 

Each pattern was described to participants using a template 
having the sections: name, summary, context, problem, solution, 
examples, consequences, known uses and relationships (Fig. 3 
shows a pattern adapted from [17]). Each privacy pattern was 
categorized according to a tactic within the Hide strategy. To 
avoid language problems all the patterns were translated, as 
English was not the first language of the participants. 

2.6 Tools 
During the experiment, we used a supporting tool and Google 
forms for questionnaires. The tool has been used to display the 
privacy problems and to collect the solutions submitted by the 
participants. The tool has supported this experiment, but it has 
been designed and built to support experimentation with any 
type of design pattern. Its main features are related to patterns’ 
management and configuration. It allows to define any type of 
template composed by different kinds of sections. Thus, it makes 
possible to test the impact of new patterns’ attributes or to 
compare different patterns’ structures or categorizations. By 
now, it is being updated to automatize more tasks, to show an 
assessment interface and to integrate questionnaires. It keeps 
being improved for future experimentation studies. The version 
used during this study has a server and a client stored at 
https://github.com/toolexp/ET_Server and in 
https://github.com/toolexp/ET_Client respectively. Contact us 
for obtaining further information about the installation, usage 
and for new versions. 
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2.7 Threats to validity 
For reducing threats to internal validity, we randomized the 
assignment of problems to participants to avoid favoring a 
treatment and to minimize differences in the participants’ 
previous knowledge. We selected a set of patterns with 
confirmed quality to control possible effects related to having 
deficient patterns. The instruments were reviewed by a privacy 
expert. Also, voluntary participation was used to avoid forcing 
participants. Finally, it is worth highlighting that all of the 
participants agreed that the tool was easy to use and did not 
disturb them in the process. 

Despite these measures, there may still be some threats, 
although almost all the participants agreed that they became 
familiar with the topics reviewed in the training, some of them 
said they still needed more reference examples. We also realized 
that some participants found difficulties in understanding the 
instructions to describe their solutions when applying privacy 
patterns. It may have impacted the results for this treatment. The 
voluntary participation may have been a double-edged sword 
and produced a lack of commitment. The good perceptions, 
despite the inconclusive results, may mean that the participants 
were biased to believe that the new elements are good. 

As regards external validity, generalizations should be taken 
with care, in line with [32]. This is due to the low number of 
participants and as the results are applicable only to the set of 12 
patterns in the specified conditions. However, we consider this is 
a valuable initial step in building empirical knowledge on the 
application of privacy patterns and for the insights gained for 
future more exhaustive studies. The results could be susceptible 
to generalization if there would be more patterns belonging to 
the same pattern collection or to a group with similar features. 

3 RESULTS 

3.1 RQ: How does the usage of privacy patterns 
impacts the completeness of design 
solutions? 

As previously said, we evaluated the completeness of the design 
decisions for complying with the privacy requirements posed. 
The assessment was based on a four-level scale and was carried 
out by a privacy expert different to the experiment designer. 

Table 1 shows the frequency of each level of assessment for 
each problem working without (N) or with (Y) patterns. 
Considering that the number of samples is different in each 
problem, even when using patterns or not, only solutions to 
problems 2 and 4 show some improvement when using patterns. 

For a more suitable comparison given the different and low 
number of solutions for each problem, we performed a two-
tailed Mann-Whitney U test with alpha = 0.10. This kind of test 
may be used to evaluate ordinal dependent variables, with small 
and different sample sizes [26]. As each U value is higher than 
the U critic, there is no evidence to reject Ho: The completeness of 
design solutions to privacy design problems is identical regardless 
of the usage of privacy patterns. Therefore, in the context of this 

preliminary study, there is no significant difference between 
using privacy patterns or not. 

3.2 Developers’ perceptions of privacy patterns 
In general, the privacy patterns have been well perceived by the 
participants after using them. As regards the clarity of the 
descriptions, most of the participants think that the descriptions 
of the patterns are clear (10 out of the 11) and only one 
disagreed. Likewise, most of them (9) think privacy patterns are 
easy to use while two disagreed. However, there is some 
disagreement on the complexity of the privacy patterns, 3 out of 
the 11 participants consider they are not easy to understand. 

The results for clarity are in line with what we expected as all 
these patterns have been previously peer-reviewed at a PLOP 
event. Associated to complexity, some of them said they had 
some difficulties with the terminology and others had the 
impression that some patterns were similar. The ease of use was 
well perceived. The reason could be that when asking for design 
decisions, they needed to read the patterns to obtain ideas and 
not to make a rigorous application process, which might have 
been fairly more complex. Finally, they had problems in finding 
the right pattern and would have liked more training. 

Table 1: Frequencies of evaluations to solutions 

 P1 P2 P3 P4 
(U:U critic) (14:5) (10:4) (7:5) (8:3) 
Evaluation N Y N Y N  Y N Y 
Good 2 2 2 1 0 0 1 4 
Acceptable 1 0 2 3 3 0 2 1 
Deficient 0 2 1 0 0 1 1 0 
None 2 2 2 0 2 5 1 1 
Total 5 6 7 4 5 6 5 6 

4 EXPERIMENT LIMITATIONS AND 
POSSIBILITIES 

Beyond the inconclusive results, the exploratory character of this 
study has allowed for an in-depth analysis on the conditions of 
the experiment. This analysis has provided valuable insights for 
understanding current instrumentation limitations, required 
improvements, and possibilities for current research and for 
future more exhaustive studies, in line with [41]. 

4.1 Current state of instrumentation 
Within the instruments required for carrying out this study, one 
set of instruments comprises those related to the process of 
solving the privacy design problems. These are the cornerstones 
of the study and are necessary for the training and 
experimentation stages. They include the problems (the object to 
be analyzed), the process (which include the treatments) and the 
set of patterns (one of the treatments).  Furthermore, there are 
two implicit impactful elements: a reference problem for helping 
to define design problems and the type of solutions for the 
problems, which are limited by the types of solutions in the 
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patterns in the language used. Another set of instruments 
include the assessment mechanisms depending on the focus of 
the study, and the tools. 

The preparation of all these instruments was not a trivial 
task. In fact, it was complicated due to the relationships and 
dependencies between them, and the low maturity or total 
absence of some instruments in the state of the art. 

4.1.1 Instruments Lacking in the State of the Art. A set of 
reference problems or study cases, which being close to a real 
scenario with privacy considerations, may be reused for defining 
specific problems for training and analysis. This may help to 
reduce time in the experiment planning and setup.  Furthermore, 
it could also help to reduce experimenter bias when creating the 
problems to be used. These kinds of elements are available in 
other domains such as security patterns. For example, the 
National Science Foundation of the United States has carried out 
a project in this line [42]. Unfortunately, to the best of our 
knowledge, there are no reference problems available in the 
privacy design domain. 

Frameworks or mechanisms for evaluating the impact 
of applying privacy patterns are also needed. It is necessary 
for determining the effects on the quality of the design products, 
in the process, or on the developers. The state of the art in 
privacy patterns [6,24,27] does not yet report any proposal of 
this kind. 

As an important part of a framework, evaluation metrics 
should be defined. Other software-related pattern domains [3] 
have mainly explored the use of code-based metrics for 
quantitative studies and expert evaluations for qualitative ones. 
In privacy pattern experimentation, metrics should be applicable 
to evaluate design processes and products rather than code-level 
evaluations. Evaluation metrics and a framework could provide a 
systematic approach to assess different features and benefits, 
reducing subjectivity that currently exist surrounding privacy 
patterns. 

4.1.2 Deficiencies in Existent Instruments. Although many 
privacy patterns have been developed, they still have limitations. 
Their application domain, type of solution, and the quantity of 
them with guaranteed quality are impactful when defining the 
other instruments and may even limit them. For example, the set 
used in this study [17] includes only 12 privacy patterns, which 
are specific to addressing anonymity in communications. It 
limited the design space while defining the privacy problems.  
Likewise, the solutions in the patterns only gave 
recommendations to be considered while making design 
decisions. It limited the type of solution asked in the proposed 
design problems as both must be in consonance. 

Despite these conditions, we chose this set of patterns as the 
best available option.  It had been individually and collectively 
peer-reviewed at a PLOP event, which guaranteed the quality of 
the patterns. In fact, we considered other sets of privacy patterns 
(i.e. those in privacypatterns.wu.ac.at or in privacypatterns.org); 
however, we found greater limitations. One was the lack of 
quality guarantees as almost no individual pattern has gone 
through a quality revision process by pattern experts. Moreover, 

the descriptions included in these catalogs usually summarize 
those in the original sources, thus, lacking information. 
Additionally, as they act as repositories from other catalogs, they 
had heterogeneity problems within pattern’ descriptions. 

Therefore, more privacy pattern collections are required, 
but their patterns should be individually and collectively 
validated. For contributing to this, we envision new proposals 
of means for evaluating the quality of the privacy 
patterns, complementary to PLOP events.  The evaluation of the 
patterns should be done before experimentation and, more 
importantly, prior to publishing.  

Furthermore, privacy patterns within these new collections 
should present solutions using better representation means than 
high-level recommendations. Representation means to which 
designers are more used to (e.g. models or diagrams) could be 
a good option, even for more adoption. Such kinds of 
representations may allow to define more complex design 
problems that ask for more concrete design solutions. Likewise, 
the evaluation of design solutions could use more quantitative 
metrics, avoiding subjectivity and bias. 

An empirically validated privacy-aware design process 
is a very relevant instrument for guiding participants in solving 
privacy design problems. It allows arbitrary behaviors to be 
avoided and possible effects in the results. Using this type of 
instrument allows us keep focused on the effects of applying 
privacy patterns; however, most of the processes in the literature 
have not been empirically validated. 

As previously stated, we used the strategy-based approach 
proposed in [18]. In its most recent update [19], strategies and 
tactics are described as high-level instructions, accompanied by 
examples of systems that are briefly described. This approach 
does not have a comprehensive and detailed set of steps that are 
part of a systematic process; rather, the developer should 
identify the most appropriate strategies and tactics based on 
their descriptions and examples. Thus, the developer’s 
experience gained through real practice or training will be 
crucial. According to [10] the approach has yet to be validated. 
We consider that experiments specifically focused on evaluating 
the use of strategies and tactics during the design process with 
privacy requirements are still lacking. 

4.2 Evaluation focus in the current state 
Privacy patterns have usually been assumed to have certain 
features and to produce benefits; however, there have been no 
previous studies to prove this. Usually attributed characteristics 
are that patterns are easy to read, easy to understand and easy to 
use/apply. Likewise, benefits usually explored in more mature 
domains of patterns [32] comprise: 

▪ to people, the improvement in their design skills, the 
promoting of best practices, and the generation of 
better communication between developers and 
maintainers, 

▪ to the process, the improvement of productivity, and 
the reduction in development and refactoring costs; 
and, 
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▪ to the product, the improvement in its quality. 
These features and benefits are highly dependent on the set 

of patterns being evaluated and on the context of the evaluation 
[32]. It is necessary to be cautious when generalizing results 
from one collection to others in other areas.  In the current 
privacy patterns context, experimenters must have the following 
considerations. 

As regards the features of privacy patterns, different to what 
is usually assumed, there is no guarantee that all patterns will be 
of proven quality in a peer-review or through an evaluation 
framework. Even when a peer-review exists, evaluation from the 
developers’ perspective is still required as they are the end users.  
The features of the patterns can be evaluated directly through 
qualitative measurements based on scales. They can also be 
measured indirectly through the benefits produced in people, 
processes or products, i.e. if the set of patterns demonstrates 
benefits, it is assumed that they have their features. This 
approach is observed in most empirical studies with design 
patterns.  

As regards the benefits in design products, these can be 
qualitatively evaluated through, for example, scaled-based 
assessments to evaluate design decisions. If types of solutions 
and representations were more objective, such as in the models, 
the type of measurements would be as accurate (e.g., the 
evaluation of an architecture). Quantitative measurements are 
still a challenge; they need well-defined requirements in more 
real problems and objective and systematic privacy assessment 
frameworks are still lacking [15,37]. 

As regards benefits for people, these can be proven using 
qualitative measurements aimed at assessing understanding, 
acquired knowledge or communication between developers. We 
see no major limitations to these types of measurements in the 
current conditions of privacy patterns. It should be considered 
that, if a more in-depth evaluation of the developers' behavior 
during the design process is sought, on the one hand, more 
complex and realistic problems would be required, and on the 
other hand, empirical research methods such as case studies or 
ethnographic studies could be more suitable. 

As it can be seen, the current limitations of the instruments 
affect the evaluation focus of the studies to be carried out. 
However, experimental studies can and should continue to be 
made. By now, qualitative studies are more affordable. Once the 
limitations are overcome, evaluations using more quantitative 
measurements could be taken. It will allow for comparative and 
more generalizable studies (within appropriate contexts). That is, 
more objective evaluations about the usefulness of privacy 
patterns could be made. 

Finally, it is worth highlighting that metrics are fundamental 
within the evaluation focus experiments. There is an ample set 
of metrics gathered in [32] coming from other experimental 
studies with design patterns.  Defining those metrics appropriate 
to the context of privacy patterns may be a first step towards a 
framework for evaluating the application of privacy patterns, 
which is currently missing in the literature. 

 

5 RELATED WORK 
The importance that privacy patterns have obtained makes it 
necessary to show how applicable and useful they are. Sadly, the 
state-of-the-art in privacy patterns [6,24,27] does not detail 
empirical studies into their application and benefits [5].  

Other more mature domains such as object-oriented patterns 
[7,25,28,31] and security patterns [1,39,40] have had empirical 
studies to the application of patterns and its benefits. However, 
there are only few agreements on it. One is that patterns 
improve the communication between developers and 
maintainers when they are appropriately documented [43]. 
Another is that the improvement in the design process and the 
final product [43] depends on the patterns being analyzed. 
According to [37] more empirical studies, paying especial 
attention to the context, should be made to establish 
generalizations. 

Finally, there are empirical studies for design activities in the 
close domain of security patterns [39,40]. In [39] the authors 
focus on determining whether extra annotations in patterns (e.g. 
security principles such as confidentiality) impact the 
developer's productivity. While [40] focuses on determining 
whether the use of security patterns impacts the design time and 
the quality of the product. Although the results are not 
generalizable, their experience has been valuable in carrying out 
this study. 

6 CONCLUSIONS 
This paper has presented, to the best of our knowledge, the first 
empirical study on privacy patterns supporting the design 
process. The results show that it is not possible to assure the 
benefits of the privacy patterns studied despite it being well 
perceived by developers. However, generalizations of these 
results should be taken with care because of to the limitations 
described. 

All in all, experimenting with privacy patterns is feasible, but 
the experiments are constrained to qualitative evaluations on 
both the design product and the developers. Once the limitations 
described are solved, then more exhaustive experiments could be 
carried out. These studies should aim to: 

▪ use more than one metric supporting the quality focus,  
▪ use quantitative metrics for evaluations, 
▪ work with more participants, 
▪ use more complex and detailed design problems, 
▪ use more privacy patterns with proven quality, and 
▪ consider the possible effects on previous knowledge 

when training students during the experiment. 
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