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Abstract
The study of motivic patterns has played an important role in the understanding of various natural, cognitive, social, and cultural phenomena in
the sciences and humanities. Minimally identifiable patterns carry information that is robust to change, and therefore resilient to long evolutionary
processes. These patterns provide meaningful and sufficient information on
the processes and structures that integrate them, and therefore are of great
importance in the study of socio-cognitive processes such as the oral transmission and diffusion of world music, the identification of singing styles, or
the classification of dialects based on their intonation content.
In this thesis we investigate what part motivic patterns play in the identification of orally transmitted vocal music using Deep Learning (DL) methods,
and extend our findings to Automatic Speech Recognition, more concretely
to the automatic identification of Arabic dialects. The main goal of this work
is to holistically understand the properties of small motivic structures in the
acoustic domain.
In order to accomplish this goal DL is utilized as the main computational
approach to learn acoustic embeddings of musical and speech motivic patterns. DL algorithms map low-level features into higher-order ones through
learning representations that require large quantities of data. In this thesis
it is shown how the learning of minimally sufficient patterns can act as an
implicit optimizer of DL architectures, that can be utilized in many acoustic
processing tasks and scenarios.
Learning quality representations of acoustic signals highly depends on
data augmentation techniques that extend the sample space through a series
of transformations and deformations to the signal. In this work, and as a
result of the approach taken, it is shown how learning to segment the audio
signal by motivic patterns achieves better results than data augmentation,
and therefore can replace it. The method presented segments the audio signal
and increases the sample space without the need of transforming the signal

by discarding information that is less relevant to the task. This result is of
particular interest in low-resource contexts, where DL methods have found
applicability problems.

Resumen
El estudio de patrones motı́vicos ha jugado un papel importante en la
comprensión de varios fenómenos naturales, cognitivos, sociales y culturales
en las ciencias y las humanidades. Los patrones mı́nimamente identificables
portan información que es resistente al cambio y, por lo tanto, resistente a
largos procesos evolutivos. Estos patrones brindan información rica y suficiente sobre los procesos y estructuras que los integran, y por lo tanto son de
gran importancia en el estudio de procesos socio-cognitivos como la transmisión y difusión oral de músicas del mundo, la identificación de estilos de
canto, o la clasificación de dialectos basados en la entonación.
En esta tesis investigamos qué papel juegan los patrones motı́vicos en la
identificación de la música vocal transmitida oralmente utilizando métodos de
aprendizaje profundo (DL), y ampliamos nuestros hallazgos al reconocimiento
automático del habla, más concretamente a la identificación automática de
dialectos árabes. El objetivo principal de este trabajo es comprender de
manera integral las propiedades de las estructuras motı́vicas en el dominio
acústico.
Con el fin de lograr este objetivo, los métodos de DL se utilizan como el
principal enfoque computacional para aprender embebidos acústicos de patrones motı́vicos musicales y del habla. Los algoritmos de DL mapean caracterı́sticas de bajo nivel en otras de orden superior a través de representaciones
de aprendizaje que requieren grandes cantidades de datos. En esta tesis se
muestra cómo el aprendizaje de patrones mı́nimamente suficientes puede actuar como un optimizador implı́cito de arquitecturas de DL, que pueden ser
utilizadas en diversas tareas y escenarios dentro del procesamiento acústico.
El aprendizaje de señales acústicas de calidad depende en gran medida
de las técnicas de aumento de datos que extienden el espacio muestral a
través de una serie de transformaciones y deformaciones de la señal. En
este trabajo, y como resultado del enfoque adoptado, se muestra cómo la
segmentación de la señal de audio por medio de patrones motı́vicos consigue
mejores resultados que el aumento de datos y, por tanto, puede reemplazarlo.
El método presentado segmenta la señal de audio y aumenta el espacio mues-

tral sin necesidad de transformar la señal, descartando información menos
relevante para la tarea. Este resultado es de particular interés en contextos
de bajos recursos, donde los métodos de DL han encontrado problemas de
aplicabilidad.
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Chapter 1
Introduction
This thesis is about the induction and classification of minimally identifiable
patterns that appear in music and other acoustic phenomena using Deep
Learning (DL) methods. The overall goal of this thesis is not only to present
a general framework for the study of such patterns, but most importantly to
understand what role those patterns play in the computational identification
and understanding of larger characteristics of music such as geographical
origin of a melody or tune, singer and singing style.
In order to address meaningful research questions and provide appropriate
answers to them, we need first to contextualize the multidisciplinary approach
taken. This thesis draws its main theoretical ideas and background from diverse fields of study such as Ethnomusicology, and Cognitive Science, and
attempts to give an explanation to the main research questions posed in this
chapter using methods from machine learning and audio signal processing.
Music Information Retrieval (MIR), as an interdisciplinary discipline itself,
plays a key role in articulating the problems in a computational framework,
and in connecting the diverse knowledge areas. In order to contextualize the
research questions and the quality of the results and contributions, we use
labels to categorize the main problems, the questions, and later the contributions. Since MIR is an interdisciplinary area of research that draws from
each one of the fields listed below, we do not include a particular label for it.
The labels used are the following:

1
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• Artificial Intelligence (theory) [AIT]
• Audio Signal Processing [SIG]
• Cognitive Science [COG]
• Deep Learning [DLR]
• Ethnomusicology [ETH]
This chapter presents the interdisciplinary approach taken and the motivation behind this thesis. It also lists a series of research questions to be
answered by this work, describes the structure and content of this thesis, and
highlights the main contributions.

1.1

Interdisciplinary approach and motivation

This work addresses a fundamental question: what role minimally identifiable
motivic patterns play in the process of identification of orally transmitted
vocal music. Even though the question itself delineates the scope and field of
study, the response to this question has to be grounded on an interdisciplinary
approach, that considers music not only as a cultural product, but as an
specific biological capacity. The main objective of this thesis is not only
to further investigate on the nature of a very scepecific statistical universal
feature found in the musics of the world [SBSC15], but also, and maybe
more significantly, tries to shed light on the importance of minimal patterns
in social and cognitive processes of oral transmission and music creation.
The complex nature of DL algorithms and architectures is studied under
the overarching theme of this thesis of motivic patterns. The discovery and
understanding of musical patterns by computational means is then not only
a methodological approach to a musicological question, but also, a machine
learning problem that in this work is given special consideration.
But before we enter the domain of epistemology we should define what
a motif is. The term has been used accross various scientific disciplines and
with different connotations. In molecular biology and genetics, for example,
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a sequence motif is the basic functional unit of molecular evolution that has
biological significance. Cultural anthropology and folklore studies define a
motif in folk tales as the smallest element in a tale that has the power to
persist over time [Tho89]. A motif is then a pattern that has significance
within the context that interacts with and can be clearly identifiable within
that context. In musicology, however, motivic analysis has always lacked a
clear consensus in Western classical music [VdT96]. Throughout this thesis
we will be using the definition of motif as a pattern.
MIR has dedicated significant efforts to the study of motivic patterns,
both with folk music corpora, and with western classical music repertoire
[Lar05]. Studies have shown the importance of motivic patterns that have
been transformed up to a certain extent, in the establishment of melodic similarity in folk songs [VHK12], and repeated patterns have also been studied
as the basic units in the oral process of diffusion in a music culture [Net10].
Overall, there seems to be an agreement in both the MIR and musicological
literature on the importance of motivic patterns as an identity marker for
melodic recognition and memorability.
So how does the study of motivic patterns in world music deserves the
attention of a thesis when so much work has been done on it already? Even
though there seems to be an agreement on the importance of motivic patterns
in the study of orally transmitted musics, and there is significant understanding on the cognitive mechanisms behind it, the problem of transmission and
diffusion of patterns in oral cultures is not well understood. In this work, we
treat it as a data problem, and consequently, we concentrate our efforts in
studying specific music repertoires where enough data is available.
The increasing availability of musical data has given MIR the possibility
to develop tools and methods to extract information and knowledge from
large quantities of data, that has the potential to provide more insights into
complex musicological questions. In recent years, there has been a turn in
the computational sciences towards DL methods, and MIR is no exception.
Distributed vector representations, or vector embeddings, have transformed
numerous subfields in Artificial Intelligence, mainly Natural Language Processing. The low-dimensional mapping that distributed vector embeddings
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produce of high dimensional data, allows it to be a representation that encapsulates complex knowledge in a vector, establishing compact similarity
measures with explainable results. DL algorithms and architectures rely on
learning representations of large input data. If the model is able to learn
good representations for a given dataset, then that means that low-level features define higher-level ones. Therefore, the success of DL methods and
algorithms strongly depend on feature engineering, preprocessing pipelines,
and data transformations to accurately capture this dimensional mapping
[BCV13]. We present this work as a research study on musical data using
deep learning methods, more exactly, a study on the role of minimal representations of motivic patterns in oral music cultures. We believe that the
study of large quantities of musical data (specially audio) can shed light into
the study of motivic patterns in vocal music, or in other words, we believe
that the representations extracted and learned by DL can solve particular
music tasks, that at the same time can answer musically relevant questions
associated with those specific tasks in a way that traditional computational
methods cannot. But in order to understand the usability of DL in a MIR
context we need to understand the limitations and problems associated with
it.
In practice, DL methods that use large amounts of data have shown great
results, but critics, leading researchers, and practicioners in the field have
alerted on hitting a data and computational wall [Mar18]. Since data is not
infinite, and as neural networks become more dense and millions of parameters are needed to optimize results, we may enter not only a reproducibility
crisis, but a problem of relating task results to a larger understanding of how
particular mechanisms work and in what way, and how to generalize DL results. This is commonly known as the black-box problem, which historically
in statistics and machine learning has been discussed in the literature as a
problem of statistical cultures [Bre01] . We address this problem by concentrating on task-dependent issues in the particular field of application (MIR),
and addressing those problems by trying to understand how particular features (embeddings) work and in what context. We take a critical approach in
terms of eliciting the problems that a DL architecture has in a specific task
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and further investigate on the nature of the problems, and propose computational solutions (or insights) to address them. On the other hand, we try
to understand the success of a particular model in the context of a task and
data utilized, hypothesizing on the reasons associated with the model and
parameters used, and with the treatment (preprocessing, feature engineering, augmentation) applied to the data. We evaluate different architectures
in relation to the musical corpus used, and provide a critical overview of the
results and limitations of the architectures. Alternative neural architectures
are proposed when results are unsatisfactory or provide little clarification in
relation to the musical objective.
The goal of this work is not so much to uncover broad commonalities
or differences amongst repertoires, or to establish categories and typologies
of motivic patterns, but to determine how minimal motifs of music signals
operate in musical contexts and processes of creation and transmission, and
how DL architectures and algorithms can be used to discover and correctly
identify such patterns. This work therefore, attempts to give an answer, or
to provide a methodological path to an answer, to an ethnomusicological and
cognitive problem, and at the same time, provide evidence and clarification
on how DL methods can be used in very specific musical contexts.
Even though there have been attempts to explain how musically motivated networks can help in the process of understanding the nature of the
black-box in relation to the data used [PLS16], there is a need to go further
in this research line. In order to dig deeper in this direction, the work presented in this thesis not only compares performance metrics in relation to a
given input and type of data, but also formulates challenging musicological
questions in relation to the data and neural architecture, and measures the
results against the explanatory power of the method used.

1.2

Research questions

Once explained the general problems and question that this work attempts
to answer, we define a series of research questions that can be answered in
specific experiments. The research questions are the following:
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1. How can minimal patterns be framed and contextualized in
a general inductive system? [AIT] Kolmogorov Complexity (KC)
provides a general mathematical framework for the description of a
complexity measure of a given object [Kol65]. Considering a pattern as
a unit of information, finding compressed segmentations that are sufficient given a particular task can be formalized within KC, providing
a generalization for minimal patterns that is at the same time expressive and elegant. This formalization is intended to provide a strong
theoretical framework and at the same time an idealization of a complexity measure that it is used to justify this work’s approach based on
theoretical and empirical evidence.
2. Can a vector space model capture melodic contexts in monophonic songs? [DLR], [ETH] the skip-gram version [MSC+ 13] of
word2vec was recently adapted and used to model complex polyphonic
musical contexts in classical western pieces [HC17]. In this thesis we
deal with a much less data intensive scenario, one-part songs. Creating
a parallelism between semantic contexts in language and melodic music
contexts, will allow to establish similarity measures between melodic
contexts in the same way as words in texts. This will be a first step
towards finding meaningful connections between contexts and motifs
coming from different musical repertoires.
3. Can melodic embeddings be a good representation of relevant motifs from diverse musical repertoires? [DLR], [ETH],
[COG] small melodic segments such as motifs seem to be part of the
statistical music universals [SBSC15]. This may suggest an innate human capacity to group and perceive groups of notes as an individual
meaningful melodic unit. If motifs operate in a melodic context (song,
or fragment) in a similar way as words do in phrases or larger texts,
given the sequential nature of both music and language the distributional hypothesis [Har54] should hold true for melody. Similar motifs
should be then represented closer to each other in a distributed vector
space, allowing for the comparative analysis.
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4. What role do minimal patterns play in the process of oral
transmission? [ETH] Musicologists have studied melodic changes
over time following the concept of tune family [Bay50]. Tune families
allow for the analysis of melodic variation over time, since tunes are
grouped based on a concept of melodic similarity. From such families melodies can be compared and analyzed to identify what changes,
insertions, or deletions have been made to specific melodies and understand those changes within a process of transmission, which are subject
to human’s cognitive and perceptual mechanisms. The concept of tune
family has been fundamental to study variation and change over time
in a holistic way. Cowdery [Cow84] was the first to criticize this holistic approach that concentrates only in global melodic similarity, and
suggested the use of motivic analysis for understanding tune families.
In this work minimal descriptions of motifs are used based on a evolutionary idea: if melodies and larger melodic structures are changed
and modify over time due to basic cognitive constraints of the human
mind in oral processes of transmission, there should be small units of
musical information that are more resilient than others, and therefore
more likely to survive longer processes of variation and change. These
patterns should be identity markers not only for tune families, but also
of regional and national collections.
5. Can motivic patterns help in the classification accuracy of DL
methods in flamenco audio recordings? [DLR], [SIG], [ETH]
traditional sequential pattern mining methods may highlight certain
features that are directly related to higher level features. A capella
flamenco cantes exhibit characteristic melodic features such as conjunct degrees in the melodic movement, high degree of ornamentation,
extreme pitch oscillations, microtonal variation, and constant timbre
changes. These features make the automatic extraction of motivic patterns from noisy audio recordings an especially challenging task. In
this thesis we investigate the usefulness of motivic patterns in the classification accuracy of different Convolutional Neural Network (CNN)
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architectures, and study to what extent traditional sequential pattern
techniques can obtain higher level music features that may highlight
lower level ones in the audio signal.
6. Can acoustic motif embeddings provide significant improvements in the automatic identification of flamenco singers?
[DLR], [SIG], [ETH] the success of DL methods in their predictive
power, rely on the type of features used or extracted by the method itself. Some of the limitations of these types of architectures is the lack of
explanatory power. Instead of correctly classify an input sequence given
a set of singer labels, we study whether statistically relevant motifs can
be used for improving such a classification task, and ask ourselves why
and for what reason the patterns used improve the accuracy of the
neural net used. We also investigate singing style differences between
singers and conjecture on the usefulness of the representations used.
7. Can minimal acoustic patterns be used for speech identification and recognition and improve state-of-the-art results?
[DLR], [SIG], [ETH] Intonation patterns of speech contain important information related to intentional aspects of discourse and are
used as a communication strategy to convey extra-linguistic information [PH90]. Even though larger intonation structures such as the intonation phrase or the intermediate phrase are normally studied, smaller
intonational units may contain relevant information related to differences in language varieties and dialects in rich intonational languages.
The goal is to understand whether smaller units of sound material are
used in speech as a geographical identity marker, that are not necessarily associated to linguistic prosodic units. We extrapolate the work
done for folk songs to a Automatic Speech Recognition task using the
same architectures and adapting the fundamental frequency extraction
approach used for vocal music.

CHAPTER 1. INTRODUCTION

1.3

9

Thesis structure

Each chapter of this thesis is self-contained, and references to other chapters
are used only to contextualize the chapter in the larger goal of this work.
The remaining of this thesis is organized as follows:
• chapter 2 contextualizes the main topic of this thesis in the general
framework of universal induction. It is argue that the study of minimal
patterns, when sufficient in an information-theoretic sense, can provide
enough information in the understanding of a given phenomena. Musical patterns are contextualized in this framework, and a formal and
epistemological justification is presented in favor of such descriptions.
• chapter 3 presents a general overview of Deep Learning neural architectures and approaches for MIR and audio signal processing. Some
of the main problems related to interpretability of DL in MIR are discussed.
•

chapter 4 presents three experimental studies in the analysis of
motivic patterns in well-known folk song collections from diverse geographical and national origin. The first study used word2vec to extract
minimal representations of motivic patterns from the Essen folk song
collection using word2vec. These vector embeddings are used inthe
second experiment for the identification of national collections with
no other information than the embedding itself obtained in the first
experiment. The third study uses the motifs obtained from the first
experiment to analyze, cross-culturally, the content of the collections.

• chapter 5 presents two experiment on flamenco sub-style identification and singer recognition using motivic patterns extracted from audio recordings. A contour simplification of the fundamental frequency
method is introduced that reduces the high variability of flamenco music, allowing for the automatic extraction of relevant frequent patterns.
These patterns are then used as the input of several deep neural networks, introducing a hybrid recurrent-CNN architecture that learns
representations of motivic patterns.
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• chapter 6 extrapolates the methods and architectures of the previous chapter to an automatic speech recognition task, Arabic Dialect
Identification.
• chapter 7 discusses the contributions, the limitations, and future
developments to the work presented in this thesis.

Chapter 2
Learning from minimal
information
In this chapter we define the main topic of study of this thesis and relate
it to other fundamental areas of study. We concentrate on the problem of
induction with minimal information (different from the problem of induction
under incomplete or limited evidence), and define it in a general and idealized
form first. Later, it is shown how minimal programs, or descriptions, are
prevalent not only in nature, but more importantly in this work, in the human
cognitive system as a result of a biologically-defined function of our brain. It
is argue that the study of minimal patterns, when sufficient in an informationtheoretic sense, can provide the basic structures for understanding a given
phenomena. We extend our findings to larger philosophical questions on the
nature of prediction, learning, and knowledge as they relate to music and
acoustic phenomena.

2.1

On the problem of induction

The problem of induction has captivated the minds of philosophers since
antiquity. Aristotle, for instance, characterized epagogé as the capacity to
extend particulars to universals, or in other words, the ability to extend empirical observations to universal theories. Epicurus was interested on how

11
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to judge competing theories based on existing evidence [Asm84], which led
him to formulate his principle of multiple explanations. In the 14th century,
William of Occam refuted the multiple explanation theory with the ‘Occam’s
razor’ principle, which suggests that the simplest theory given a set of observations should have preference over the rest. But the modern notion of the
so called problem of induction we ought it to David Hume as expressed in
his work A treatise of human nature. In the words of Hume, the problem of
induction has to do with how past experiences inform future ones which we
do not have yet experienced:
if reason determin’d us, it would proceed upon that principle that
instances, of which we have had no experience, must resemble
those, of which we have had experience, and that the course of
nature continues always uniformly the same. (T. 1.3.6.4)
This general principle is known as the Uniformity Principle, and as Popper argued [Pop53], the problem of induction arises from:
(1) Hume’s discovery that it is impossible to justify a law by observation or experiment, since it transcends experience ; (2) the
fact that science proposes and uses laws ’everywhere and all the
time’. To this we have to add (3) the principle of empiricism
which asserts that in science only observation and experiment
may decide upon the acceptance or rejection of scientific statements, including laws and theories.
This apparent conflict defines the problem itself, but as Popper states:
These principles do not clash. We can see this the moment we
realize that the acceptance by science of a law or of a theory is
tentative only; which is to say that all laws and theories are conjectures, or tentative hypotheses (a position which I have sometimes called ’hypotheticism’); and that we may reject a law or
theory on the basis of new evidence, without necessarily discarding the old evidence which originally led us to accept it
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We can see that Popper’s view on Hume’s problem of induction articulates the basis for a general theory of scientific knowledge, which cannot be
based on empirical evidence alone. Observation statements, on the other
hand, can refute a theory based on that evidence. This clarification on
Hume’s induction problem makes, in Popper’s view, the relation between
theories and observations perfectly clear. Since observations are normally incomplete, scientific hypotheses, and others as well, can never be completely
validated. Popper [Pop12] represented this idea of falsification of scientific
theories following an evolutionary scheme of the type
P S1 → T T1 → EE1 → P S2 → ...

(2.1)

which states, given a problem situation P S, scientists articulate a tentative
theory T T , and then subject the theory to error elimination EE. If EE
succeeds, that leads to a new P S which reinitiates the scheme.
Inductive reasoning’s goal is then to acquire sufficient information to hold
rational beliefs in uncertain or unknown conditions. The scientific method
can be seen as a particular case of induction. The general case was formalized by Solomonoff in his theory of induction [Sol64a, Sol64b]. Solomonoff’s
universal inference system, as the name states, is an attempt to generalize to
all possible scenarios and under any condition the problem of inferring the
best hypothesis given sufficient information. This inference method tries to
harmonize two apparent conflicting philosophical principles: Epicurus’ and
Occam’s. The principle of multiple explanations is satisfied in the universal
prediction system by accepting as valid all possible scenarios in any particular induction problem. In other words, all possible hypothesis must be
regarded as plausible. Occam’s principle is satisfied in the sense that simpler
hypothesis will be regarded as more efficient, in their explanatory power, and
would be given priority over more complex ones.
In more formal terms, Solomonoff presents his system as the extrapolation
of a long sequence of symbols from a finite binary alphabet. And formulates
the following question: given an alphabet A = {0, 1} and a binary sequence
a1 , a2 , ...an of length n what is the probability of an+1 be 1? In order to
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provide a general description of his universal induction system, Solomonoff
uses a universal Turing machine M that given an input S produces, or generates, the output T , M (S) = T . This formulation can be expressed as S is
a description of T with respect to machine M. Following Occam’s principle
and the bayesian framework, Solomonoff continues by stating that sequences
should be given higher a priori probabilities if they have short descriptions.
In the continuous case, as n tends towards infinity, we can see that the description of T is proportional to 2` , where ` is the length of the description
S and henceforth becomes uncomputable. Since there are 2` descriptions, or
programs, they get assigned a probability of 2−` for all S of size `. Then the
probability that a machine halts and produces the output a with description
Si is given by
P (a, Si ) ≡

∞
X

2−`

(2.2)

i=1

This approach to induction as program-size, or descriptive, complexity was independently developed by Solomonoff, Kolmogorov [Kol65], and
Chaitin [Cha66] , and has came to be known as Kolmogorov Complexity
(KC). KC has developed into a rich mathematical framework for studying
algorithmic complexity and random sequences. We refer to the book by Li
and Vitanyi[LV+ 08] for a complete and detailed introduction to this topic.
In this chapter we only provide basic characterizations to help us develop
some ideas about the efficiency of minimal descriptions.
Throughout this work we will be using the terms minimal description,
least description, minimal program, or even minimal pattern to refer to a
notion of predictive efficiency with minimal information as expressed in the
general characterization of KC, and use it as a guiding principle to express
ideas related to efficient induction and computation. In this sense, we consider equation 2.2 as fundamental to the understanding that an intelligent
agent (or universal machine) can have of all possible environments in the
physical world, and as such, as the formalization of the universal principle of
induction.
In the case of this work, we deal with real-world data, as in most practi-
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cal cases, and equation 2.2 is treated as the greatest generalization possible
from which approximations necessarily need to be derived. We consider then
a minimal description as the best hypothesis for explaining a given phenomenon with the least information possible. KC is understood then as an
idealized conception of induction, and extends Occam’s and Epicurus principles in a formal sense.

2.2
2.2.1

Minimal descriptions, nature and games
Kolmogorov complexity and efficient descriptions

Consider the following binary sequences:
10011101001001110010000111011110

10101010101010101010101010101010
Even though both are 32-bit sequences, we can say that the second one
can be described by stating that if n is odd then 1, 0 otherwise. On the other
hand, the first sequence can be described by a fair coin toss, since we do not
have a simple description to express it. It can be said then that sequence 2
does have an efficient representation, in the sense that it can be described
in fewer bits that the sequence itself (e.g. 10 · 16), while sequence 1 can be
considered random since there is no better representation than the sequence
itself. The KC of a sequence or string is then the minimum description
possible of the sequence, which is less than the length of it. More formally,
the KC of a computable function f can be expressed as:
K(f ) = min{|p| : f (p) = x}

(2.3)

where |p| is the size of the program p and f a computable function for obtaining the string or sequence x.
If we index equation 2.3 by all possible programs, we can clearly see that
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it is the deterministic version of equation 2.2. By applying equation 2.3
to Popper’s evolutionary scheme we obtain a sequence of hypothesis testing
based on minimal descriptions in the following way:
P S → T M1 → M C1 → T M2 → M C2 → ...

(2.4)

where P S is the amount of data available, which in this scheme remains
unchanged, T M refers to the tentative model and M C to its compressibility.
If M C1 is effective, it generates another tentative model T M2 , and continues
until no further compression can be applied to the model, and accepts that
model as the minimum description of a given dataset.
We can also consider the case where the data can be compressed as well.
Let’s note that compressing the model is dependent on P S, the data, and
if we are considering the compression of P S, then every compressed data
presents a new and unique P S in an equivalent way as Popper’s evolutionary
scheme. Let’s consider the following scheme, and call it the evolutionary
compression scheme:

P S1 → [T M11 → M C11 → ...] → P S2 → [T M21 → M C22 ...] → P S3 → ...
(2.5)
The evolutionary compression scheme uses the amount of data available
for a given problem, and tries to compress the model for the data P S1 obtaining the minimal description T M1j that generates P S1 after the j-th compression. At the next step P S2 the data would be compressed and a tentative
model and their successive compressions would follow until we can no longer
compress the data, or the model. Needless to say that compression steps
follow an iterative approach.
In the evolutionary scheme presented, both the data and the theory
(model) are compressed to the highest degree possible, making the selection process about inferring the minimal hypothesis using the least amount of
data. This evolutionary scheme could be seen as a universal scheme for model
selection under minimum knowledge. In this view, KC can be formulated and
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used to articulate an inductive research program around minimal information and sufficiency. This may sound at first unnecessary, but problems in
nature, as we will soon show, depend in great part of least descriptions.

2.2.2

Games of nature and the nature of efficient games

We don’t know if nature plays dice, but we do know precisely because of the
fact that a rational player does not understand all the mechanisms of nature,
that playing against nature involves a certain degree of belief when trying
to make predictions on the outcome of a given action. We find in the logic
of games a perfect rationalization of evolutionary concepts, specially of the
type presented in equation 2.5.
Let’s imagine an agent A that needs to learn as many possible descriptions
D of an environment with no prior knowledge about it. Let’s assume that
the environment is immutable and finitely large in its possible descriptions,
|D|  ∞. It is easy to see that the function for computing all possible
environments f (D) is computable, since the set D is enumerable. If the
payoff is uniform for all possible descriptions, we know that the agent has
no particular interest in learning some descriptions over others, and that A
will need to maximize the total number of descriptions learned to be able to
survive in this environment. We will call this agent Epicurus.
Let’s imagine now that the environment that Epicurus was presented with
suffers a dramatic explosion of an unprecedented magnitude, transforming it
into a space with infinite possible descriptions. Since |D| = ∞, we know
that f (D) is not computable, resulting into an undecidable problem that
Epicurus cannot find an approximation to it, with the fatal result of vanishing
Epicurus from the environment. A new, more sophisticated agent comes
from outside the environment with complete ignorance about it. Without
any prior knowledge of the environment, the agent assumes that it is infinite,
and therefore a number of descriptions should suffice to understand it. We
will call this agent Occam.
The problem that Occam is facing can be formulated using equation 2.2,
and closely resembles the problem of understanding nature; more so at least,
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than the first problem Epicurus was faced with.
The game-theoretic characterization of equation 2.2 was formalized in
[MMSV10] for two players in the following way: let F be the set of binary
∗
strings having non integer-values F = N{0,1} . Let α be a subset of F , and
we say that α is O(1) − stable if f1 ∈ α ⇔ f2 ∈ α for any two functions
f1 , f2 ∈ F such that f1 (x) = f2 (x) + O(1). Now, consider two players Alice
and Bob playing an infinite game with full information. Alice and Bob enumerate graphs of two functions A and B respectively with binary strings as
arguments. Each player can add finitely as many pairs to the graph as the
player decides. The winner is declared in the following way. Let KA and KB
be the complexity functions that decompress A and B respectively following
equation 2.3, and we say that Alice is declared as the winner if the function
K(x) = min(KA (x), KB (x)) satisfies α and KA ≤ KB + O(1), otherwise Bob
wins. This is the general characterization of KC using a game-theoretic approach. Let’s go back now to our agent Occam and reconsider the problem
Occam was facing. Given the fact that the environment had infinitely many
possible descriptions, and that Occam has only limited time to find some
descriptions that are sufficient to understand the environment. We call x  n
the first n elements of the sequence x that Occam needs to infer to have
sufficient information about x. Where |x| = ∞.
In this game, we know that Occam has a wining strategy iff K(x  n) ≤
n − O(1), otherwise x  n is a random string that cannot be learned, or
computed, by Occam. From this characterization we can derive several conclusions; there is a string s such that |s| < |x| and that the information that
s contains I(s) is sufficient to describe the regularities of x. If the set I(s)
can be effectively computed, or its cardinality is less than the lenght of the
object itself minus a constant, then we can have knowledge about x that we
assume to be sufficient in this setting. We can see that this game is framed
as epistemic, in the sense that the knowledge that Occam is able to construct
based on the data, is dependent on the size of the description used, and
therefore can be seen as equivalent to the evolutionary scheme presented in
2.5. If we introduce in Occam’s game a penalty factor for every bit of the
description that Occam needs, we know that Occam should search for a min-
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imal description of the type min(K(x  n)). This is equivalent to finding the
minimum information contained in an object for inferring the object itself.
Information, in the different problems and games presented in this subsection, plays a crucial role in the determination of the game Occam was playing,
and also in the Popperian evolutionary scheme presented. An example of how
nature depends on the length of the information to be transmitted, is the
well-known study in ant-colony communication [RR96], which shows that information complexity is directly proportional to the time an ant colony takes
to find a new food location.
This information-theoretic approach to the description of finite objects
or sequences is carried throughout this work as a guiding principle of general
efficiency, that seems to be descriptive enough to provide explanations of the
different acoustic phenomena analyzed in this thesis.

2.3

Motivic patterns and sufficient information

As we have already presented, minimal descriptions play a central role in this
work, but one could ask her/himself, is this optimization needed? or even,
does nature operate by minimal descriptions?
From a theoretical perspective we know that infinite objects, or even objects with very large complexities in the KC sense, can only be computed as
an approximation of the object, or by identifying an initial segment of the
object of size n as we have already presented. If n is large enough, or if the
approximated object s of x contains sufficient information, then we can say
that we can infer x from s. Since most properties of nature are composed
of discrete objects with large amounts of information (e.g. the networks of
neurons in a human brain) we can only infer such objects from partial descriptions. Under this assumption, the optimality of minimal descriptions seems
useful for inferring those objects. Also, signals from nature are subject to
partial information, either by signal degradation or incomplete measurement.
In such cases finding minimal sequences that contain sufficient information
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for reconstructing the original signal seem like a necessary condition.
In this work we are interested in a particular type of minimal description,
motifs. A motif can be broadly understood as the minimal unit of information with significance. While motifs can be well defined, they are not
always so easily inferred from data. In biology, for instance, short linear motifs present in proteins are of fundamental importance in biological systems.
These short motifs have a degenerative nature that makes the discovery of
new motifs an extremely difficult subject [DVRW+ 12]. The motifs studied in
this work are of a different type: they are generated based on certain properties of the human cognitive system and produced by our phonatory system,
which the resulting signals obtained will be subject to these properties. Still,
these acoustic motivic patterns should follow the same general principles of
information sufficiency as those present in complex biological processes.
We can define more formally a motif, in the general KC setting, as the
minimal sequence s found in a signal x such that the information contained
in s is sufficient for obtaining x such that:
I(s|x) ≤ H(x|s) + O(1)

(2.6)

where H(x|s) is the conditional entropy expressed as the negative logarithm
of the probability P (x|s), and I(s|x) can be seen as the conditional complexity. From equation 2.6 we can see the direct relationship between KC and
Shannon’s entropy, and an equivalence between description complexity and
information theory [Cha75, Cha77]. In practical terms, this abstract notion
of information content and program size complexity can be useful to determine relevant patterns from signals. Imagine we need to determine a specific
characteristic of a speech signal, for example whether the speech comes form
a male or a female. We may not need to learn the complete signal to infer
that property, maybe there exists a minimal description of the signal that
may suffice to infer the property. Let’s think now of a singing style that has
a particular type of vocalization as its main characteristic. Then, we can
think of motivic patterns that may contain enough information to determine
the singer’s style or even who the singer of a particular audio fragment is.
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These are some examples of the problems that we are interested in, and that
we will be researching in this work using minimal descriptions. We are are
only interested in motifs from an information perspective, and not from any
other preconceived theoretical formulation.

2.4

Minimally sufficient patterns

The inequality presented in 2.6 directly refers to the minimal amount of
information that we must have access to in order to infer an object, and how
this object is bounded by an additive constant. As a natural consequence,
we can derive from this characterization the concept of minimally sufficient
pattern.
From the seminal work of Fisher [Fis22] we can define a sufficient statistic
as the statistic chosen that can summarize the whole sample. This concept
of statistical sufficiency as it pertains to information can be restated in the
following way [KL51]: the information in a sample cannot be increased by
any statistical operations and is invariant if and only if sufficient statistics
are employed. From an algorithmic and machine learning perspective, we
can define a minimally sufficient pattern as a pattern P − that contains all
information relative to pattern P and that cannot be compressed. We can see
that P − is analogous to KC. From results in algorithmic information theory
[BMdR+ 14] we know that KC can only be approximated from above without
any arbitrary precision, but not from below. As shown in [BMdR+ 14], by
restricting the data to a particular model class KC can be approximated
by probabilistic means. These results imply that the function C(·) that
compresses P to its minimum is not effectively computable, and even the
computation of P − cannot be guaranteed as an absolute optimum. Therefore,
we should use the notion of sufficiency in this context as an approximated
sufficiency. The approximation of P − will depend on the method used,
and throughout this work will be based on the accuracy score of the DL
algorithms and architectures utilized. We consider P − to be sufficient if it
can be effectively inferred given a model M with an accuracy greater than
any other such pattern.
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Searching for minimal descriptions in music and in other acoustic phenomena

Since the type of descriptions that we are concerned with are human-generated,
we need to first understand what are the main characteristics and constraints
of the systems under study.
Music is largely based on a series of perceptual mechanisms and systems
some unique to humans, some others shared with most vertebrates, which
may have emerged as a result of a very long process of evolution [Fit06].
Music appears across cultures and serving different functional purposes in
a community, which makes it a social and participatory activity [Net00].
But music, as universal as it may be, emerges in the human brain, and as
such, should be studied from a biological perspective, if we are interested in
studying the systems that support it. Music can be regarded as a cognitive
faculty that emerged within a general-purpose architecture [KLT+ 99] or as a
by-product of other faculties that were not intended for its purposes [Pin03].
In either case, the ability to produce and understand music is bounded by
the limits and nature of the human brain and its function.
In his famous paper [Mil56] Miller demonstrated that humans, can repeat
back a list of at most seven items, plus or minus two. This finding highligted
the importance of working memory in tasks that depend on inmediate recall.
Other research has provided different results. Young adults can recall only
3 or 4 verbal pieces of information (chunks) such as short phrases or expressions [GCNB08]. Cowan [Cow01] set an storage limit between 3 and 5 items
as a capacity limit for individuals to hold information in working memory for
short periods of time. Regardless what the exact minimum value is, or what
differences exist on individuals based on age and ability, our cognitive capacity for keeping information in our short-term memory is relatively low. This
limitation underlines many of our abilities for reasoning, to make decisions,
and to learn.
Music, as a sequential process, depends on short-term memory to be able
to relate individual elements with each other. These memory mechanisms
apply also to other types of sequential cognitive processes [PZ05]. Evidence
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suggests that there may be several dissociable systems for maintaining information over short periods of time [Deu70]. At the same time, music requires
long-term representations to discern between tunes and melodies.
Similar to words in language, music requieres the selection of candidates in
a perceptual memory system [PZ05]. These perceptual representations have
to be abstract in nature, since listeners are able to retain certain properties of
a tune and identify them in another while not preserving all the information.
Evidence from ethnomusicology and statistical music universals [SBSC15,
Net00], show that humans use a small number of pitches to transmit orally
music traditions. This may be related, or impossed, by the constraints of
human’s auditory, perceptual, and cognitive systems.
Short-term memory also plays a crucial role in the processing of speech.
Empirical evidence shows that natural speech has a higher recall rate than
synthetic speech [LFP83] due in part of the increasing demand of short-term
memory in processing artificial speech, highlighting the working-memory capacity limits. Other studies have investigated the relation between speech
rate and acoustic similarity and word lentgth, showing that recall on speech
is directly related with speech rate and the development of the articulatory loop [HT89]. Auditory processing in humans is directly connected with
speech processing as a uniquily and universal human characteristic [Lib92].
The processing of acoustic units of information is limited by the constraints
of working-memory and our cognitive system in general.
In this context, we can see how the existence of minimal units of information and their organization obeys a biologically-determined function of
our brain, that seems to favor shorter representations instead of longer ones,
probably as a result of an evolutionary adaptation.
Throughout this thesis we establish the main goal of identifying minimal
patterns in vocal music and extrapolate those findings to intonation patterns
in speech. The goal, as stated at the beginning of this thesis, is to first identify
those patterns using DL methods and then, using evidence from empirical
and theoretical works in ethnomusicology and cognitive science, understand
how these patterns are organized.
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Conclusions

This chapter provides a theoretical framework for the investigation of motivic
patterns, that under certain threshold or constraint, can be considered as
sufficient and minimal. The concept of minimum descriptions or minimal
information plays a fundamental role in this work. In the present chapter,
this idea of minimal information is framed within the mathematical theory
of KC. The different characterizations of KC are only used to provide an
explanation to the more general idea of minimal motivic patterns, which are
introduce from a natural and cognitive sciences point of view. We introduce
the topic of minimum patterns in the more general context of induction, and
provide a historical overview of the problem up to the discovery of algorithmic
probability.

2.7

Contributions

This chapter makes the following contributions:
1. We frame the topic of this thesis from a novel point of view in the study
of motivic patterns, namely that of KC.
2. Motivic patterns is contextualized in the more general problem of induction, and by doing so, we make epistemological claims as of the
importance of the study of minimal descriptions in music and in other
acoustical phenomena.
3. A formal characterization of a motivic pattern is provided.

Chapter 3
Deep Learning Architectures
for MIR
In this chapter we make a brief and concise introduction to the basic DL
models. The intention is not provide a detailed review but to present the
basic building blocks to later explain how the nature of the models relate to
the the types of predictions that can be made related to music applications.
A review of the main studies in MIR is presented to direct the conversation
towards questions pertaining to the audio domain, and that in the MIR
research become fundamental to obtain relevant answers to musical questions.
We conclude with detailing the major limitations that exist today with deep
networks for audio signal processing and more importantly for music, and
provide some general approaches that can be taken in the context of this
thesis.

3.1
3.1.1

Deep neural networks
Introduction

Since the inception of the perceptron in 1957 [Ros57, Ros58], neural networks
have gathered the attention of the AI community. The initial developments
and enthusiasm in this new model of computation soon encounter a major
limitation and drawback, the perceptron could not solve a simple XOR func25
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tion [MP17]. Due to such basic limitations neural networks were abandoned
in favor of symbolic systems of computation, until the connectionist approach
to neural networks was revisited in the 80’s. During this decade several
advancements in neural nets were introduced, the advent of Convolutional
Neural Networks (CNNs) [FM82] and Recurrent Neural Networks (RNNs)
[Hop82], and the backpropagation algorithm to train Multilayer Perceptrons
(MLPs) [RHW86].
The backpropagation algorithm opened up the field of neural computation
by allowing networks to learn based on the gradient of an error function
in relation to the weights of the network, and proceed backwards in the
calculation from the final layers to the initial ones. This algorithm, still
used in today’s DL architectures, allowed neural nets to be trained to learn
an XOR function. By stacking layers, this connectionist approach found
limitations due to the computer power required to train deeper neural nets.
Mainly, the problems associated with deeper nets had to do with how to
initialize a network and how to select hyper-parameters.
A solution to the learning problem of deep nets was first proposed by
Hinton [HOT06], who introduced a fast algorithm for densely connected networks. The main contribution of this approach was to fine-tune the weights
using a greedy algorithm in a pre-training phase that allows denser nets to
initialize more efficiently. GPU implementation of dense neural computations
[KSH12] helped in the scaling-up of trainable models and was a key factor
in the DL revolution, allowing for large quantities of data and models to be
trained, leveraging advances in many sub-disciplines such as speech processing [HDY+ 12], and image recognition [KSH12] more widely, that have been
adopted in many areas of audio signal processing.

3.1.2

Neural networks

We will now review the fundamental models used in DL tasks, and describe
their components and main building blocks. We will concentrate on the
multilayer perceptron (MLP) convolutional neural network (CNN) and the
recurrent models (RNN and LSTM) as the fundamental models upon which
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others are build.
The objective of a neural network is to learn an input distribution P (x) for
predicting a set of y labels P (y|x). The main advantage of neural nets, more
so deep neural nets, is the ability to approximate an arbitrary non-linear function, by learning good representations from the input distribution at various
levels. The main objective is to make higher representations more abstract
and the individual features invariant to most of the variations present in the
training set or distribution [BCV13]. This general goal of learning representations is achieved differently by each model, and each model was conceived
with a slightly different motivation or task in mind.
Multi layer perceptron (MLP)
The MLP is a perceptron with at least 2 or more hidden layers, also called
in the literature a forward network, and are the basic building blocks of
DL architectures. The goal of a MLP is to approximate some function f ∗ ,
mapping an input x to a class or category y. An MLP defines a mapping y =
f (x; θ) and the goal is to learn the parameter set θ that best approximates
f ∗.
In a feedforward network information flows from the function that evaluates the input x to the intermediate computations that obtains y. In this
type of network layers are stacked and connected as a directed acyclic graph,
and each layer represents a function connected in a chain, then the chain
function for 3 layers would be f (x) = f 3 (f 2 (f 1 (x))). There can be an arbitrary number of layers in a network, normally decided during the design
phase, and therefore f 1 , ..., f k functions associated with each layer, where k
is the number of layers, also called the depth. The last layer of the network
produces the output and is called the output layer, and the intermediate
layers hidden because they do not produce an output.
A simple perceptron with one layer predicts y following the equation:
y = σ(0) (W(0) x(0) + b(0) ),

(3.1)

where σ is an activation function, W a matrix of weights, and b the bias
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vector. We can extend the single layer perceptron to any number of layers
obtaining the following equations for a depth of 3 where h represents a hidden
layer:
y = σ(2) (W(2) h(2) + b(2) )

(3.2)

h(2) = σ(1) (W(1) h(1) + b(1) )

(3.3)

h(1) = σ(0) (W(0) x(0) + b(0) ).

(3.4)

We can see how an MLP predicts an output y based on a series of intermediate computations via a forward pass considering all the input that it is
weighted by the matrix W at each layer.
Convolutional Neural Network (CNN)
A Convolutional Neural Network (CNN) [LBD+ 89] is a special type of neural
network that uses convolutional operations instead of matrix multiplications
in at least one of the layers. A convolutional operation is normally denoted
with an asterisk and its discrete case for 1 dimension can be defined as follows
for a signal x at a time step t:
x(t) ∗ w(t) =

∞
X

x(n)w(t − n),

(3.5)

n=−∞

where the function x is called the input or signal, the function w the kernel
and the output is the feature map. The input signal is normally array of
data points, and the kernel a multidimensional array of parameters that are
adapted in the learning process, similarly to the weight matrix in the MLP
model. These multidimensional arrays are known as tensors in the machine
learning literature. CNNs are normally used in image classification tasks
or in inputs with at least 2 dimensions (e.g.: audio), and the convolutional
operation for 2D can be defined as:
x(i, j) ∗ w(i, j) =

∞
X

∞
X

m=−∞ n=−∞

x(m, n)w(i − m, j − n).

(3.6)
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Figure 3.1: The top layer shows an input layer x3 with an output s with
kernel of size 3. The bottom layer shows a matrix multiplication connectivity.
Extracted from [GBC16].
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As we have seen with the MLP network, network layers normally use
matrix multiplication by a matrix of parameters, where every input unit
interacts with every input unit. CNNs have sparse interactions by making
the kernel smaller than the input. This significantly reduces the number of
parameters that need to be stored and the number of computational steps.
Figure 3.1 shows the sparse connectivity of CNNs compared to a matrix
multiplication operation.
CNNs normally use a 3-step operation to compute feature maps. The first
step is composed of a set of convolutional operations producing a set of linear
activations. Each linear activation is passed through a non-lineal function.
The last steps involves a pooling operation, which makes the representations
learned invariant to changes and more robust.
Recurrent Neural Network (RNN)
Recurrent Neural Networks (RNNs) were developed to model sequential dependencies over time [Elm90]. These networks depend not only in the current
step but also the previous one. The basic RNN model can be formally stated
with the following two equations:
(t)

y(t) = σ(1) (W(1) h(1) + b(1)
(t)

(t−1)

h(1) = σ(0) (W(0) x(t) + Wr h(1)

+ b(0) ,

(3.7)

(3.8)

where Wr denotes the recurrent weights that are intended to encode the
temporal dependencies. These recurrent connections suffer from the vanishing gradient problem [BSF94]. Long Short-Term Memory (LSTM) networks
[HS97] provided a solution to this problem by allowing direct connections
from previous layers in the form of a state representation st and can be
defined as:
i(t) = σ(Wxt + Wr h(t−1) + b)

(3.9)
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(3.10)

(3.11)

where i(t) is the input at time t, s(t) the state, and h(t) the output. As we can
see in i(t) , the information acquired in the past is expressed in Wr h(t−1) . The
state information that is kept is based on the current information contained
in i(t) or past one in s(t−1) . The output determines what information in the
current state is relevant for obtaining a representation. The sigmoidal gate
functions are used as activations and are defined in the following equation:
g(t) = σ(b + Wx(t) + Wr f(t−1) ).

(3.12)

Training neural networks
It was shown how the different networks presented were built with different
objectives in mind. While MLP are models that make predictions based on
all its inputs, CNN preserve local features by applying filters to the input
signal to obtain reduced representations. Recursive networks like RNN model
temporal dependencies concentrating in shorter time intervals, while LSTM
can model longer temporal histories sequentially. These network models
are generally trained following a sequential optimization procedure called
stochastic gradient descent (SGD) [RM51].
Optimization in neural networks differs from mathematical optimization
in the way a performance metric indirectly by minimizing a cost function
associated with the overall performance of the network in a task. By minimizing a cost function J(θ) we hope to obtain a better performance metric
over the training data set. We can formulate a cost function in the following
way:
J(θ) = E(x,y)∼p̂ L(f (x; θ), y),

(3.13)

where L is the loss function of the estimated output f (x; θ) given the input
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x the observed distribution hatp and the label or target class y. SGD then,
updates the model parameters θ iteratively in the following way:
θi+1 = θi − µi Oe(θi ).

(3.14)

The parameters θi in the network are initialized, normally at random,
and using backpropagation finds the update direction Oe(θi ) by computing
the gradient of the error function w.r.t. the parameters. The parameter
µi controls the learning rate by deciding when the parameters θi need to
be updated. Variants of SGD have been developed over the years, such as
Momentum [Qia99], Adagrad [DHS11], and Adam [KB14] optimizers.

3.2

Deep architectures for music

The neural network models described provide a general description of the
building blocks of DL. As mentioned before, DL methods and most of the
recent advances and the DL breakthroughs came from the machine vision
literature [KSH12], and speech processing community [HDY+ 12] that were
adopted and adapted in other fields of audio signal processing [PLV+ 19].
Even though most of the DL methods used for music are applied to audio
signal, there are studies that use symbolic data as input. Early work on using
neural networks with music include symbolic data processing for chord classification [LK89], music composition [ES02] and the analysis of MIDI scores
[DTW97]. More recent examples of using symbolic data with neural nets
include modeling temporal dependencies for polyphonic music generation
[BLBV12], optical music recognition [Tam11], RNN for music transcription
[SBC+ 14], melodic prediction using feed-forward networks and view-points
[CWG14], modeling western classical music contexts using word2vec [HC17],
and music generation based on harmonic and melodic content extracted from
western classical music pieces using vector representations [HW16].
Even though DL for symbolic data can provide insights into musical questions borrowing from Natural Language Processing approaches, audio signal
processing problems have motivated many DL advances in the field of MIR.
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In the case of this thesis, we use symbolic data to study well-known ethnomusicological corpora to answer particular questions regarding the role of
minimal patterns in processes of diffusion and transmission of music. Audio
will be used to address challenges in musical repertoires where transcription
is only not available, but it could hinder the analysis of complex melodic
traditions and the analysis of the human voice for singing and in speech. For
that reason, we will be reviewing in more depth DL methods for audio signal
processing . We will review the most common models and adaptations of
deep neural models used in the audio domain, for later concentrating their
application in MIR.

3.2.1

Deep neural networks for audio signal processing

The transformations that DL methods have brought to image processing
tasks have also impacted the field of audio signal processing. Previous stateof-the-art methods for audio signal processing such as hidden Markov models, Gaussian mixtures, i-vectors, and matrix factorization have been outperformed by current DL architectures. While images are static two-dimensional
representations of a physical object, audio signals are one-dimensional time
series. Most audio deep architectures use an intermediate representation of
this one-dimensional object, transforming it into two dimensions. This transformation allows deep architectures to be reused and transferred from image
to sound signals, and to create a richer object where frequency and time are
divided in two axis.
Even though image and audio share substantial methods, the different
nature of these two very different objects (static vs time-dependent) has
brought particular solutions to the audio domain, creating audio specific
architectures. In audio tasks, problems can be classified as single-class prediction or multi-class prediction problems. In the single-class problem the
task consists of determining a certain class of an audio sample, while in the
multi-class problem a set of tags or labels have to be inferred from a sample.
In classical machine learning techniques, classification and feature engineering used to be two different processes. In deep models, these two pro-
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cesses are integrated in a single architecture. The intermediate representation
that is used as input for the architecture becomes fundamental in determining
the quality of the solution. Mel frequency cepstral coefficients (MFCC) features have been used extensively in audio applications, and more concretely
in speech recognition. These are spectra reduced to a set of frequency bands
transformed to logarithmic magnitudes. Mel filterbanks (FBanks) in computing MFCC [KL10]are frequently used in speech processing based on auditory
speech perception research findings [DM80], where the spectrum is warped
according to the mel scale in order to adapt the frequency resolution to the
characteristics of the human ears. The magnitude spectrum is segmented
into bands by filter banks that are a series of triangular filters. Log mel
spectrogram is a temporal sequence of spectra, where window size directly
affects the resolution of a frequency. Mel spectrograms are widely used in
acoustic modeling tasks such as music. Some approaches instead of relying
on the parameters of the acoustic features directly learn filters directly from
waveforms [HWW15].
The models used in audio tasks, as in most modern DL applications,
center around CNN, recursive models, sequence-to-sequence, and generative
ones [PLV+ 19]. CNNs are normally used in audio signal tasks with 2-D features such as mel spectrograms to obtain feature maps that later are passed
to a fully-connected layer for classification. The main design decisions when
developing CNNs for acoustic modeling are the size of the kernels, and the
size of the stride. Rectangular filters in the time domain tend to work best
for time-dependent features such as in music tasks, still CNNs have limited
context sizes that may limit the temporal structure of the signal. RNNs in
the audio domain, since they are sequential models, tend to perform better
overall in the sequential prediction task, and are coupled with CNN forming
a Convolutional Recurrent Neural Network (CRNN). CRNN use the CNN as
a feature extractor and use the RNN layers to learn better representations
in the time domain. Encoder-decoder models, or sequence-to-sequence, have
had success in automatic speech recognition tasks [CSW+ 18]. The model
learns an input representation of the signal and tries to transduce it to an
output using recurrent sequential models such as RNNs. Many applications
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in audio signal processing require significant intermediate components, and
full end-to-end encoder-decoder models present several challenges. For instance, in speech processing tasks, besides the acoustic modeling of the signal, it is required to segment utterances of the speech, and learn phonemic
and language features independently [SSB14]. Attention has added a selective mechanism to sequence-to-sequence models to select parts of the output
representation of the encoder to reduced the amount of information that it
is relevant for a given task [CJLV16].
Generative Adversarial Networks (GAN) have been explored in the audio literature less intensively than the aforementioned models. GANs learn to
produce samples from a dataset from low-dimensional latent vectors [GPAM+ 14].
They contain two models, a network generator and a learner. The generator
network is responsible for creating samples from a known prior distribution,
and the discriminator or learner to detemrine if those samples belong or not
to the dataset. In the audio literature GANs have been used for source separation [SS18], in conjuction with CRNN for music generation [Mog16], and
for speech enhancement and denoising [DLP18] among other examples.
Music
Applications of deep neural models to audio music signals can be divided into
low-level and high-level analysis. Low-level analysis include onset and offset
detection, fundamental frequency estimation, beat tracking, meter identification, downbeat tracking, tempo estimation, harmonic analysis, key detection, melody extraction, chord estimation, and contour extraction. High-level
analysis include mood, genre, and style classification, instrument detection,
instrument separation, transcription, structural segmentation, singer identification, and genre classification. Other tasks that can contain both levels
include, discovery of repeated themes, cover song identification, music similarity estimation, and score alignment.
Some of the most recent contributions of DL to music include low-level
analysis of beat tracking using spectrograms and an ensemble of CNNs
[DBDR16] and RNN with spectrograms to track up and down beats [BKW16].
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Both studies use post-processing classical machine learning techniques to be
able to capture longer time-dependent features and more coherence in the
estimation. Boundary detection of musical segments was studied using CNNs
with downsampled spectrograms [USG14]. Onset detection was studied with
CNNs with fixed temporal contexts [SB14]. For musical event detection we
can see how CNNs with fixed temporal context and RNN with larger contexts are used in different settings successfully. Another low-level description
task is tempo estimation. CNNs were used to train them on 12-second spectrogram samples directly without any prior beat tracking technique such as
onset detection detecting tempo changes [SM18].
Higher-level analysis tasks include chord recognition, which is a multiclass problem consisting of assigning at each time step in a recording root
and chord class to the sample. Constant-Q linear-magnitude spectrograms
augmented with pitch shifting were used to train a CNN obtaining good
results [HB12]. Music audio tagging has been one of the most studied
tasks suiong DL method in MIR. The task consists of assigning a tag to
a musical sample based on vocabularies generated by users of music services. 1-D time CNNs were trained on log-mel spectrograms of 2 seconds
duration, and averaged out on consecutive samples [DS14]. Fully connected
convolutional neural networks showed that mel-spectrograms were good timfrequency representations for music tagging on the MagnaTagATune dataset
[CFS16]. CRNN models were used in music tagging [CFSC17a], showing
that feature extraction and feature summarization were very effective for
music classification with this type of architecture. In music tagging CNNs,
differently from image classification tasks, max-pool layer are used instead
of average-pool, mostly to elevate local detection of vocals to global predictions. Raw audio samples were used with any intermediate representation
to train CNNs with very small filters of sizes 2 and 4 matching the performance of spectrogram-based approaches [LPKN17]. Still raw waveformbased methods require significantly more data than spectrogram-based methods. Raw waveforms were used with GANs for adversarial neural audio
synthesis [DMP18, EAC+ 19], and to explore and create different timbral
possibilities together with Wavenet autoencoders [ERR+ 17].
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Current problems and limitations of deep networks for music

Overall, we can see different design strategies to develop deep network models for MIR. While CNNs are efficient feature extractors that can work very
well for low-level tasks with small-time samples, they lack the ability to learn
longer time dependencies that may be better learned with recurrent models.
CRNNs seem like a very useful model to combine both strengths, especially
for higher-level music tasks such as tagging or genre classification. Waveformbased models have shown to match the performance of spectrograms, but
more data is required. Raw audio data like waveforms take into consideration more information from the raw signal, and that includes the phase
which can be important for low level tasks. Fully end-to-end approaches still
face significant difficulties, given the number of sub-tasks music applications
require, and the amount of data required to be able to provide a full solution.
Most music corpora, especially those that are targeted for the musicological analysis, are normally scarce and present different problems for
using deep networks for audio analysis. Also, the lack of annotated data
in most music datasets that are of interest for ethnomusicological analysis
brings up questions of DL usability in this context. Transfer learning it is
an area that has had significant interest in MIR for audio representations
[CFSC17b, VDODS14] and that can continue making contributions in MIR
data for the musicological analysis. In order to do that, robust representations need to be learned that can be used for different musical traditions.
One of the problems of music data from highly diverse musical cultures is the
type of musical system used, and how time-frequency features may become
invariant to the prediction task. Few-shot learning could be a solution in
this type of repertoires were music and annotations are scarce by learning
from existing annotated repertoires. Again, the problem of the intermediate representations arises. Advances in self-supervised learning could also be
useful when not enough data is labeled. This is still a very early stage in
self-supervision, but recent efforts in speech processing [PRS+ 19, NCAZ20]
may illuminate future directions in MIR.
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Problems of interpretability that exist in other signal processing domains
in DL become more acute in music contexts. Similarly as in NLP or speech
processing, music requires not only the understanding of a physical phenomena, the acoustic signal, but also how that physical object relates to
higher-level cognitive constructs created by the human mind in the process
of creating, performing, and listening to music. This reality, accentuates
the need for developing musically relevant tasks and architectures, that can
be explained following musicological theory and clearly identifiable and defined research questions. In this work this is the approach taken, intended
to serve both musically relevant questions while at the same time provide
usable solutions that can generalize well.

3.3

Conclusions

In this chapter a basic introduction to the deep neural architectures used
for MIR was made. The building blocks of neural networks were explained
in formal detail and a review of the most relevant approaches, features, and
models for MIR was presented contextualized in the larger scope of audio
signal processing research efforts in DL. To finalize the exposition, the main
problems and current issues with DL for MIR were identified and several
paths were proposed to answer some of the questions related to these limitations.

Chapter 4
Motif Embeddings
In this chapter we investigate the importance of small motivic patterns in
folksong collections using distributed vector representations. The goal of
this chapter is not so much to develop a descriptive framework of musical
patterns, but rather to investigate the role of minimal representations in
the identification and correctly classification of monophonic folksongs. In
other words, we are interested in knowing what the smallest possible units
of information are, that can identify a song belonging to an specic collection,
following the general approach and objectives of this thesis.
We use symbolic data of vocal repertoires as an initial step for exploring vocal audio data in later chapters. The main goal of this chapter is to
assess the usefulness of DL methods for extracting minimal patterns in an
unsupervised manner and without any prior musical knowledge. First, vector
representations of melodic motifs based on the context are obtained. Then,
the motivic representations are tested in a classification task using state-ofthe-art DL methods. As a last step, motifs are comparatively analyzed in
search for particular typologies in each collection.
We are also interested in researching the relation between language and
music, and in exploring possible parallelisms between language semantics
based on context, as expressed in the distributional model, and how context
is used in traditional folksongs.
We show how small representations of melodic data suffices to classify
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songs with a high degree of accuracy. DL methods strongly depend on the
type and amount of data available. Since we are interested in studying minimal representations of motifs, learning models that require no supervision
are essential to understand the data and the representations learned by the
model to be able to make broader generalizations without prior assumptions.
We hypothesize, based on the general idea of minimal descriptions and
on cognitive and ethnomusicological evidence, how small motifs play a fundamental role in the process of oral transmission.
The experimental results and methods of this chapter are drawn from two
publications made by the authors [AGM19, AAGM19].

4.1

The comparative study of folksongs

Comparative analysis in the study of folk song collections has been a topic
of intense debate in the ethnomusicological research agenda since the early
period of the discipline [Net91, Net10]. The main purpose of using comparative methods in ethnomusicology research, is to investigate whether a certain
musical phenomenon found in one culture, is also present in another, or in
the negative case, what are the reasons for it not to be present. Comparison
is also used to provide divisions and classifications of the world’s music in a
systematic way. This general research motivation and approach often finds
itself with problems of defining and delimiting the subject of study and what
the end goal of the comparative analysis is. As Nettl posits it, ‘the concept
of comparison is problematic. To note that two things are in one way alike
does not mean that they are otherwise similar, spring from the same source,
or have the same meaning.’ Nettl’s statement brings us to the fundamental
epistemological question: what should be the appropriate unit of analysis?
Recent work in comparative musicology [SB13] points at five key research
issues in the comparative approach to the study of world music: (1) classification, (2) cultural evolution, (3) human history, (4) universals, and (5)
biological evolution. Classification attempts to establish degrees of similarity
based on prominent musical features. The study of cultural evolution within
a musical context, attempts to understand how musical systems change over
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time within a culture and in relation to other cultures. Musical evolution
as a system may shed light in human history as a whole, and help understand more general processes of variation. The study of music universals
tries to identify statistically relevant traits that occur cross-culturally, and
understand how those traits relate to biological evolutionary processes. In
this chapter we will be dealing exclusively with the systematic analysis of
musical features, and therefore we will be concentrating on the research key
issue (1), as identified by Savage and Brown.
Traditional approaches to folk song classification use the concept of tune
family to establish similarity between more or less similar songs in the search
for a common origin and to understand the type of variation that has occurred
over time with [Bay50]. In this traditional approach the song as a whole is
taken as the unit of study, which allows for the analysis of actual musical
material instead of higher levels of abstraction [Ten06]. Comparative folk
song research in MIR has investigated smaller units such as melodic segments
[JvKV17], motivic contours [Juh09], and small melodic distinctive patterns
[CA11]. In the MIR research mentioned, smaller units are used as a set of
global features for classification purposes, requiring significant a priori expert
knowledge.
In this chapter we present a new computational approach for the discovery of relevant musical motifs from culturally diverse folk song corpora using
local melodic context and unsupervised machine learning techniques. We
then group motifs based on their frequency of occurrence in folk song collections using document classification methods, namely Topic Models, and
show how groups of motifs can reveal specific intervallic characteristics for
each collection, and ultimately, provide sufficient information to correctly
classify songs. We demonstrate how this approach can be used for the musicological comparative analysis, more so when dealing with large symbolic
music corpora.
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Vector representations of folksong motifs

Vector representations of words have been widely used in Natural Language
Processing (NLP) tasks [RHW86]. Following the distributional hypothesis
[Har54], [Cla15], vector space models represent, or embed, words that are semantically related to each other closer in a continuous vector space [TP10]. A
recent development in vector space models is word2vec [MCCD13, MSC+ 13,
GL14], developed for learning high-quality word vectors from large corpora.
A neural network language model for learning word-embeddings was first
proposed to learn a statistical language model and a word vector representation [BDVJ03]. A simpler model using a neural net with a single hidden
layer to learn word vector representations, and then train a language model
was later developed [MKB+ 09]. Word2vec follows this simpler approach in
two steps: first, continuous word vectors are learned using the simpler model
[MKB+ 09], and then an n-gram is trained using these representations.
The relation between music and language has been studied in the cognitive science literature. Even though they are treated as different cognitive
faculties, both share structural characteristics and generate similar expectations on the listener [BS01]. NLP methods have been adapted and adopted in
Music Information Retrieval (MIR) contexts [CW95], [BLBV12], [BAH+ 17].
More specifically, word2vec was used to model musical contexts in western
classical music works [HC17], and for chord recommendations [HDG16]. In
both cases the music compositions studied were complex polyphonic works.
The work presented in this chapter uses a much less data intensive material:
monophonic songs.
Following the distributional hypothesis in semantics, the goal of this research is to adopt the skip-gram version of the word2vec model for the distributional representation of melodic units. Several melodic features such
as contour, grouping, and small size motifs seem to be part of the so called
‘Statistical Music Universals’ [Net00], [SBSC15]. This sequential processing
of melodic units may be related to the human capacity to group and comprehend motifs as units within a melodic context. Our hypothesis is that these
units may relate to each other in a melody in similar ways as words do in
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sentences. If that is the case, the distributional hypothesis should hold true
for folksong melodies.
In the following sections a description of the skip-gram version of word2vec
to learn motifs from the Essen Folksong Collection [SH95] is presented. We
will present different similarity measures to determine how melodic context
can capture the similarity of folksong motifs.

4.2.1

Word2vec Model

In the skip-gram version of the word2vec model, the goal is to find word
embeddings that can predict the surrounding words of a target word in a
sentence or document [MSC+ 13]. Formally, the model can be defined in the
following terms: given a corpus W of words w and contexts c, the network
tries to predict the surrounding words of a target in a context. The objective
of the skip-gram is to maximize the following log probability:
"
arg max
θ

#

Y

Y

w∈W

c∈C

p(c | w; θ)

(4.1)

where p(c | w; θ) is calculated by the softmax function:
evc ·vw
P
p(c | w; θ) =
evc0 ·vw

(4.2)

c0 ∈C

where vc and vw ∈ Rd are vector representations of v and c, and C is the
set of all possible contexts. The set of parameters θ is composed of vci , vwi
for w ∈ W .
Since the term p(w; θ) involves a summation over all possible contexts
0
c becomes computationally very intensive, and it is normally replaced with
negative sampling [MSC+ 13]. The approach presented in this chapter uses
this sampling technique.
The cosine similarity measure is used to determine the relatedness of two
embeddings. The metric for a pair of words w1 and w2 can be defined as
[SLMJ15] :
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(4.3)

−
for all similarity computations in the embedding space, where →
w is a
real-valued vector embedding of word w.

4.2.2

Melodic context and motif representation

We are interested in studying how word2vec can model melodic context using
small musical motifs instead of words. In the present research context is
understood as the sequential organization of melodic units that establish
statistically relevant relationships with one another in a melodic segment.
Melodic similarity and classification methods depend strongly on melodic
representation [TE02]. Motifs from the Essen folksong collection are represented by using strings. First, intervals are codified for each song by using
Music21 [CA10] chromatic step values from the original Kern format, and
encode interval direction with Boolean values (1 for ascending and 0 for descending). For instance, the string 21 represents an ascending major second,
and the string 30 a descending minor third. Repeated notes are encoded as
00.
Once the entire folksong corpus is encoded using this scheme, motifs are
extracted as multi-words [MSC+ 13]. A multi-word is then a concatenation
of two or more intervals or durations that are found in a melody adjacent
to each other. For example, an intervallic multi-word of size 3 30 00 21
represents a descending minor third, followed by a repeated note, and by an
ascending major second.
The multi-word representation of motifs is obtained following these steps:
• From a corpus of intervals we create a vocabulary of multi-word M
with multi-words mw of length 2. Only those mw that occur at least

CHAPTER 4. MOTIF EMBEDDINGS

45

10 times are kept, based on the quality of the results from ad-hoc
queries.
• For each mw in M intervals in the corpus are substituted with their
corresponding mw.
The same procedure is used for mw of size 3, with the only difference
that the minimum number of occurrences of mw in a corpus is set to 5.
The word2vec model is run based on the corpora created obtaining vector
representations for all the motifs.

4.2.3

Evaluation methods

Evaluation of Word Embeddings (WE) falls into two categories: intrinsic
and extrinsic evaluation [SLMJ15]. Intrinsic evaluation methods test for
syntactic or semantic relationships between words using predefined queries.
Then, methods are evaluated by aggregating correlation scores. Extrinsic
evaluations are performed by using WE as the input feature for another task,
and then embeddings are evaluated based on the changes in the performance
of that particular task.
This study concentrates on intrinsic evaluations, more specific on relatedness and analogy. Relatedness in WE is the cosine similarity between two
words. Pairs of words should have higher correlation scores when compared
with human annotated semantic similarity scores [SLMJ15]. Analogical reasoning was first used for testing semantic relationships between pairs of words
given specific phrases: given a term x and a term y so that x:y resembles a
sample relationship i:j [MCCD13]. All these evaluation methods are language
specific, and have not being adapted for MIR tasks.
Given the non-linguistic nature of music, and the difficulty of interpreting WE, more so when they represent melodic motifs, a new method is presented for evaluating Melodic Embeddings (ME) based on variations of motifs
and similarity measures for those motifs in relation to a reference one. The
method proceeds as follows:
1. For each multi-word mwi , where i = 1, 2, ..., l and l is the cardinality
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of the vocabulary M from corpus C, we compute max(cos(mwi , mwj ))
for all j, and obtain the most related multi-word mwi+ of mwi , so
that mwi : mwi+ , and an unrelated multi-word mwi− , where cos(mwi ,
mwi− )<h, where h is an acceptable similarity threshold.
2. Chose from C a melodic segment c and replace mwi with mwi+ and
mwi− , obtaining a related c+ and an unrelated c− melodic segments.
This action is performed for all segments in C.
3. Obtain sim(c, c+ ) and sim(c, c− ), where sim() is a function that computes a measure of melodic similarity between pairs of melodic segments.
The idea behind this evaluation method is that, if vector representations
of motifs are of good quality, when a motif mwi is replaced with its most
similar motif mwi+ in a melodic segment c obtaining c+ , then a melodic
similarity measure should indicate that segment c is more similar to c+ than
to c− .
To measure intervallic similarity, sequences are evaluated using the mean
absolute difference in intervals (diffint) [MF+ 04]. Since this study deals with
equal-length sequences, note sequences are evaluated with city block distance
(citydist) [SS71], and for duration-weighted pitch sequences correlation distance (corrdist) [JvKV17]. In order to compute distance measures based on
note sequences, a vector of pitches represented as numerical MIDI values is
used.

4.2.4

Evaluating motif embeddings

A sample of 2000 melodic segments is randomly selected from the European
subcollection from the Essen folksong corpus. Multi-word embedings of size
2 and 3 are obtained using the skip-gram version of word2vec with context
size of 5 and vector dimension of 150. We measure melodic similarity using
diffint, citydist, and corrdist for related and unrelated multi-word melodic
segments using the method presented in 4.2.3, and compare their means.
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Figure 4.1: Similar intervallic motifs from mw of size 2
Wilcoxon rank sum test is performed on related and unrelated melodic
segments for all similarity measures, resulting on significant differences in
means for all measures (p-value<0.01). Ad-hoc queries of intervallic motif
embeddings of size 2 show similarity between motifs based on the context.
For instance, Figure 4.1 shows similar motifs from mw of size 2 (transposed to
C), and Figure 4.2, shows melodic examples where those motifs are present in
similar melodic contexts: all three fragments contain the target motif, either
00 20 or 20 00 preceded by a melodic unison and followed by an ascending
major second.
Next, closely related and unrelated melodic segments variations from a
reference segment using the procedure described in 4.2.3 are computed. We
compare the similarity between a reference melodic segment with its most
related variation and the same reference segment with a close variation, and
with a non related (or distant) variation. The cosine similarity for multiwords of size 2 and 3 is used to select closely related and unrelated motifs.
We utilize the Euclidean distance for comparing the average similarity scores
of the 2000 segments and all the variants described.
The results in Table 4.1 show that the distance of the similarity scores
between the reference segments and their variations, and the reference segments and closely related variants (ref var ref close var ) yield better results
than when we compare the reference segments and their variants, with the
reference segments with distantly related variants (ref var ref distant var ).
Overall, the results of the motif embeddings show that vector representations of folksong motifs capture contextual melodic features. Query results
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Figure 4.2: Fragments of European folksongs with similar intervallic motifs
colored in red

Measure
diffint
citydist
corrdist
diffint
citydist
corrdist

Results
ref var ref close varref var ref distant var
mw size
6.231
7.853
2
8.836
11.213
2
0.503
2.378
2
2.163
4.782
3
4.556
7.181
3
0.713
4.044
3

Table 4.1: Euclidean distance between similarity scores
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show how motifs can be modeled with the skip-gram version of the word2vec
from monophonic contexts. One of the advantages of this method is that
motifs can be easily modeled in a complete unsupervised manner given a
context, and they can be retrieved using the cosine distance. At the same
time, with large corpora the algorithm tends to discover multiple motifs,
some of which may be irrelevant for the musicological analysis.

4.3

Attentional Neural Network Architecture

We present a neural network architecture based on the attentional mechanism
described in [BCB14], which uses context to determine the importance of a
word in a given sentence. We will use this mechanism to search for motifs
that are more relevant than others in a song for the correct classification of
melodies given their geographical and national collection.
The architecture that we present is composed of a motif encoder, a motif
attention layer, and an output single layer Multilayer Perceptron (MLP) to
perform the classification task.
The motif encoder takes an input sequence X and reads the sequence as a
vector representation X = (x1 , · · · , xT ) into a vector ci where T is the length
of the input sequence. Instead of following the order of the sequence from
start to finish, in this approach the encoder annotates not only the preceding
words of a target word, but also the following words using a bidirectional
GRU (BGRU) [BCB14]. A BGRU is composed of a forward and backward
→
−
GRU, where the forward GRU f reads the input as it is ordered and esti→
−
−
→
←
−
mates the forward hidden states h1 , · · · , hT . The backward GRU f obtains
a backward representation of the hidden states by processing the sequence in
→
−
reverse order. An annotation hj is obtained by concatenating the forward hj
←
−
and backward states hj , which represents the motifs around a target motif
wj in a song or melody.
The motif attention layer computes the following:

ci =

T
X
j=1

αij hj .

(4.4)
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Intervallic Motif
Motif 1
Motif 2
20 00
00 20
10 20
20 10
21 20 20 20 21 20
40 21 21 21 21 40
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Embeddings
Cosine distance
0.9787
0.9771
0.996
0.998

Table 4.2: Comparison of motif pairs based on cosine similarity.
The weight αij is computed as:
exp(eij )
,
αij = PT
k=1 exp(eik )

(4.5)

where
eij = a(si−1 , hj )
is the alignment of the output at position i that matches the input at position
j, and si−1 is the previous hidden state. The function a is a MLP trained
jointly with the rest of the components of this architecture. The vector ci
summarizes all the information of motifs in a song. We use the negative log
likelihood of the correct labels to determine song classification:
L=−

X

log p(dl ),

(4.6)

d

where l is the label of a song d.

4.4
4.4.1

Data and Experiments
Data

To test the proposed architecture we use the Chinese and German corpora
from the Essen folksong collection [SH95], and a collection of Swedish folk
songs [swe]. The corpus with the German and Chinese collections is composed
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of 4923 melodies (2682 from the German and 2241 from the Chinese), and
489 from the Swedish collection.
We codify all melodies following the procedure described in subsection
4.2.2, and obtain two corpora: a corpus of intervallic and a corpus of rhythmical motifs.

4.4.2

Experiment 1

We first test our architecture with data from only the Chinese and German
collections, replicating the experiment presented in a previous work [CAF11],
where the authors classify songs as being from either China or Central Europe (mostly Germany) using a hand-crafted set of 174 features. The main
difference with our approach is that feature extraction and classification is
performed in a completely unsupervised manner. The musical features in
our case would be the vector representations of the motifs for each song extracted automatically using word2vec, and the unsupervised classification is
performed by the proposed network architecture. The number of songs to
classify in this experiment is much larger (4,923) compared to the 1,943 songs
used in the previous work [CAF11]. We split the dataset in training (75% of
the total data, which results in 3,692 melodies), and test set (1231 melodies).
We compare the classification accuracy of our model with two baselines:
paragraph vectors (doc2vec) [LM14], and an average of the vectors obtained
with the word2vec algorithm. We obtain song representations for each one
of these two models and perform a binary classification task using a linear
SVM classifier.
We implement the proposed architecture using the Keras framework [C+ 15].

4.4.3

Experiment 2

The second experiment uses the 3 folk song collections in their entirety (5,412
songs). We analyze performance accuracy by class, and test whether our
model is able to predict correctly using an unbalanced corpus, where two
of the classes in the data belong to two closely related European folk song
collections.
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Attention Network Results
Repres. type mw size Accuracy score
Intervallic
2
0.922
Rhythmic
2
0.889
Intervallic
3
0.91
Rhythmic
3
0.878
Table 4.3: Results for the Chinese, German, and Swedish collections.
Accuracy by Class
Collection Score
German
0.866
Chinese
0.957
Swedish
0.921
Table 4.4: Correct classification by label.

4.5
4.5.1

Results
Motif embeddings

Table 4.2 shows the most similar pairs of motifs obtained from the data
described in 4.4.1 using the word2vec algorithm and ad hoc queries. Cosine
similarity measures show how melodic context alone can be used to model
high quality motif embeddings. All intervallic motifs in the table have the
same intervals, either in reverse order or by altering the descending direction
with ascending or viceversa. For instance, motif 21 20 20 is composed of
an ascending major second and two descending major seconds. The most
similar motif, with cosine similarity of 0.996, is a permutation of the first
and second interval 20 21 20.

4.5.2

Experiments

We use the motif embeddings for multiwords mw of sizes 2 and 3, for melodic,
and rhythmical features with a vector dimension embedding of 150 as the
input for our architecture. The motif encoder and attention layer in the
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architecture have 200 hidden nodes. We use a stochastic gradient descent
algorithm (SGD) to train the model with mini-batches of size 10 (the most
optimal size found).
Table 4.6 shows classification accuracy scores for experiment 1. We compare the classification results for intervallic, and rhythmical representations
of the songs using the proposed architecture with the two base models. The
attention network outperforms both baselines in all types of representations
and for mw of size 2 and 3. Smaller interval motifs seem to be the best representation in terms of classification acuracy. We should note the good quality
of the results in general not only for the proposed archtecture, but also for
the doc2vec model, which highlights the quality of the motif representation
and its impact on classification accuracy.
The results from the proposed architecture obtain similar results to the
best model (96% accuracy) from the previous work [CAF11], with the difference that we do not use hand-crafted features, and our corpus is much larger.
Our classification task is reduced to Chinese and German folk songs, instead
of Chinese and European collections as a whole.
The second experiment tests the architecture in a more nuanced classification task. We include the Swedish folk song collection to the corpus, taking
into consideration that European folk music is considered by many as a single corpus of musical style [NB90]. The results in Table 4.3 show that even
with an unbalance corpus and with 2 of the 3 classes coming from a similar
collection, we obtain results that are only 2.4% less accurate than the best
result in experiment 1. Table 4.4 shows acuracy scores by class. We can see
how the most differentiated collection, the Chinese, has better classification
accuracy.
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Repres. type
Intervallic
Intervallic
Intervallic
Rhythmic
Rhythmic
Rhythmic
Intervallic
Intervallic
Intervallic
Rhythmic
Rhythmic
Rhythmic

Model
mw size
2
2
2
2
2
2
3
3
3
3
3
3

Comparison
Model
Attention network
Doc2vec
Average word2vec
Attention network
Doc2vec
Average word2vec
Attention network
Doc2vec
Average word2vec
Attention network
Doc2vec
Average word2vec
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Acuracy
0.9458
0.9142
0.8947
0.9279
0.8967
0.8189
0.9341
0.9243
0.9019
0.9116
0.8578
0.8009

Table 4.5: Binary classification scores for each model.

4.6

Comparative analysis of song collections
based on motivic patterns

4.6.1

Probabilistic Topic Models

Previous sections have dealt with the non-descriptive nature of motif embeddings from the folksong collections, namely, the quality of such small
representations and their use in a classification task. Now, we are concerned
with the motifs extracted from the collections and provide repertoire characterizations based on those motifs. In order to organize collections based on
motivic content underlying latent probability distributions by collections of
songs will be needed. Probabilistic Topic Models (PTM) are used in this section to study collections by their content, and to provide motivic differences
by national collections.
PTM is a family of algorithms that were developed to discover the underlying themes and topics in document collections without any prior labeling
or annotations [BNJ03, Ble12]. A topic is then, a probability distribution
over a fixed vocabulary. The most basic model in the PTM family is the
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Latent Dirichlet Allocation (LDA). LDA is a generative probabilistic model
that represents documents as random mixture variables where topics are represented by a distribution over words. More formally, for each document d
in a corpus D, D is assumed to have a distribution over K topics (see Figure
4.3). LDA assumes the following generative process:
1:
2:
3:
4:
5:

6:
7:

for document dd in corpus D do
Choose θd ∼ Dirichlet(α)
for position w in dd do
Choose a topic zw ∼ Multinomial(θd )
Choose a word ww from p(ww |zw , β), a multinomial distribution over
words conditioned on the topic and the prior β.
end for
end for

This model assumes that documents have underlying latent topics that
appear in different proportions, where each word for each document is drawn
from one of the topics.
LDA has been used to model keys in classical music pieces based on the
content of music files, where each music file represents a document, notes
are represented as words, and musical keys are topics [HS09]. We use a
completely different approach, not only from the type of musical collections
being analyzed, but more importantly, from a methodological standpoint.
We use LDA to extract groups of motifs from different collections of music
corpora associated with different regional and cultural traditions. In our
approach, a topic is a group of motifs that is found in different documents.
A song, or melody, will be considered as the document, and a motif, will be a
word in the traditional LDA model. The assumption made in our approach
is that, if motifs are present in different songs from different traditions, then
there is an underlying latent topic (or group of motifs) that contains that
particular motif. In musical terms this means that the content of a song,
not the motifs themselves, is determined by the frequency of appearance of
a motif regardless its position, which is one of the major limitations of bagof-words methods. This is in opposition with word embedding models where
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content and context are linked together. To surpass this limitation of LDA,
we use vector embeddings as obtained by the word2vec model associated with
each word in each document for each collection to represent context, and to
query motif similarity based on context using the cosine distance.
A song is then represented by a document in LDA, which at the same
time, contains the motifs obtained following the method described in Chapter
4. Following our method, each motif has then a vector associated with it
representing a context c and each song (document) an underlying topic t
representing the latent variable that may be shared with other songs, possibly
from different musical traditions. The advantage of this approach is that it
maintains context at the motif level, and can group songs and collections of
songs based on their content.
β

α

zw

θd
D

ww

N

Figure 4.3: Plate Diagram of LDA
Since LDA is a non-supervised method for extracting topics within collections of documents, songs in our case, creates difficulties for its quantitative evaluation. Perplexity, as the loglikelihood of a held-out set within
the entire corpus, seems to be a measure that can be useful to evaluate a
predictive model, but it doesn’t seem to be correlated with human judgment
[CGW+ 09], and therefore lacks explanatory power. Implicit methods that
evaluate qualitatively the latent space based on human selection seem to
yield better results.
Coherence measures seem to have a stronger correlation with human
judgements and allow for better interpretability of the topic model output
[RBH15]. Coherence based on pointwise mutual information (PMI), where
probabilities are calculated based on word pair co-occurrence counts, seem
to obtain good topic results. However, the measure that correlates the most
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with human judgments is CV, which uses normalized PMI in combination
with the cosine similarity [RBH15]. CV retrieves co-occurrence counts for
the given words using a sliding window. The counts are used to calculated
the PMI for each top word in relation to other top words, obtaining a set
of vectors for each word. The coherence is the arithmetic mean of the top
words similarities for each topic. We will be using this measure to evaluate
topic quality.

4.6.2

Comparative analysis of national collections

We explore national collections using the LDA model presented. One of
the main difficulties of LDA is interpreting the number of topics for a given
collection. In the present case, national collections will be compare against
each other to find what makes each collection unique in their motivic content.
For that reason, we will be selecting the number of topics starting from a value
higher than the total number of collections compared (k = 10), and reduce
the number of topics and obtain CV values for all topics. We use multi-words
(motifs) of size 2 and 3, for intervallic and rhythmical representations, we use
larger motif sizes (4) only in cases where the comparative analysis provides a
better insight into the particular motivic nature of a collection. To eliminate
motifs with low frequency we filter out motifs that do not appear at least 10
times in the corpus, based on the quality of the LDA output and the topics
analyzed.
Chinese and German collections
We start comparing the two largest sub-collections from the Essen collection:
German and Chinese. The total number of unique motifs for these two
collections is 340, for a motif size of 2. From Table 4.6 we can see that the
model with 2 topics has a higher CV value. We explore now the content of
the topics, so to say, the motifs that are part of each topic. Topics in this
context, will be interpreted as a group of motifs that appear together in a
song with higher probability.
From Table 4.7 we can see more clearly how the topic model with 2 topics
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LDA with k number of topics
k
CV measure
1
0.4853497897780195
2
0.5251809148199347
3
0.44647707989263835
4
0.38799844651576676
5
0.41533649937441497
6
0.41988442563418155
7
0.4247850683631536
8
0.4230959367970248
9
0.403110955864425
10 0.4184852347714917
Table 4.6: LDA for the Chinese and German collections using intervallic
motifs.

1 20 21 30 20
2 00 00 20 00

Top motifs by topic
21 20 20 30 20 20 21 31 31 21 30 31 31 30
00 20 00 30 21 00 00 31 30 00 00 51 31 00

21 21
51 00

Table 4.7: Top 10 Intervallic for motifs from the Chinese and German
collections (k = 2)
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for the German and Chinese collections makes a clear division of the motivic
content. Topic 1 is composed of major seconds and minor thirds steps, and
topic 2 contains motifs of repeated notes combined with other intervals.
Motif distribution by national collection and topic provides a clear snapshot of the melodic material that defines each repertoire. From Figure 4.4 we
can see how The German motif distribution is composed of 35% from Topic
2 and 65% from Topic 1, while the Chinese motif distribution is 8% from
Topic 2 and 92% from Topic 1. These frequencies clearly indicates that both
collections draw their content from motifs of major seconds and minor thirds,
but that the Chinese collection rarely uses repeated notes in their melodies
(melodic unisons), while the German folk songs make substantial use of this
intervallic motivic pattern.

Figure 4.4: Intervallic motif distribution by country and topic (mw = 2)
In Table 4.8 we can see how for intervallic motifs of size 3 the model
with 2 topics has better coherence score than any other, which reinforces the
findings from the model with 2 topics. The vocabulary size in this case is
large (1,312 motifs after filtering) but the coherence scores are higher than
for the model with motifs of size 2. This is due to the fact that many motifs
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LDA CV results for intervallic motifs
k
CV measure
1
0.4928215167468368
2
0.6125762631275861
3
0.57680299792785
4
0.4480719631195319
5
0.44771759033097913
6
0.0.4784846443340833
7
0.4447930309491582
8
0.385741311608337
9
0.4080617783720648
10 0.40845093029906704
Table 4.8: Intervallic motifs of size 3 (mw = 3)
have low frequency.
The motivic content of the topics (see Table 4.8 ) highlights some of
the findings of the LDA model for motifs of size 2. In this model (intervallic
motifs of size 3), topic 1 has a mixture of repeated melodic unisons with major
seconds mostly, and some minor thirds. Topic 1 includes both motifs of size
2 with consecutive major seconds. Topic 2 has no repeated unison patterns.
Its main content comes from consecutive major seconds and minor thirds.
The distribution of topics by country reveals a more distinctive grouping as
we can see in Figure 4.5. Topic 1 represents 96% of the total collection, and
Topic 2 only 4%. The Chinese collection is represented in this model by 23%
of Topic 1 and 77% by Topic 2. The motifs with repetitive notes followed
by a major second or major third seem to be a characteristic of German folk
songs.
The results overall seem to suggest a larger mean interval structure for
Chinese motifs when compared with German ones. This is in agreement
with previous research on interval size in German and Chinese folk song
phrases [SH11], where “Chinese phrases are dominated by relatively large
intervals but begin with small intervals and end with medium-small intervals”
and “Germanic phrases are dominated by relatively medium intervals, but
begin with large intervals and end with small intervals”. Our motif analysis
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1 30 20 20 30
2 00 00 20 00

Top intervallic motifs
20 21
21 20 21 31 20 30 20 31 21 30 20 21
00 00 00 00 20 20 20 00 21
21 00 00 20 21
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31 30 20 31 30
21 20
00 31

Table 4.9: Top 10 Intervallic motifs of size 3
adds to existing ethnomusicological research the repetitive unison motif to
be a characteristic of German folk songs, that rarely appears in the Chinese
collection, or at least with much less frequency.
Rhythmic analysis of the motifs reveal that motifs of size 2 are difficult
to interpret, and do not provide material that can be descriptive enough to
carry out a meaningful musical analysis. Motifs of size 3 and 4, on the other
hand show national characteristics by national collection. The LDA model
with highest CV score has 4 topics (0.6762775494541244) which indicates
higher variability in rhythmical content, and the rhythmical motifs can not
clearly be divided in the same number of topics as collections.
The German collection has a topic distribution of 7% coming from the
first topic, 17% from the second, 19% from the third, and 57% from the
fourth. The Chinese collection has a topical distribution of 42% for topic 1,
3% from topic 2, topic 3 is absent in this collection, and 55% coming from
the fourth topic. The most interesting fact about these results is the absence
of long-note motifs in the Chinese folk song collection. Topic 1, which is
composed of mostly consecutive eight notes, and some forth notes, seem to
be very utilized in the Chinese folk songs, and not so much in the German
collection.
Analyzing European collections
European folk music seems to have a common set of characteristics, which is
considered by some scholars as a single corpus of musical style [NB90].
We will analyze now two collections of folk songs, a random sample of
the German songs from the Essen collection (715), and a corpus of Swedish
folk songs (489). We extract topics using intervallic motifs of sizes 2, and
3 and compare results. For motif size of 2, the model with 1 topic results
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Figure 4.5: Intervallic motif distribution (mw = 3)
in the best CV score, indicating that there is no latent topic distribution
that may indicate any difference in intervallic content from the two song
collections. For motifs of size 3, the model with the highest CV score is the
one with two topics. We obtain a topical distribution by country. 94% of
the German collection’s motifs fall into the first topic, and 4% in the second.
For the Swedish corpus, 71% is represented by the first topic, and 29% by
the second.
In table 4.10 we can clearly identify the repeated melodic unisons as a
characteristic of European folk songs, being very prominent in the German
corpus. The low percentage of the German corpus being represented by the
second topic, is given by the half steps belonging to the Swedish collection,
that are practically absent on the German. Using the concept of anti-pattern
applied to music [Con13a], in Table 4.11 we list motifs that are completely
absent from the German collection and that are present in the Swedish corpus. We can see how the half step and the major third combined with the
perfect fourth seem to be the main intervallic component of the motifs that
are more frequent in the Swedish collection, and absent from the German.
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Top motifs by topic
1 00 00 00 00 00 20 20
00 00 21 20 10
2 21 00 00 20
21 11 21 10 20
20 10 20
Table 4.10: Top 10 Intervallic motifs from the German and Swedish collections.
Motifs
20 40 41
21 10
40 51 50
41 00 40
11 51 00
30 30 31
40 30 30
10 30 31
10 30 11
10 00 50
Table 4.11: Motifs absent in the German corpus.
Rhythmic motifs do not provide major descriptive differences between the
two collections.
LDA provides a practical approach to the comparative analysis of folk
song collections, providing descriptive insights into motivic patterns. Topical divisions or motivic groupings, tend to be in agreement with national
collections, but more importantly, allow us to comparatively analyze by topics two repertoires and their motivic content in a straight-forward way. We
should also note, that latent representations when comined with vector ones
combined, allows for a richer analysis at the smallest level in relation to the
context (vector representations) and at the national level (latent topics).
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The role of minimal information and motivic patterns in the process of oral transmission

Oral transmission is based on social transfer, which is an information process
that takes place within cultural boundaries [Hul60]. This process is composed
of the transferring of tradition information from individual to individual, and
the action by the later in contributing to the formation of information [CJ11].
Studies in music cognition have shown that songs are not represented in literal form in memory [PZ05]. Since orally transmitted songs do not have a
standardized written form, performers and listeners recreate a somehow abstract mental representation, transforming it into a slightly different version
every time a performance takes place, with the variations and changes that
performers may introduce. Those changes may vary in size and effect, and
according to Walter Wiora [Wio41] they can be changes in contour, tonality, rhythm, insertion or deletion of parts, changes in the form, expression, or
complete demolition of the melody [VK10]. Some have argued that the wider
the variability is in versions of a song, the older that song is [Bro51]. More
recent research suggests that musical patterns that are transformed up to a
certain extent are essential in the establishment of music similarity [VHK12],
and play an important role in determining the family of a tune [Cow84].
Given the cognitive constraints and representations that take place in
human cognition and the process of oral transmission, we would think that
there are units of information that are more resilient than others to complete transformation, or even destruction, in the process of variation and
change. The shorter the length of a code is, the most likely for that code to
survive intact, or at least with less changes, over time. Therefore, we can
think that musical motifs that have shorter descriptions have simpler mental
representations.
Going back to the compressed evolutionary scheme presented in Chapter
2 section 2.5, we can easily adapt it to the present case. In the process of oral
transmission of songs, it is in the best interest of the agents to try to compress
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the message as much as possible, or to try to find minimal representations
of musical material that can be easily remembered by other agents. This
evolutionary adaptation ofmusical motifs could obey the cognitive constraints
of memory.
Following the idea of Bronson that songs that show more variation wihtin
a family of tunes are older than others that do not present as much variation,
we can also indicate that wihtin collections, no matter the amount of variation
contained in it, shorter motifs (or compressed representations) contain the
fundamental musical material of a song or collection, and that have a much
lower probability of change over time than larger musical units.
The study of such units, as shown in this chapter, can shed light into the
hard structures of long processes of diachronic mutation. This enterprise is
directly tied with the study of musical universals, or statistical music universals, and should reveal stronger constraints in oral processes of transmission.
At the same time, compressed information should also provide stronger comparative analysis, since more robust units of information could be compared.

4.8

Conclusions

In this chapter we have presented, to the authors’ knowledge, the first use of
distributed vector representations, namely the word2vec algorithm, for the
discovery of musical motifs from folk song collections. The skipgram version
of the word2vec algorithm uses context to determine the similiraty between
motivic patterns, that can be used, as argued and demonstrated, for the
comparative analysis of folk song collections.
It was demonstrated in a classification task, that the high quality of the
embeddings obtained can be used in practical MIR applications. It was
shown that the quality of the embeddings is robust, since the different architectures and models used in the classification task provide a high degree
of accuracy in a complete unsupervised manner. As shown in section 4.4.2,
previous studies have needed significant human annotation to obtain good
quality results in a similar classification task. The results of the embeddings
and method proposed shows the usefulness of DL methods in practical mu-
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sicological applications, that can guide the study and provide new insights.
The motivic patterns obtained were used to comparatively analize song
collections from different geographical origins using LDA. It is shown in this
chapter how topic modelling can be of great use when using minimal musical
units, since the direct content analysis of those units provides descriptive
answers to musicological questions.

4.9

Contributions

The contributions of this chapter are the following:
• We have presented the first use of word2vec in the analysis of monophonic songs.
• Vector representations of musical motifs show quality embeddings for
practical use in the musicological analysis.
• These representation are robust to different classification methods and
showcase the usefulness of unsupervised DL methods for MIR applications.
• A comparative analysis of national collections was provided using LDA,
presenting some new characteristics of European folk songs.
• More theoretical insights into the process of oral transmission were
reported using the short description paradigm, postulating the need
for the comparative analysis of shorter musical representations.

Chapter 5
Learning Acoustic Motif
Embeddings
MIR methods for the automatic identification of genres and styles have traditionally required significant human annotation and expert knowledge. In
audio applications, where data tend to be more noisy and music performances introduce variations to the original version or standard, the extraction of quality descriptors have relied on hand-crafted features. In the age of
Deep Learning, a turn in machine learning that has brought significant advancements and predictive accuracy improvements in all sub-domains of AI,
features are extracted in an unsupervised manner. This feature extraction
approach, relies on understanding general parameters of the DL architectures
and the type of signal under study, accentuating issues in interpretability in
DL systems, and more importantly, making the analysis of musical results
more challenging.
In this chapter we study the feasibility of DL methods for the automatic
classification and identification of flamenco singers and styles. We extend
the idea of least descriptions to motivic patterns in a very challenging music
culture, where pitch variability is high. The goal of this chapter is to demonstrate how minimal patterns can help understand musical phenomena in a
completely data-driven approach, where traditional methods in ethnomusicology, or even MIR, have faced significant challenges.
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The study of audio music signals has greatly benefited from DL architectures originally developed for other domains such as Natural Language
Processing, and Computer Vision. Research in the past decade in MIR, has
adapted these architectures to various tasks with great success. Audio music tagging, genre classification, mood identification, and timbre analysis are
just a few examples of the successes these methods have had. Although some
attempts exist to create musically relevant architectures [PLS16], the problem, in our view, is not so much in the architectural design or the types of
features learned, but in the type of explanation that we can provide based
on the model and task.
In orally transmitted musical traditions, where musical material is passed
on from singer to singer without musical notation, and recordings are produced in casual settings with noisy conditions, the challenges are much
greater. Specially difficult to model is Flamenco music. Mostly because
the high melodic variability from performance to performance and the microtonal variations that singers make to a given song.
We take this musical tradition and put to test the guiding idea behind
this work, minimum descriptions or patterns, and use DL architectures to
learn what we call acoustic motif embeddings. A motif embedding is then a
vector representation of a melodic unit, that contains sufficient information
to correctly classify flamenco sub-styles and singers.
The algorithms, experiments, and results in this chapter are directly extracted from the following publications by the authors [AGM20].

5.1

Computational analysis of styles in popular music

The study of singing styles and their comparative analysis in world music
has interested ethnomusicologists for over a century [Adl85, MA81, Net10].
Relevant to this topic, is the study of music universals or statistical music universals [Net00, BJ13, SBSC15]. Small melodic (pitch) patterns have
shown to be statistically present in the music cultures of the world. These
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patterns should be related to the physical constraints of our cognitive system,
and therefore biologically imposed. In oral cultures where sound knowledge is
passed on from one individual to another individual across generations, these
smaller units may have persisted and survived over time more significantly,
in number, than other larger structures. It is this work’s view that, any study
that attempts to understand the hard structures behind these socio-cognitive
processes, needs to pay especial consideration to these units, since they are
the bearers of information that has suffered little to no modification.
Computational methods can provide significant benefits to traditional
musicological analysis. Especially in the analysis of music traditions where
only audio data are available. Collaboration between Ethnomusicology and
MIR has brought important advantages, due in part to the increasing availability of music data and resources [VKGV+ 07, VK10]. This collaboration
or cross-disciplinary approach has to be grounded in data-driven scenarios
where other types of analysis may fall short. This is especially significant in
traditions where audio data and folk knowledge may be the only source of
information.
Advances in MIR have allowed more detailed analysis of music corpora
and repertoires [SGGU14], and in world music, this effort has turned into
a new subdiscipline, Computational Ethnomusicology [TKSW07]. Many of
the challenges that computational methods face, is the size of the sample in
relation to the musical culture under study. Historically, qualitative annotations and observations made by ethnomusicologists would be considered as
sufficient to draw conclusions about a specific culture. Since MIR deals with
data and how computational models can help in the understanding of music
in a systematic way, we can divide the type of studies in MIR in either those
that attempt to understand how a particular machine learning technique can
be utilized for the analysis of audio signals, or those interested in uncovering
particular musical knowledge hidden in the eyes of traditional methods.
Research in the latter category include works that study broad popular
repertoires in search for general musical characteristics [SCB+ 12], based on
pitch, timbre, and dynamic ranges using the Million Song Dataset [BMEWL11]
and 464,411 recordings, showing that popular Western music has become
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more homogeneous in pitch, dynamics, and range over the years. Using the
same corpus, it was shown that songs in this collection were more innovative in the early 1970’s and mid 1990’s than at any other time [SWC13] using
pitch, timbre, and loudness features combined with topic models from 24,941
songs by 9,222 artists. Other studies related to popular music in the US from
1960 to 2010 using 17,094 songs and performing clustering and topic model
analysis [MMLL15], have uncovered specific periods were major changes in
popular music occurred, namely around the years 1964, 1983 and 1991.
Studies that have concentrated in specific non-Western popular music cultures and traditions include those studying 901 recordings from Africa showing the use of equal steps in their scales [MCL09], the analysis of intonation
in Indian ragas using 28 recordings [KISS14], Turkish makam recognition using chroma features extracted from 997 audio recordings, and Jingju singing
style analysis using histograms [CRGKS15].
Comparative studies using machine learning methods, include those that
investigate the automatic geographical classification of music cultures [KLA+ 11,
ZCK14], similarity accross different music cultures [HS10] and characterizations of the different singing styles based on vibrato, pitch contours and voice
dynamics [PBBD17], and the study of outliers in world music [PBD17].
The studies reviewed make significant use of hand-crafted features or
require significant supervision to obtain meaningful descriptors. Also, combination of features are required to obtain relevant results. Most studies use
large data quantities, which in itself can be an advantage, but can complicate
matters further when human annotation or intense supervision is required to
obtain meaningful results.
Since our approach, and the entire guiding principle behind this work,
attempts to provide socio-cognitive answers to musicological questions, and
at the same time provide insights into the DL methods and models in datadriven studies, we explore a challenging musical repertoire that can test both
scenarios. On the one hand flamenco music has required human annotation
and high-level features and descriptors[MGMG+ 10, PGO+ 12], and obtaining
meaningful musical features from recordings in an unsupervised manner is a
challenging issue, mostly because of the inherently individual music style, full
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of microtonal melodic variations, ornamentations, and wide vibrato changes.
Extracting melodic patterns in an unsupervised manner in such a variable
style could shed light into what the commonalities are between singing styles
and performers in a highly individualistic genre. This could have significant
advantages to not only identify the melodic characteristics of a given style and
schools of singing, but also, could provide beneficial gains in the development
of practical applications. From a DL point of view, and mostly because of
the noisy conditions of the recordings, discovering melodic patterns from the
styles and singers is needed to avoid the album effect, that is, the possibility
that the network could learn other environmental and acoustic conditions
and not particular singing attributes. Also, it is important to address the
fact that specific styles and sub-styles in minority music cultures have, in
general, low resources and data available. It is important then to explore
how augmentation or other alternative methods can potentially solve this
problem with DL algorithms, that demand significant volumes of data.

5.2

Singer identification

Singer Identification (SID) research has concentrated in two main areas:
singing characterization and identification of singers in polyphonic contexts,
and in monophonic music works. In this chapter we will be concentrating
our attention to the second case, but singing in polyphonic music will be
reviewed when the methods provide new insights in SID.
Singing is the oldest and most natural musical instrument. Most nontrained musicians, except those who have been diagnosed with amusia, have
the capacity to sing and follow simple melodies by humming or singing.
Singing was also found to be an attention enhancement in infants, more
so than speech due to its higher variability in intonation [NT04]. Singing
seems to be highly connected with our perceptual mechanisms and language
learning and production faculty [GR89].
SID is a fundamental task in MIR mostly because of its implications in
the understanding of singing and its mechanisms, and also because of the
numerous practical applications that it can have. SID has traditionally re-
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quired significant domain adaptation [Zha03, TW05]. Previous approaches
to SID have concentrated on spectral and timbral features that are sensitive to recording conditions [CLG11, TL12b], on timbral and frequencybased features [FGKO10], or on a more complex combination of acoustic and
high level music descriptors [KG14]. In all previous approaches considerable
hand crafting of features was needed. More recently, deep learning methods have been applied in the automatic identification of Chinese traditional
singers using Mel Frequency Cepstral Coefficient (MFCC) and long shortterm memory (LSTM) networks [SYZ+ 19]. Convolutional Recurrent Neural
Networks (CRNN) have also been used to identify and characterize musical
artists [NZ19] using splits at the frame and song levels. In the current DL
approaches, researchers use a general acoustic feature that is extracted from
the raw signal, and the architecture learns a representation based on that
general acoustic feature.
In SID tasks where background noise and other musical accompaniment
is present makes this task extremely challenging. Mostly because the network may be learning acoustic events that are extraneous to the task itself,
and generalizations may result impossible. Recently, some data augmentation policies have resulted in better generalization accross unseen contexts
and music domains using a shuffle-and-remix approach [HCF+ 20]. Since the
music material under analysis in this chapter belongs to a tradition where
recordings are produced in an open-air situation (in most cases), and under noisy conditions, to determine what the actual melodic material is in a
song should be crucial for obtaining good-quality representations that can
generalize well; given that each song presents a new set of conditions and
environment. In this sense flamenco music provides challenges in a purely
acoustic sense, that can benefit other areas such as event detection and scene
analysis, and in the other, can inform MIR in particular and systematic musicology in general, about how individual singing styles relate to one another
and create hypothesis about the ways in which this type of music has evolved
over time, and how oral transmission occurs in this setting.

CHAPTER 5. LEARNING ACOUSTIC MOTIF EMBEDDINGS

5.3

73

Flamenco music and Corpus Cofla

Flamenco is an orally transmitted musical tradition from Andalusia, a region
in the south of Spain. Its rich history and musical characteristics are derived
from the region’s cultural exchanges amongst various populations over centuries, most notably Andalusian- Romani, Jews, and Arabs. Some of the
key characteristics of flamenco music such as pitch instability, the use of intervals smaller than the half-tone, the amount of variation from phrase to
phrase and from singer to singer, are derived from its improvisatory nature.
Even though improvisation plays a very important role in the conception of
flamenco music, it is a highly structured and elaborated musical tradition
[GDBGM18].
Flamenco music centers around the singing voice usually accompanied
by guitar, hand-clapping, and other percussion instruments like the cajón.
Melodies are characterized by a combination of short and long notes with
syllabic ornamentations (melismas), that are placed in specific locations in a
phrase [Gue10]. Flamenco singers learn melodies belonging to different styles
and acquire singing techniques by oral transmission. The main focus in the
computational study of flamenco music is the development of algorithms that
target the analysis of the singing voice [GDBGM18].
Like most orally transmitted musical cultures, flamenco lacks music transcriptions of the repertoire. For that reason, corpora of audio recordings,
with their corresponding meta-data, are the main source of research data. In
this article corpus COFLA is used [KDBMG16]. The corpus consists of more
than 1,800 music recordings taken from flamenco anthologies. This corpus
follows the research corpora principles formulated by Serra [Ser14]. The main
characteristics of the corpus, as summarized by its authors [KDBMG16], are:
• Exhaustiveness: the corpus is composed of all anthologies published on
CD during the 20th century, and are considered references for music
critics and musicologists.
• Representation: each anthology represents a wide variety of styles and
their variants.

CHAPTER 5. LEARNING ACOUSTIC MOTIF EMBEDDINGS

74

• Sound quality: the audio quality varies greatly amongst recordings, but
all recordings comply with a minimum standard.
• Commercial availability: all recordings are available to the general public, which facilitates the acquisition and allows for the establishment of
ground truth data.
We concentrate in the following styles and sub-styles from the corpus
COFLA: tonás (deblas, martinetes, and saetas), and fandangos. Stylistically,
the tonás is an important group of a capella cantes sung in free rhythm, where
singers choose their own reference pitch and perform variations on a given
melody. A toná normally is composed of four verses of eight syllables each.
Tempo is not strictly kept during a single piece and ornamentation is heavily
used by singers. In the tonás style, deblas are characterized by melismatic ornamentations with more abrupt changes than the rest of the compositions in
the tonás style. Martinetes, also a toná variant, differ slightly in its melodic
model from the debla and, even though it is mostly sung without accompaniment, it uses a hammer and anvil as percussion instruments. Saetas, another
toná variant, have a religious content in its lyrics and is stylistically closer to
the debla in its usage of long and sustained notes combined with melismatic
ornamentations. The style of fandango is more differentiated from the variants in the tonás. A fandango is a musical style associated with a dance and
is rhythmically more complex than the tonás.
Figure 5.1 represents the different major styles and subtyles that are part
of corpus COFLA. As we can see flamenco, as a music style, is a highly diversified style within close bounds and margins, which makes the identification
of styles and singers a more challenging task.

5.4

Flamenco sub-style classification

We first investigate how sub-styles in flamenco music can be automatically
identified using a DL architecture that combines some of the strengths of
recurrent architectures, that were tested in MIR studies, and explore convolutional residual blocks as feature extractors.

CHAPTER 5. LEARNING ACOUSTIC MOTIF EMBEDDINGS

75

Figure 5.1: Styles and sub-styles of flamenco as presented in corpus COFLA.
Extracted from [KDBMG16].
From Figure 5.1 we can see the multiplicity of styles and sub-styles in
flamenco music, and shows the diversity and the complex task of identifying
varieties within a style. We select
A cappella flamenco cantes exhibit characteristic melodic features such
as conjunct degrees in the melodic movement, high degree of ornamentation, extreme pitch oscillations, microtonal variation, and constant timbre
changes. These features make automatic extraction of motivic patterns from
audio recordings an especially challenging task. In flamenco music, intervals are often smaller than a half-tone, and the improvisatory nature of this
repertoire makes the computational discovery of meaningful motifs a complex endeavor [PGO+ 12]. Also, the amount of variation from phrases in a
single song, or type of style, makes the pattern extraction task particularly
difficult. The computational study of flamenco music has concentrated on
the melodic characterization of cantes [MGMG+ 10, KDB18], melodic pattern
extraction [PGO+ 12], and the modelling of melodic variation [KDB19]. Pattern extraction methods in flamenco research have used humans to extract
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relevant segments and melodic motifs [PGO+ 12, MGMG+ 10].
Different approaches in the MIR research literature have considered the
use of Convolutional Neural Networks (CNN) for music tagging, genre prediction, and music classification. CNN have been used for mood and genre
prediction using mel-spectrograms as the input representation [CFS16]; the
classes used in this study include genres (classical and pop), and moods (soft,
ambient) among other label descriptors. Image classification CNN architectures were used for music classification based on general music style tags
[KLN18]. Other transfer learning approaches on MIR tasks include multilabel classification and prediction [DS14], and general-purpose music classification [CFSC17b]. In the audio signal processing research in general, CNN
architectures were used on large-scale audio event classification [HCE+ 17].
To our knowledge, exclusively data-driven approaches that does not require human annotation for the automatic intra-style classification of music
audio signals have not yet been developed in previous research. In these experiments we investigate how motivic patterns can benefit the classification
accuracy of DL methods. Melodic features, if extracted at a level of description that can capture small variations and melodic ornamentations, should
improve the classification and accuracy of DL methods, since the representations learned will be more descriptive.

5.4.1

Pattern discovery and motif embedding approach

From the selection of a cappella songs from corpus COFLA, tonás, we extract musical motifs following a pipeline consisting in two steps: a countour
simplification method, and a pattern mining method using BIDE algorithm
[WH04].
The purpose of this pipeline is to extract statistically and musically relevant motifs from flamenco audio recordings characterized by high instability
of pitch. The pipeline here described attempts to solve the problem of reducing the pitch variability in the audio signal, with an approximation method
that uses ranges of pitch distances instead of a fully tempered system such
as the one used in western classical music. The steps of this motivic pipeline,
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Figure 5.2: Motivic pipeline for the extraction of patterns from raw audio
signals COFLA.
as shown in Figure 5.2, are the following:
• f0 extraction from the raw audio signal
• Application of a contour simplification function C(f0 ) that reduces the
variability of the extracted f0 , resulting in a vector contour
• Apply the BIDE algorithm on the melodic contours obtaining a dictionary of motifs for the entire collection
• Extraction of log-mel spectrograms for each of the motifs in the collection
We extract the fundamental frequency from raw audio signals by using a
sinusoid extraction and salience function [SGB11]. We use a sampling rate of
44.1 KHz and a window step of 256 samples. We then perform a melodic contour simplification procedure to extract meaningful motivic representations
of a cappella flamenco cantes from the fundamental frequency. In previous
studies [KDB18], contour simplification procedures have been used to obtain
consistent representations of flamenco melodic segments by converting complex pitch fluctuations to equal-step segments. Since we are studying motivic
patterns in complex flamenco vocal pieces, we are interested in exploring the
unequal microtonal nature of this type of music. In order to accomplish
this goal, our contour simplification process, takes into account ranges of
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cent-based distances instead of set of pitches as presented in previous work
[KDB18].
In order to obtain a good approximation of the extracted f0 curve, we
establish a step length  = 66 cents. This means that 66 cents, approximately a 1/3 tone which is slightly larger than the quarter tone, will be used
as the melodic distance used to divide pitches in a scale-like line segment.
50 cents were also used in the testing phase, but were found to be less accurate when the classification task was performed. We believe this is in part
due to the nature of the singing style that does not conform to established
distances, and also the nature of the vice as an instrument, which produces
small fluctuations around a pitch.
The steps followed to obtain such an approximation of f0 based on an
existing method [DBM01] are:
• Given a set of points P in f0 we say that a line segment L is bounded
by all points in P given a maximum accepted step size of .
• The output of this procedure is a contour simplification function of f0
Once the approximation is obtained, we create a contour simplification
C(f0 ) based on a distance specification scheme:
• If the distance d between two points in a given segment is 6 66 then,
c = 1 where c ∈ C(f0 )
• If the distance d between two points is 66 or d ≤ 132 then, c = 2
• If the distance d between two points > 132 or≤198 then, c = 3
• 4 otherwise
The result is a vector of contour points represented in time. We use +
and – signs to specify whether the direction of the contour ascends (+) or
descends (-). Sudden jumps in frequency are eliminated due to external noise
conditions.
Once the contour of melodic points is created, we use the BIDE algorithm
to obtain motivic patterns from the contour sequence. In this approach, the
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concept of closed pattern is fundamental to understand how minimum description patterns are obtained. Closed patterns provide a succint and robust way of expressing frequent patterns that accept a given constraint. This
makes the mining of such patterns a much less intensive computational task,
while at the same time, provides a more elegant way of determining patterns
that have a particular characteristic given by the constraint impossed.
On closed constrained patterns and minimal descriptions
In MIR, closed frequent patterns have been mined in different studies using
symbolic music data [Lar05, Lar14]. The discovery of repeated patterns
creates combinatorial problems that arise from the fact that each pattern
P of size l has l(l − 1)/2 patterns. Extracting all possible subpatterns can
be done with any naive algorithm, but the amount of subpatterns can make
the analysis of them tedious in the best of the cases, and finding relevant
patterns within that subset extremely complex. To reduce the complexity,
researchers have concentrated on maximal patterns, which are those that are
not contained in another pattern. More formally, a pattern P of a sequence
S is said to be maximal iff P ∈ P(S) where P(S) is the set of all patterns of
S, and @Q ∈ P(S) such that Q ⊃ P .
This heuristic greatly simplifies the pattern discovery process, and filters
out subpatterns. In musical terms this may turn out problematic, since some
subpatterns may contain information that is musically relevant. The concept
of a closed pattern extends the pattern discovery process to consider those
patterns that are subpattern and that their frequency of occurrence is greater
than their corresponding maximal pattern. We then can say that a pattern
P is in the set of closed patterns C(S), iff @Q ∈ P(S) such that Q ⊃ P and
f (P ) = f (Q).
We extend the concept of closed pattern to add some constraints related
to the size of the pattern. As expressed in Chapter 2 a minimal pattern P −
is said to be minimal iff there is no other pattern P that contains enough
information to be correctly classified. In this case, we use the concept of
minimality to create a constraint in the closed pattern approach presented.
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Since we are interested in minimal descriptions of patterns, our approach uses
a constraint that favors shorter length patterns that are closed. A minimal
pattern P − is then closed and has a length that is shorter than any other
pattern P of S. In this particular research, and based on the quality of the
results, we set an extra constraint based on the minimal frequency of any
pattern P ∈ C(S) with a value of 5.
Using smaller closed patterns, allows for having any maximal pattern
segmented into as many possible closed patterns given a sequence S. This,
in an audio classification task, where signals have a high degree of variability
and have been approximated using the contour function described, will help
in finding smaller units that can be significantly present in several singing
sub-styles, since maximal patterns would not have a high enough frequency
in the corpus. Also, closed patterns that accept a specific constraint (lenght
in this case) should have higher probability of appearing in other maximal
patterns and as a consequence, this will result in motivic patterns that will
characterize styles and singers more accurately.
In this type of repertoire, minimal closed patterns should improve the
overall accuracy of the DL architectures used, since the representations learned
will contain melodic units that describe with the minimum amount of information a singing characteristic of a flamenco sub-style by ignoring noise
associated with the signal. Wide range in vibrato should also be captured by
these types of patterns, since certain regularities at a low level of description
produced by a singer, or a specific sub-style of singing, should be captured
by them.
Acoustic features
From the dictionary of motifs extracted from the approximated contour, we
obtain mel spectrograms of the motifs from the raw audio signal. Determining the type of acoustic feature to use in DL audio tasks is a difficult task,
since some tasks would favor time over frequency representations. Traditionally in MIR, and SID more specifically, and following speech recognition
tasks Mel-frequency cepstral coefficients (MFCC) were the feature of choice,

CHAPTER 5. LEARNING ACOUSTIC MOTIF EMBEDDINGS

81

since frequency content in audio windows was preferred [LC11]. In recent
MIR research [CFS16], mel-spectrograms have shown better results.
In this chapter log mel-spectrograms are computed from the 2D time- frequency motivic patches, with hop and window sizes of 25 ms. The input size
for all samples is 128x426, zero-padding for smaller motivic audio patterns
are used.

5.4.2

Neural architectures

CNN architectures originally developed for image classification tasks have
achieved competitive results in large-scale audio classification problems [HCE+ 17].
As baseline models we use DenseNet-161 [HLVDMW17], ResNet-50 [HZRS16]
and a convolutional recurrent neural network (CRNN) used for MIR tasks
[CFS16]. The overall strategy is to use small filters that are able to learn
small representations.
ResNet-50
Deep residual networks were conceived to address the problem of learning
degradation in deep nets. Residual networks are based on the idea of stacking
layers and an underlying mapping that is optimized. The model used in
this study, Resnet-50, is transformed in a similar way as in [HCE+ 17] by
removing the stride of 2x2 in the first convolutional layer, and reducing the
size of the first convolutional filter from 7x7 to 3x3. In addition to that,
and in order to maintain the input tensor size of the mel-spectrogram and
to leave the ResNet-50 architecture intact for baseline purposes, we add an
initial convolutional layer with filters of size 3x3 and stride of 1.
DenseNet-161
CNN that have shorter connections between layers that are closer to the input
and output of a network have shown to be more accurate. This paradigm
is followed by the DenseNet model. We make the same modifications to the
architecture as in ResNet-50.
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CRNN
A model for music audio tagging that has shown state-of-the-art results is
the CRNN of Choi et al. This model utilizes the benefits of CNN as feature
extractors and the sequential characteristics of Recurrent Neural Networks
(RNN) to summarize time-dependent data as the one obtained from musical
pieces.
Hybrid recurrent architecture
DL architectures for audio classification are normally divided into front-end
and back-end components [PNP+ 17]. The front-end, is the part of the model
that tries to learn a representation based on the input signal. The back-end
is in charge of predicting a given output based on the representation obtained
in the front-end. Our hybrid model uses shallow residual blocks present in
Resnets as a front-end, and a recurrent neural model as a back-end. The
overall goal of this architecture is to simplify the already high cost of deep
learning methods, especially in the front-end, while trying to improve stateof-the-art results by adding domain specific knowledge in the back-end. We
try therefore to reduce the number of parameters of very deep networks by
adding recurrent layers after the convolutional layers as in CRNN.
he shallow residual network proposed is composed of only 2 residual
blocks, which reduces the computational cost and overall training time when
compared to denser Resnet models normally utilized in the computer vision
literature. We use small filters of 3x3 with a stride of 1 in all convolutional
layers to capture local feature-maps, and finer low-level spectral features.
As the back-end we use two-stacked Bidirectional Long Short-Term Memory
(BLSTM) layers to capture longer, time-dependent, features [GS05]. Figure
5.3 shows the architecture of the model.
In our back-end, the BLSTM is used to process in both directions (forward
and backwards) the embedding obtained from the residual layers. The output
of this layer will be a high level, vector representation of the time-dependent
features of the motifs. The sequential operation done by the BLTSM can be
represented as an input sequence X = {x1 , ..., xT } that produces an output
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Figure 5.3: Hybrid residual network
sequence Y = {y1 , ..., yT } where the input is a vector of acoustic features at
the frame level. A BLTSM is composed of a forward and backward LSTM,
→
−
where the forward LSTM f reads the input sequence as it is ordered, and
→
−
−
→
estimates the forward hidden states h1 , ..., hT from t = 1 to T . The backward
←
−
LSTM f computes the sequence in reverse order obtaining the backward
hidden states iterating back from t = T to 1.
The final layer of the architecture presented is a fully connected neural
network (FCNN) layer with a softmax function to classify the sequences
according to the style label. All models were implemented using the library
Pytorch [PGM+ 19].
The high level overview of the approach presented is described in Figure
5.4.

5.4.3

Experiments

Data
We select a sample from the corpus COFLA consisting of 13 deblas, 12 saetas,
and 50 martinetes. The martinete sub-sample contains a wider variety of
singing styles, and to some researchers it can be decomposed into 2 sub-types
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Figure 5.4: Complete motivic pipeline
[MGGDB16]. The current sample presents different stylistic challenges and
difficulties for the automatic classification of motifs based on their sub-style.
First of all, 3 of the classes belong to the same genre (deblas, martinetes,
and saetas), which means that these sub-styles share more musical traits
with each other than with the fandango. This will add another level of
complexity to the computational analysis, considering that previous studies
have dealt only with the classification of different genres of music. In this
section not only are we restricting the analysis to a very specific genre of
music, namely flamenco, but also we are restricting it to unaccompanied
vocal music of different sub-genres of flamenco.
Experiments
We compare all models in the sub-style classification of musical patterns
extracted from corpus COFLA, as described in Section III, and use 2D log
mel-spectrograms as the input of the networks. The dataset used in this study
is composed of 111,076 audio motifs extracted from the 4 sub-collections. We
noted in the initial stages of the study that extremely short motifs (< 0.5
seconds) do not help in the classification accuracy; for that reason we decided
to keep only those motifs that are >= 0.5 seconds
Augmentation
Since we are dealing with singing voice modeling and mel-spectrograms as the
acoustic feature, we use a new augmentation technique that operates directly
on the spectrogram and not on the signal named Specaugment [PCZ+ 19].
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Instead of producing deformations to the raw audio signal like other audiobased data augmentation techniques [MHB15, KPPK15], SpecAugment operates directly on the spectrogram by warping it in the time direction, masking
frequency channels, and masking blocks of utterances. The method follows
a similar rationale as image data augmentation techniques.
We concentrate on the two augmentation policies that seem to be the
most effective in ASR tasks: frequency masking, and time masking. Frequency masking works on m consecutive mel frequency channels [m0 , m0 +m],
where m is chosen from a uniform distribution from 0 to the frequency mask
parameter M . Time masking works in a similar way by applying the masking
to t consecutive time steps. We compare the two data augmentation policies with the original unbalanced dataset, and apply the following number of
transformations by class:
• For fandango style we apply a total of 8 augmentations per spectrogram, 4 of time masking and 4 of frequency masking, resulting in a
total subset of 1,032.
• For the rest of the styles we apply one of each augmentations in only
50% of their respective subsets. Resulting in 3146 deblas, 10054 martinetes, and 7,830 saetas. The total dataset after augmentation contains 22,062 spectrograms of motifs.
Training
All the models use the Adam optimizer [KB14] and data augmentation dynamically during training. We divide the data in training, and validation
subsets, making the 60% and 20% respectively of the entire dataset, leaving
the remaining 20% for testing. We use the AUC-ROC, and accuracy scores
to perform searches over the parameter space. We found out during training
that batch sizes of 20, and a total number of epochs of ≈ 40 performed best in
terms of accuracy and computational time. We found no sign of overfitting
based on those measures in the validation subset, even in non-augmented
sets.
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Random initialization versus pretrained weights were also tested during
training for all architectures. Results showed that pretrained weights not only
perform better overall (≈ 2% accuracy) than random ones, but also decreased
the training time (≈ 10 epochs less to converge). We used pretrained weights
from image classification tasks in our experiments.

5.4.4

Results

Results in Table 5.1 show how the motivic pattern dataset has overall better
results, with an average accuracy improvement of 13.1% across all models,
with a maximum of 14.1% for Resnet-50, this indicates a relative improvement of 20.4%. These results shed light in the importance of motivic patterns in deep learning for music classification problems. This result can have
significant implications in deep learning for MIR tasks, since shorter, more
targeted audio data can significantly reduce the already huge computational
costs of deep architectures. On the other hand, for multimedia systems in
general, and MIR systems in particular, the effective retrieval of relevant audio information from big data can be improved with traditional sequential
pattern mining techniques as a pre-step in the computational pipeline.
From a theoretical MIR perspective, our results highlight the importance
of musically relevant features in deep learning systems as opposed to merely
general audio features. In musically complex systems with melodic variability, microtonal ornamentations and contours, the extraction of relevant
patterns can become a challenging task. The proposed contour simplification method takes into account small pitch fluctuations and extracts small
patterns (≈ 0.5 seconds) that highlight particularities of a sub-style within
flamenco music. These patterns may reveal vibrato styles, or ornamentation
tendencies in singers for a particular style that may be difficult for the human
ear to grasp. Further study should concentrate on the exploration of speech
features combined with purely musical ones, which may aid the classification
and automatic identification not only of styles, but singers as well.
The image architectures used in this study show how pretrained image
weights can optimize the overall training procedure in music classification

CHAPTER 5. LEARNING ACOUSTIC MOTIF EMBEDDINGS

Model
Resnet-50
Resnet-50
Densenet-161
Densenet-161
CRNN
CRNN
ResLSTM
ResLSTM

Architectures
Dataset
Accuracy
Motivic
0.832
Non-motivic 0.691
Motivic
0.817
Non-motivic 0.683
Motivic
0.821
Non-motivic 0.683
Motivic
0.911
Non-motivic 0.824
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AUC
0.894
0.792
0.881
0.769
0.886
0.853
0.91
0.882

Table 5.1: Model results for the motivic patterns and non-motivic subsets.
tasks and achieve competitive results with less training time. Since we are
using mel-spectrograms of an audio signal as the input, the image-like 2 dimensional size of the input seem to be the reason why pretrained weights
facilitate the accuracy results in less time when compared with random initialization. The hybrid architecture proposed outperforms the rest in terms
of accuracy and AUC. The higher AUC and accuracy values for non-motivic
datasets with recurrent layers in the architecture indicates that these architectures can indirectly infer the temporal components of the data.
The results in Table 5.2 show the data augmentation classification scores
for the motivic pattern dataset. An improvement of 2.4% on the best model
when using augmentation, highlights the importance of the data size in deep
learning tasks. Since we obtain more than double the size of the original
motivic dataset, the improvements on the classification results seem to be
logical. SpecAugment, however, does not show an improvement as important
as the one shown in the original study with speech data [PCZ+ 19]. Further
study should explore different ranges of masking parameters to determine
the quality of the results and its appropriate use with musical vocal data.
Overall the results indicate that the effect of motivic patterns in the
classification accuracy of state-of-the-art CNN models is greater than the
effect of data augmentation when using SpecAugment. Motivic patterns
seem to provide important information in the classification of audio samples
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Model
Resnet-50
Resnet-50
Densenet-161
Densenet-161
CRNN
CRNN
ResLSTM
ResLSTM

Architectures
Dataset
Accuracy
Frequency 0.868
Time
0.846
Frequency 0.852
Time
0.831
Frequency 0.87
Time
0.842
Frequency 0.935
Time
0.921
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AUC
0.898
0.878
0.861
0.858
0.887
0.879
0.922
0.91

Table 5.2: Results for the data augmentation policies applied to the motivic
pattern dataset
by style. Since CNN capture local-level features of a given audio sample, the
utilization of motivic patterns seem to highlight higher level melodic features.
Recurrent models on the other hand are less sensitive to non-motivic data.
The proposed neural architecture outperforms state-of-the-art CRNN for
music classification by taking advantage of the longer term sequence processing that the BLSTM net does. By combining BLSTM with shallow residual
blocks, we take advantage of the smaller number of parameters required, and
less processing time, when compared with deeper resnets.

5.5

Flamenco singer identification

We extend our approach presented in the previous section to an SID experiment. The goal is to test whether the acoustic motif embeddings can also
discern flamenco singers with a high accuracy. The same motivic pipeline
and architectures (with the exception of Densenet) are used in this experiment, with the only difference of presenting a new contour method based
on univariate clustering. We also test different acoustic features to try to
compare their results with the architectures utilized.
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Table 5.3: Motivic patterns by singer
Motifs
Singer
Instances
Enrique Morente
1,125
Antonio Mairena
3,467
El Chocolate
3,064
Juan Talega
2,445
Tomas Pavon
1,062

5.5.1

Label
EM
AM
EC
JT
TP

Data

A sample from the a cappella collection of corpus COFLA is selected based
on the minimum number of recordings available for each singer. We set
this number to 3. We also make the selection of the recordings based on
the variety of styles available. We concentrate on the following styles and
substyles of flamenco: deblas, martinetes and saetas from the tonas style, and
fandangos. Table 5.3 shows the number of motifs from the singers selected.
The selection brings substantial challenges related to the main goal of this
SID experiment. Stylistically, the fact that three closely related sub-styles
of tonás are used will make the classification task more complex. At the
same time this constraint will allow us to concentrate on singer’s individual
differences, minimizing the effect of the style. The acoustic motif embeddings
will need to characterize the singer’s particular singing style by capturing
acoustic features that are unique to their voice. The descriptive statistics
from Table 5.3 gives us an idea of the regularity that some singers exhibit in
their motivic improvisations (AM, EC), while others show more variability
and therefore less patterns (TP, EM) .

5.5.2

Contour method

The contour simplification method utilized in this SID experiment uses a
procedure based on multivariate k-means algorithm. Instead of defining clear
steps in the approximation method, how we did in 5.4.1, the approach taken
is not determined by any pre-existing musical or tuning system. Instead,
in order to be able to capture meaningful musical patterns in a microtonal
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improvisatory style, an unsupervised approach based on univariate k-means
clustering [QT07] is used to group frequencies.
The steps to obtain a contour approximation of all Ci (f0 ) ∈ C for i =
1, 2, ..., t where t := |C| are:
• Given a set of points P in f0 we say that a line segment L is bounded by
all points in P if L ⊆ Kj and Kj ∈ K for j = 1, 2, ..., l where l := |K|
and K is the set of all k-means clusters in F .
• We obtain Ci (f0 ) = d1 , ..., dp where p is the number of contour elements
expressed as the distance between two line segments d(Lj−1 , Lj ) and
Lj−1 ⊆ Kj−1 and Lj ⊆ Kj

5.5.3

Acoustic features

MFCC features have been widely used in speaker recognition systems in
particular, and in ASR tasks in general. SID approaches to acoustic modeling
have also followed this path in polyphonic music [MVK07, LOV12] and in
a cappella singing in combination with other general descriptors related to
style, such as vibrato and melodic contour [KG14]. Acoustic features in
MIR tasks highly depend on the quality of the recordings, and normally,
other auxiliary general descriptors are needed. In the approach presented no
general features or descriptors are used, and embeddings are learned directly
from the acoustic representations.
Recent approaches to ASR based on deep learning methods have explored
the use of spectrograms in the acoustic modeling of speech signals, improving the results of log Mel-scale filter banks energies (FBANK) [HWW15].
Although such representations are used, MFCC, and in particular FBANK ,
tend to perform better than spectrograms in language and dialect identification tasks [SAG18]. These results seem to indicate that spectrograms features
work better in deep learning architectures when the time domain structure
of the signal is particularly sensitive to the goal of the task. When analyzing music audio signals using deep learning networks, mel-spectrograms have
proven to be a more efficient acoustic representation precisely because of the
time-dependent nature of music signals [CFS16, CFSC17a].
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In the case of flamenco singing, where environmental conditions are noisy
and the phonatory properties of the singer are important, it is unclear what
type of acoustic feature would work best with deep networks. For that reason,
we test our architectures on spectrogram, log mel-spectrograms and MFCC
features.
From the procedure described in subsection 5.5.2 we obtain a total dataset
of 11,163 motivic patterns. Table 5.3 describes the motivic distribution by
singer. For MFCC features, we set a window of 25 ms with 40 mel coefficients.
Log mel-spectrogram features were obtained using a sample rate of 16 KHz,
windows of 25 ms, and 128 mel filterbanks. Spectrograms features were
generated based on a window of size 25 ms at a 16 KHz, with 400 bins. We
zero-pad the acoustic representations to obtain equal-size vectors (128x426)
for the input layer of the architectures.

5.5.4

Experiment

In order to test the quality of the embeddings learned by the architectures
presented, and to test more generally how acoustic motif embeddings are able
to characterize individual singer’s singing styles, we perform a classification
task based on identifying the singer given the motivic corpora generated for
each of the acoustic features. We also test how the acoustic embeddings
generated following the steps described in subsection 5.5.2 improve overall
identification accuracy when compared to acoustic embeddings that were
randomly sampled from the raw audio signal, and with audio samples that
contain the motif in a larger sample (total of 3 seconds).
During the pre-training stage we identify optimal batch sizes and epochs
based on accuracy and cross-entropy loss. We found that for the size of the
sample, batches of 64, 20 epochs with early stopping policy of 2 epochs, and
a learning rate of 0.001 obtain the best results. We use for all architectures
the ADAM optimizer [KB14] and use as the loss function the cross-entropy
loss:
loss(y, ŷ) = −

X

y log ŷ

(5.1)
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where y is the probability of the true class, and ŷ is the probability of the
predicted label.
From the number of motivic instances generated from the corpus, we use
a subset of 80% of the dataset for training and the remaining 20% for testing.

5.5.5

Results

Results in Table 6.4 highlight the 3 main findings of this SID experiment: 1)
acoustic motif embeddings provide relevant information that model singerspecific styles in flamenco music. 2) Acoustic features are sensitive to the
overall identification task, and seem to affect more non-recurrent architectures. 3) The proposed model outperforms previous architectures for MIR
and audio classification tasks.
Motivic patterns alone (motifs and motifs+segment datasets), result in
the highest accuracy gain when compared with the dataset that contains no
specific motivic patterns (Random). The mean relative accuracy improvement on the top model, when we compare datasets that contain patterns with
the one that does not, is 13.5% for MFCC features, 11% for spectrogram, and
11.5% for mel-spectrogram. Motivic patterns seem to encapsulate and provide important information that pertain to the melodic characteristics of the
singer or cantaor. Motivic patterns also required less training when compared
with non-motivic datasets. For the most accurate model (Residual-BLTSM)
only 10 epochs were required, compared to the same model with the Random
set that needed 27. An strict early stopping policy of 2 helped reduced the
difference in training and test to only 4% for the best model. AUC scores
show overall, the discriminative power over classification classes (singers) the
proposed approach has.
The proposed architecture (Residual-BLTSM) outperforms in all features
tested the CRNN baseline and the deeper residual network used in large scale
audio classification. We noted that non-recurrent architectures (Residual50)
are particularly sensitive to acoustic features, while recurrent ones are able to
learn sequential data more accurately independently of the acoustic feature
used.

Spectrogram
AUC Accuracy (%)
87.66
87.13
86.55
83.47
92.02
91.62
85.12
84.26
84.32
82.41
90.02
89.98
80.21
78.33
80.25
79.58
84.26
81.73

Mel-spec.
AUC Accuracy (%)
86.54
91.05
81.98
93.19
88.66
96.29
83.29
90.33
81.11
91.89
88.02
95.23
76.95
82.82
78.92
84.89
80.32
85.96

Table 5.4: Results on the SID task with the different acoustic features and datasets

MFCC
Accuracy (%)
Model
Dataset
CRNN
Motifs
88.59
87.31
Residual50
Motifs
94.78
Residual-BLSTM
Motifs
CRNN
Motifs+segment
86.48
Residual50
Motifs+segment
85.01
91.88
Residual-BLSTM Motifs+segment
CRNN
Random
81.11
81.31
Residual50
Random
Residual-BLSTM
Random
82.19

AUC
89.11
91.77
94.42
89.03
90.25
93.36
81.76
82.52
84.01
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CNN are very efficient models for capturing local-level features of the
audio signal. When using small kernel sizes (3x3) and strides (1x1), CNN
models learn high-quality acoustic representations. In the case of flamenco
music, acoustic features alone tend to carry an important amount of information about a singing style, and motivic patterns highlight higher-level melodic
features that increase accuracy in the identification of a singer.
The learned representations are able to characterize specific singing styles
in flamenco music, and are able to identify singers with a high degree of accuracy with the minimum amount of information. Unlike previous approaches
to flamenco singer identification [KG14] where significant domain knowledge
was required, our approach shows that acoustic features in combination with
motivic patterns are sufficient to automatically identify singers with small
audio samples. This approach has significant advantages when dealing with
sparse data and incomplete signals, with numerous applications to music and
multimedia retrieval with minimal information.

5.6

Conclusions

A DL approach to model complex and individualized singing styles from flamenco music was presented. Acoustic motif embeddings are able to capture
small regularities present in flamenco singing that are sufficient to accurately identify sub-styles and individual singers in closely related flamenco
styles. Motivic patterns have shown to be crucial in the accuracy improvement shown in SID and music style recognition tasks.
Small motivic patterns, significantly reduce the amount of data needed
for DL architectures to learn high-quality representations. DL systems are
data-intensive and require vast amounts of information to obtain good quality
results. In some cases, architectures have more parameters than data points,
and are able to memorize complete datasets and noisy data [ZBH+ 16], complicating the generalization process and its interpretability. In this chapter
we have proposed a method for extracting motivic patterns from raw audio music signals that not only obtains better results in a classification task
than learning longer sequences, but also highlights the importance of learning
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more targeted acoustic representations.
In terms of the musical importance of the results, we need to stress the
fact that minimal representations provide insights into particular singing
styles. This can be achieved in part because of the contour simplification
method presented, which in the SID task, requires no pre-established musical intonation system or intervallic distances. This method should be robust
to different SID styles in world music, and should facilitate the task of developing practical applications in MIR that require cross-cultural repertoires.
Also, such representations can provide insights into the musicological study
of singing schools within a repertoire like flamenco.
The Residual-BLTSM architecture developed and presented, improves the
efficiency and accuracy of state-of-the-art CRNN models in MIR. We hypothesized that this type of architecture can be used in other acoustic modeling
and identification tasks such as speech identification and recognition. The
overall approach presented is robust to data sparsity and can benefit lowresource settings such as those in minority music cultures, where recordings
are scarce.

5.7

Contributions

The contributions made in this chapter are the following:
• A full end-to-end method for singing sub-style recognition and SID
was developed that is robust to noise and data scarcity and to highly
variable singing styles
• A contour simplification method which is musically agnostic was presented
• A comparative study on acoustic features for SID was conducted to
evaluate their usefulness
• A novel Residual-BLTSM architecture was introduced which obtains
state-of-the-art results in SID and music sub-style recognition tasks

Chapter 6
Intonation Pattern Embeddings
Motivic patterns have shown to provide strong evidence in favor of smaller,
more targeted, acoustic representations for MIR tasks, as demonstrated in
previous chapters. In the present chapter, an extrapolation of motivic acoustic patterns to Automatic Speech Recognition (ASR) tasks is presented. We
concentrate our efforts in applying acoustic motif embeddings to a very specific prosodic feature, intonation, to determine how minimal representations
of speech sounds may play an important role in the automatic recognition of
language varieties.
Using the cognition of auditory processes as the basis for our motivation,
and the overall approach used throughout this thesis, we develop computational experiments to demonstrate whether small intonation patterns provide
sufficient information to correctly classify speech samples based on their language variety.
As discussed in Chapter 5, minimal pattern embeddings provide an advantage for DL systems, which is the reduction of the signal to be learned on
the one hand, and segmenting the signal into smaller chunks on the other,
increasing the sample size without any type of augmentation or deformation
to the original sample. In DL scenarios where architectures require, in most
instances, more parameters than sample points to obtain state-of-the-art
results, this approach presents a clear benefit and improvement compared
to previous DL approaches in signal processing. This same approach can
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greatly benefit ASR tasks that use acoustic features such as sound patterns
as inputs. Information suffiency should be considered as another criteria to
optimize neural networks, since noisy data increases the training and learning
time, and more importantly, produces less estable representations.
Intonation patterns from speech signals contain relevant information related to intentional communication strategies associated with discourse [PH90].
Also, rich intonational languages and language varieties such as the ones that
belong to Arabic, contain significant variation in their tonal content, making
their identification by only acoustic features an interesting experimental task
to study. Since we are limiting the speech signal to its pitch content, it seems
logical that the method developed for SID and flamenco sub-style recognition
should be useful in this type of task.
From a perceptual point of view, auditory phenomena is processed using shared cognitive mechanisms, but speech is highly dependent on rapidly
changing broadband sounds [ZBP02]. Since pitch is highly variable in speech,
smaller representations would illuminate certain regularities that may turn
sufficient to correctly classify Arabic dialects given their rich tonal structure.
We extend the findings of Chapter 5 to a speech recognition task, namely
Arabic Dialect Identification (ADI) using the same pipeline and Res-BLSTM
model and compare our results with the current state-of-the-art in the VarDial 17 dataset.
The experimental results of this chapter come from an article written by
the author of this thesis [AI20].

6.1

Intonation and speech

Intonation is usually described as am iconic system that follows mechanisms
of speech production and perception [G+ 04]. One of its main functions is
to convey subjective attitudes such as emotion and various types of intent
associated with the structures of discourse [PH90].
In speech, tone encodes morphemes, and intonation provides a structural
linguistic function oriented towards the facilitation of speech processing by
the listener [G+ 04]. In intonation, phrasing breaks up in chunks speech seg-

CHAPTER 6. INTONATION PATTERN EMBEDDINGS

98

Figure 6.1: Tone alignment for pitch accent identification (from GToBI,
http://www.gtobi.uni-koeln.de).
ments to facilitate semantic comprehension. Stress has a function of marking
specific speech segments that are more relevant than others in the communication process, and as such plays a fundamental role in phrasing. Pitch fluctuations also convey information associated with intent and with the type of
statement made (whether a question or an affirmative statement), and it has
been shown that intonational contour, more precisely how a speaker chooses
the tune in a given sentence, is related to the belief she/he chooses to associate to a particular utterance [PH90]. Figure 6.1 shows the tone alignment
for pitch accent identification following the ToBI notation [BHSH06].
Most researchers use the intonational phrase as the unit of analysis. In
English, two levels of phrases are identified: the intermediate phrase, and the
intonational phrase [BP86]. An intermediate phrase contains one or more
pitch accents and a simple high or low tone (H or L). Intonational phrases
are composed of one or more intermediate phrases marked by a boundary
tone. A phrase’s melody or intonational contour is defined by pitch accents,
phrase accents and the boundary tone [PH90].
Micro-prosodic variation is often disregarded in the intonational phrase
analysis, but specifically for Arabic dialects seems to be very important in
the placement of pitch accents in Arabic language varieties [Hel07].

6.1.1

Arabic Dialect Identification (ADI)

Arabic is considered an intonation language [Hel14], which means that it
uses pitch for purely postlexical purposes. Arabic has a large consonantal
inventory and a small vocalic one. 22 countries speak different dialects that
differ in several phonetic characteristics and inventories with the standard,
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as well as amongst each other. Dialectal differences not only occur because of
their inventories but also because of their different prosodic patterns. It has
been attested that intonation can identify the speaker’s dialect [BH09], and
it is significant in identifying the speaker’s dialectal origin whether Eastern
or Western Arabic dialects [BOP99].
Dialect Identification (DID) is a special case of Language Identification
(LID), that presents specific challenges and problems related to the linguistic
similarity between dialects. Even though LID can be considered a wellunderstood problem, closely related dialects and language varieties still pose
significant challenges for their automatic recognition [TL12a, ZML+ 17].
Previous research on LID and DID using speech data can be divided into
studies that concentrate on lexical, phonotactic, and acoustic features. Traditionally, i-vector-based approaches have been considered as state-of-the-art.
Combinations of i-vectors and deep neural networks have resulted in important recognition gains in LID tasks [RRD15, CDZG15]. Research in Arabic
Dialect Identification (ADI) shows that using purely linguistic features such
as words and characters does not improve performance over acoustic ones obtained with convolutional neural networks (CNN) [ADC+ 16, NKS+ 18]. Previous prosodic and phonotactic approaches to the study of Arabic dialects
have shown that intonation and rhythm significantly improve identification
over purely phonotactic-based approaches [BH09, BHH09]. More recently,
end-to-end schemes to ADI using CNN and acoustic features have shown
better performance than linguistic features alone. Although fusion systems
tend to obtain better results overall [SAG18]. Domain attentive end-to-end
architectures without prior target information has shown robustness in ADI
tasks [SAG19], and adaptation to various domains. Overall, results in ADI
tasks seem to indicate a strong acoustic component in the speech signal that
is able to capture the regularities and differences among Arabic dialects.

6.1.2

Minimal patterns in speech

As mentioned, most linguistic studies concerning intonation use the intonation phrase, the intermediate phrase, word, or even syllable as the unit of
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analysis. Following the concept of minimal closed patterns from the previous
chapter, in this study we apply it to speech signals in an ADI task.
Arabic, as an intonation language uses pitch as a post-lexical feature,
that given the large amount of varieties, may provide sufficient information
to determine the geographical origin or variety of an utterance. Instead of restricting the analysis and the mining of intonation patterns to pre-established
linguistic categories, in this study we select the unit as the sound pattern,
or intonation pattern, which is defined in this framework as the minimal
unit that provides sufficient information to the model used to determine the
regional language variety of a particular utterance.
As we can see intonation is conceived and used in a more general sense
than what is normally used in the linguistic literature. This agnosticism in
the approach fits particularly well given the task (ADI) and the data. An
intonation pattern is mined following purely pitch patterns, that are closed
or maximal as defined in 5.4.1. This approach will allow for the discovery of
small, micro-prosodic patterns of intonation, that are normally not used in
the linguistic analysis.

6.2

Arabic Dialect Identification using intonation patterns

To test the approach outlined we perform and ADI experimental task consisting in identifying Arabic dialects from the VarDial 2017 ADI dataset
[ZML+ 17], using the pipeline and best architecture from the SID task. Only
changes related to the extraction of the fundamental frequency were applied
due to the difference in the signal.

6.2.1

Dataset

To test our approach, we use a dialectal Arabic dataset from the VarDial
2017 ADI challenge that is publicly available and used in previous research.
The goal of the VarDial ADI task was to identify Arabic spoken dialects and
their acoustic features to discriminate at the utterance level between five
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Arabic varieties, namely Modern Standard Arabic (MSA), Egyptian (EGY),
Gulf (GLF), Levantine (LAV), and North African (NOR) [ZML+ 17].
The data comes from a multi-dialectal speech corpus created from highquality broadcast, debate, and discussion programs from Al Jazeera, and as
such contains a combination of spontaneous and scripted speech [ZML+ 17].
The training data was collected from the beforementioned five dialects, and
the recordings were then segmented in order to avoid speaker overlap. In
addition, non-speech parts such as music and background noise were removed.
Table 6.2 shows the distribution of the five Arabic dialects in the ADI dataset
[ZML+ 17].
Several accuracy results were reported by the competing teams on the
VarDial task [ZML+ 17]. The first-ranked score in the ADI Shared task
achieved 76.32% accuracy with a weighted F1 score [IB17]. The winning
solution proposed an approach that combines several kernels using multiple
kernel learning with two runs; Kernel Discriminant Analysis (KDA) and Kernel Ridge Regression (KRR) based on a combination of three string kernels
and a kernel based on i-vectors. Table 6.1 summarizes the results of the two
runs.
Table 6.1: Results on the test set of KRR and KDA.
Run
1
2

Kernel
KRR
KDA

Accuracy
76.27%
75.54%

F1 (macro)
76.40%
75.94%

F1 (weighted)
76.32%
75.81%

The same dataset was used for the MGB-3 challenge [AVR17], and the
highest accuracy score was reported at 75% . Later studies on the same
dataset using deep learning architectures reported accuracies of 73% for a
single feature system and 81.36% for a fusion system [SAG18].

Dialect
Egyptian
Gulf
Levantine
MSA
North African
Total

Dialect
EGY
GLF
LAV
MSA
NOR

Ex.
3,093
2,744
2,851
2,183
2,954
13,825

Training
Dur.
12.4
10.0
10.3
10.4
10.5
53.6
Words Ex.
76
298
56
264
53
330
69
281
38
351
292
1524

Development
Dur.
Words
2
11.0
2
11.9
2
10.3
2
13.4
2
9.9
10
56.5

Ex.
302
250
334
262
344
1492

Test
Dur.
2.0
2.1
2.0
1.9
2.1
10.1

Words
11.6
12.3
10.9
13.0
10.3
58.1

Table 6.2: The ADI dataset: examples (Ex.) in utterances, duration (Dur.) in hours, and words in 1000s.
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Table 6.3: Intonation patterns and duration (hours) by dialect.
Intonation Patterns
Dialect Instances Duration
EGY
15,294
1.175
GLF
17,010
1.254
LAV
16,271
1.252
MSA
10,984
0.789
NOR
17,369
1.362

6.2.2

Intonation pattern embeddings

Following the same pipeline presented in Chapter 5 section 5.5.2, we applied
it to speech signal in this chapter, but with some differences in the process
due to the nature of the signal.
We extract the fundamental frequency f0 is obtained using Kaldi’s implementation [GBP+ 14], with minimum and maximum values for f0 set at
50 and 600 Hz respectively, and a window size of 256 samples. The contour
approximation C(f0 ) is constructed by first extracting all points from f0 ,
and then k-means is used to group points within a cluster. Once all clusters
from a single speech signal are obtained, distances are estimated between
cluster points, resulting in a vector of contour points in the time domain.
Figure 6.2 shows the ADI pipeline with the modifications applied for dialect
recognition.
When this procedure is applied to the entire training data described in
table 6.2, the initial set of 13,825 speech instances results in a total of 76,928
intonation patterns. The mean duration for the intonation patterns is 0.273
seconds, and the median value is 0.253. Table 6.3 shows pattern distributions
by dialect. Even though the number of training instances is much larger, the
total duration of the training set of intonation patterns is only 5.83 hours,
10.88% of the total training set.
We frame the ADI task as an acoustic representation learning problem,
where an architecture tries to predict the label of a given acoustic pattern
based on the intonation embedding learned. An intonation embedding is
then a fixed-length vector of the variable-length speech pattern.
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Figure 6.2: ADI pipeline.
More formally, we can define a vector of frame-level acoustic features as
Y = y 1:T where each y t ∈ Rd is a d-dimensional feature at the frame level.
An acoustic embedding is then a function f (Y ) that maps a variable length
segment into a fixed-dimensional space Rd . We say that f (y1 ) ≈ f (y2 ) if
||f (y1 ) − f (y2 )|| ≤ θ, where θ is a minimum acceptable similarity threshold
of the embeddings.
Previous research in DID and speaker recognition and verification using
deep learning methods, have used MFCC and filterbanks normally concatenated with other acoustic or higher level linguistic features as the acoustic representation. In DID tasks, MFCC features in combination with ivectors [NKS+ 18], and MFCC and filterbank features with frames of 25ms
[SAG18, SHG18] achieve state-of-the-art accuracy results. In speaker recognition tasks, the x-vector approach uses filterbanks with frame-length of 25
ms over a 3 second window[SGRS+ 18]. In a pre-training phase, results with
the approach and models used in this task indicate that log mel-spectrograms
with 128 mel frequency bins and 512 samples per frame achieve better performance than MFCC (8% increase). This is consistent with previous results in
ADI tasks [SAG18], that point at spectrogram features to work better with
larger datasets, since they contain more information.

Model
(Shon et al., 2018; single )
(Shon et al., 2018; fusion)
(Ionescu et al., 2017)
CRNN
Res-BLSTM

Test
Accuracy

75.69
91.88

Intonation Patt. dataset
Train
Accuracy

81.05
96.17

81.25

Original dataset
Test
Accuracy
73.39
81.36
76.27

81.56

76.32

F-1 (Weig.)

Table 6.4: Results on the ADI task for the Intonation Patterns data and the original VarDial 17 test set.
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Experiments

To test the quality of the approach presented, we perform two experiments:
one using intonation patterns obtained from the test set of the VarDial 17
and MGB-3 ADI challenges, an another experiment using the very small
random samples from the same test dataset (between 0.25 and 1.3 seconds
of duration). The main objective is to test whether the intonation pattern
approach taken is able to perform well with smaller datasets, and if the
intonation patterns learned are able to generalize to contexts with more noisy
data. Since we were interested in settings were data may be limited, the
development set was not used for the experiments, and the models were not
optimized using it. This limitation was intended to show the strength of the
approach presented. We use, as mentioned, the Res-BLSTM model presented
for SID.
Training and parameters
We train both architectures with batch sizes in the set { 32, 40, 80, 128},
and with epochs {10, 20, 30, 40}. Two early stopping policies of 5 and 2
epochs were implemented. Decisions on parameter selection were based on
maximizing accuracy and minimizing the loss function while considering a
general principle of computational efficiency: the best model should be able
to predict, in the minimum amount of time possible, the most number of
instances correctly. This is to avoid overfitting and to generalize over the
largest sample space possible. ADAM optimization [KB14] with a learning
rate of 0.001 was employed to optimize the architectures with the crossentropy loss:
loss(y, ŷ) = −

X

y log ŷ

(6.1)

where y is the probability of the true class, and ŷ is the probability of the
predicted.
For training, 80% of the data described in Table 6.3 was used, while the
remaining 20% was left for validation. The best combination of parameters
[batch; epochs; early stop] for CRNN were [80; 20; 5] while for Res-BLSTM
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[128; 15; 2].
Signal reduction by segmentation
Data augmentation has played an important role in accuracy improvement in
previous deep learning approaches to ADI [SAG18, SAG19]. Augmentation
increases the sample size of the training set by creating perturbations to the
audio signal such as time warping, frequency and time masking, or directly
modifying the acoustic representation [PCZ+ 19], with the goal of improving
the robustness of the models and avoid overfitting. Data augmentation can
be considered a regularization technique.
Instead of using augmentation directly on the dataset, the intonation pattern discovery approach presented, reduces the training set by segmenting
longer speech audio signals into smaller units (patterns) without perturbations to the signal itself. The result is an increase of the sample size by
reducing the total duration of the data to only 10.88% of the original training set. We call this approach signal reduction by segmentation, since we are
extracting minimal patterns from longer audio signals that are statistically
relevant, and richer in terms of the information content, while less valuable
information is disregarded.

6.2.4

Results

Results, as shown in Table 6.4, underline the main findings of the proposed
approach: intonation pattern embeddings provide sufficient information to
achieve state-of-the-art results in the VarDial 17 ADI dataset with minimal
sample length.
Experimental results are divided by dataset type, and compared with
state-of-the-art results in the original VarDial 17 test set using the same
metrics as in previous research [SAG18, IB17]. The baseline (CRNN) and
the Res-BLSTM model presented, were trained only using the dataset shown
in Table 6.3. Both models were tested on the intonation patterns dataset,
and our best model (Res-BLSTM), also on the original test set used for the
VarDial 17 and MGB-3 ADI challenges, but with a much smaller length
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of the speech samples, as described in table 6.3. This restrictive approach
allows us to test whether small acoustic intonation embeddings learned by
deep architectures, are able to generalize to a broader class of problems where
data is not only sparse, but also noisy.
Both models show no sign of overfitting as indicated by the training and
test accuracy measures in the intonation patterns dataset, with a relative
decrease of 4.7%. Both models show significant accuracy capabilities if we
compare them with state-of-the-art results. This could be because the dataset
has been reduced to its most fundamental content, and information that is
irrelevant for the prediction task has been discarded. In other words, this can
be seen as a reduction of the data complexity and an increase of the sample
size by algorithmic means.
Surprisingly, when the Res-BLSTM model is tested on the original test set
with small samples picked randomly, the model outperforms previous singlefeature approaches and comes very close to the fusion system of Shon et al.
[SAG18]. This result can be seen as the model is able to learn small speech
patterns, that are small enough, to be prevalent in Arabic dialectal speech
data. The result is particularly interesting considering that the total training
duration of the dataset used is almost the same as the test set. Also, it is
well known from the VarDial and MGB-3 reports [ZML+ 17, AVR17], that
the training and test domains were intentionally mismatched to challenge
participants, which shows the robustness of the full pipeline presented.
The signal segmentation approach taken in this experiment presents also
an interesting case of deep learning optimization of speech signals. The data
extracted from the original speech corpus significantly reduces the training
time of the Res-BLSTM architecture. To achieve the results shown in Table
6.4, only 15 epochs were needed, with an early stopping policy of 2. It
should be noted that recurrent networks in combination with residual blocks
with small filters, are able to capture local-level features in the convolutional
layers, while processing sequential patterns in the recurrent (BLSTM) ones.
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Conclusions

In this chapter we have shown how minimal acoustic representations of intonation patterns extracted from Arabic dialects are sufficient to correctly
estimate the language variety of a given speech sample. This has implications
not only for ASR tasks in particular, since minimal sound patterns contain
enough information to classify speech instances with a DL model.
In low-resource settings were data from minority languages or dialects are
scarce, this approach can provide several advantages, from using DL methods
with only 10% less speech samples than regular ASR tasks, to a faster optimization time in DL settings. One very important finding in this study was
the utilization of segmentation instead of augmentation, thus not deforming
or altering the original signal or its representation, while at the same time
obtaining better results. This is in part because the concepts of minimal
closed patterns, that increases the sample size by reducing the original signal by only considering that segment that contains relevant information and
discarding the noisy part.
From the scope of this thesis, we have shown that the general perceptual
systems that underlie auditory processes seem to create or produce minimal
constraints that facilitate the cognition of such phenomena, namely in this
context music and intonation from speech. This highlights the importance
of minimal representations, and the idea behind this thesis on the cognitive
principle behind them.

6.4

Contributions

The contributions of this chapter are the following:
• A method originally developed for MIR applications was successfully
adapted for ASR, more concretely for ADI
• The approach presented results in better results than previous stateof-the-art methods
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• A reduction by segmentation method was introduced for speech processing that obtains better results than existing data augmentation
methods
• The extrapolation of the MIR results provides strong evidence for minimal representations in acoustic signals, serving implicitly as an optimization method for DL
• Software was developed and made freely available to the public

Chapter 7
Conclusions
7.1

Research questions

At the beginning of this thesis, a general question was presented. The question itself contained, implicitly, the outline of the approach to follow and the
motivation behind it. By now, we are all familiar with the question and with
some of the answers proposed throughout this work. It is worth revisiting
it one last time: what role minimal descriptions play in the identification of
acoustic phenomena?
Even though the question is quite concrete and delineates the object under
study (minimal descriptions), the fact that we referred to acoustic phenomena
it opens up the question to many different sub-fields and different processing
mechanisms. To avoid confusion we delimited the subject of study to music,
more concretely to orally transmitted vocal music, and extended the findings
to speech.
The general computational approach used, Deep Learning, which is part
of the title of this thesis, played a fundamental role not only in determining
and discovering the role of minimal patterns and descriptions in music and
speech signals, but also, and more relevant to the field of DL, how learning
minimal representations improves the accuracy of the DL architectures and
algorithms, and how these representations can act as an implicit optimizer.
Since the general question was divided into smaller questions, more tractable
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within the scope of a thesis, we will be revisitng them one by one, and based
on the evidence obtained from the experimental studies, provide answers to
each one of them. In some cases, the results obtained provided interesting
new questions and solutions to problems that initially were not intended to
be solved within the scope of this work, or even well-understood. These new
solutions and research questions opened up new perspectives for future work
and studies, and helped to understand some of the limitations of the present
work that will be outlined in later sections.
As described on Chapter we labeled the questions in relation tto he field
or fields of study that the intended answer would contribute to. Given that
the nature of this thesis is multidisciplinary, this approach would help in the
contextualization of the contributions.
The answers to the research questions posed are the following:
• How can minimal patterns be framed and contextualized in
a general inductive system? [AIT] It has been shown how minimal patterns can be formalized within the KC framework and Universal Induction theory [Sol64a, Sol64b] in a natural and elegant fashion. In Chapter 2 minimal patterns were presented and contextualized
within the larger formal framework of KC. The incomputability of KC
was used only to provide an idealization, and to illuminate how minimal patterns depend on the information contained in such object, and
compressibility will depend on the method used and the object itself.
Motivic patterns and their minimal descriptions were used to provide
epistemological reasons for their study, and it was shown how human
cognition depends on such patterns at its lowest level of processing.
• Can a vector space model capture melodic contexts in monophonic songs? [DLR], [ETH] In 4.2 a skip-gram version of word2vec
was used to extract relevant motivic patterns from folk songs based on
their context. The results obtained indicate that word2vec can model
monophonic contexts in one-part songs. The embeddings obtained with
word2vec were tested in a downstream task, consisting of identifying
song collections from different national origins. The results obtained
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with these embeddings in an unsupervised manner resulted in stateof-the-art results without manual feature extraction. The results show
a parallelism between music and language when using small motivic
patterns. The distributional hypothesis [Har54], posits that words that
share contexts, statistically share their meanings. The word2vec model,
especially the skip-gram version, has shown to be very influential in
obtaining high quality word embeddings for downstream NLP tasks.
When using small motivic patterns, we were able to extract from the
Essen corpus similar motifs based on the context. This can have practical applications in the musicological analysis of folksong collections,
since the study of variation in folk melodies depends on the analysis
of contexts and the comparison of motifs. We should also note, that
the size of the motifs has a direct impact on the quality of the results.
Smaller motifs down to a limit (3-note motifs in this research) resulted
in better results in ad-hoc queries of the context and in the downstream
task.
• Can melodic embeddings be a good representation of relevant motifs from diverse musical repertoires? [ETH], [COG],
[DLR] Continuing with the results obtained in Chapter 4, it was shown
that motif embeddings from the Essen collection obtained state-of-theart results in a downstream task. These motifs were analyzed comparatively using the LDA topic model. These motifs contained information
related to their country or repertoire of origin, and provided specific
characteristics of national collections, that could be used to find antipatterns from cross-cultural corpora. From a purely ethnomusicological
point of view, it was shown how repeated notes are characteristic from
European collections, more so from the German corpus, and are almost
absent in Chinese folk songs. Also, it was shown how rhythmical patterns that contained longer durations were almost absent in the Chinese
collection. From a practical MIR perspective, it was shown also how
these smaller patterns can benefit the retrieval of song segments with
just small-size examples.
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• What role do minimal patterns play in the process of oral
transmission? [ETH] Based on the experimental results obtained in
Chapter 4, and on the theoretical framework presented in Chapter 2,
we can now articulate a response in favor of minimal descriptions in the
process of oral transmission in folk music. Since minimal descriptions
seem to have an evolutionary advantage in long historical processes of
transmission, given that they are less likely to change over time, and
that they are statistically found in musical cultures around the world
[Net00, BJ13, SBSC15], we found that such descriptions, or patterns,
improve the process of classification and identification of tunes and tune
families. Therefore, minimal motifs seem to carry information that has
survived over longer periods of time, containing information relevant
to a song’s identity.
• Can motivic patterns help in the classification accuracy of DL
methods in flamenco audio recordings? [DLR], [SIG], [ETH]
The high degree of melodic variation in flamenco music makes the process of mining relevant patterns difficult. In Chapter 5 a full pipeline for
the extraction of relevant motifs from a capella flamenco singing, that
contains a contour approximation and simplification method, a pattern
extraction method using a traditional sequencial pattern mining algorithm, and a hybrid Residual-BLSTM DL architecture. We found out
that using motivic patterns significantly improves the accuracy of the
DL methods, mostly because of the targeted signal extracted from the
audio and the elimination of less valuable information. When compared
with the non-motivic dataset, there is a relative acuracy improvement
of ' 21%. We found out also, that motivic patterns has a greater effect
in the accuracy improvement than data augmentation methods.
• Can acoustic motif embeddings provide significant improvements in the automatic identification of flamenco singers?
[DLR], [SIG] [ETH]
Not only acoustic embedings extracted from motivic patterns can provide sufficient information to characterize different sub-styles of fla-
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menco a cappella music, but also, singers with their individual singing
styles. This is particularly important because of how diverse and variable individual flamenco singing styles are. Extracting motivic patterns
not only help DL systems as an implicit data optimizer by concentrating in a smaller segment of the signal to be learned, but also help understand the individual melodic characteristics of each singer. These
melodic characteristics can provide new insights on how singing schools
are created and developed, and help in the mapping of singing styles
by period.
• Can minimal acoustic patterns be used for speech identification and recognition and improve state-of-the-art results?
[DLR], [SIG], [COG]
Intonation patterns from speech signals contain relevant information related to intentional communication strategies associated with discourse
[PH90]. Arabic language varieties have rich intonational systems, and
contain rich pitch information that may differentiate dialects amongst
each other. In this work it was shown that intonation patterns that are
mined without prior linguistic knowledge and not directly associated
with the intonation phrase, intermediate phrase, the utterance, or without taking into account stress or accents, provide sufficient information
for correctly classifying Arabic dialects. It was shown that using the
VarDial 17 ADI dataset, intonation patterns improve the accuracy of
several DL architectures. Surprisingly, these patterns correspond to
micro-prosodic features that are not commonly studied or used in ASR
tasks. Also, the approach presented uses only 10% of the total dataset,
and outperforms approaches that use data augmentation techniques.
This is because of the signal segmentation method developped that increases the sample size while reducing 90% of the total duration of the
dataset. This can greatly benefit ASR tasks that depend on acoustic
information.
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Conclusions

The topic of minimal representations of motivic patterns in music was studied
throughout this thesis. The main goal of this work was to investigate through
the use of DL methods and algorithms what role these patterns play in orally
transmitted music cultures, and to what extent these minimal representations
contain sufficient information, or in other words are statistically sufficient, to
predict correctly certain attributes associated with a song or music collection.
Even though studies in the musicological literature exist about small motivic
patterns, they are studied as a characteristic of statistical music universals
[BJ13, SBSC15] or they are treated as features within a larger research goal
or objective [VHK12, JvKV17]. In this work they are treated as the central
object of study, and by doing so we concentrate on several key characteristics
of these patterns: 1) the role of compressed patterns in the process of oral
transmission. 2) The amount of information contained in a pattern as the
sufficient condition for determining a certain property of a song or collection.
3) How neural architectures can benefit from using smaller, more targeted,
input features with the minimum amount of information.
The study of folk song variation is central to the understanding of how
traditional (folk) music cultures develop over time. Oral transmitted songs
evolve over time via transmission, variation, and selection. Starting from
the seminal work of Bayard [Bay50], ethnomusicologists have studied folk
song collections from the perspective of a tune family. Tune families group
melodies in families based on a similarity measure and manual alignment
methods. MIR approaches have concentrated in the development of alignment algorithms [VKGV+ 07, VK10, VHK12, SA15]. These computational
approaches follow the traditional alignment methods using computational
tools, so we could refer to these as a computational adaptation of traditional
musicological approaches. Motivic analysis in the ethnomusicological literature have been almost absent, since higher level musical and social features
are normally of interest. In the MIR literature motivic analysis of folk songs
have been most concentrated on frequent and closed patterns using symbolic data [LT07, CA11, Con13b]. The approach presented in this thesis not
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only proposes a new computational methodology using word2vec, but more
importantly a fundamentally different perspective. If the focus of analysis
are the units that are less likely to transform over long transmission processes, they should contain information that can make a tune or a family
more rapidly identifiable, while at the same time provide new comparative
approaches to the study of families or even national collections. As shown
in Chapter 4 this computational comparative analysis can bring interesting
insights into national collections, and how small patterns provide interesting differentiations at geographical level. This approach was only presented,
and future work in this direction will be needed to clarify aspects related to
how these minimal units relate to higher level musical structures such as the
phrase. Also, an interesting direction would be to study the motivic typologies of the musics of the world. That study should clarify, or add, to the
study of music universals and their relation to other cognitive processes and
mechanisms that humans share cross-culturally. From a MIR perspective, it
was shown also in Chapter 4 how embeddings of minimal melodic units can
significantly improve the retrieval of folk songs, and even the identification
without human annotation, so to say, in a completely unsupervised manner.
This approach can also be an interesting example on how DL methods could
be more explainable by using a clear and concrete musicological problem as
the basis of the machine learning task. This type of perspective could help
formulate interesting musical questions that can be answered from a DL point
of view, while at the same time provide evidence on how a particular embedding method works and why. By using word2vec, it was shown how context
in music shares common properties with language when using small enough
motifs. This explains two things, that music operates by similar sequential
processes of compositionality as language, and that monodic motifs, when
small enough, can be be embedded and treated as words in language.
The minimal description approach presented in the study of motivic patterns was transferred to classification problems in the audio signal processing
domain. Mostly, because of the amount of data available that it is not transcribed in oral cultures and traditions, and because of the nature of the
annotations; transcriptions of microtonal music may exclude important as-
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pects of the music signal. The key for obtaining robust approximations of the
fundamental frequency, especially in oral traditions where microtonal variations and ornamentations are very frequent, is to approach this task as an
unsupervised problem where no prior musical knowledge is required. Previous work in MIR in non-western traditions has focused in the hand-crafting
of melodic representations of music signals that required substantial knowledge about that particular music tradition [MGMG+ 10, PGO+ 12, KISS14,
BAH14, GDBGM18]. These approaches, while descriptive and robust in
their own tradition, lacked a general-purpose orientation. It was shown in
this work how culture agnostic and unsupervised approaches based on multivariate clustering can benefit the cross-cultural analysis, providing a robust
way of creating agnostic contour approximations. The contour simplification method presented, works very well in traditions where improvisation
with extreme vibrato ranges and constant microtonal melodic variations are
dominant. In this thesis, this study was restricted to flamenco music to
study the approach in a single tradition, but future studies that use large
cross-cultural corpora will be needed. Past approaches to large cross-cultural
studies were based on high or mid-level music features, or a combination of
both [PBBD17]. Low level musical features provide a more in-depth musical understanding of the traditions, and greater comparative results. Given
the strong efforts made in corpus creation in the MIR community, larger
comparative studies should be possible given the current resources.
When searching for least descriptions in audio music signals, we found
out that the approach of limiting the search of frequent patterns to those
that are closed and minimal resulted in an unexpected data transformation.
Instead of augmenting the dataset, the signal segmentation method reduced
the signal to be learned by finding smaller chunks of data that contain sufficient information to be relevant to the prediction task, while at the same
time keeping the super-pattern. This method increased the sample size while
reducing the actual total time of the dataset. In the DL literature, this approach may have seemed as counter-intuitive at first if we consider the type
of data normally used in DL experiments, but as we have shown in chapters 5
and 6 the reduction of acoustic data by the segmentation approach presented
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allows not only to improve state-of-the-art results, but also acts as an implicit
optimizer for neural architectures. Data augmentation has been fundamental
in the success of DL methods in audio and visual signal processing. Data
augmentation is regarded as a regularization technique intended to present
noisy input to the model to make it robust to deformed or corrupted input,
by increasing the size of the training set. The approach to transforming the
data presented in this work, did not modify the signal or the spectrogram,
but actually produced a modified dataset with only more relevant information for the task at hand. Some criticism may be raised here, in the sense
of producing artificial datasets engineered for a particular task, lacking generalization. By eliminating noise from the signal, or irrelevant segments of
it, we are training the model to identify dictionaries of patterns for a given
class or label, selecting varieties of data based on an statistical concept of
frequency and sufficiency. When tested with noisy data, this method seems
to make the network generalize well, since it seems to be able to dentify short
patterns from longer samples. This method can be applied to acoustic signals
that have strong temporal components such as speech and music, and can
be particularly useful when the data is scarce or when the signal has been
degraded. Future applications of this method can be in self-supervised tasks,
since segmentations of a signal can easily derive in an intermediate task of
determining whether a small pattern is contain in a longer segment or not,
or others based on this idea.

7.3

Summary of contributions

Throughout this thesis contributions were presented at the end of each chapter. We now list them as a final conclusion to this work. We list MIR and
DL contributions, and software and data that were developped or created for
this thesis. The following methods, approaches, software and corpora were
originally developped during the course of this thesis and are here presented
as original work:
1. A general formalization of minimal motivic patterns and descriptions
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for acoustic data identification
2. A method for extracting relevant motivic patterns from monophonic
folks songs based on their context using Word2vec
3. A methodological approach for the comparative analysis of folk songs
based on minimal descriptions
4. New insights into the process of oral transmission based on minimal
descriptions
5. A contour simplification method for approximating the fundamental
frequency extracted from a highly variable singing style, that can be
used for singer identification
6. A general end-to-end pipeline for learning minimal representations
7. A new hybrid Residual-BLSTM neural architecture that outperforms
current state-of-the-art models for singer identification and music style
recognition
8. A signal reduction by segmentation method that outperforms existing
data augmentation policies and methods in music style, singer, and
dialect identification, and that can be used in low-resource settings
9. An Arabic dialect identification pipeline based on intonation patterns
that shows that the minimal description paradigm also applies to language varieties and dialects, outperforming previous state-of-the-art
results in the VarDial 17 dataset using only 10% of the data
10. A motivic dataset based on corpus Cofla
11. An intonation pattern dataset generated from the VarDial 17 dataset
12. Software for creating the neural architectures, pipelines, and experiments based on Python and the PyTorch library
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