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Summary 

In this work, the concepts of cloud computing will be explored in a 

general way, thoroughly investigating the new concept of serverless 

architecture, an application development model that offers interesting 

advantages in the field of IoT, where applications need to be scalable, 

flexible, low costs and deliver functionality as quickly as posible. It begins 

with an introductory explanation of the concept of "Serverless." The second 

chapter deals with the state of the art, where the technologies that have 

made the “Serverless” model possible, taking as a starting point the 

creation of the World Wide Web. The development of this thesis consists of 

a practical demotivation of serverless architecture in the Amazon Web 

Services (AWS) cloud, where an intelligent gardening system has been built 

that integrates with AWS services. Finally, we conclude with the budget 

section, where the price comparison of the serverless services of three 

currently relevant cloud providers is exposed: Amazon Web Services, 

Google Cloud and Azure. 
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1 What’s 

Serverless? 
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Serverless is a cloud technology. This means that despite what the 

implicit meaning of the word can tell to the reader, there is a server somewhere. 

The concept to which the word serverless is attributed, on the other hand, refers 

to the type of hosting applications where, during the software development 

lifecycle, the developer is completely freed from thinking about the concept of a 

server. 

Traditionally, when we deploy an application that offers a service over the 

internet or another network, we need to deploy it on a server. This implies a 

series of tasks that are linked to the development of the application, such as 

managing access to the server, creating users and passwords; ensure that the 

server has the latest security updates, so that it is not exposed to any 

vulnerability; control that the computing resources are enough to guarantee the 

availability of the service, adjusting them if necessary, and many other 

problems. In fields such as the Internet of Things (IoT), where the very nature of 

applications is to respond to specific events of real scenarios, keeping a server 

waiting for an event means paying for the time in which the server remains 

inactive and in if you want to turn a server on and off between events, the time 

involved may be too high. This set of disadvantages can make us look to other 

platforms to deploy the core logic of our IoT application. 

Serverless is a cloud computing service that provides a platform to 

deploy code in the form of functions, which are executed in response to events. 

Cloud providers allow a wide range of possibilities to invoke the function, either 

in response to events generated by other cloud services or manually through 

web requests. Thanks to container virtualization technology, the infrastructure 

where the code is hosted can be turned on and off in seconds. This allows to 

reduce service costs for applications that do not make intensive use of it, 

because when the infrastructure is disabled it does not apply any cost to the 

service. A serverless platform only requires the developer to provision the 

function with an amount of memory. In addition, serverless platforms have built-

in high availability and fault tolerance, so developers don't have to worry about 

these tasks either. Serverless applications have a more flexible scaling, being 

possible a number of concurrent executions that ranges between 1000 and 
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hundreds of thousands, depending on the service plan we have on the cloud 

platform. This also guarantees a high availability of the service. 

In this work, the serverless service  AWS Lambda, from Amazon Web 

Services platform has been used. AWS Lambda is a service based on 

functions, where all the logic in form of source codes lives and runs. It has  

several built-in conectors for many other AWS services, such as databases, 

web endpoints and dashboards enabling the reception and sending of any kinds 

of events.  The AWS Lambda service runs in parallel as many copies of the 

function as needed, providing high availability and fine grained scalability. 

Lambda is a type of Serverless Function as a Service, which is a cloud 

approach to event-driven applications.  

 

Figure 1. Types of event-driven computing 

Lambda can be the backend of a service you want to develop. To begin 

to work with it we need to write some code, configure how much memory is 

allocated in each function invocation and set an event source that can be 

almost any of the AWS services. Developing aplications in this platform frees 

you from the obligations of managing infrastructure, developing event source 
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integrations or build scaling for the applications, so the main focus in the 

software development cycle can be to develop the application logic and define 

the event sources.  

From the point of view of the developer, Lambda has a simplified 

architecture, which consists of an event source, the application logic and the 

destination, where event sources and destinations can be any AWS service. 

 

Figure 2 Lambda function simplified architecture 

From the point of view of the software architecture, this architecture 

provides an inherent decoupling; satisfying the requirement of connecting the 

function to another service naturally decouples the system into multiple 

components.  

In short, serverless is a way of deploying applications that offers four 

main features: no server management, flexible scaling, high availability and 

zero cost for idle times. 
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2 Origins of 

Serverless 
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2.1. Introduction 

As the state of the art section, I have decided to explore the path that 

technlogy has followed, from the creation of the world wide web to the use of 

Serverless services. In this way, it is possible to illustrate the most important 

concepts of cloud computing, showing how they are related to each other and 

making the reader understand how the reasons for the popularity of serverless 

services make sense, beyond the technical characteristics that make it stand 

out between the cloud services of today. In this section the most important 

Cloud Computing concepts are arranged in the form of chapters and in 

chronological order, so there is a direct relationship between each section and 

the previous one. 

2.2. World Wide Web 

In March 1989, Tim Berners Lee, a CERN researcher, proposed to 

develop an interconnected information system, intended to share and find 

technical documentation of any system. It was a project that was going to join 

two existing technologies: hypertext and the Internet. Initially his proposal was 

not accepted, so he proceeded to develop the project himself. Word Wide Web 

was published as a non-propietary technology, so it was possible to develop 

servers and clients without license restrictions. In 1990 Tim Berners-Lee  

developed the first web server and the first web browser, named 

“WorldWideWeb” for NEXTSTEP operating systems. 
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Figure 3 Berner's Lee NeXTCube was the first web server 

Tim Berners-Lee is the founder of the World Wide Web Consortium 

(W3C) and in the last years he has defended his vision of a semantic web. 

2.3. Bare-metal 

In the period between 1991 and 1995, the Internet was restricted for 

educational and research purposes and publishing a web page required buying 

your own server, configuring it, connecting to a stable power line, an internet 

line, and running a web server. Service availability depended on many factors 

that could fail, and the effort required to develop a scalable service was very 

high.  

2.4. Web hosting 

In 1995, the web finished to be intended exclusively for government and 

science, and it was opened for commercial use. Platforms such as GeoCities  

[1]were spawned and offered a hosting service to host personal web pages. In 

this year, two companies were born that would be relevant for the future of the 

web: eBay and Amazon. 
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2.5. Grid computing 

The concept of grid computing first came up in 1997, as a result from the 

work of the  University of Chicago and the Argonne National Laboratory [1]. A 

new idea of computing, named “metacomputing” emerged.  

Grid computing defined a distributed computing scheme, as an 

alternative to the traditional monolithic server architecure based in large 

mainframes. It consisted of connecting multiple computing units through the 

network at different geographical locations to perform distributed processing 

and gain more computing power.  

2.6. Software as a Service 

In march 1999,  Marc Benioff, Parker Harris and Dave Moellenhoff fund 

Salesforce, a company whose market vision was to provide software "easy to 

acquire, simple to use, without complex installations or maintenance costs and 

with constant updates" [2]. The web started playing a bigger role in computers, 

moving forward from being used as a publishing platform to a place to lauch 

many types of runtimes and games. 

 

Figure 4 Salesforce's message "End of Software" drew attention, 

quickly gaining popularity 
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The concept of Software as a Service was born, a software distribution 

model where the software and the data it handles are housed on company 

servers, and accessed with a client application over the Internet. Nowadays, the 

many popular applications  the Google suite, Facebook or PayPal are delivered 

through Software as a Service. 

2.7. Virtualization 

In 2001, VMWare releases ESXi, and server virtualization becomes popular. 

 

Figure 5 VMWare ESXi loading screen 

Virtual machines are an abstraction that run on top of the operating system.  

With server virtualization, it is posible to divide a physical server into multiple single, 

isolated virtual servers. Each virtual server can run its own operating system 

independently. 
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2.8. Infrastructure as a Service 

As a result of virtualization technology, between 2002 and 2006 the Amazon 

company sees a business opportunity in the rental of part of its IT infrastructure and 

Amazon Web Services (AWS) spawns. The concept of Infrastructure as a Service was 

born. 

 

Figure 6 Amazon Web Services 

Infrastructure as a Service, sometimes abbreviated to IaaS, contains the 

fundamental building blocks for cloud IT. Typically, this allows access to networking 

features, machines (virtual or in dedicated software), and data storage space.  

2.9. Platform as a Service 

In 2009, James Lindenbaum, Adam Wiggins and Orion Henry developed 

Heroku, an online editor to deploy Ruby on Rails web applications. This service defined 

the idea of Platform as a Service.  

 

Figure 7 Heroku 

Platform as a Service are platforms used for software development which 

eliminate the need to manage the underlying infrastructure (typically hardware and 

operating systems) and allow to focus on deploying and managing applications. This 

helps improve efficiency, since you don't have to worry about resource provisioning, 
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capacity planning, software maintenance, patching, or any of the other tasks involved 

in running your application. 

 

2.10. Containerization 

In the 2013 pyCon, Solomon Hykes anounced Docker, an open source project 

that automates application deployment inside software containers.  

 

Figure 8 Solomon Hykes at pyCon 2013 

Containers are the next level of abstraction after a virtual machine, they can run on 

top of any operating system, whether it is a virtual or a host one. Software containers 

are packaged units of software that include the set of dependencies that an application 

needs to run: code, runtime, tools, libraries and settings  [1]. With this technology it is 

posible to isolate software from its enviroment, enabling more flexible services in the 

cloud. 

Traditionally, applications were deployed on a server sharing libraries, sometimes 

causing dependency problems when, for example, two applications require different 

versions of the same library. With deployment in software containers, applications that 

have their own isolated file system. This also makes them easily portable to other 

machines with the same or different operating systems. 
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Figure 9 Traditional deployment vs. Container deployment 

 

2.11. Container as a Service 

Quickly after the launch of Docker, big companies like Google and Hashicorp 

started investing money in developing technologies to deploy containers at a large 

scale, like Kubernetes, Docker Swarm, Nomad and CoreOs. 

 

Figure 10 Kubernetes 
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With these systems, cloud providers now offer platforms that operate at the 

container level, where the user launches software containers and the underlying 

service is responsible for orchestrating the computing, networking and storage 

infrastructure to relieve the user of this task. Container as a service functionality can be 

defined as a combination of the simplicity of Platform as a Service with the flexibility of 

Infrastructure as a Service. 

 

2.12. Function as a Service 

In 2014, AWS launches AWS Lambda, a service that allows code to be 

executed in the form of functions. With this service, the idea of Function as a Service 

was introduced. 

Function as a Service is an event-driven service, meaning that code in a 

function will run in response to events. As oposed to Platform as a Service, Function as 

a Service allows to deploy a single function of an application and is billed according to 

the used compute resources, which are automatically managed. 
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3 Development 
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3.1. Introduction 

As an experiment put into practice the concepts presented, part of an intelligent 

gardening system has been implemented, which gathers data form sensors an sends it 

to the  AWS cloud. This system is intended to monitor the status of a plant in real time. 

Initially, severeal ideas arose about which physical device to use. The service 

“AWS IoT Greengrass”, allows you to deploy an IoT system within the device, which is 

useful to build an edge device in a complex IoT architecture. This greatly saves the 

costs of the cloud service, since we can assemble an AWS Lambda function that 

responds to events inside the device itself. The requirement is to have a FreeRTOS 

operating system installed, one of the devices that supports it is a Raspberry Pi. In this 

case, the Raspberry Pi could act in a real scenario as an edge device, which would 

collect information from multiple sensor devices and do a pre-processing. If we had a 

large number of plants, It would be possible to use simple and cheap microcontrollers 

such as the NodeMCU board with ESP32 microcontroller.  

But for the sake of this experiment which is intended to test serverless 

architectures, this multi-tier architecture hasn’t been implemented. Instead, the 

NodeMCU ESP32 microcontroler has been used. This device, which allows direct 

connection to the cloud with SSL, connects directly to AWS IoT Core. With the data 

generated, a series of rules are activated in AWS that make it easier for us to store the 

data in a DynamoDB database and enable a subsequent analysis of the data. As we 

will describe in more detail in the following sections, the DynamoDB data flow activates 

a Lambda function, which updates a file hosted in an amazon Bucket S3. Finally, we 

publish a static website using the S3 bucket that updates a chart in real time using 

Chart.js and jQuery. 

  



SERVERLESS WORKFLOWS FOR ORCHESTRATION 

 17 

3.2. Dispositivos físicos usados 

1.1.1. NodeMCU ESP 32 microcontroller 

This microcontroller is very common as a connection point with sensors in IoT 

projects, due to its low cost and high functionality. It can be found on the internet at a 

price of 2 euros, some of its most relevant features are: 

• Wi-Fi connectivity: it will allow us to send data to AWS IoT with MQTT 

through a Wi-Fi network. 

• Over-the-air updates (OTA): allows you to reprogram the microcontroller 

wirelessly, very useful in real scenarios where you connect a cable to a laptop 

 

 

Figure 11. NodeMCU 
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1.1.2. Soil moisture sensor 

This type of sensor works with two cathodes that allow measuring the electrical 

resistance between its two probes. 

 

 
Figure 12 Galvanic soil moisture sensor 

 

Initially, a galvanic soil moisture sensor was chosen, when connected to the 

plant it detected a certain humidity in the soil with a value that was stable for a short 

period of time decreasing when the plant was watered, which means that the electrical 

resistance between the two cathodes decreased, so the device was working properly. 

However, when analyzing the data of a whole day after watering the plant, it was found 

that the percentage of humidity of the plant had increased slightly. After exhaustively 

searching for the reason for this behavior, it was concluded that it is due to corrosion, a 

chemical process that occurs when two metals are submerged in a liquid and subjected 

to an electric current. Since the soil of the plants contains mineral salts, there may be 

the presence of some compound that favors this reaction. This corrosion can be seen 

in figure 12, there are blue marks on the metal parts of the sensor.  

Due to this problem this sensor was discarded from the experiment and 

replaced with the following sensor.  
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Unlike the other sensor, this sensor is covered with a layer of anti-corrosive 

material, so it does not rust if we leave it connected to the electrical current, measuring 

the humidity of the earth. 

1.1.3. Photorresistor 

With this sensor we capture the light that the plant receives. The idea is that the 

system measures the amount of light that the plant receives per day, so that it can be 

analyzed if the plant is in a sufficiently illuminated place or if it has to be moved. 

 

Figure 14 Photorresistor 

Figure 13 Capacitive soil sensor 
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1.1.4. RGB LED 

 

 

This LED will be used to simulate the activation of an automatic irrigation 

system, when the plant has a humidity percentage below the established threshold. 

 

 

 

3.3. Connecting the physical device to the 

cloud 

To connect the ESP32 device to the AWS cloud, the AWS IoT Core service has 

been used.  

AWS IoT Core provides a platform on AWS to receive data through MQTT, 

register devices as logical units and group them, create device shadows to store their 

information, and many other functionalities, including on-the-go firmware updates. air 

(OTA) for security control in IoT systems. 

                  Figure 15 RGB LED 
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Figure 16. AWS IoT Core conrol panel 

 

To develop our experiment, we must create an "Object", this is an entity 

that represents our physical device within AWS. In the menu shown in figure 5 

we can give a name and a description to our object through which we will send 

data to AWS services. It is mandatory in AWS that communications through the 

MQTT protocol are encrypted with TLS. To do this, when creating an object it 

allows us to download the X.509 certificates that we will install in our 

microcontroller. 
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Once we have the certificates, the next step is to convert them to the .der format, to do 

this in a console with openssl installed, we execute the following commands: 

 

Then we proceed to copy them into the flash memory of the microcontroller, for this we 

have used an open source tool to copy the files into the flash memory of the NodeMCU 

microcontroller. 

Once we have the certificates uploaded to the microcontroller, it is time to upload the 

necessary code to make the connection with AWS through the HTTP endpoint. This 

code can be found in the repository attached with this thesis. The microcontroller code 

performs the following tasks: 

• Connects to the specified Wi-Fi access point 

• Creates a MQTT client in the AWS endpoint of our thing 

Figure 17 AWS IoT Certificates 

Figure 18 Openssl commands 
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• Periodically sends soil moisture values in JSON format to the topic 

“BasilPlant/sensors/soilmoisture” 

Once these steps are complete, data will arrive at the AWS IoT Core 

message broker. 

 
Figure 19. AWS IoT MQTT Broker receiving messages 
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3.4. Cloud ecosystem 

 

 

In the cloud part, the ecosystem with multiple AWS services that is ilustrated in 

Figure 18 has been implemented, using a serverless architecture to 

demonstrate the usefulness of this service. Each of these components are 

detailed below. 

Figure 20 Cloud services used in the experiment 
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3.5.  IAM Role  

Identity and Access Management (IAM) is the system that controls 

access to resources between AWS services. It allows creating users and roles, 

asigning roles to users, and applying resource policies to roles or instances of a 

service. In this way, the entire security layer is abstracted into a separate 

module, facilitating its management and increasing the security of applications 

developed on AWS. For example, a Lambda function does not need to use any 

username and password or access token in its code to write to a DynamoDB 

database, all it needs is to apply the right policy to be able to writeto the 

destination resource. All of this is done through the IAM configuration panel. 

Figure 21 IAM Policies 
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3.6. IoT Rule 

AWS IoT Core allows you to create rules to send received data to other 

AWS services. We are interested in storing the data in a non-relational 

database such as DynamoDB, which offers us high performance and storage 

capacity. We may retain the received data to analyze future behavior patterns 

and discover important information using intelligent algorithms. One of the IoT 

Rule rules allows distributing a JSON message taking the name-value pairs as 

the name of the DynamoDB column and its value, with a syntax similar to SQL:  

 

Figure 22 IoT Rule 
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3.7. DynamoDB 

DynamoDB is a non-relational database service, which unlike traditional 

relational database services, by not following ACID principles (Atomicity, 

Consistency, Isolation, Durability) allows higher performance. Among its use 

cases are IoT solutions and it integrates with Lambda Functions through 

DynamoDB Streams. The basic components of DynamoDB are as follows: 

• Tables: it is the largest unit that information is divided into in 

DynamoDB. It is a collection of data about an entity, the sub-elements 

that compose it are described below. 

• Items: each table contains zero or more items. An item is a set of 

attributes that can be uniquely identified among other items. Items 

have a similarity to rows in relational database systems, but unlike 

these they can contain a variable set of attributes.   

• Attributes: an attribute is the smallest unit of data in DynamoDB. 

Normally it corresponds to the name-value pairs of the JSON 

document in which the information is sent to the database, where the 

name is the title of the column and the value can be a text string, a 

list, or a nested attribute.  

• Primary key: to ensure that each item is different, it must designate a 

primary key, it is an attribute that has a variable value. In IoT 

solutions, the timestamp is usually used as the primary key. 

• Sort key: DynamoDB supports primary keys with two attributes, also 

known as composite keys. In the case of our experiment, this version 

has been chosen, using the name of the thing and a timestamp as a 

composite key key. 

 

The following table describes the information contained in each column 

of the “soilmoisture” table that has been created: 
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id Name of the thing in AWS IoT Core. 

timestamp Time of the sample in UNIX timestamp format. 

sm_value 
Raw value of the analogic output of the soil moisture 

sensor. 

sm_percent 
Moisture percentage of the soil, based on the 

calibration made with the sensor. 

Tabla 1. Soil moisture table columns descriptions 

 

 

 

 

 

 

 

  

Figure 23 DynamoDB Table 
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3.8. DynamoDB Stream 

DynamoDB integrates with AWS Lambda so that it can be easily 

connected. You can create “triggers” that respond to events from DynamoDB 

streams, so that you can respond to the modification of entries in a table. In our 

case, a "trigger" has been configured so that when a new entry is added in the 

table that records the humidity of the plants, the Lambda function is invoked and 

the event data is passed. 

 
Figure 24 Lambda connected to DynamoDB stream 
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3.9. Lambda 

1.1.5. Event 

The DynamoDB stream trigger has been configured so that when a new item is 
inserted the Lambda function is called. When the function is invoked, the 
function is fired and the event data is passed to it in JSON format. In the 
following image you can see the structure of the data: 

 
Figure 25 DynamoDB Event 

The JSON message in Figure 22 corresponds to a DynamoDB event that 

occurs when a new entry is inserted into the database. As you can see, the 

values we receive arrive within the "NewImage" field. The objective of the 

Lambda function will be to parse this event and save it in the format we need to 

update the graph of a static web page that uses Chart.js to display a real-time 

graph of the plant data. 
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1.1.6. Code 

Next, the code will be briefly explained, to avoid an overlength in extension it 

has been represented with flow diagrams of the program and some methods have 

been omitted. The full code can be found attached to this document. 

Handler 

 

Figure 26 Lambda function handler flow diagram 

When a DynamoDB stream event invokes the Lambda function, the handler 

runs. The nomenclature varies depending on the programming language that is chosen 

but they all agree on the same concepts. When a handler is invoked it receives three 

parameters: 

• Event: As seen in the previous section, it is the information sent by the 

service to which the Lambda function is connected and contains all the 

data and metadata that the logic of our application needs to process the 

event. In this case, it tells us the name of the DynamoDB table and the 

values it updates within it. 

• Context: this field contains data about the invocation of the function, 

such as an id that identifies the request, the timeout with which it is 

invoked, and attributes for logging in CloudWatch. 
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• Callback: it is used to send a response to the process that invoked the 

function, in this case a string is simply sent when the function finishes 

executing. 

As can be seen in figure 24, the handler first calls the "processEvent" function 

which, as its name indicates, processes the event fields and returns the result. After 

that, the “updateS3Bucket” function is called, which updates the dashboard data of our 

website. 

Parsing event fields  

 
Figure 27 Lambda function event processing flow diagram 
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The method to parse DynamoDB events, first checks that it is an "INSERT" type 

operation, and then captures the values of the columns: time, id, sm_percent 

and sm_value. The next thing is to create a dictionary with these values and 

return it. 

Update S3 Bucket 

 

Figure 28. Update S3 Bucket Lambda method 

Finally, when the event values are parsed and we have them in a handy 

variable, we can proceed to update the file in the S3 Bucket. The “updateS3Bucket” 

retrieves the current data stored in the bucket, does some processing and updates it.  

This is possible thanks to the AWS Javascript SDK, which we can use to access AWS 

resources. 
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1.1.7. S3 Bucket 

The amazon S3 Bucket service is a resource that allows the storage of 

objects in the cloud. The concept of S3 Bucket is similar to that of a filesystem 

folder, but in the cloud. It offers scalability, durability, and accessibility features. 

It allows us to host a static web page for free, providing a URL that can be 

accessed from anywhere over the internet safely. 

 
Figure 29. S3 Bucket content 
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1.1.8. Publishing the website 

In the S3 bucket we have different files that have been used to 

implement the front-end part of our system. It is a static web page, which 

through the use of jQuery constantly polls the last data from the chart that is 

uploaded to the S3 Bucket by the Lambda function. This action takes place in 

the client browser. To implement the graph in real time, the Chart.js library has 

been used, which allows to create graphs in a simple way. 

 

 
Figure 30. Public real-time chart of plant humidity 

In figure 30 you can see the real-time display of the humidity in the plant 
soil. There is a peak in which the humidity rises, which coincides with the 
moment in which the plant has been watered. 
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Figure 31. Plant monitoring system 
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4 Budget 
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4.1. Introduction 

This chapter will present a comparison of the costs of the serverless services of 

three relevant cloud providers: Amazon Web Services, Google Cloud and Azure. The 

services that have been compared are AWS Lambda, Google Cloud Functions, and 

Azure Functions respectively. All three cloud providers provide free access to the 

service until a certain limit and then charge acording to their prices. 

 

4.2. AWS Lambda pricing 

Free access 
First million requests free, and free 400GB/s per 

month 

Price per million 
requests 

0,20 USD 

Price per GB/s 0,0000166667 USD 

Tabla 2. AWS Lambda pricing 

 

4.3. Google Cloud Functions pricing 

Free access 
Free credit worth 300 USD to all platform products for 

90 days, and free 2 million requests 

Price per million 
requests 

0,40 USD 

Price per GB/s 0,000016 USD 

Tabla 3. Google cloud pricing 
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4.4. Azure Functions pricing 

Free access 
100.000 free requests per month and free 400GB/s 

per month, and free 200 USD credit 

Price per million 
requests 

0,20 USD 

Price per GB/s 0,000016 USD 

Tabla 4. Azure Functions pricing 
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5 Conclusions 
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The serverless application model follows the good practices of software 

development, and creates levels of abstraction that allow you to develop 

applications with greater speed and reduce the time to deliver functionalities. As 

it has been seen in this master's thesis, computing is in a constant race to find 

the next level of abstraction and it cannot be said that serverless architecture is 

the definitive one. 

The cloud development model offers great facilities for application 

development, but it also implies great sacrifices. The serverless architecture 

has a model with so many cloud-dependant abstractions, that developing an 

application on a serverless platform implies that it remains tied to a cloud 

provider, sacrificing portability and posing possible economic risks by 

completely depending on a third party in the economic cost of the infrastructure. 

In any case, the best decision will depend on the specific case, the size of 

the project and the requirements of the applications. 

Serverless technology allows to deliver functionality in a very short time, in 

addition to modeling the applications with a modular structure. That is why, as 

future guidelineslines, the smart gardening system that has been put to the test 

in this work can continue to be developed. These future developments include 

the following: 

• Advanced development of the monitoring panel on the web: in addition 

to monitoring soil moisture, it is convenient to have a monitoring dashboard  

that allows to act on the plant, for example to activate an irrigation system or 

turn on a light. It should also allow you to adjust the threshold values for 

which the system sends alarms based on the light and humidity sensors. 

• Connection with other AWS services: it is interesting to test Lambda's 

connection with other AWS services offered by the Amazon Free Tier.   

• Explore the scalability of the solution: add more plants with sensors to 

explore the degree of ease with which this task can be accomplished. It is 

interesting to investigate the AWS IoT Greengrass service by deploying the 

system on a Raspberry Pi. 
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• Development of an Android app: the system can be integrated with an 

Android app with the same functionality as the monitoring dashboard and 

allows the user to receive notifications of the status of the plant.  

• System access control: AWS offers the ability to implement login using its 

Amazon Cognito service.  

• Advanced Lambda Function Study: inspect Lambda Function Memory 

Usage Using AWS CloudWatch Service and inspect Runtime Using AWS X-

Ray.  
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