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Abstract
The aim of this project is to study Quantum Computing state-of-art and to

compare it with classical computing methods. The research is focused on

D-Wave Systems’ Quantum Computing approach, exploring its architectures:

Chimera and Pegasus; tools, and its Quantum Annealing process.

In order to study weaknesses and strengths of each method, the problem

that has been analysed is the well-known TSP (Travelling Salesman Problem).

Performance and capabilities comparison has involved four different set-ups

to solve the problem:

• D-Wave’s Exact solver (using CPU exclusively).

• Pure QPU implementation using D-Wave’s Dimod solver.

• GPU adapted parallelization of Classical Brute-force algorithm with

NVIDIA CUDA API.

• D-Wave’s Hybrid solver (which combines QPU together with classical

techniques).

The results of this project reveal that pure QPU implementation is faster

than every other but only works for small examples yet, its scalability is limited

by QPU architectures. QPU Hybrid solution seems to be the fastest and more

scalable solution. Both CPU and GPU approaches are fast for small problems

but when scaling, they have a solid limit that is impossible to break. This is

due to the O(N!) complexity of the Brute-force algorithm.

Comparison between Pegasus and Chimera architectures reveals that Pegasus

performs much better due to the more complex topology and connectivity

between their qubits.
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Resumen
El objetivo de este proyecto es estudiar el estado del arte de la Computación

Cuántica y compararlo con los métodos de computación clásicos. Esta investigación

está centrada en el planteamiento de computación cuántica de D-Wave Systems,
explorando sus arquitecturas: Chimera y Pegasus; herramientas, y su proceso

de Quantum Annealing o Recocido/Temple Cuántico.

Con el fin de estudiar las debilidades y fortalezas de cada método, el problema

que ha sido analizado es el conocido problema del viajante; en inglés, Travelling
Salesman Problem (TSP). La comparación de rendimiento y capacidades ha

involucrado cuatro configuraciones distintas para resolver el problema:

• Solucionador exacto de D-Wave’s, Exact Solver (usando la CPU exclusivamente).

• Implementación puramente ejecutada por la QPU usando el solucionador

Dimod de D-Wave’s.

• La paralelización adaptada a la GPU del algoritmo clásico de fuerza

bruta con la API de NVIDIA CUDA.

• Solucionador híbrido de D-Wave’s Hybrid solver, que combina QPU

junto con técnicas de computación clásicas.

Los resultados de este proyecto revelan que la implementación puramente

ejecutada por la QPU es más rápida que cualquier otra pero sólo funciona para

pequeños ejemplos todavía. Su escalabilidad está limitada por las arquitecturas

de las QPU.

La solución híbrida con QPU parece ser la solución más rápida y escalable a

su vez. Ambas implementaciones con CPU y GPU son rápidas para pequeños

problemas, pero en cuanto a escalabilidad, ambas presentan un sólido límite

imposible de romper. Esto es debido a la complejidad de orden O(N!) del

algoritmo de fueza bruta.

La comparación entre las arquitecturas Pegasus y Chimera revelan que la arquitectura

Pegasus rinde mucho mejor debido a la mayor complejidad de su topología y

conectividad entre sus qubits.
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Sammanfattning
Målet för detta projekt är att undersöka det nya området kvantberäkningar,

för att jämföra det med klassiska beräkningsmetoder. Arbetet har fokuserat

primärt på att utforska datorarkitekturerna Chimera och Pegasus som D-Wave

Systems tagit fram. Utöver det studeras även deras beräkningsredskap och

deras process för Quantum Annealing.

För att ta reda på styrkor och svagheter hos de undersökta metoderna har

det välstuderade problemet Handelsresande (TSP) valts som testproblem. Prestanda

och förmågor har jämförts över fyra olika fall:

• D-Wave’s Exact solver (använder enbart CPU).

• Ren QPU implementation som använder D-Wave’s Dimod solver.

• Klassisk totalsökning (parallelliserad för GPU med NVIDIA CUDA

API).

• D-Wave’s Hybrid solver (kombinerar QPU med klassiska lösningstekniker).

Resultaten av detta projekt visar att den rena QPU-implementationen är

snabbare än de andra, dock är den för närvarande bara körbar på små probleminstanser

då dess skalbarhet är begränsad till tillgängliga QPU-arkitekturer. Hybridlösningen

Hybrid solver verkar vara den lösning som är snabbast och mest skalbar överlag.

Vidare så var både CPU och GPU snabba för små probleminstanser men p.g.a

att tidskomplexiteten för en totalsökning av TSP är O(N!) når man ett tak på

problemstorlek som ingen av dem behärskar att ta sig förbi.

Jämförelsen mellan Pegasus och Chimera visade att Pegasus presterar bättre av

de två, tack vare en högre komplexitet i både dess topologi, och i kopplingarna

mellan dess kvantbitar.
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Chapter 1

Introduction

Quantum Computing has been under study since the 1980s [1]. There are

different techniques and concepts based on Quantum Physics such as: Quantum

annealing, entanglement, superposition, etcetera. Quantum Computing aims

to use all these knowledge and discoveries to solve different problems. Some

problems are of particular interest because they have been impossible to solve

with classical computers in a reasonable time.

The problems this study is focused on are QUBO (Quadratic Unconstrained

Binary Optimization) problems. Their aim is to maximize or minimize a

quadratic function with binary variables. These problems have been studied

and taken to the quantum field by quantum computers. In this case, the study

will use D-Wave Systems Inc.’s conventions, libraries [2] and supercomputers

to implement and solve QUBO problems.

Since the beginning of computation, programmers have put their effort

into making calculations faster and more efficient, tackling highly complex

problems with effective algorithms. The objective has always been to use less

memory and require less time to perform tasks and solve problems. Companies

such as NVIDIA, AMD or Intel have researched and worked towards making

smaller and more powerful devices [3]. Different approaches have been leading

the computational power during the last years. This includes the use of the

CPU, accelerators like GPUs and other devices1.

However, a new way of computation has been developed recently. This

new technology is called Quantum Computing and it is based on Quantum

Physics theory. This branch of computing has been developed by several

1
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companies such as IBM, Amazon, Intel, Google and D-Wave Systems. Most

companies (for example IBM) quantum computing approach is the quantum

circuit model, based on Quantum Logic Gates[4][5]. Others, like IonQ, are

using the Ytterbium Ion Traps approach [6]. Alternatively, D-Wave Systems
have followed a different approach called Adiabatic Quantum Computation

(AQC) based on Quantum Annealing2.

Although Quantum Computing started to develop later, the paper [7] was quite

inspiring and influential. This paper suggested a method suitable for "fast

computing machines" based on equations of state.

1.1 Purpose
Quantum Computing is competing to achieve Quantum supremacy. Race for

Quantum supremacy consists in proving that a quantum system is capable of

solving a problem that a classical system cannot solve in any feasible amount

of time. That is to say, what is pursued is a superpolynomial speedup in

comparison with any other classical algorithm.

This research project explores how the D-Wave approach works and at

which extent can it help classical computing in its weakest areas. In order

to test its performance, the problem that has been compared is the Travelling

Salesman Problem (TSP)3. This is a NP-hard problem, and therefore, it is one

of the problems in which classical methods cannot excel because of TSP’s high

complexity order, O(n!).

1.2 Research Questions
The research aims to answer the following questions:

• How can the TSP be modelled into a QUBO problem? What are the

properties of a QUBO problem?

• Which are the advantages and disadvantages of using a QPU (Quantum

Processing Unit) instead of the classical processors, CPU (Central Processing

Unit) and GPU (Graphic Processing Unit)? What are the main differences

in terms of speed, accuracy and scalability?

• What are the main characteristics and differences in performance of the

two latest D-Wave’s architectures, Chimera and Pegasus?
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1.3 Scope
This project studies the D-Wave Systems’s Quantum approach solely.

That is to say, this project does not cover Ytterbium Ion Traps nor Quantum

Logic Gates approaches. Therefore, it does not use other companies’ quantum

supercomputers as IBM’s or Google’s. This is due to the suitability of D-Wave’s

Quantum Annealing approach which is sufficient for the purpose of this project.

Although there are several problems and applications, this project implements

and analyses Travelling Salesman Problem. Indeed, it only contemplates the

standard version of TSP described in the background. TSP variants have not

been tested as they do not contribute further interest to the study and they

would just make it unnecessarily more complex.

In terms of configurations, the problem has been run on D-Wave Systems
two latest quantum supercomputers, models D-Wave 2000Q and Advantage.

These two models present two different architectures that have been compared,

Chimera and Pegasus, respectively.

For the quantum execution two main solvers have been used, Hybrid solver

and QUBO solver, which are presented in the background section. For classical

execution, the problem has been run on an Exact solver for the CPU-like

execution and on a GPU with CUDA libraries [8] for the parallel implementation

of brute-force algorithm [9].

1.4 Novelty and Contribution
Quantum Computing is constantly evolving. Companies have been joining

this competition for Quantum Supremacy for the last decades, each one setting

their own software or even hardware.

More than 250 applications [10] [11] of Quantum Computing have been studied

and it is believed that many more will arise with the new advances. It is

expected that Quantum Computing will soon boost many technological areas

such as Telecommunications, Transportation, Pharma, Finance, Healthcare,

Science, and many more.

1More information at section 2.1: Background. Accelerator devices
2More information at section 2.6: Background. Adiabatic Quantum Computation
3More information at section 2.5: Background. Travelling Salesman Problem
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Scientists and engineers from all around the world have already designed all

kinds of quantum applications. The power to solve heavy combinatorial problems

in a feasible time is crucial to simulate physical effects. For example, quantum

computing enables the comparison of larger molecules than before in order

to design personalized drugs to combat diseases such as cancer. D-Wave’s

quantum computers have already been sold to the most influential companies

and are being used to lead innovation, technology and research.

Quantum Computing is still giving its first steps and its computational

capability is not at its maximum splendour. However, companies are making

advances overnight.

A lot of theoretical information about how Quantum Computing works

has been released. However, it is not usual to see practical implementations

and comparison with classical computing. It is not clear either which are

the last improvements and advances, nor which is the real state-of-art of each

company. Hence, this project tries to bring light and conclusions about what

can a Quantum Computer (in this case D-Wave ones) compute that classical

computing struggle with.

1.5 Outline
The background chapter starts with some definitions about specific terms used

in the paper for its better comprehension. Then it explains basic concepts of

Quantum Computing and gives an overview of the problem compared in the

project, the Travelling Salesman Problem. Then it ends with terms related to

the D-Wave Systems’ Quantum Computing approach.

The method chapter gives detailed information about the hardware and

software tools used during the project. It also explains how the TSP has been

modelled into a QUBO problem to run it in D-Wave’s supercomputers.

After describing the methods used, results are shown in the next chapter.

Results are followed by a discussion of them and final conclusions about the

project.
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Background

In this section you will find descriptions about technical devices related to the

matter. You will also find definitions of specific terms and explanations about

the behaviour of the different systems involved in the study.

2.1 Accelerator devices
Accelerator devices are those components that perform some functions more

efficiently than the CPU. CPUs have a more general-purpose, whereas accelerator

devices are much more specialized in certain operations. Some of the accelerator

devices that exist are GPUs, QPUs, Tensor Processing Units (TPUs) or Neural

Processing Units (NPUs). In summary, accelerator devices boost a computer’s

performance by enlightening some heavy loads of computation that CPU struggles

with. In figure 2.1 it can be seen how a CPU can be connected to different

accelerators.

In this project only GPUs and QPUs are used to check the performance improvement

with respect to using only the CPU.

2.2 Control Processing Unit (CPU)
The Control Processing Unit is present in any programmable device. It is the

component in charge of interpreting and executing instructions. It is formed

by an Arithmetic Logic Unit, which performs basic arithmetic operations; a

Control Unit, which controls information flow between CPU registers and

instructions read from memory; and processor registers, a high-speed memory

with a small amount of storage. All three components together make up a CPU.

5
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Figure 2.1: In this oversimplified scheme it can be seen how the CPU is

connected to different devices (accelerators). It can also be seen the memory at

which the devices have access. In CPU and GPU it can be seen the processors

in a general view. Sizes in the picture do not fit reality. For example, GPUs

are usually much bigger than CPUs.

CPUs are often implemented on microprocessors that contain one or more

cores (up to 48 cores), called mono-core or multi-core, respectively. Multi-core

processors have the capability of performing one instruction per CPU (per

core) at the same time, while mono-processors execute every instruction sequentially

on the only CPU available.

Each core (CPU inside a microprocessor) of top-of-the-line microprocessors

can run at a frequency around 8.4 GHz and most commercial ones usually run

at a frequency around 2 and 3 GHz. Together with the number of Instruction

Per Second (IPS) per clock cycle, the performance of a CPU can be measured.

The two companies leading the market of CPUs are Intel and AMD. It is

important to know, that lately, IPS is not the only thing to take into account

when comparing CPU performance. Indeed, Apple has proved with its more

recent processors that they can achieve better performance and less power

consumption with less instructions per second. 4
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2.3 Graphics Processing Unit (GPU)
Graphics Processing Units are accelerator devices present in computers. Their

main purpose is to perform many simple operations in order to lighten CPU

work. GPUs are formed by thousands of cores. Meanwhile CPUs usually

have from 8 to 32 cores, GPUs normally have between 1000 up to even 10000

cores5.

Despite GPU cores not being as powerful as CPU ones, they are notably more

in comparison and are more specialized in specific operations such as floating

point or ray tracing operations. This implies a fundamental complement for

modern computers. Nowadays, GPUs are mostly used for graphics calculations

and cryptocurrency mining. However, GPUs have multiple uses and one of

them is parallelisation of algorithms. In this project, a GPU has been used to

parallelise the brute-force algorithm to solve TSP.

2.4 Quantum Processing Unit (QPU)
Quantum Processing Unit is the device that enables Quantum Computing in

a computer. So far, it is only present in supercomputers. Some quantum

supercomputers only utilise a QPU to run their programs. On the contrary,

others use a combination of QPU plus CPU to speed up some calculations that

CPUs can perform better with classical computing.

QPUs performance is based mainly in the qubits they have available and how

they are connected by couplers. More detailed information about the architecture

of used QPUs is given in the QPUs architectures section (2.8.3). It is important

to know that QPU’s qubits cannot be compared easily as they depend on the

approach the QPU follows. For example, 53 IBM QPU’s qubits do not necessarily

perform worse than 5640 qubits on latest D-Wave’s supercomputer D-Wave
Advantage.

4More information about new RISC Apple processors compared with Intel CISC available

at https://screenrant.com/apple-silicon-m1-mac-risc-faster-than-intel/
5NVIDIA GPU GTX 670 from 2012 has 1344 cores and a NVIDIA RTX 3090 has 10496

cores. Source: techpowerup.com/gpu-specs.
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2.5 Travelling Salesman Problem (TSP)
The Travelling Salesman Problem is one of the most representative NP-hard

problems. The description is the following:

Given a set of cities (or nodes) along with the cost of the travel between
each pair of them (weighted edges), TSP aims to find the cheapest path to visit
all cities and return to the starting city.[12]

Figure 2.2: At the left part of the image, there is a graph representing the

problem for 6 nodes. Letters from A to F indicate nodes, and edges weights

represent the cost of going from one node to another. At the center, there is a

scheme of all the possibilities to explore all nodes starting from a specific node

(in this case node A) and returning back to it. At the right, there is the number

of possible combinations obtained, and the discard of half of the combinations

for the symmetric version (undirected edges). Remember that, in this project,

the version studied is the asymmetric version (directed edges).

TSP is a combinatorial problem (as it can be seen in Figure 2.2). The only

method to get the optimal solution is the brute-force algorithm, that is to say,

exploring all possibilities in order to find the minimum value. Despite existing

alternative algorithms to obtain good enough solutions, the only algorithm

that obtains the best solution is brute-force. These alternative algorithms and

more extensive description about TSP can be found in [13]. The complexity
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of brute-force algorithm is of O(N !) order, where N is the number of nodes

to be explored. Therefore, the number of possible paths1 that visit 32 cities

is 31!/2 � 4.1 ∗ 1033. One astonishing reflection about the non-polynomial

complexity of this algorithm is the fact that even computing one billion (109)

combinations per second, it would take 20.000.000 times the age of the universe

(approx. 4, 35 ∗ 1017seconds) to solve the problem for just 32 cities using

brute-force algorithm [14]. In this project, TSP modelling in QUBO and

parallel version are considered as the more generic version with directed edges

(asymmetric TSP), that is to say, the number of possible paths is (N − 1)!.

1Possible combinations for N nodes is (N−1)!/2. The −1 is because paths are supposed

to start and end in the same node, and the /2 is because paths are counted in both directions.

If the TSP does not contemplate directed edges, the direction of the path does not matter, the

total cost is the same.
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2.6 Adiabatic Quantum Computation
and Quantum Annealing

Quantum computing has been developed under different approaches. Some of

them are Ytterbium Ion Traps or Quantum Logic Gates. The approach that

has been followed in this project is Adiabatic Quantum Computation (AQC).

AQC relies on the Adiabatic theorem. A detailed and comprehensive quantum

physics explanation takes much time and it is quite complex. For the sake of

general understanding, the explanation given in this project is oversimplified

[15]. Adiabatic Theorem states the following:

"A physical system remains in its instantaneous eigenstate if a given perturbation
is acting on it slowly enough and if there is a gap between the eigenvalue and
the rest of the Hamiltonian’s spectrum."[16]

The main concept AQC is based on is the Adiabatic Theorem. Adiabatic

Theorem illustrates that when a quantum mechanical system is subjected to a

gradual change of the external conditions, it adapts its functional form. However,

if this variation of the conditions is rapid enough, the functional form has no

time to adapt. This means that after the process, there is a high probability that

our system remains in the desired optimal state, or at least, in a state close to

the optimal solution.

To understand the theorem better let’s see how D-Wave Systems describes

a Hamiltonian2. A Hamiltonian is a mathematical function that describes the

energy of a system depending on its energy states. Eigenstates mentioned

earlier are each of the possible states of the Hamiltonian. Each eigenstate

has its own eigenenergy, which is the energy associated to that eigenstate.

The Hamiltonian’s spectrum is the set of all possible eigenstates. Finding the

minimum energy states of a Hamiltonian is commonly an NP-hard problem.

Consequently, classical computers cannot solve them efficiently.

Solving the Hamiltonian problem is precisely the purpose of Quantum Annealing.

The Hamiltonian to be solved is a combination of two Hamiltonians, Initial
Hamiltonian and Final Hamiltonian2:

Hising = −A(s)

2

(∑
i

σ̂(i)
x

)
︸ ︷︷ ︸

Initial Hamiltonian

+
B(s)

2

(∑
i

hiσ̂
(i)
z +

∑
i>j

Ji,jσ̂
(i)
z σ̂(j)

z

)
︸ ︷︷ ︸

Final Hamiltonian
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Although it is not necessary to fully understand the expression above, just for

the sake of further comprehension, know that σ̂
(i)
x,z represents the Pauli matrices

that operates on a qubit qi; and hi and Ji,j , are the qubit biases and coupling

strengths, respectively. A(s) is the curve of tunneling energy, and B(s) is the

problem Hamiltonian energy. s is range from 0 to 1.

In case of Initial Hamiltonian (also known as Tunneling Hamiltonian), the

lowest-energy state is reached when all qubits are in a superposition state of 0

and 1. On the other hand, Final Hamiltonian’s lowest-energy state is reached

at the end of the process and it represents the classical state in which qubits

form the final solution3. As shown in Figure 2.3, Quantum Annealing process

starts in the lowest-energy state eigenstate of the initial Hamiltonian (totally

influenced by the initial Hamiltonian) and ends in the lowest-energy eigenstate

of the final Hamiltonian, which represents the problem to be solved. The start

is at t = 0, with A(0) � B(0), and the end is at t = 1 where only B(s)

remains.

By sampling and repeating the process, it is possible with high probability

to get the best solutions of the problem Hamiltonian.

Before ending this explanation, here are given some most important contributions

to Quantum Annealing and Quantum Computation in general: [17] in which

the first references to ground energy states appear, and then [18], a later contribution

that introduces the concept of Adiabatic Quantum Optimisation.

2What is Quantum Annealing?: Underlying Quantum Physics -

https://docs.dwavesys.com/docs/latest/c_gs_2.html#underlying-quantum-physics
3Behaviour of Quantum Annealing regarding initial and final Hamiltonian -

https://docs.dwavesys.com/docs/latest/c_gs_2.html#evolution-of-energy-states
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Source: D-Wave Systems Inc.

Figure 2.3: In this figure it can be observed how A(s), which represents

Initial Hamiltonian influence, starts with highest energy and decreases over

the course of the process. In the meanwhile, B(s) starts with low influence and

increases up its influence.
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2.7 BQMs: QUBO and Ising Problem
Modelling

In order to solve a problem with Quantum Computing it has to be modelled

first. This project will use the Quadratic Unconstrained Binary Optimisation

(QUBO) model which is a Binary Quadratic Model (BQM) [19]. Ising model

(named after Ernst Ising) is another BQM quite similar to QUBO. Some problems

can be transformed into a Discrete Quadratic Model (DQM) but it is not the

case for this project which focuses on the TSP QUBO model.

Both quantum models (QUBO and Ising) are based on the same concepts.

The aim is to design an objective function E(x) that represents the energy of

the problem. This function is optimised (minimised to be more specific) to get

the minimum values possible. As in every optimization problem, if the desired

result is to maximize instead of minimize, the objective function is −E(x).

In a BQM, the objective function is quadratic, that is to say, there are terms

that relate two variables but not more, e.g. xi or xixj . Constant terms are

important just to understand the result, but they do not affect variable values

of the optimal solution.

Function terms are weighted by coefficients that represent energy penalties

related to the problem. Despite being Unconstrained (U meaning from Q(U)BO),

it is possible to apply energy penalties to restrictions that are thought to be

avoided. Favorable characteristics of a problem can be modelled by subtracting

energy when corresponding requirements are met.

In other words, constraints or facts to be avoided should be represented by

a higher energy and desired behaviours should be recompensed with lower

energy. Therefore, optimal solutions are those with the lowest energy state.

In addition, both BQM models can be represented into graphs whose nodes

are qubits, and whose edges are the couplers that relate two qubits. Qubits

receive a bias and couplers have a strength. In the objective function, biases

are linear terms coefficients and strengths are quadratic terms coefficients.

Now, let’s give a look into generic BQM function representation.
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General expression for a Binary Quadratic Model energy function:

E(v) =
∑

i=1 aivi +
∑

i<j bi,jvivj + c vi ∈ {−1,+1} or {0,1},

In this function, v represents variables and a,b represent numerical biases.

Constant c gives sense to the model result according with the original problem

but does not change the result in an optimisation problem.

Whether the variables can take values −1,1 or 0,1 depends on which specific

model it is, Ising or QUBO, respectively.

Let’s analyse both Ising and QUBO models separately and check their differences.

Ising Model function:

E(s) =
∑

i=1 hisi +
∑

i<j Ji,jsisj si ∈ {−1,+1},

where s represents physical Ising spins,hi are spins biases andJi,j are interactions

strengths between two certain spins. Spins can take value −1 or 1.

QUBO Model function:

E(x) =
∑

i≤j xiQi,jxj xi ∈ {0,1},

where x represents qubits andQi,j is an upper-diagonal matrix whose diagonal

terms are linear coefficients of qubits. The rest of nonzero off-diagonal values

are quadratic coefficents (interaction strength between two different qubits).

QUBO function can also be represented as the following expression:

E(x) =
∑

i Qi,ixi +
∑

i<j Qi,jxixj

As it can be appreciated, QUBO and Ising are quite similar. It is sufficient

to use next formula to translate from model to the other:

xi =
1+si
2 , i = 1..n

xi represents QUBO qubits (0 or 1) and si represents Ising qubits (−1

or 1). Letter n is the number of total qubits. Changing one variables for the

others, we obtain the equivalent objective function of the other model.
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In this project, only TSP is modeled into a QUBO. To learn more about

how to model different problems into QUBO or Ising problems read [20] [21],

respectively.

2.8 D-Wave Systems
D-Wave Systems Inc. is a Canadian private company founded in 1999. Its main

activity is the creation and distribution of Quantum Computing supercomputers.

Indeed, it is known for being the first company in the world that sold quantum

computers.

As mentioned before, D-Wave Systems follows the Quantum Annealing

approach to design its supercomputers. Their two last supercomputers are

"D-Wave 2000Q", which was released in January 2017 with 2048 qubits in a

Chimera architecture; and "Advantage", released in 2020 with 5640 qubits in

a Pegasus architecture [22].

2.8.1 Ocean Software
D-Wave Systems (D-Wave for short) has its own APIs, IDE and software tools

in general to use their computers. All of them form D-Wave Ocean Software,

whose documentation is constantly evolving with different features that are

being introduced. D-Wave offers an online service called Leap that enables

users to connect to D-Wave supercomputers remotely and run their own programs

on them. Each user has at least 1 minute per month of quantum computation

time for free, what has been more than enough for the development of this

research project.

Although all the implementation of the code can be done with online tools,

D-Wave also offers the possibility to download their GitHub repository1 and

all the software necessary to use the tools locally with connection to Leap
service. For this project the local mode is the one that has been used.

Ocean software includes multiple solvers and samplers as well as connection

protocols for D-Wave supercomputers. This makes it possible to model a

QUBO problem in this case, and run it on their supercomputers easily using

the different solvers.

1D-Wave Systems GitHub repository: https://github.com/dwavesystems
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2.8.2 Steps of a problem solving
In order to get a general idea about how a problem is solved with D-Wave’s

quantum supercomputers, let’s explain the steps that are followed (Figure 2.4):

1. First, the mathematical problem has to be modelled into a QUBO. It is

usually modelled into a QUBO instead of an Ising because it is easier

and more intuitive for the user. QUBO is more orientated to computer

science problems, while Ising is traditionally used in statistical mechanics.

2. Secondly, either manually by the users or automatically by Ocean software

tools, the problem is translated into an Ising formulation.

3. Once the problem has been modelled, it can be represented as a graph

where vertices are qubits and weighted edges between them are couplers

with different strengths (edges weights). This graph has to be embedded

into the QPU architecture, which is often represented as a bigger graph

of the same kind.

4. After embedding the problem, each qubit and coupler receives a weight

which will influence the result according to the problem formulation.

5. Once the problem is properly setted and adjusted in the QPU, the Quantum

Annealing process starts. The device uses Quantum Annealing to sample

from low-energy eigenstates of the Hamiltonian and seek the minimum

of the resulting energy landscape, which is the solution for the problem.

6. Some problems requires a post-processing of the results. These can

include several sampling to get better statistical probability about which

is the optimal result. The solution may need to be adapted to a meaningful

expression (for example, adding the constant terms of the function gives

sense to the final result).
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Source: Embedding Algorithms for Quantum Annealers with Chimera and

Pegasus Connection Topologies.

Figure 2.4: At the left side there is a summary of the main steps that

are followed from the design of a problem into a QUBO until a solution

is obtained. At the right side we have two graphs with their respectives

embeddings in a Chimera C3 (3 cells) graph. Left graph is a cliqueK12 (that is

to say, 12 nodes connected all between them) and the right graph is a 16-node

in which each one is connected to other 7 nodes.
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2.8.3 QPU Architectures
QPU architectures are essential to compute different problems. Quantum problems

need to be embedded in a grid of physical connected qubits. The layout design

determines the QPU architecture. In this project, two different QPU architectures

have been studied, Chimera and Pegasus [23][22].

To understand each architecture let’s define some essential terms. Quantum

processors has a set of qubits Q. There is also a set of couplers C that connects

some pairs of qubits. The QPU architecture is represented as a graph formed

by small cells (subgraphs) which are connected between them, as seen in figure

2.5.

Source: Embedding quadratization gadgets on Chimera and Pegasus graphs

Figure 2.5: At the left side, in (a) and (b), we have single cells of both

architectures. Only internal couplers (edges in the same cell) are represented.

In images (c) and (d) it can be seen how the patterns repeat. Keep in mind that

there are many visualizations of these patterns and this is only one example.

On the one hand there is Chimera, whose cells are K4,4 bipartite graphs

which are conected by external couplers. D-Wave 2000Q QPU supports a

Chimera graph C16, that is to say, it has a grid of 16x16 cells of 8 qubits each

one. The graph of that specific QPU has 2048 (16 ∗ 16 ∗ 8) physical qubits

with 6,016 couplers that connects them. Chimera qubits have a degree of 6 (are

coupled to 6 different qubits) and a nominal length of 4 (qubits are connected

to 4 other qubits of the same cell).
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On the other side there is Pegasus. Pegasus topology is a bit more complex

to visualize since it features K4 and K6,6 subgraphs. Pegasus qubits usually

have a degree of 15 and a nominal length of 12. The total number of qubits in

a Pegasus grid for a Pn = 24n(n− 1); from which 8(n− 1) are disconnected

and not counted in the number of usable qubits. A graph with 3 instances of

Pegasus topologies (P3) has 144 nodes. Latest D-Wave supercomputer has a

P16 topology, which has 5640 usable qubits with 40,484 couplers that connects

them.

Comparison between two architectures can be seen in figure 2.6. In summary,

Pegasus architecture is the newest2 and best (in general terms) architecture.

Pegasus has 2.5x Chimera’s connectivity34 and it also achieves up to a 60%

reduction in chain length over Chimera. [24].

2Next Generation Quantum Annealing System (slides):
https://www.dwavesys.com/sites/default/files/13_DWJohnson.pdf

3Pegasus details on D-Wave official page: https://docs.dwavesys.com/docs/latest/c_gs_4.html
4Pegasus article: https://www.techrepublic.com/article/d-waves-pegasus-topology-most-connected

-quantum-computer-that-will-improve-machine-learning/
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Source: D-Wave Systems Inc.

Figure 2.6: In this slide of a D-Wave’s Webinar there is a comparison between

the two architectures, Chimera and Pegasus. On top of the image there are

two pictures of a C16 and a P6. Below, a table compares the number of qubits,

couplers and maximum degree of nodes of 4 different architectures, 1 Chimera

and 3 Pegasus.

2.8.4 Embedding and qubit chains
Knowing that the mathematical function is properly modelled as a graph, this

graph has to be embedded into QPU topology. This process is called "minor

embedding". The objective of this process is to find a subgraph (a minimal

graph) of the QPU topology which represents the problem graph. The objective

is to assign one physical qubit to each variable of the problem paying attention

to the connection between them.

However, as QPU topologies Chimera and Pegasus are not fully connected

graphs, it is necessary to associate multiple physical qubits to one logical qubit

in order to fit the problem graph into a topology graph. This association of

different physical qubits to representate the same logical value is called "qubit

chain".
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The objective of qubits chains is to force different qubits to have the same

value and preserve problem consistency. For example, a 3 variables loop does

not fit in a topology, it has to be represented as a 4 qubits graph where two

of those qubits represents the same variable. In figure 2.7, it can be observed

how a K3 fully connected graph is represented as a 4 nodes graph so it can

fit in the topology. When two or more physical qubits in a chain do not share

the same value, it is said that there has been a "chain break". In other words,

physical qubits of the same chain have different values. Chain breaks lead to

wrong and undesired results. Qubits chains have a chain strength (as any other

edge in a graph that has a coupler strength) that ensures chain does not break.

Choosing good values for qubit chains is crucial. If the chain strength is too

weak, chains may break. On the contrary, if chain strength is too strong, chains

may not break, but quantum annealing process will favour graph congruency

in excess and the original mathematical problem will no longer be represented

properly.

Figure 2.7: At the left, there is the original K3 graph with qubits q1, q2 and

q3, and couplers strengths a, b and c. At the right, it can be seen that q3 is

represented by q3a and q3b. In this case, couplers strengths x, y and z are

not necessarily the same as a, b and c. Letter s represents the chain strength

that should be high enough to ensure that q3a and q3b keep the same value.

Otherwise, the chain could break.
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Before finishing this section, it is worth mentioning that the algorithm that

is used to embed problems graphs into topologies graphs is the Cai-Macready-Roy
Algorithm[25]. This algorithm aims to find graph H as a minor of graph G.

When H is fixed, there is a polynomial-time algorithm to know if G contains

H as a minor; if both H and G are given, this problem is NP-hard; and if H is

significantly smaller than G, then there are probably a large number of different

H-minors in G.

2.8.5 Solvers and Samplers
According to D-Wave’s description1, solvers are resources that run problems.

Some of these solvers are an interface to use QPU, whereas other solvers

leverage CPU and GPU resources. Solvers are a set of functions (an API) that

facilitates developing and running problems on D-Wave’s supercomputers.

Solvers run processes called "samplers". These processes sample from low

energy states of the problem’s objective function. Remember problem’s objective

function from section 2.7. There are different types of samplers, some are

designed for QUBO, others for Ising models and there are also more generic

ones.

In this project, three solvers (Exact solver, Dimod solver and a Hybrid solver)

have been used together with a QUBO sampler.

Exact solver, Dimod sampler and Hybrid solvers

As mentioned before, this project has used three solvers which are briefly

introduced below:

• ExactSolver: A simple exact solver for testing and debugging code

using local CPU. This solver seek explores all combinations and seek

for the best solution. It becomes rather slow for problems with 18 or

more variables. Remember that in case of the TSP QUBO problem, 4

nodes are already 16 variables, and 5 nodes, 25 variables.

• Dimod solver: Dimod solver aims to work with different models. These

models are BQM (QUBO and Ising included), Discrete Quadratic Models

(DQM), not used in this research project; and high-order (non-quadratic)

models, that have not been used either. The class AdjDictBQM, that

defines a QUBO dictionary, and the sampler sampler_qubo have been

of great utility to set our TSP QUBO implementation as an input and

sample it.
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• Hybrid solver: Hybrid solvers combine different tools and techniques

to run problems. Some D-Wave’s hybrid samplers are KerberosSampler

or LeapHybridSampler. However, for this project, the method used has

been a predefined workflow of different tools. The code to set this

workflow and in which steps it consists can be seen on figure 2.8. This

workflow follows the rule of not stopping until 3 consecutive iterations

of Tabu search without improvement occurs. Tabu search is not explained

in this project but, for the sake of basic understanding, it is a metaheuristic

search method that seeks, in this case, minimum values locally. Local

search explores solutions very similar to the current one and looks for

any improvement. Tabu search is an enhanced local search algorithm

that prevents the system of getting stuck in suboptimal regions. In this

solver, its main purpose is to analyse subgraphs of the main problem and

discard worse solutions.

Figure 2.8: Snippet of the workflow set-up. The comments aside of each

sentence describes workflow steps. For more detailed information about each

step behaviour consult D-Wave Ocean Software documentation.

1D-Wave’s explanation can be found in the webpage: https://docs.ocean.
dwavesys.com/en/stable/concepts/index.html#term-Solver
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Methods

In this chapter it is described what tools and hardware have been used and their

specifications. There is also an explanation of how TSP has been modelled

into a QUBO for the QPU and into a parallel program for the GPU. Then there

is information about the workflow of the respective programs and how the

parameters have been set.

3.1 Setup specifications
The specifications of the different devices that have been used to run the different

versions of the implementation are the following:

- CPU processor: Intel(R) Core(TM) i9-10980HK CPU 2.40GHz, 3096

Mhz, 8 main processors, 16 logical processors.

This processor runs the D-Wave ExactSolver.

- GPU processor: NVIDIA GeForce RTX 2070 SUPER Max-Q. This

graphics card features 2560 cores and GDDR6 8GB memory.

This GPU has run the parallel version of the brute-force algorithm.

- QPU processor D-Wave 2000Q: This QPU has a Chimera C16 architecture.

It features 2048 qubits and 6016 couplers that connect them.

- QPU processor D-Wave Advantage: This QPU has a Pegasus P16 architecture.

It features 5640 qubits and 40484 couplers that connect them.

Both QPUs have run the quantum version of the TSP. They have participated

in both the pure quantum solvers and the hybrid solvers together with

D-Wave standard CPUs.

24
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3.2 APIs and other software tools
Here is the collection of tools that has enabled the different implementations

and runnings:

- For the implementation of the QPU code: D-Wave Ocean Software
programmed in Python in the IDE IntelliJ.

- For the implementation of the GPU code: NVIDIA CUDA computing

platform programmed in C in the IDE Visual Studio 2019.

- For code organisation: All the code is available on a GitHub repository

whose address is https://github.com/JaimeVBC/QuantumProgramming
To access and manage the repository the interface used has been GitKraken
and GitHub Desktop.

3.3 Travelling Salesman Problem modelling
(QUBO version)

In this section, it is defined how to transform the TSP problem into a QUBO

model.

First, let’s remember that the TSP problem consists in getting the path that

goes across all nodes in a graph with the lowest cost. It is needed to put that

expression into a mathematical function, in this case, with binary variables

and energy penalties that favour the best results and penalize the worst ones.

The model for the TSP is based on previous studies [21]. The model this

project is based on is focused on the sequence of nodes that form the path.

The variables defined for this model are xv,i where v indicates one node, and

i the position of that node in the path. Therefore, x2,6 = 1 would indicate that

node 2 is the sixth node of the path. On the contrary, x2,6 = 0 indicates that

node 2 is not the sixth node to be visited.

The total number of variables is n2 where n is the number of nodes of the

problem.

Once the variables are defined, we can continue with the constraints that affect

them. First two are the solid constraints. A solution must follow both contstraints

to be valid. The third one is an energy penalty (a preference rule) that affects

valid solutions based on the total cost of the path.
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- Nodes appear once and only once in the path. The following expression

gets to its minimal values when each node is visited just once:

∑n
v=1(1−

∑N
i=1 xv,i)

2

where n represents the number of nodes and N represents the number of

positions in the path which is the same.

Along this section, this condition is represented in red colour.

- Each position in the path is occupied by just one node. The following

expression gets to its minimal values when each position is assigned to

just one node. In other words, two or more nodes cannot be the third to

be visited simultaneously:

∑N
i=1(1−

∑n
v=1 xv,i)

2

This condition is represented in green colour.

- The corresponding cost has to be penalized for each edge between two

consecutive nodes in the path. Therefore if xv,i = 1 and xu,i+1 = 1 then

the edge cost between u and v, which is wu,v, has to be included as an

energy penalty:

∑n
u=1

∑n
v=1 wu,v

∑n
j=1 xu,jxv,j+1

This preference rule is represented in blue colour.

Note that j+1 is computed with the module operation so, if j = n then

j + 1 = 1. Also note that in the two first restrictions, the expression

is squared. Therefore, negative values (when more than one node or

position is chosen) are always higher than 0, which is the minimum.

This minimum is only reached when exactly one node or position is

chosen.
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Adding up these three expressions, it is obtained the complete energy function

that determines the problem. In addition, coefficientsα and β need to be added

so the first two expressions (the conditions) always have a bigger impact on

the results than the third expression (the preference rule) which is an energy

penalty for the undesired choices. In the following expression, α � β:

α
∑n

v=1(1−
∑N

i=1 xv,i)
2 + α

∑N
i=1(1−

∑n
v=1 xv,i)

2 +

β
∑n

u=1

∑n
v=1 wu,v

∑n
j=1 xu,jxv,j+1

Once the function is designed, it has to be converted to a QUBO form.

Remember that squared terms of binary variables are simplified as its linear

form; a2 = a whether a = 0 or a = 1. The resulting decomposed general

expression is the following:

−2α(x1,1 + x1,2 + ...+ x1,n + x2,1 + ...+ xn,n)+2α(x1,1x1,2 + ...+ xv,ixv,j)

+ 2α(x1,1x2,1 + ...+ xv,ixu,i) + β(w1,2 ∗ x1,1x2,2 + ...+ wu,v ∗ xu,ixv,i+1)

The colours assigned correspond to the condition each term comes from.

In the case of orange terms they are the sum of terms that come from both

condition 1 and 2.

The reasoning of how squared expressions are transformed to a simplified

form comes explained below:

(a1 + a2 + ...+ an − 1)2 =

a21 + a22 + ...+ a2n︸ ︷︷ ︸
quadratic terms to be simplified

+1+

quadratic terms representing influence between nodes︷ ︸︸ ︷
2(a1a2 + a1a3 + ...+ an−1an)− 2(a1 + a2 + ...+ an)︸ ︷︷ ︸

linear terms

a2i=ai⇒

2(a1a2 + a1a3 + ...+ an−1an)︸ ︷︷ ︸
couplers strengths

− (a1 + a2 + ...+ an)︸ ︷︷ ︸
qubits biases

+1

The +1 constant term only affects solution interpretation, but it is not included

in the QUBO model since constant does not affect results in an optimisation

problem.

Following this reasoning, the general objective function can be organised

as an upper triangular matrix as shown on Figure 3.1.

The problem model is completed once the QUBO matrix is obtained. Next

step is to pass this matrix to a solver which sets the QPU to run the problem.
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Figure 3.1: This matrix represents biases and couplers strength. In the

diagonal there are the qubit biases which are −2α for all of them. Values

above the diagonal represent coupler strength between each pair of qubits. Red

values correspond to the first condition (one position per node), green values

to the second condition (one node per position) and blue values to the energy

penalty (edge cost between two nodes).

3.4 Travelling Salesman Problem modelling
(Parallel brute-force algorithm version)

For the parallel version of TSP, the modelling is quite similar to the sequential

brute-force algorithm. Sequential brute-force algorithms consist of checking

all possible paths and seeking the minimum cost. The algorithm elaborates

one new combination, analyses if the total cost of the path is less than the one

already saved, and if the cost is smaller, it becomes the new lowest total cost

so far. Remember that this algorithm has an O(n!) complexity order where n

is the number of nodes.

Parallel version follows the same strategy of checking all possible combinations.

However, this version seizes parallel computation and checks different combinations

at the same time. Different sets of combinations are run at the same time and
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save their own local minimum path. Then, all local minimum paths of different

sets are compared to check which is the path with the smallest cost. The model

of this problem, as well as the implementation, are based on the work made

by Dimitris Mavrommatis 1 . In this report there is only a brief summary of

Dimitris Mavrommatis approach. For a more detailed explanation, refer to the

original work [9]. This approach consider an asymmetric approach, that is to

say, edges are directed and paths do not necessarily have the same cost in both

directions.

3.5 Data generation and parameters configuration
The data used to conduct this research project has been generated by random

functions. In the case of the GPU version the data used has been different to the

others because of the nature of CUDA implementation. Despite being different

data, this does not affect problem performance nor the whole project analysis,

since, in the case of GPU version, brute-force algorithm has to explore all the

possible combinations either way.

Data consists of the 2-D coordinates of nodes and the respective distances

between each pair of nodes in the graph, which are the edges cost of TSP.

Node coordinates are integer values for the GPU version and decimal values

for the rest of implementations. This is due to the fact that CUDA API has

an atomic sum function that only works for integers. Node distances for the

GPU version are computed in pre-process time. On the other side, the nodes

and their respective distances for other implementations have been generated

and computed in an Excel file with a user defined macro that calculates the

euclidean distances between nodes.

In order to put it straight, GPU data has been different in each execution,

whereas other implementations have been using the same data throughout the

whole study. In any case, this should not affect at all time performance results

nor correctness analysis of the solution.

For the GPU version, up to 16 nodes have been calculated for each sample.

For the QUBO version (QPU, CPU and Hybrid solution), there are two sets

that have been used: 20 nodes data for all implementations, and a 50 nodes set

for the hybrid solver which computes more than 20 nodes in a feasible time.

1Dimitris Mavrommatis work and presentation: https://github.com/slowr/
TSP-Cuda
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Measuring time: It is important to keep in mind that for pure QPU implementation

timing there have been two measures in consideration. First one is the total

execution time, involving problem configuration and embedding finding. Second

one consists exclusively of QPU direct access time, which is only the time that

the problem has been under the quantum annealing process at the QPU. This

difference between two timings can be appreciated on figure 3.2.

Figure 3.2: Scheme representing different timing intervals. Total execution

time comprehends connection to the server, QPU embedding, QPU scheduling

queues, QPU access time and post-processing times among others.
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3.6 Workflow
In this section it will be briefly described the main steps that each implementation

follows. Remember that all the code material is available on https://
github.com/JaimeVBC/QuantumProgramming.

3.6.1 GPU CUDA implementation
CUDA version tests have finally been run using files "File.cu" and "header2.cuh".

The main aspects of this implementations are the following:

1. Declaration of all needed variables, both host and device variables.

2. Calculation of number of threads and blocks of threads needed based on

the number of combinations to be explored.

3. Memory allocation of variables, data generation and transference of data

to the device.

4. Timer start.

5. Calculation of permutations per thread.

6. Exploration of combinations and search for local minimum of the block.

7. Timer stop.

8. Search for the lowest cost path among all blocks.

9. Print of results.

3.6.2 QUBO implementation
For QUBO versions, they all followed the same structure since computation

algorithms are all run on the server’s side. Each version can be found under

the name TSP-QUBO_X, where X is the solver (ExactSolver, which is the CPU

version; HybridSolver and QuantumSolver, which is the DimodSolver for pure

QPU implementation). The common structure is the following:

1. Declaration of needed variables and constants.

2. Data loading from CSV file.

3. Creation of a dictionary with QUBO matrix values depending on data.
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4. Setup of desired sampler and solver with the correspondent topology

(Chimera or Pegasus).

5. Timer start.

6. Sampler call to compute the algorithms.

7. Timer stop.

8. Print of results.

9. In the case of DimodSolver, there is a call to the inspector tool to visualize

the solutions.

With this explanation ends the methods section. In the next section there

are the results obtained applying the methods described above.



Chapter 4

Results

The results section is divided into four parts. These parts are 4.1, 4.2, 4.3 and

4.4, respectively. In each of these parts there is a performance analysis of each

device approach. Each part follows an order where most relevant and simple

results come first and then, more specific and detailed results (parameters

changing and other considerations) come next. It is important to keep in mind

that, unless it comes explicitly specified, all tests lead to the same correct

result. Tests solutions have been checked after each sample to check their

validity.

4.1 CPU (Exact Solver) results
The execution of the TSP QUBO problem by the CPU using D-Wave’s Exact

Solver has led to the results shown in table 4.1.

The only tests that have been performed using this method have been for 4 and

5 nodes, which involves a graph of 16 and 25 variables, respectively. As it can

be checked in figure 4.1, the problem for 4 nodes took around 0.1 seconds on

average, whereas the problem for 5 nodes took around 170 seconds on average,

nearly 3 minutes.

33
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Table 4.1: Exact Solver: Execution time performance (in milliseconds)

4 nodes 5 nodes
Test 1 101.00 165171.03

Test 2 93.74 177345.46

Test 3 93.70 166083.33

Test 4 93.79 169216.80

Test 5 78.10 167050.40

Mean (in seconds) 9.21 ∗ 10−2 1.69 ∗ 102
Coefficient of Variation 0.0914 0.0290

Figure 4.1: Execution time for Exact Solver execution for 4 and 5 nodes

in seconds. This figure uses a logarithmic scale of base 10 due to the high

difference between the results.
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4.2 GPU (CUDA parallel version) results
For the GPU version all the test has been run 5 times per node. All runs led

to the same best solution. Execution time between the creation of threads and

the exploration of all combinations has been obtained. Mean performance

values can be consulted on table 4.2 and visualised in figure 4.2, together with

standard deviation represented with error bars.

Results increase from 1 millisecond on first samples to around 40 minutes for

the highest number of nodes tested.

Tests for higher number of nodes have not been obtained for two reasons:

CUDA GPU starts giving an error "CUDA error 719: unspecified launch
failure" related to hardware memory limitations; and second, because higher

number of nodes are expected to require much longer times to perform.

The maximum number of threads per block used has been 1024 and the maximum

number of combinations associated with each thread has been 5041. Higher

and lower values have been tested but all of them perform the same or worse.

Table 4.2: GPU execution time performance in milliseconds

Nodes Average time (ms)
4 1.33

5 1.16

6 1.36

7 1.68

8 4.80

9 24.40

10 29.06

11 78.86

12 148.40

13 666.58

14 7629.48

15 143809.50

16 2215524.04
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Figure 4.2: Average time of 5 samples per number of nodes in log10 scale.
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4.3 QPU (Dimod Solver) results
For pure QPU QUBO implementation of TSP problem, 3 samples have been

run for each number of nodes and for both topologies, Chimera and Pegasus.

As seen in figure 4.3 nad Table 4.3, Chimera samples for 8 nodes have not been

tested. This is due to the evolution of previous tests. All samples consists of

200 reads of the Quantum Annealing process. For the first samples, QUBO

parameters for both architectures (topologies) where adjusted as described

below:

- Chain strength = 2.0

- α = 10.0

- β = 0.01

However, some wrong and undesired results needed to be fixed and it was

necessary to adjust this parameters to obtain valid results.

For 4 nodes, both QPUs performed correctly and produced correct results.

Some problems appeared as the number of nodes increased.

For 5 nodes, Pegasus kept performing correctly but Chimera presented a warning

claiming that some chain lengths were quite large (7 physical qubits representing

the same logical qubit). This is not an error but a warning of what was coming

next.

For 6 nodes, Pegasus kept stable and correct again, but Chimera presented a

chain break leading to wrong results. Because of these chain breaks, chain

strength was set up from 2.0 to 4.0, which solved the chain breaks problem but

results were not the optimal anymore.

At node 7, Chimera stopped performing correctly. Even increasing chain

strength up to 10.0, there were still inevitable chain breaks (Figure 4.5). If

chain strength would be stronger, there might not be chain breaks but the

QUBO problem would no longer represent the original problem and solution

would not be useful. In other words, the problem would be more focussed on

not breaking the embedding conditions rather than solving the TSP problem.

Also at node 7, Pegasus showed the same warning that Chimera had shown at

node 5, two steps after. The results are still correct for 7 nodes on Pegasus.

At 8 nodes on Pegasus, multiple chain breaks appeared (Figure 4.6). The chain

strength was increased to 4.0 but then the "one position per node" condition

was violated. Increasing α so the conditions were respected, provoked chain

breaks again.
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Table 4.3: Dimod total execution time performance means (ms)

Number of nodes Chimera Pegasus
4 389.47 262.78

5 1720.74 1214.88

6 2561.00 2857.33

7 6269.26 9669.30

8 N/A 20179.28

Table 4.4: Dimod QPU access time performance means (ms)

Number of nodes Chimera Pegasus
4 58.62 38.14

5 58.68 36.80

6 58.74 40.86

7 58.83 39.66

8 N/A 43.66

In summary, the last acceptable results were for 6 nodes on Chimera and

7 nodes on Pegasus. Independently of the correctness of results, times were

still measured for the last sample to check performance scalability in terms

of time. This time performance can be observed in Figure 4.3 and Table 4.3.

In addition, QPU access time was measured to separate it from the total time

execution. Whereas total time execution scaled from around 40 milliseconds

to 20 seconds, QPU access times kept stable at 40 milliseconds for Pegasus

and 60 milliseconds for Chimera. This data can be observed in Figure 4.4 and

Table 4.4
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Figure 4.3: Total execution time mean of 3 samples of TSP on different

topologies, Chimera and Pegasus. Note that Chimera values do not cover 8

nodes example due to wrong results. In black, it is represented the errors bars

of the different samples.

Figure 4.4: QPU access time mean of 3 samples of TSP execution on different

topologies, Chimera and Pegasus. In black, it is represented the errors bars of

the different samples.
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Figure 4.5: D-Wave’s Inspector tool visualisation of lowest energy solution for

TSP embedding for 7 nodes in a Chimera topology. In red, it is marked a chain

break between physical qubits that leads to wrong or unreliable results.

Figure 4.6: D-Wave’s Inspector tool visualisation of lowest energy sample for

TSP embedding for 8 nodes in a Pegasus topology. In pink, it is marked a

chain break between physical qubits corresponding to the logical qubit x2,0

that leads to wrong or unreliable results.
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4.4 QPU (Hybrid Solver) results
Hybrid solver performance has been analysed for examples between 5 to 50

nodes in steps of 5, with 200 samples per number of nodes. Total time performance

of Chimera and Pegasus can be observed in Figure 4.7. Remember that in this

case, the QPU architecture is not the only factor involved in the search for

the optimal result. In this case, QPU direct access time has not been measured

because of the more complex nature of hybrid solver, which combines different

methods (explained in chapter 2.8.5) to obtain the results. In figure 4.7, the

plot shows times around 9 seconds for 5 and 10 nodes, which increase up to

around 6 minutes for 50 nodes. The raw data is presented in table 4.5.

The parameters that have been set for this study are the following:

- Chain strength = 100.0, which is sufficient to ensure logical chain congruence.

- α = 141.42, which is the approximate maximum of
√
x2 + y2 for x, y

in [0.0, 100.0] that is the range of the random numbers chosen for this

study.

- β = 0.1, which ensures problem optimization without violate main constraints.

- time limit = 5 seconds. This specifies the maximum run time that the

solver is allowed to work on the problem.

- convergence = 3, the default value that makes the solver stop when solutions

do not improve significantly. In this case, the hybrid solver phase stops

when it iterates 3 times without any improvement.

As a hybrid solver returns a sub-optimal solution, the solution obtained for

each sample is not always the same, nor the best. However, it is possible to

compare energies between solutions to know how different they are and if the

solutions obtained are accurate enough.

In figure 4.8, there is a plot of the coefficient of variance (standard deviation

divided by the mean) of energies. Its purpose is to compare the relative differences

of each sample in terms of solution energy. As it can be observed, the variation

is null for 5 and 10 nodes since all samples obtain the best solution. For

more nodes the coefficient of variation starts changing erratically but under

a threshold of 0.00175.
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Table 4.5: Hybrid solver time performance means (ms)

Number of nodes Chimera Pegasus
5 8.88 8.89

10 9.34 9.32

15 11.79 11.73

20 16.70 16.53

25 25.27 25.59

30 43.58 46.26

35 76.42 72.67

40 127.01 129.57

45 187.76 208.46

50 384.19 336.39
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Figure 4.7: D-Wave’s Hybrid solver performing for TSP QUBO embedded in

both topologies (Chimera and Pegasus) for different number nodes. Values

shown are the mean of 3 samples per number of nodes and black bars indicate

difference between the minimum and the maximum values.

Additional parameters: convergence = 3, number of reads = 200, chain

strength = 100, α = 141.42, β = 0.1, time limit = 5 seconds.

Figure 4.8: Coefficient of Variation (standard deviation divided by the mean)

of the executions varying the number of nodes to be computed.



Chapter 5

Results discussion

In this chapter, results of section 4 are analysed one by one. Then, the results

will be compared and contrasted, taking into account necessary considerations

to interpret the outcome of this project. After this more comprehensive analysis,

the research question are answered at the conclusion chapter (Chapter 6. Final

conclusions).

5.1 CPU Exact solver results
As seen in the Results chapter, Exact solver performs quite poorly for this

problem. Times scale with the number of nodes at an unfeasible rhythm.

Remember that for our QUBO model of TSP, 4 and 5 nodes involve 16 and

25 variables, respectively, remember also that the number of combinations to

be explored is n! where n is the number of nodes.

The conclusion for Exact Solver is that it is suitable to obtain the best

solution for small problems and test QUBO models without wasting QPU time

on trying. However, when problems are already tested, well modelled and

consist of more than 18 variables there is no point in using this method.

If one would desire to compute TSP just with a CPU, the sequential brute-force

algorithm for the classical model (not QUBO) would perform better. QUBO

is not thought nor designed to be computed by a CPU.
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5.2 GPU parallel version
GPU parallel implementation of TSP brute-force algorithm performs well for

up to 13 or 14 nodes, always less than 7 seconds in total. For a number of

nodes between 4 and 7, the measured time is most likely due to overhead times

of creating threads and data movement. When the number of nodes is above

15, execution time increases exponentially with little room for improvement

independently of the hardware used. With execution times around 40 minutes

for 16 nodes, and the expected evolution of this scaling pattern based on graphic

tendency, GPUs are useless for performing brute-force algorithms of TSP with

a number of nodes above 16 in a reasonable time.

These results were already expected due to the NP-hard nature of TSP.

Although many algorithms have been designed to seek suboptimal solutions

with GPUs, optimal results for larger problems (only obtained by brute-force

algorithm) are still unachievable. Despite CPUs brute-force algorithm with

this model not being studied in this research (Exact solver used the QUBO

version), CPU implementation is supposed to be one step behind GPU’s performance.

Except for overhead costs, CPU sequential exploration of all combinations for

n nodes, would take approximately the same time as this GPU brute-force

implementation forn−1 nodes. In other words, parallelisation usually leverage

one level of the factorial number of combinations.

5.3 Pure QPU implementation
Results for pure QPU implementation reveal that QPU architectures are still

too weak to embed large fully connected graphs. Sampling graphs with less

than 25 fully connected nodes resulted in quite a solid outcome. This stability

disappears as the number of nodes increases. More samples are required to

determine the lowest energy state and total time performance starts ascending.

It is remarkable that QPU access time does not seem to be affected by the

number of nodes involved. This is surely due to the minor embedding algorithm

(Cai-Macready-Roy) whose time grows polynomially with the number of nodes.

In this way, total time increases because embedding occurs in pre-process

time, whereas QPU access time (which represents just the quantum annealing

process) remains stable. Indeed, the minor embedding process is the main

bottleneck for QPUs as its complexity order is O(2(2k+1)logk|H|2k22|H|2 |H|)
where k is the branchwidth of the architecture topology graph [25].
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After discussing the general aspects of these results, a comparison between

Chimera and Pegasus topologies must be made.

In terms of speed, Pegasus takes some more time in total to perform the

same number of nodes. This is most likely due to the higher complexity of

Pegasus topology in which it may be more difficult to find the best embedding

for the problem graph in comparison to Chimera topology. However, in terms

of QPU access time Pegasus takes around 40 milliseconds to finish the quantum

annealing process, whereas Chimera takes 20 milliseconds more, around 60

milliseconds.

In terms of solution stability, Pegasus is slightly more robust. Chimera

presents more chain breaks and incongruences in their results in comparison

with Pegasus. This is due to the simpler topology of Chimera, which needs

longer qubits chains to embed the same problem, leading to a higher probability

of chain breaks. In both cases, this stability does not go further than around

50 fully connected binary variables (over 7 nodes of TSP).

These results have pointed out the importance of choosing a suitable chain

strength, as well as an appropriate α and β, so the problem solutions are

correct.

In summary, pure QPU implementation is completely limited by QPUs

architectures. Embeddings for fully connected graphs are extraordinarily difficult

to find when graphs are large and trigger chain breaks when the number of

fully connected variables is above 64. Nevertheless, it is worth appreciating

that Pegasus topology (from October 2020) has multiplied its connectivity by

2.5x in comparison to Chimera topology (January 2017), and the number of

physical qubits available in it (Remember figure 2.6 data). This improvement

enhances problem solving and enables testing with more variables than before.

5.4 Hybrid methods solutions
As explained in section 2.8.5, there are different algorithms and processes

executing at the same time. They work together to find the best solution according

to the established criteria. This criteria can be a QPU usage time limit or a

convergence criteria. In the case of this project, both criterias were applied

simultaneously. Therefore, one cannot be sure that the results obtained are the

optimal solution. However, after applying different methods (QUBO subproblems

and tabu search among others), if solutions meet the constraints, there is a high
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probability that solutions are close enough to the lowest energy solution.

Analysing the results exposed in figure 4.7, it can be appreciated how

hybrid implementation execution times increase exponentially. These times

grow from an average of 20 seconds for 5 to 30 nodes, to around 6 minutes

for 50 nodes. All of these times correspond to correct and verified solutions.

Difference in performance of Chimera against Pegasus can only be seen at

45 nodes, where Chimera seems to perform better, and at 50 nodes, where

Pegasus perform with a higher irregularity but lower times. In the rest of the

results, both topologies perform practically the same.

This must occur because hybrid solver uses subproblems embeddings, and so,

there is not much difference in embedding the problem in different topologies

when graphs are small enough.

The fact that higher values represent a larger difference in performance for

problems at a bigger scale is more likely to be associated to many different

reasons, such as work queues, interface performing, network saturation or

postprocessing tasks.

Regarding the energy variation between the different samples, it is seen that

the problem from 5 to 10 nodes has always found the best solutions for both

topologies which can be assumed to be the best. Then, when the number of

nodes is over 15, solutions energies start changing with every sample. Figure

4.8 reveals how solutions start to differ in terms of energy. The erratic behaviour

of this figure does not seem to follow a reasonable pattern. The comparison

between Chimera and Pegasus energy coefficients of variations just shows that

Chimera seems to have a higher standard deviation with respect to the mean

of the samples than Pegasus.

In any case, the most important conclusion of the energy variation is that its

coefficient is always under the threshold of 0.00175. This means that all the

solutions of every sample do not differ substantially, which is a good indicator

that the solver is finding suboptimal solutions quite close to the optimal one.
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5.5 Comparison of different approaches
In this final part, there will be some interpretations and facts to take into

consideration at the time of comparing results between the different approaches.

About ExactSolver performing using the CPU exclusively, it can be concluded

that its only purpose is to test small problems implementations, and therefore,

its scalability does not show any astonishing result. It is important to keep in

mind that this CPU usage it is not the best implementation for it. Problems

submitted to the ExactSolver have been QUBO problems, and because of this

reason, there are not designed for CPU leverage performance. There are for

sure faster and more efficient models and implementations of brute-force algorithms

for CPUs. Indeed, 5 nodes with QUBO models need to be represented by 25

binary variables, whereas a CPU can quickly explore 5! combinations without

much effort.

Between GPU and Pure QPU implementations, it could be said that GPUs

are still more efficient to solve Travelling Salesman Problem. The fact that TSP

is represented by a fully connected graph makes it practically impossible to

embed examples with more than 10 nodes (100 binary variables) into current

QPU architecture topologies. As it has been corroborated in results section

(4.2), a common GPU can perform up to 15 nodes in a couple of minutes.

In addition, it is important to remember that QPUs used are of topnotch performance

among devices of their kind, while GPU used has been a laptop (despite being

quite powerful) graphic card. This, added to the fact that GPUs are stackable

and that they can be combined as in other technological areas such as cryptomining,

leaves room for performance improvement. (In the case of QPUs it is not usual

to connect them or making them work together so far)

Conversely, there is a much more important fact that favours QPU utilisation

for this kind of problems. This is the fact of scalability. With brute-force

algorithm it is practically impossible to compute an example of TSP for 50

nodes in a feasible time. The nature of the parallel approach makes it useless

to try combining GPUs to solve this NP-hard problem. Nevertheless, quantum

computing has a much greater room for improvement. QPUs are growing and

the development of more connected topologies and with more physical qubits

are quite optimistic.

It can be expected with little doubt that once QPUs are able to embed bigger

graphs, they will perform incredibly better than GPUs in this type of combinatorial

problems.
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Regarding the hybrid solution, it can be said that it is the most effective so

far. It keeps a balance of time performing and accuracy that just QPUs or GPUs

do not achieve by their own. It is the combination of different techniques and

resources that enables hybrid systems to solve up to a 50 nodes TSP example in

just 6 minutes with quite a high accuracy of obtaining a really good suboptimal

solution.

Hybrid approach is so far the best way of solving this kind of problem. Distributing

each task in an algorithm to the appropriate device in function of its performance,

has been the tendency of the last decades in computing. Nowadays, sequential

tasks are computed by CPU, whereas heavy, independent and parallelizable

operations are given to GPUs due to their specialization. QPUs are likely to

help to combine systems in the same way, since there are not many tasks that

they can perform successfully by their own.

One final comment about D-Wave’s QPUs usage is the fact that to run a

problem (independently of its size) the process to embed the problem into the

QPU architecture topology relies on Cai-Macready-Roy algorithm for minor

embedding. This algorithm has quite a high complexity. Although the quantum

annealing process is quite fast and does not seem to escalate with variables, the

preprocess time needed to apply the minor embedding algorithm does scalate.

Therefore, it can be concluded that minor embedding process is the bottleneck

for QPU usage in general, together with the risk of chain breaks.



Chapter 6

Final conclusions

In this chapter there is an overview of the research questions and a recapitulation

of the project outcome. Next, there is a final section about the project contribution

and society impact.

6.1 Project recapitulation
This research project has aimed to answer three main research questions.

First question is about how the Travelling Salesman Problem can be modelled

into a QUBO and which characteristics a QUBO problem has. This question

has been successfully described in the methods section related to TSP 3.3 and

tested at the results. The report has exposed the different characteristics of

the QUBO model: how many binary variables were needed, how constraints

and preferences could be modelled in a mathematical expression (the objective

function also known as the Hamiltonian of a problem), the representation of

energy states and energy penalties in the function and how to translate all this

information to a QUBO matrix which is embedded by D-Wave’s API in order

to solve it.

Modelling and implementation aside, it has also been studied how to set the

parameters for a problem, properly. These parameters are α, β and the chain

strength among others.
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Second question focuses on the comparison of performance of different

devices. In the discussion section 5.5, their main differences have been revealed

and contrasted. QPU has proven to perform poorly on its own for large problems

(in terms of accuracy and correctness, time performance has been satisfactory)

but also has great potential to improve. GPU has shown fast performance and

high accuracy for problems with less than 16 variables but has little room for

improvement. ExactSolver (which is only based on the CPU) is only useful

for testing small problems (less than 16 binary variables). Finally, hybrid

solutions have proven to perform in quite a good balance between time performance,

solution correctness and accuracy. Hybrid solutions have also proved to be the

best in terms of scalability, in which all the other solutions fails.

The third question aimed to discover what were the main characteristics of

Chimera and Pegasus architectures that could affect their performance. The

topology of these architectures has been described in the background section

(2.8.3). Then, in all QPU results they have been tested separately to contrast

their performances and get some useful conclusions of their qualities. The

conclusions favours Pegasus architectures, the most modern architecture between

them. The greater inter-qubit connectivity and the larger number of physical

qubits enable it to embed bigger problems with less risk of chain breaks appearing.

Chain breaks and instability in results have shown to be the most solid limit for

both QPU architectures. Pegasus topology has proven to be a clear improvement

compared to its predecessor, Chimera.

The final conclusion is that D-Wave Systems Quantum Computing approach

(quantum annealing) is already useful to solve combinatorial problems like

TSP. Although other problems have not been the object of this study, these

results could be extrapolated to other combinatorial problems like map coloring

or job scheduling by just redefining the variables and the objective function to

be optimised. However, the success of this approach is yet to be improved

and enhanced with incoming and constant advances. The QPU architecture

topology is crucial to achieve better results, as well as the future possible

combinations of different QPUs to work on the same process and share data

between them. The speed, accuracy and scalability tests of D-Wave’s QPUs

have been satisfactory and they are likely to be improved in the following years.
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6.2 Project contribution and society impact

This project has not only proven the power of using Quantum Computing to

tackle combinatorial problems, but also serves as an introduction to Quantum

Computing and QUBO modelling.

The contribution of this project is to shed light on D-Wave’s quantum approach

and bring it closer to the readers so they can form an idea of what is Quantum

Annealing about and how it can solve problems.

The society impact of this project lies on the importance and transcendence of

these results. These results have been achieved with around 2000 and 5000

qubits. The number of qubits as well as the number of different quantum

approaches are constantly evolving. One can remember having big rooms with

a large computer based on vacuum tubes just for a 100kHz frequency with

cycles of 200 microseconds. We could say that we are just at the beginning

of Quantum Computing era and that in the next 20 years we cannot discard

seeing 5 GigaQubits working.

It is expected that in the next decades this area expands considerably.

Since the beginning of this project in February 2021, many articles have been

published stating that it has been possible to connect supercomputers establishing

a network [26], teleport information, or that companies like PsiQuantum have

their aim into building quantum computers of 1.000.000 qubits based on photons

[27].

All these future advances would be crucial for many technological areas boost.

As an example of the multiple quantum applications that have already been

designed, it would improve considerably the simulation of larger molecules

in order to design personalized drugs to combat cancer. In the case of this

project, Travelling Salesman Problem quantum solutions could improve many

areas such as logistics, communications or transportation; resulting into more

effective production.

This is the end of the research project about D-Wave Systems Quantum

Computing State-of-the-Art and Performance Comparison with Classical Computing.
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