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Abstract
This report analyzes three neural network structures: dense, convolutional and

recurrent. One data set example and problem has been chosen for each type

of structure: a multi-class classification problem, an image classifier and a

time sequence prediction, respectively. This report also aims at understand-

ing which structure performs better for different problem statements, and how

the different parameters they depend on affect their performance. The most

common parameters that have been analyzed are the following: the number of

intermediate layers, the number of neurons, the number of epochs, the batch

size, the activation function, the loss function and the optimizer.

The results showed that a dense structure has high dependencies between the

values of its internal operations. Hence, the average execution time for CPU

and GPU are similar. However, accelerated algorithms for GPUs made a sub-

stantial difference for convolutional and recurrent structures in comparison to

CPU launches. Furthermore, the results of each model showed that most of

their attributes vary the performance of the model during training, obtaining

a combination of values that are suitable for each structure.
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Sammanfattning
Detta arbete analyserar tre strukturtyper av neurala nätverk: dense, convolu-
tional och recurrent. För varje strukturtyp har en problemtyp valts och ett

dataset tilldelats dem. Dessa är: flerklass-klassificering, bildklassificering,

och förutsägelse för tidssekvenser. Arbetet ämnar även att ta reda på vilken av

dessa strukturer som ger bäst resultat för olika problemformuleringar, och hur

förändringar av de parametrar som de beror på påverkar resultatet.De parame-

trar som analyserats är: antalet mellanlager, antalet neuroner, antalet trän-

ingscykler, urvalsstorleken, aktiveringsfuntionen, förlustfunktionen, och op-

timering.

Resultaten visade att det i typen dense är hög beroendegrad mellan värdena

av dess interna beräkningar. Som följd av detta är den genomsnittliga beräkn-

ingstiden ungefär densamma på både CPU och GPU. Däremot gjorde det stor

skillnad på beräkningstiden för både convolutional och recurrent när acceler-

atorer för GPU användes på dem, då detta var signifikant snabbare än det var

på CPU. Utöver detta framgick även att för varje modell så hade majoriteten av

deras attribut påverkan på prestandan under träningsmomentet. Detta visade

på en kombination av värden som var lämpliga att använda för respektive struk-

tur.
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Resumen
Este trabajo tiene como objetivo analizar el comportamiento de tres tipos de

redes neuronales diferentes: densas, convolucionales y recurrentes. Para cada

una de las estructuras, se ha escogido una base de datos distinta que se aplica

a un problema en específico: un problema de multi clasificación, un clasifi-

cador de imágenes y una predición de secuencias en el tiempo, respectica-

mente. Otro objetivo principal es llegar a entender cuál de las tres estructuras

tiene un mejor rendimiento en cada tipo de problema y cómo afectan los di-

versos parámetros de la red neuronal a su rendimiento. Los prámetros más

comunes que han sido analizados son: el número de capas intermedias, el

número de neuronas por capa, el número de epochs, el batch size, la funión de

activación. la función de error y el optimizador.

Los resultados obtenidos en este trabajo muestran que las redes neuronales

densas tienen altas dependencias en los valores de sus operaciones internas.

Por consiguiente, el tiempo medio de ejecución para la CPU y la GPU es sim-

ilar. Sin embargo, los algoritmos de optimización para la GPU consiguen una

mejora considerable en las redes neuronales convolucionales y recurrentes
en comparación con las ejecuciones secuenciales en la CPU. Además, los

resultados de cada modelo demuestran que los parámetros asociados a cada

red afectan considerablemente a los resultados obtenidos durante el entre-

namiento. De esta forma, se ha conseguido una combinación de valores óptima

para cada ejemplo de cada estructura.
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Chapter 1

Introduction

Machine learning is the science of computer algorithms that focuses on appli-

cations that learn automatically from previous experience. Getting computers

to learn is possible thanks to an iterative process that trains a model. Typ-

ically, the model is a complex structure that encapsulates operations and is

able to transmit information internally, for example, a neural network.

Neural Networks are computing systems formed by units called neurons, which

compute mathematical operations. The applications of neural networks are

countless, from training a network as an image classifier to predicting the value

of the shares of a company one time step in the future. All of them use a data

set as an input of the neural network, and after executing Machine Learning

algorithms, it is transformed into an output.

Despite the fact that having a deep understanding of neural networks requires

advanced mathematical knowledge, its use has been simplified thanks to the

implementation of high level libraries. Tensorflow, Pytorch and Keras are the

most frequently used libraries. However, its usage depends, in turn, on other

libraries such as CuDNN. Now that working with neural networks is more ac-

cessible for the users, their applications have increased exponentially.

Neural networks use several metrics to analyze their performance. For in-

stance, the accuracy measures the ratio between the correct and the incorrect

results, and the loss function measures how distant an answer is from its true

value. These metrics define the reliability of a neural network, which is of

major importance. A small improvement in the accuracy of a network that

identifies carcinogenic images, could make the difference between identifying

1
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the disease or not.

1.1 Purpose
The purpose of this study is to optimize the metrics of a neural network by

changing the parameters involved during training. Furthermore, the time spent

will be measured comparing sequential launches in the CPU with paralleliza-

tion algorithms using a GPU. This comparison will expose that not every

model is thought to parallelize the operations and that each structure aims to

solve a particular combination of problems.

1.2 Research question
• How does parallelization in GPU’s improve the performance of neural

networks in comparison to sequential launches in a CPU?

• How do the batch size, the number of epochs, the number of neurons

and other variables and parameters of a neural network affect its perfor-

mance and results?
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1.3 Scope
It is not within the scope of this study to obtain the optimal setup for train-

ing every neural network. Instead, I focus the research on how to improve the

metrics of three examples, one for each neural network structure: dense, con-

volutional and recurrent. The intention is to provide different strategies that

could be implemented in other problem models to improve their performance.

The code is entirely written in Python and makes use of high level libraries.

Predominantly, Tensorflow, Keras, Numpy and Matplotlib.

1.4 Outline
The next chapter presents the main theory concepts of neural networks in a way

that any person interested in Machine Learning can find this research useful

and follow the reading with ease. However, having a reasonable Python and

mathematics background will be helpful.

The next part of this study is the method chapter which contains information

about the methodology I have chosen to use as well as a description of the

framework that helped me to obtain the results. Those results are exposed in

the next chapter, finally followed by a discussion and a conclusion chapter.
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Background

2.1 The structure of a neural network
The structure of a neural network vaguely resembles the human’s brain neural

network. Its basic unit is called a neuron or cell, which usually receives infor-

mation from other neurons through connections. These connections simulate

the electrochemical impulses of our brain neurons. The structure of a neuron

(seen in figure 2.1) was firstly developed in a pioneering research study in the

early 1940s by a neurophysiologist and a mathematician: Warren McCulloch

and Walter Pitts, who pursued the idea of simulating intelligent behaviour cre-

ating simple electrical circuits.

Information and connections became inputs and weights respectively in their

approach to transform the complex structure of the brain into a combination

of solvable linear operations. Finally, they added an activation function which

represented the logical decisions of our brain.

Figure 2.1: A McCulloch-Pitts neuron [1]

4
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I1, I2, ...IN represent the inputs of the neuron and W1,W2, ...WN the weights,

being N the number of neurons of the previous layer. Each input is multiplied

by its corresponding way: I1 ∗W1, I2 ∗W2, . . . , IN ∗WN and then added up

together in the summation
∑

.

f(x) =
∑n

i=1 wiIi + b

In figure 2.1, Threshold T is the activation function y = σ(x) where x is

the previous sum and σ the mathematical function. Later on, we will study

which activation functions are often useful for our model.

As a result, the linear operation of a single neuron is calculated by multiply-

ing the inputs with their weights plus the bias and then passing it through an

activation function. The bias b is just a number used to adjust the output of the

activation function. It shifts the activation function either to the right or left

in the axis, which may be key to improve training.

A layer inside a neural network is a combination of neurons that are not con-

nected to each other. However, they have connections with neurons of the next

or previous layer. The first layer is known as the input layer, the last layer is

the output layer, in between, we would find the intermediate or hidden layers.

Figure 2.2: Layer diagram [2]
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2.2 Machine learning algorithms
Before getting into a more detailed explanation of the functioning of a neural

network, I am going to summarily describe machine learning algorithms to

provide an overview of the frequent applications of neural networks. Gener-

ally, machine learning has three types of algorithms:

Supervised learning: This learning approach works with labeled data and it

transforms that input to predict a label given some features. The label could be

continuous, which defines a regression problem. For example, given a house’s

size and location, predict the selling price of the house. Instead, if the label is

categorical, we would be facing a classification problem. For instance, given

a person’s height and weight, predict their gender.

Unsupervised learning: Unlike supervised learning, this method does not use

labeled data so it does not have any target to estimate. The task is to cluster

together the data into similar groups, without being trained beforehand. There-

fore, the network does not know about the features of the data. An example of

an unsupervised problem is an image classifier where the network identifies

patterns on their own and clusters the images into two different groups.

Reinforced learning: This technique allows a learning marker, also known

as an agent, to perform actions and interact with an environment in order to

gain some reward. The idea is that after doing an action, the agent obtains a

reward from which it learns if the action was correct or not. The training is

constant trial and error. Reinforced learning has plenty of applications such as

a traffic light controller to solve congestion or as a chemical reaction optimizer.

2.3 Activation functions
The activation functions define the output of each neuron. More than one

function may be used in different parts of the model although each layer com-

monly uses the same type of function. Selecting the most suitable function

for a model might not be an easy task, and will definitely have a large impact

on the metrics of the network at the end of the training (vanishing gradient

problem). Nevertheless, we already know the most frequently used functions,

which will suffice for this research study, and will be listed in this section.
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An activation function f(x) is continuously differentiable which means that

its first-order derivative function f ′(x) exists, and it is itself continuous. This

property is given by the fact that neural neurons are trained using backprop-

agation algorithms, which use the derivative function in order to update the

bias and weights of the model.

These activation functions are used for output layers:

• Linear Activation Function: This function returns the weighted sum

directly because it is equivalent to multiply the expression by 1. It is

commonly used in regression problems as the inputs are often unbounded.

f(x) = x

• Sigmoid Output Activation Function: This function returns a value

between 0 and 1. It helps to obtain a probability as an output, for exam-

ple, in a classification model.

f(x) = 1
1+e−x

• Softmax Output Activation Function: This function returns a vector

which values sum 1. Each value typically means the probability of being

part of a specific class. It is used in multi classification problems such

as classifying images of handwritten digits.

f(xi) =
exi∑k
j=0 e

k
i = 0, 1...k

The following activation functions are used for hidden layers:

• Sigmoid hidden layer activation function.

• Hyperbolic Tangent (Tanh): This function returns a value in the range

[-1, 1]. Sometimes, it appears in convolutional or recurrent structures.

ex−e−x

ex+e−x
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• Rectified Linear Unit (ReLU): It outputs the input directly if it is pos-

itive and returns zero if the value is zero or negative. ReLu has become

the default activation for many neural networks because it archives high

performances. It also prevents the network from the vanishing gradient

descent problem.

f(x) = max(0, x)

2.4 Loss functions
The loss function or cost function is necessary for computing the Stochastic

Gradient Descent (SGD) algorithm. It measures the error between the output

of the training model and the true value. The next objective in a neural net-

work is to minimize the loss function mathematically so that the weights and

biases can be updated after each operation according to the error. This will be

discussed deeper in the next section.

We have previously studied that the problem statement as well as the input

data affect the decision of whether to choose one activation function or an-

other. This happens similarly with loss functions. Therefore, its usage will

change the metrics of the model and those changes will be visible in chapter

4.

Regression problems often use the following loss functions:

• Mean Square Error, L2 (MSE): This is one of the most commonly

used loss functions. It measures the average squared difference between

the predictions and the expected results. The squared power can be un-

derstood as a penalization because it doubles the error, meaning that the

larger the error is, the more it is penalized. The derivative of this for-

mula uses exponents which make the computation easier when applying

Gradient Descent. Therefore, the results are likely to be more accurate

than the next loss function (MAE).

MSE =
∑n

i=1(yi−y
p
i )

2

n

• Mean Absolute Error, L1 (MAE): This loss function is an arithmetic

average of the absolute errors of the difference between y and y true. It

is often used in time series analysis.
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MAE =
∑n

i=1|yi−y
p
i |

n

• Huber or Smooth Mean Absolute Error: This function is quadratic

when the difference between y and y true is small, and it is linear for

large values. The delta value is a parameter that can be adjusted.

Lδ(y, f(x)) =

{
1
2
(y − f(x))2 for |y − f(x))| ≤ δ

δ |y − f(x)| − 1
2
δ2 otherwise

• Root Mean Squared Error (RMSE): Measures the average of square

root of sum of squared differences between predictions and actual ob-

servations.

RMSE =

√∑N
i=1(yi−y

p
i )

2

N

Classification problems often use the following loss functions:

• Multi-Class Cross-Entropy Loss or Log loss: Measures the perfor-

mance of a model that returns a value between 0 and 1. The classifica-

tion example it is analyzed later on is focused.

−∑N
i=1 yc,olog(pc,o)

• Hinge Loss: It penalizes values that are less than 1. When the true

value and the predicted value have the same sign, the hinge loss is 0.

On the contrary, if the value is negative, the loss increases linearly. It is

not differentiable at t=1, but we can still use gradient descent using any

subderivative at t=1.

max(0, 1− ty)

• Square Loss: The 1 is representing an array of ones, which appears be-

cause of this loss function is used in a classification example.
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L(f(x), y) = (1− yf(x))2

but it can be proved that this expression is equivalent to the regression

square loss:

(1− yf) ∗ 2 = 1 ∗ 1− 2 ∗ 1 ∗ (yf) + (yf) ∗ 2

1 ∗ 1 is constant, which makes it irrelevant for the second term. Sec-

ondly, the y array consists entirely of 1 and −1 so y2 = 1. Hence, this

expression is equivalent to:

(y − f) ∗ 2 = y ∗ 2− 2 ∗ yf + f ∗ 2

2.5 Stochastic gradient descent
Stochastic Gradient Descent (SGD) is an iterative method that minimizes the

loss function of the model, updating the weights from the output layer to the

input layer; thus, it is a backpropagation algorithm. Neural networks are de-

signed to perform accurately, that is, computing the data minimizing the dif-

ference between the output and the expected results. Consequently, a method

capable of shrinking that value is essential for the quality of the values of the

metrics of a neural network.

Mathematically, the network is continuously computing long size arrays due

to the vast amount of input data, but so far, it is the most organized and efficient

way of arranging a functional neural network.

The gradient descent is computed iteratively over the weights and biases of

the neural network. Being Li(w) the loss function at the i-th observation (the

set of measurements on a single unit):

L(w) = 1
n

∑n
i=1 Li(w)

L is the objective function and η is the step size for each iteration. The gradient

descent operates as follows:
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w := w − η∇Q(w),

where ∇Q(w) represents the gradient of the function loss at the point w. It

is the n-dimensional expansion of the derivative, so mathematically, it is an

n-dimensional vector whose positions are the partial derivatives of the loss

function:

∇f(w) =

⎡
⎢⎣

∂f
∂x1

(w)
...

∂f
∂xn

(w)

⎤
⎥⎦

The meaning of the gradient can be thought of as the direction of fastest in-

crease at one point. (It is quite similar compared to the simple derivative,

which represents the tangent at that point, that is, how much the function in-

creases/decreases.) Consequently, the gradient is subtracted from the weight

because the main purpose is to minimize the loss function. In other words, the

loss function is stepping down in the direction of the highest descent.

Apart from that, η is the step size, also known as the learning rate. Its value

is constant typically, 0.001 or 0.01. The reason why the learning rate appears

in the formula is that evaluating the sum of a set of gradients might become

computationally expensive. Therefore, it does not compute every gradient in

each operation, so the algorithm samples a subset of functions at every step

saving time and improving performance.

A common problem that neural networks encounter is the vanishing gradi-

ent problem. As the gradients are being multiplied by a very small number,

they might stop being meaningful, preventing the weight from being updated.

Activation functions such as the hyperbolic tangent might cause the problem.

Choosing a different activation function or using accelerated hardware such as

GPU’s could serve as a solution to the problem.

Different variants of the Stochastic Gradient descent define the so called opti-

mizers and they will be mentioned in the following sections.
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2.6 Layers
The structure of the layers in a neural network depend on the type of problem

that the user wants to solve. These structures differ from each other because

some may have more connections to the next or previous layer than other struc-

tures, or because the neurons compute more or less operations. In this report,

it will analyze the performance of three examples that utilize dense, convolu-

tional and recurrent layers.

2.6.1 Dense layers
A dense layer is fully-connected with every neuron of the next layer. For every

input in a dense layer, a linear operation is computed, usually followed by a

non-linear activation function

The number of connections in between two consecutive dense layers is the

number of neurons of the first one times the number of neurons of the next

layer. Consequently, the number of parameters can be extremely high for the

computer to train the model in a reasonable period of time. Furthermore, it

can not be optimized with hardware accelerators such as GPU’s because every

result is dependent on a previous result, so the computations cannot be paral-

lelized.

Another common issue that dense layers encounter is that they are prone to

overfitting data, that is, the fact that machine-learning models tend to perform

worse on new data than on their training data. To overtrain the network causes

poor accuracy on new inputs as the weights and biases have been excessively

adjusted close to the training data, making the following updates inflexible and

less accurate.

2.6.2 Convolutional layers
Convolutional layers are usually used for image recognition. They perform a

mathematical operation called convolution, instead of a regular matrix multi-

plication. Their inputs are four dimensional arrays called tensors which con-

tain specific attributes. For instance, the number of inputs, the size of the

inputs or the color channels (grayscale, RGB, HSV. . . ).
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Convolutional neural networks perform with a specific method reducing the

images and without losing features. This proceeding is possible thanks to a

kernel or filter that performs a matrix multiplication with part of the input for

every stride value. The figure shown below, displays the part of the input that

will be multiplied by the filter, coloured in red, which in turn, has three colour

channels (depth of the figure). That “window” will move to the right according

to the value of the stride and perform again a matrix multiplication with the

filter. The key here is the fact that these operations can be parallelized, mak-

ing accelerated hardwares useful, which of course, will perform much faster

compared to an algorithm using exclusively dense neural networks.

There is not a limitation in the number of convolutional layers in a network.

In fact, using only one convolutional filter may not capture all the features of

the image.

Figure 2.3: Movement of a convolutional kernel [3]

Padding and pooling

Convolving an input data shrinks the size of the image, so after computing

several convolutional layers, the features might lose part of their information.

Furthermore, the convolution is being performed less times on the edges of the

matrices. This is the reason matrices convolve input data using an additional

layer known as padding. It expands the dimension of the matrices to avoid

those issues.

Another important concept to bear in mind is pooling. The pooling layer serves

to reduce the number of parameters and the amount of computation in the

model. Moreover, it also helps to prevent the neural network from overfitting

data. The most common pooling is a layer that chooses the maximum value

of each partition of a matrix, it is called max pooling.
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Figure 2.4: Two dimensional padding [4]

Dropout

Overfitting data heavily decreases the training speed of a neural network. Reg-

ularization is a process that prevents the network from that issue and one of the

various types is dropout. This method discards neurons with probability 1−p

and reinserts them into the network at the next stage of the process. The edges

that were connected to the neuron are also removed from the modes, substan-

tially reducing the number of operations. Although dropout is also used for

improving dense and recurrent neural networks, the mathematical operations

involved and removed in the process are not the same. However, this will not

be analyzed deeper in the report since it is not significant for the understanding

of the experiment.

2.6.3 Recurrent Layers
The third evaluation example in this report focuses on recurrent networks and

its application is aimed to recognize numerical time series data. These lay-

ers do not feedforward data, that is, the information passes more than once

through each neuron. In recurrent neural networks (RNNs), the information

cycles through a loop and the output is obtained taking into account the inputs

that the neuron has received previously.

RNNs suffer from short-term memory meaning that the gradient decays expo-

nentially in the backpropagation algorithm. Designing an efficient recurrent

layer became a hindrance that was solved creating complex structures in the

neurons. Among all the different recurrent structures, the following should

be pointed out: Long short-term memory (LSTM) and Gated recurrent units

(GRU).
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Figure 2.5: Recurrent neuron [5]

LSTM

LSTM (Long Short Term Memory) neurons have several intermediate steps

in comparison to a regular linear unit. These steps are three gates that manip-

ulate data with activation functions and simple operations. In Figure 2.6, the

vertical red lines separate the gates from each other and the data flows along

the direction of the arrows.

Figure 2.6: LSTM cell [6]

Firstly, the forget gate disposes of part of the information,depending on the

value of the sigmoid function, where a value close to 0 means to forget and a

value close to 1 means to keep. This value is multiplied right afterwards by

the previous value, forgetting the information that is not necessary anymore.

Secondly, the data reaches the second sigmoid function in order to decide

which part of the new information should be updated in the previous state

(input gate). Furthermore, the hyperbolic tangent function creates a new vec-

tor for the new values. The multiplication between both outputs returns the

result of the second gate:
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Ct = ft ∗ Ct−1 + it ∗ C̃t

The cell state is the result of adding up the output of the first and the second

gate. This operation is represented as the horizontal line on top of the fig-

ure and its output arrow.Finally, the other two arrows are the information that

will be outputted from the cell state, also known as hidden state (output gate).

The final output is the result of multiplying a third sigmoid function (value

between 0 and 1) and the cell state through the hyperbolic tangent function

(values between -1 and 1).

GRU

GRUs (Gated Recurrent Units) are a simpler version of LSTM cells, with only

two gates., reset and update. The first one decides which information from the

previous state is ignored using a sigmoid and the previous state value. How-

ever, the update value is a combination of both forget and update gates from

LSTM cells, which decides to reuse the important information from the pre-

vious state and, at the same time, uses hyperbolic tangent to get how much of

the new state should be updated.

Figure 2.7: GRU cell [6]

The simplification of the cell makes GRUs perform faster than LSTM because

it contains less tensor operations. In the results chapter, both cells will be

tested on the recurrent example.
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Method

3.1 Setup
Anaconda, the python distribution package has been used in order to get easy

access to both Keras and Tensorflow libraries as well as other complementary

libraries such as Matplotlib and Numpy. Three different examples are going

to be presented in this section, two of which use an Anaconda environment

that has Tensorflow v2.4.1 and the other example uses a different environment

with Tensorflow v1.10. Unlike previous versions of Tensorflow (v1.10), the

updated v2.4.1 syntax has evolved into a higher programming level. Despite

the fact that there are differences in the code, it is not something to take into

account when the results are presented in this report.

I have decided to use two different versions because I first started to learn Ten-

sorflow v1.10 and during that time, I gathered useful information and code

examples that I did not want to discard. However, using Keras and an updated

version of Tensorflow felt simpler and clearer for understanding the concepts.

The next step for the user in case they want to expand their knowledge, could

be delving into the implementation of the libraries or the mathematics behind

the algorithms.

Google Colaboratory is the framework where the code has been written be-

cause of its functionality of connecting to a local or cloud server. This tool

does not require any specific configuration and provides free access to GPU’s.

However, the examples were run locally on my computer. The following com-

mands from the Anaconda Prompt, creates a link to a Jupyter notebook with

the configuration of a specific environment:

17
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activate <environment name>

jupyter notebook –NotebookApp.allow_origin=’https://colab.research.google.com’
–port=9090 –no-browser

In order to open the notebook, copy the link in Google Colab to connect it

to the local execution environment.

Figure 3.1 shows the code for managing hardware devices. This allows the

programmer to decide whether GPU or CPU runs the code. Two environment

variables were modified: CUDA_DEVICE_ORDER and CUDA_VISIBLE_DEVICES,

which are imported using import os. The former is set to PCI_BUS_ID to make

sure each hardware device index matches the NVIDIA System Management

Interface (nvidia-smi). Otherwise, it won’t be possible to identify the index of

each hardware device (nvidia-msi lists GPU’s starting with index 0. Setting

the environment variable to -1 “hides” the GPU forcing the CPU utilization.

The next two lines of code print information about the identified hardware

devices. On my computer, the GPU model is GeForce GTX 1060.

Figure 3.1: Initial configuration for hardware devices
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3.2 Examples
This section presents the examples that will be analysed in the next chapter.

Modifying certain model attributes such as the activation function, the num-

ber of layers etc. and varying some of the training parameters, will provide

interesting results. Unlike model attributes, some training parameters have

not been mentioned in the background chapter. However, a brief description

of the most important parameters will suffice to understand the final results:

Batch. It is a division of the complete dataset. For optimization purposes,

the dataset is divided into batches which will be propagated through the neu-

ral network. In contrast, the batch size is the number of samples that are used

to train a network. Although it may be confusing, it is not the size of the batch.

A neural network could be trained with only one batch or even with as many

batches as the size of the dataset. Nevertheless, the batch size is often more

than 1 and less than the training dataset. This configuration is called mini-

batch gradient descent.

Epoch. One epoch is one cycle through which a network will train the en-

tire training dataset. In other words, if a network is trained with 2 epochs, the

dataset will iterate through the complete dataset twice. The number of epochs

is a parameter that can cause overfitting and it is not always simple to find the

optimal value.

Optimizers. Keras and Tensorflow implement variations of the Stochastic

Gradient Descent algorithm. These algorithms integrate advanced mathemat-

ics and pretend to enhance performance, usually changing low level variables,

including the learning rate. Adadelta, Adam, Adamax and RMSprop must be

highlighted among the most efficient optimizers. The detailed description of

the optimizers can be found on the Tensorflow online documentation.

Validation data. This is a partition of the training data of the model, akin

to test data, but the difference is that validation is used for testing the training

in case there are attributes yet to be adjusted in the model whereas test data is

used to obtain the metrics of the final trained model. For small examples and

datasets, validation data may be the only test data.
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3.2.1 Dense model example
The first example uses the dataset reuters from the keras package, based on

[7]. It contains a combination of newswires, each one labeled with an index

between 1 and 46 which represents a specific topic. This means that it is a

multi-classification example and the neural network model is formed by dense

layers. The output layer must have 46 neurons according to the different values

of each label, and the activation function should be softmax. A model example

is shown beneath with one input layer, one hidden layer and one output layer.

Figure 3.2: Dense model specifications

The number of words has been restricted to the 10000 most frequent words in

the dataset. Knowing that, the number of parameters are counted by multiply-

ing the input times the number of neurons of the layer plus the bias

3.2.2 Convolutional model example
The second example takes as input the CIFAR-10 dataset which consists of

60000 32x32 colour images in 10 classes, with 6000 images per class (air-

plane, automobile, bird, cat, deer, dog, frog, horse, ship and truck). There are

50000 training images and 10000 test images. The trained model classifies

new images into their respective classes and its metrics determine how accu-

rate and fast it has performed. The example is based on [8].

From different models and attributes, the results pretend to analyse the optimal
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Figure 3.3: CIFAR-10 sample

setup for this convolutional network using different strategies.This example is

based on (REFERENCE).

3.2.3 Recurrent model example
The third and final example aims to predict the price history of Apple one step

in time ahead in the future, based on [9]. The data has been retrieved from

investing.com and it has been split into training data (2007-2020) and test data

(2020-2021).

Figure 3.4: Dataset for recurrent example
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This figure represents a data sample from the training data. Each row refers to

the current value of the shares at the specified date. Despite the fact that there

is plenty of information about the shares, for simplicity, the model focuses on

training the highest values, that is, the “High”column.

Figure 3.5: Apple price history (2007-2019)

The line graph shows the price history corresponding to the training data. Re-

sults will analyze the performance of the model using different combinations

of attributes and algorithms as well as the optimization with accelerated hard-

ware devices.

3.3 Before training
Before training a neural network, the input data requires to be processed using

a combination of strategies. There are three very helpful procedures that are

used for fitting and optimizing the data into a Keras network:

3.3.1 One hot encoding
Categorical classification examples sort their input data using indices. In the

reuters example, each newswire has an index from 1 to 46 that represents its

topic. For computation purposes, these indices are one hot encoded. Each

element of the data becomes an array of zeros, which size is the number of

possible categories and only the value of 1 is set in the corresponding position.



CHAPTER 3. METHOD 23

For example, the newswires which topic is represented with index number 4

will be changed to a zero array with a 1 set in the fourth position.

3.3.2 Standardization
The magnitude of the data should remain similar because it has been proved

that the networks compute better using values that fit within a small interval.

For instance, a squared loss function can cause disturbances because it penal-

izes very high or low values. Instead, if the data is normalized, the results will

remain within a short range, obtaining more favourable results. The standard

normalization re-scales data to ensure that the value of the mean is 1 and the

value of the standard deviation is 1:

xstand =
x−mean(x)
st_dev(x)

Another common strategy is the Min-Max normalization where an interpo-

lation rescales data between 0 and 1, being 0 the minimum value and 1 the

maximum value.

xnorm = x−min(x)
max(x)−min(x)

3.3.3 Initialization
In this study, initialization is going to stick to the typical random or zero ini-

tialization of the data. Deep understanding of the influence of initialization

in the results may take some time that could be analyzed in future work. For

now, it is important to bear in mind that if weights and biases are too large

or too low initialized, the network may suffer from slow training or inefficient

metrics. Weights are often initialized randomly and biases as zeros
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Results

Mainly, the purpose of this paper is to answer two research questions which

were presented in the introduction section:

• How does parallelization in GPU’s improve the performance of neural

networks in comparison to sequential launches in a CPU?

• How do the batch size, the number of epochs, the number of neurons

and other variables and parameters of a neural network affect its perfor-

mance and results?

Several experiments have been carried out to answer those questions. Each

neural network structure has its own subsection.

The code is available here:

https://github.com/alexgil3/A-neural-network-performance-
analysis-with-three-different-model-structures.git

24
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4.1 Dense neural network results

Figure 4.1: Average execution time comparison between CPU and GPU run-

ning the test 5 times. Batch size = 256, number of epochs= 8, number of

neurons = 64. The error line shows the difference between the maximum and

minimum execution time.
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Figure 4.2: Execution time changing the size of the batch for each iteration in

a model with 3 dense layers. Epochs = 8, Number of iterations = 64, number

of neurons = 64.

Figure 4.3: Training accuracy value and validation accuracy value, changing

the size of the batch size for each iteration in a model with 3 dense layers.

Epochs =8, number of iterations = 64, number of neurons = 64.



CHAPTER 4. RESULTS 27

Figure 4.4: Training accuracy value for 4 different loss functions (categorical

cross entropy, hinge, squared hinge and Kullback Leibler) and a model with 3

dense layers. The batch size starts in 128 and increases its value by 16 after

each iteration. Epochs = 8, number of neurons = 64.

Figure 4.5: Execution time for 4 different loss functions (categorical cross

entropy, hinge, squared hinge and Kullback Leibler) and a model with 3 dense

layers. The batch size starts in 128 and increases its value by 16 after each

iteration. Epochs = 8, number of neurons = 64.
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Figure 4.6: Execution time varying the number of dense layers of the model.

Number of neurons = 64. Batch size = 128, epochs = 8.

Figure 4.7: Training accuracy and validation accuracy values varying the num-

ber of dense layers of the model. Number of neurons= 64. Batch size = 128,

epochs = 8.
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Figure 4.8: Execution time varying the number of dense layers of the model

and increasing the value of the batch size by 32 after each operation. Number

of neurons = 64, epochs = 8.

Figure 4.9: Training accuracy and validation accuracy values, varying the

number of dense layers of the model and increasing the value of the batch

size by 32 after each operation. Number of neurons = 64, epochs = 8.
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4.2 Convolutional neural network results

Figure 4.10: Average execution time comparison between CPU and GPU run-

ning the test 5 times with a model which has 2 convolutional layers. Batch size

= 100, number of steps = 500. The error line shows the difference between the

maximum and minimum execution time.
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Figure 4.11: Training accuracy values for different batch sizes varying the

number of steps. Epochs = 8, convolutional layers = 2.

Figure 4.12: Training execution time values for different batch sizes varying

the number of steps. Epochs = 8, convolutional layers = 2.
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Figure 4.13: Training accuracy values for 4 different backpropagation op-

timizer algorithms (Gradient descent optimizer, Adam optimizer, RMSProp

optimizer and Adadelta optimizer) varying the number of steps of the model.

Number of convolutional layers = 2.

Figure 4.14: Execution time for 4 different backpropagation optimizer algo-

rithms (Gradient descent optimizer, Adam optimizer, RMSProp optimizer and

Adadelta optimizer) varying the number of steps of the model. Number of

convolutional layers = 2.
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Figure 4.15: Training accuracy values for different numbers of convolutional

layers varying the number of steps of the model.

Figure 4.16: Execution time values for different numbers of convolutional lay-

ers varying the number of steps of the model.
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4.3 Recurrent neural network results

Figure 4.17: Comparison between the real Apple stock dataset and the pre-

dicted data from the model. The recurrent neural network solves a time series

problem predicting the next value of a share for each sample of 60 values.

Figure 4.18: Average execution time comparison between CPU and GPU run-

ning the test 20 times. Recurrent layers = 3, batch size = 256, epochs = 20,

activation function = hyperbolic tangent, number of neurons = 50. The error

line shows the difference between the maximum and minimum execution time.
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Figure 4.19: Execution time for LSTM cells changing, the size of the batch

after each iteration in a model with 3 recurrent layers. Epochs = 8, Number

of iterations = 32, number of neurons = 50, activation function = hyperbolic

tangent.

Figure 4.20: Execution time for GRU cells, changing the size of the batch

after each iteration in a model with 3 recurrent layers. Epochs = 8, Number

of iterations = 32, number of neurons = 50, activation function = hyperbolic

tangent.
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Figure 4.21: Training loss value (GRU cells) for different activation func-

tions (hyperbolic tangent, sigmoid, relu and softmax), increasing the number

of epochs after each iteration in a model with 3 recurrent layers. number of

neurons = 50.

Figure 4.22: Training loss value (LSTM cells) for different activation func-

tions (hyperbolic tangent, sigmoid, relu and softmax), increasing the number

of epochs after each iteration in a model with 3 recurrent layers. Number of

neurons = 50.
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Figure 4.23: Execution time comparison between different activation func-

tions with a model which has 3 recurrent layers. Batch size = 256, epochs =

20, number of neurons = 50.
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Figure 4.24: Average execution time, increasing the value of the dropout pa-

rameter with a model which has 3 recurrent layers. Batch size = 256, epochs =

20, number of neurons = 50, Number of iterations = 10. The error line shows

the difference between the maximum and minimum execution time.

Figure 4.25: Average loss value, increasing the value of the dropout parameter

with a model which has 3 recurrent layers. Batch size = 256, epochs = 20,

number of neurons = 50, number of iterations = 10.
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Figure 4.26: Loss value (LSTM cells) for different loss functions (mean abso-

lute error, mean squared error, root mean squared error and huber), increasing

the value of the epochs parameter with a model which has 3 recurrent layers.

Batch size = 256, epochs = 20, number of neurons = 50.

Figure 4.27: Loss value (GRU cells) for different loss functions (mean absolute

error, mean squared error, root mean squared error and huber), increasing the

value of the epochs parameter with a model which has 3 recurrent layers. Batch

size = 256, epochs = 20, number of neurons = 50.



40 CHAPTER 4. RESULTS

Figure 4.28: Execution time comparison between different loss functions

(mean absolute error, mean squared error, root mean squared error and hu-

ber) with a model which has 3 recurrent layers. Batch size = 256, epochs =

20, number of neurons = 50.

Figure 4.29: Execution time comparison between different loss functions

(mean absolute error, mean squared error, root mean squared error and hu-

ber) with a model which has 3 recurrent layers. Batch size = 256, epochs =

20, number of neurons = 50.
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Figure 4.30: Loss value,increasing the number of neurons parameter with a

model which has 3 recurrent layers. Batch size = 256, epochs = 20.

Figure 4.31: Execution time, increasing the value of the dropout parameter

with a model which has 3 recurrent layers. Batch size = 256, epochs = 20,

number of neurons = 50, Number of iterations = 20. The error line shows the

difference between the maximum and minimum execution time.
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Discussion

In this section, I present a discussion of the results, describing the importance

of each figure and analysing how the parameters involved in the neural network

affect the performance of the model..

5.1 Dense neural network discussion
As it can be appreciated in Figure 4.1, the execution time between CPU and

GPU is not significant, only 1.5 seconds. GPU’s are designed to parallelize op-

erations, but dense layers have a very high level of dependencies among the op-

erations. Therefore, the parallelism barely improves the execution time. This

appreciation has led researchers and mathematicians to create new algorithms

for neural networks because the training execution time for fully-connected

layers and larger datasets might increase exponentially.

Figure 4.2 and Figure 4.3 provide a very interesting result. From Figure 4.2, as

the batch size increases, the time does the opposite, specially, between 0 and

300. However, Figure 4.3 shows a reduction of the training accuracy as the

batch size increases. For this reason, the optimal batch size for this model is

within the range (200-400), a balance between a fast and accurate training. A

large batch might result in a fast training, but it impacts negatively on the ac-

curacy. In this example, the validation accuracy seems quite stable apart from

some noise. There is not a viewable tendency, although testing this experiment

in other models could provide more information. This model reaches a limit

around 0.95 really fast, but a more complex model could provide different re-

sults.

42
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The next two figures: Figure 4.4 and Figure 4.5 evaluates different loss func-

tions. Overall, both figures show similar results, hence all of them might be

a good option. It is also true that a clear order among the functions is visible

with less than three iterations: Categorical cross entropy, squared hinge, hinge

and Leibler. Categorical cross entropy has low timing and high accuracy as

the iterations move forward. Nevertheless, the increase of batch size started

lowering the accuracy. It is not a very significant impact as the y axis is within

the range (0942, 0.954) but there is a tendency for the functions to get poorer

results with bigger batch size, which matches with previous results. As men-

tioned above, a batch size around 256 is reasonable, which in Figure 4.4 and

Figure 4.5 is closer to iterations 7, 8 and 9. There is exactly where times from

the different loss functions get closer to each other. Lower batch size also im-

plies a bigger and significant difference between the time of the loss functions

(around one second with one iteration between Leibler and categorical cross

entropy). However, training with an adequate batch size, any of the four loss

functions could provide reasonable results and metrics.

Figure 4.6 and Figure 4.7 test the model by increasing the number of dense

layers (batch size = 128). As everybody might have expected, the execution

time tends to increase when the model has more layers, the operations involved

increase linearly. Moreover, Figure 4.7 shows that the accuracy and validation

accuracy falls down very quickly and significantly (from 0.95 to 0.65 and from

0.83 to 0.55 respectively). In this specific case, the model reaches the maxi-

mum value for both accuracy and validation accuracy, training the model with

one or two fully-connected layers. However, other neural networks might need

more layers to reach that value for the accuracy although the execution time is

being affected negatively.

Previous figures have shown that a larger batch size reduces the execution

time. This is the reason for Figure 4.8 and Figure 4.9, which describe the same

experiment as Figure 4.6 and Figure 4.7 but increasing the batch size as the

model gets denser. The increasing straight line that Figure 4.6 describes has

changed in Figure 4.8,showing a substantial improvement in the y axis, where

the highest execution time is less than 5.5 seconds. In this test, the model has

an optimal value for the batch size when it has around 4 dense layers, coincid-

ing with a short time and an elevated accuracy. To conclude, it is important to

highlight that batch size makes the model slower, but it is
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5.2 Convolutional neural network discussion
Figure 4.10 displays a very broad difference between the execution time of both

CPU and GPU. The properties of a convolutional layer allows parallelization,

and its internal complexity hinders the computation for the CPU timing 2 min-

utes more than the GPU. The error bars show that, for each training, the execu-

tion time is barely the same so it is clear that GPU accelerations are essential

for training convolutional networks, and even more if the dataset is composed

of a large combination of image classes and the model is more complex. This

test has been run only 5 times and 500 steps because the time increases more

or less linearly at a very high speed.

Apart from the execution time, the next two figures explain how the batch size

affects the performance of the neural network. Figure 4.11 shows that a larger

batch size reaches higher accuracy faster. Nevertheless, Figure 4.12 contrasts

that information because the model takes a long time to train when batch size

= 500. It is also important to bear in mind that all sizes reach more or less the

same accuracy value (0.7), which is the limit for this image classifier. Overall,

it is reasonable to conclude from Figure 4.11 and Figure 4.12 that a batch size

of 100 works fast and accurately. 80 is not bad either, but less might cause

inaccuracy. In contrast, a higher value broadly extends the training execution

time up to one more minute in this test example.

The optime¡izers have been analyzed in Figure 4.13 and Figure 4.14. Gra-

dient descent optimizer, Adam optimizer, RMSProp optimizer and Adadelta

optimizer are 4 of the most common backpropagation algorithms that Keras

implement for convolutional layers. In Figure 4.13, both Adam Optimizer and

RMSProp optimizer get good accuracy. However, it is very meaningful how

Gradient descent optimizer and Adadelta optimizer perform poorly getting an

accuracy of 0.3 and 0.1 respectively. After analysing Figure 4.14, there is not

an appreciable difference for the execution time between the different opti-

mizers. Although choosing which optimizer to use does not make the model

faster, it is crucial for the network to get valuable results.

The importance of the size of the model in terms of the number of convo-

lutional layers can be appreciated in Figure 4.15 and Figure 4.16. Taking a

quick look at Figure 4.15 it can be seen that the number of layers does make

a difference in the metrics. The network is capable of keeping a reasonable

accuracy value even with 10 convolutional layers, but it collapses with 20.
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For this neural network, the optimal values are 1 or 2 convolutional layers,

although as the number of steps move forward, the accuracy for 2 layers is

always a bit higher than the accuracy for 1 layer. Complementing this result,

Figure 4.16 shows an increasing tendency as the number of layers becomes

higher. It makes perfect sense due to more layers means more operations and

complexity. Summarizing, once the optimal accuracy has been reached. more

convolutional layers have a progressively negative impact on the accuracy and

time.

5.3 Recurrent neural network discussion
This recurrent neural network example predicts the value of the share of a

company one step forward in the future given a previous time series of 60 val-

ues. The prediction is shown in Figure 4.17. This is the reason the prediction

provides a low loss during training, although it has been perfectly useful to get

interesting results from the recurrent model. Specifically, two different recur-

rent cells have been analyzed: GRU and LSTM.

Following the same test order as the two previous examples, I first start dis-

cussing execution time between CPU and GPU. In Figure 4.18, the GPU per-

formance is again much faster. The optimizer algorithms in Keras and Tensor-

flow are necessary for recurrent structures. This improvement is possible due

to low dependencies in the structure, in which operations can be parallelized.

In contrast to the GPU error bars, the CPU trained the model with quite insta-

bility during the training. This might be because of the complex structure of

the recurrent cells and their use of multiple gates at the same time.

In order to find the optimal batch size, several trainings were done on GRU

and LSTM models. Figure 4.19 and Figure 4.20 show a line similar to the

fully-connected example. Despite the fact that the accuracy has not been dis-

played for this test due to the insignificant change in the time series model,

those figures say that from a batch size of 100, the training is decent. As a fi-

nal punctuation, GRU cells did slightly worse than LSTM cells when the batch

size was within the range (100,200). In this case, 512 is a good option for both

types of cells.
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A performance activation function comparison is described in Figure 4.21 and

Figure 4.22 where in both GRU and LSTM, the loss is lower for hyperbolic

tangent and relu functions. These two have in common that mathematically,

the backpropagation algorithm updates weights and biases with higher values.

Therefore, they are less prone to suffer from the vanishing gradient descent

problem. In contrast, sigmoid and softmax return a value between 0 and 1 and

provide a higher loss. Finally, the decision of choosing which activation is

the most appropriate becomes clear after looking at Figure 4.23. It seems that

the structure of both types of cells are thought to be trained using the hyper-

bolic tangent activation function. The distance between the execution times is

very relevant, more than 2 minutes more. In every function, LSTM is faster,

although the difference using hyperbolic tangent is reduced to less than 5 sec-

onds.

Moving on to the next analysis, Figure 4.24 and Figure 4.25 test show the

results of testing dropout in the model. Figure 4.24 clearly shows that dropout

does not affect the execution time, at least, in this recurrent example. For ev-

ery dropout value, the average execution time is more or less seven seconds.

Apart from that, GRU error bars got slightly bigger deviations than LSTM,

although for dropout 0 and 0.1, the distance is rather significant (more or less

1.5 seconds). As a final observation, in Figure 4.25, the loss is insignificant

for every dropout value as the model has been trained with hyperbolic tangent.

As an exception, when dropout is 0.99, that is, almost every calculation is dis-

carded in the model, the loss increases drastically asn especially for GRU cells.

A loss function test has also provided interesting results as it can be appre-

ciated in Figure 4.26, Figure 4.27 Figure 4.28 and Figure 4.29. Mean absolute

error and Huber loss functions should be used to train our model preferably

instead of Root mean squared error mean squared error. However, these last

two functions got slightly better results for LSTM cells. This test using a dif-

ferent dataset could give more information or at least a larger difference in

the loss. The number of epochs do not have any impact on the accuracy ex-

cept from very few epochs. This network should be trained with at least 3

epochs.Finally, Figure 4.28 and Figure 4.29 does not describe a substantial

impact on the execution time, which does not change the decision of choosing

either Mean absolute error or Huber loss functions.

The last experiment of this report is about the influence of the number of neu-

rons of the network. The results in Figure 4.30 show a stable value for the loss



CHAPTER 5. DISCUSSION 47

metric as the number of neurons increases. It is true that within the range of 0

to 20 neurons, the model suffers an increase of the loss value. The reason for

this is not very clear and it could be analysed in future research. The execution

time in Figure 4.31 is clearly showing an increasing tendency but quite soft.

However, it may increase significantly if the test had considered more neurons

for the model.
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Conclusion

Throughout the entire research, this report aimed to answer two research ques-

tions:

How does parallelization in GPU’s improve the performance of neural net-

works in comparison to sequential launches in a CPU? and, How do the batch

size, the number of epochs, the number of neurons and other variables and

parameters affect the execution time, loss and accuracy of a neural network?

Fortunately, the questions have been answered for each type of neural net-

work structure: The fully-connected network showed very high dependencies,

which almost made no difference between CPU and GPU execution times.

Furthermore, the results showed an optimal setup for the parameters of the

network, for example, 256 for the batch size, categorical cross entropy as the

loss function, 4 dense layers and the softmax activation function.

In contrast to the fully-connected structure, the GPU acceleration algorithm

was 2 minutes faster than the CPU for the convolutional model. Proper values

for the parameters are: 100 for the batch size, the Adam optimizer and 2 con-

volutional layers.

Finally, the execution time for the recurrent model was also significantly accel-

erated using a GPU device and the results provided values for the parameters

to train the model optimizely: 512 for the batch size, hyperbolic tangent as an

activation function, a dropout between 0.1 and 0.8, Mean absolute error as the

loss function and between 20 and 50 neurons.
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