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First Dataset of Wind Turbine Data Created at
National Level With Deep Learning Techniques From
Aerial Orthophotographs With a Spatial Resolution

of 0.5 M/Pixel
Miguel-Ángel Manso-Callejo , Calimanut-Ionut Cira , Ramón Pablo Alcarria Garrido ,

and Francisco Javier González Matesanz

Abstract—Deep learning applied to feature extraction and map-
ping from high-resolution images is demonstrating the potential
of this branch of data-intensive Artificial Intelligence to improve
terrain mapping processes. The documented experiences have been
applied on a small scale and there is a great expectation about
its applicability on a country scale. For example, when extracting
wind turbines using semantic segmentation models from a region of
28 km × 19 km containing unseen data, we obtained a commission
rate of 1.4% and an omission rate of 0.38%. In this article, we
present a methodology generated on the basis of two iterations.
In these iterations, processing and postprocessing time, energy
consumption, and finally results have been optimized to map wind
turbines for the first time throughout the Spanish peninsular ter-
ritory. In addition to adding a binary classification neural network
prior to the semantic segmentation that extracts the turbines, a
third multiclass recognition network has been used to classify the
turbines by their power capacity complementing the features ex-
tracted with attributes. The proposed methodology can be adapted
in the vectorization phase and applied to other types of features with
linear or polygon representation to achieve a large-scale efficient
extraction of geospatial elements using automated procedures.

Index Terms—Feature extraction, feature recognition, image
classification, semantic segmentation, wind turbines.

I. INTRODUCTION

THE time and economic effort required to generate new
geospatial datasets, or to update them, motivates research

into the use of new methodologies and technologies. These
new methodologies include machine learning (ML) and deep
learning (DL) techniques to take advantage of the processing ca-
pabilities offered by the latest generation of graphic processing
units (GPUs), resulting in an optimized execution of algorithms
and faster and more efficient training and production processes.
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Recent literature contains numerous experiences and method-
ological proposals aimed at extracting features and mapping
from high or very high-resolution aerial images, mostly at
small or medium scales. Many of the methodological proposals
are focused on the classification of satellite images related to
the environment (e.g., land use analysis tasks [1]), to boost
the performance of remote sensing image scene classification
using discriminative convolutional neural networks [2], object
detection in optical remote sensing images [3], the extraction of
infrastructures being less common—examples include aircraft
recognition [4], [5], automobile detection [6], building detection
and mapping [7], [8], roof segmentation [9], [10], or vegetation
and buildings segmentation [11]. Perhaps the most significant
example in relation to our proposal is that of Yuan et al. [12],
in which a convolutional neural network is proposed to extract
solar panels—its performance was tested on imagery covering
108 km2 from Francisco and Boston areas, where completeness
and correctness levels of approximately 0.8 were reached.

We have also proposed DL models to classify image tiles of
256 × 256 pixels in size to identify whether they contain roads
[13], or wind turbines [14]. We have the recognition training
from different perspectives: training from scratch, by searching
for network architectures through genetic algorithm program-
ming [15] or training from pretrained weights using trans-
fer learning techniques [16]. We observed significantly higher
performance rates when applying transfer learning techniques
(accuracy scores increasing from 0.927 to 0.9613), although it
is important to note that a high generalization capacity requires
larger training datasets than those available.

The generation of training datasets is a costly task, both in
terms of time and human and therefore, economic resources [17].
Conceptually, the datasets required for a binary classification
task only contain two sets, where the images are organized
according to whether they contain objects of the class to be
recognized. By applying a binary recognition operation, it is
possible to spatially filter the territory divided by tiles and
reduce the amount of data to be processed later with neural
networks (NN) specialized in semantic segmentation. The NNs
for image segmentation will learn which pixels in an image
belong to the object to be extracted. And require aerial images
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(also divided in fixed-size tiles) and their corresponding seg-
mentation masks, tagged at pixel level with the class label. The
difficulty in this case lies in generating the dataset correctly, for
which it is essential to have a sufficiently large and geographi-
cally representative initial cartography.

The task of creating datasets for both classification and se-
mantic segmentation networks can be automated. For example,
if our study area consists of several rectangular regions of revised
mapping and the corresponding high-resolution aerial image,
we could generate the training dataset by means of a script
that sequentially traverses the rows of the image tessellation
and by a simple spatial query determines whether the mapping
overlaps with the tile square. If the tile overlaps, it is labeled
affirmatively and if it does not exist, negatively. However, this
kind of automatic process can introduce a bias, depending on the
density of positive or negative data in our study area. Moreover,
if this area is not representative of the diversity of relief, land
cover, or lithography, the learning process cannot be generalized.

In our previous experiences with roads and wind turbines, tile
labeling has been done manually on a web application built for
this purpose by selecting a tile and assigning its correspond-
ing tag (with or without road, with or without wind turbine),
while ensuring a homogeneous distribution of the tiles over the
geography. For analysing the extraction results and validating
the models, we selected limited test areas (several regions of
approximately 28 km × 19 km). In this context, the commission
and omission rates obtained were as low as 1.4 and 0.38%,
respectively. However, the systematic application to all tiles in
larger areas generates many false positives (see Table II from
[14]). The challenges we have faced in previous studies and
therefore this article questions are the following.

1) What strategy, or method, based on deep learning networks
should we follow if our purpose is to extract features on a
large scale, for example, for a whole country?

2) How does the quality of results vary between local and
global experiments (previously studied areas, or a large
area, such as a country)?

2) In addition to feature extraction and mapping, can deep
learning be used to enrich features with attributes that
characterize them?

As a proof of concept, it is proposed to generate a complete
wind turbine layer for the entire peninsular territory of Spain,
in order to be consistent with previous works and to be able
to quantify and compare the quality parameters with previous
partial tests. This global objective is complemented by including
a new objective consisting of classifying each of the wind
turbines extracted according to their energy production capacity
into three categories.

The main contributions of this article are the following.
1) A methodology that combines image classification and

image segmentation operations to optimize the wind tur-
bine extraction operation, reducing data postprocessing
time almost 14% of processing time and 14.4 kWh less of
power used.

2) Reduction in false positive rates generated by the seman-
tic segmentation network, using a binary classification
prestep on the tiles.

Fig. 1. Geographical scope of the data, regular distribution of the orthophoto
files, boundaries of the UTM projection zones, as well as the graphic scale of
the mapping with ETRS89 geographic reference system.

3) An approach to categorize wind turbines by their en-
ergy production capacity. A third classification network
has been designed and trained to be incorporated in the
methodology for the classification of the extracted objects;
in this case, applied to categorize wind turbines by their
energy production capacity.

4) The creation of a novel open dataset containing wind
turbines from the peninsular territory of Spain. To the best
of our knowledge, this is the first intent of a large-scale
extraction of wind turbines by means of deep learning
techniques at a national territory level.

The rest of the article is structured as follows. Section II
describes the data and the starting point. Section III presents
the methodology employed; Section IV describes how the tech-
nological solution has been implemented to address data pro-
cessing and subsequent evaluation; and finally, Sections V and
VI discuss the results and provide the conclusion and future
work.

II. DESCRIPTION OF THE DATA AND THE GEOGRAPHICAL

CONTEXT OF THE DATASET

The peninsular territory of the Kingdom of Spain has a
geographical extension of 505990 km2, a coastline length of
8980 km, and administrative boundaries of 1214 km with
Portugal and of 656 km with France. The very high resolution
orthoimagery publicly available through the National Plan of
Aerial Orthophotography [18] (Spanish: Plan Nacional de Orto-
fotografía Aérea, or PNOA) has a spatial resolution of 0.25 m per
pixel and is distributed in a total of 1062 ECW (Ermapper-Leica)
files with a volume of 2.49 TB. The content of the files follows
a grid distribution of sheets, originally defined for National
Topographic Map at scale 1:50000 [19], as shown in Fig. 1 and
available in vector format.

The images extend beyond the boundaries of the sheets to
avoid discontinuities, or empty areas, when joining several ad-
jacent sheets due to the trapezoidal deformation of the Universal
Transverse Mercator (UTM) projection (thus, there is an overlap
between adjacent orthoimages, as can be seen in Fig. 2). The
orthoimages also extend beyond the coastline to the sea and the
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Fig. 2. Example of overlaps between adjacent orthophotos (from 100 to 150
m) as well as the coastline or the border with other countries.

borders to neighbouring countries. Of all the files, 213 are in
UTM zone 29 (Galicia region and border with Portugal), 744 in
UTM zone 30, and the remaining 105 in UTM zone 31 (Catalonia
region). All of them with ETRS89 reference system. The latest
available orthoimagery (as of December 2020) corresponding
to flights carried out between 2017, 2018, and 2019 (depending
on the area), was downloaded from National Centre for Down-
loading Geography Information [19].

The five areas marked with red in Fig. 1 were used to analyze
the quality of the data from the wind turbines dataset created by
Marín [20]. In [14], we evaluated the goodness of the predictions
delivered by semantic segmentation networks featuring U-Net
[21] and LinkNet [22] as segmentation architectures coupled
with SEResNeXt50 [23], and the b3 variation of EfficientNet
[24], respectively, as backbone networks. The best performing
network (LinkNet coupled with EfficientNet-b3) was trained
with 5140 sets of tiles and their correspondent geographic rep-
resentation (a circle with a radius of 3 m so that the positioning
errors of the centers, on an orthophoto of 0.5 m resolution,
do not affect, and the base is contained in that circle) split
following the 80:20% division criteria (resulting a training set
of 4112 randomly selected image pairs, and a validation set
of 1028 randomly selected pairs). This model obtained an IoU
score of 0.6426 on the validation set. The IoU score measures
the similarity between sample sets by dividing the number of
pixels in the intersection between the ground-truth mask and the
predicted segmentation map to the size of the union of the two

IoU score (M,N) =
|M ∩N |
|M ∪N | =

TP

TP + FP + FN
.

According to the alphanumeric inventory obtained from [25]
(without precise spatial representation and aggregating data
at the level of wind turbine farms), turbines have different
electricity production capacities. These capacities range from
100 kW to 6 MW. The number of turbines installed in Spain for
each power value can be seen in the histogram present in Fig. 3,
where we can observe three values standing out: 660, 850, and
2000 kW.

Fig. 3. Number of turbines for each power value expressed in kW.

III. METHODOLOGY PROPOSED FOR THE GENERATION OF THE

DATASET USING DEEP LEARNING TECHNIQUES

A. Adaptation of Existing Methodologies for a Large-Scale
Extraction of Wind Turbines

As a first approximation, we expand the methodology pro-
posed in [14] to parallelize the processing for all the orthoimages
covering the territory (1062 files). This way, we process each
image tile (of size 256 × 256 pixels, with a resolution of
0.5 m/pixel) with the semantic segmentation network trained
for extracting wind turbines. To perform the processing, we
employ an Ubuntu server with four Nvidia Tesla V100 Graph-
ical Processing Units (GPUs), 128 gigabytes of random access
memory (RAM), and an 80 cores central processing unit (CPU)
clocked at 2.40 Gigahertz (GHz) to parallelise the processing of
the files containing the orthoimages, as well as 1.5 Terabytes
of solid-state drive (SSD) storage support for the temporary
files. It is also proposed to use a networked object-relational
database as a concurrent storage medium for the results. This
initial methodology consists of the following.

1) Divide the set of orthoimagery files into homogeneous
subsets grouped by UTM zones containing a similar num-
ber of files. For example, in our case, a subset with the 213
images corresponding to UTM zone 29, another with the
105 images of zone 31 and zone 30, divided into 3 subsets
of 248 files.

2) Create a script that iterates over each subset of files and
for each file.
a) Extract the maximum and minimum UTM coordinates

of the orthoimage to calculate the number of tiles
(columns × rows) to be processed, knowing that for
each 256 × 256-pixel tile extracted, only the central
192 × 192 pixels will be used. This avoids that the
segmentation network does not correctly identify the
wind turbines at the edges.

b) For each tile:
i) extract the image from the ECW file and process it

with the segmentation model;
ii) store it as a single band geo-referenced image

containing for each pixel the probability that it
represents a turbine, obtained from the semantic
segmentation.
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c) At the end of the processing of all tiles (approximately
59 000 tiles) of a single orthoimage file, build a mosaic
with all of them.

d) On the mosaic, vectorize and calculate the centroid of
the polygons defining the base of the wind turbines.

e) Store these wind turbines coordinates in a networked
spatial database that allows concurrent read and write
access.

The results of applying the first methodology approach in-
dicated that the processing needs optimization to avoid several
issues.

1) Unnecessarily processing of all the tiles of the orthoimages
(approximately 59 000 tiles/file × 1062 files) as most of
the tiles do not contain turbines.

2) High number of duplicate orthoimage features caused by
overlaps (approximately 9525, including false positives).

3) Unnecessarily evaluation of the orthoimage parts that fall
outside the Spanish territory, such as along the coast and
on the borders with Portugal and France.

4) Generating of a high ratio of false positives. For a census
of 19617 turbines, 86530 false positives were generated
(441%).

B. End-to-End Methodology for Combining Classification and
Semantic Segmentation for a More and Efficient Large-Scale
Extraction of Wind Turbines

As the final approach, we propose an optimization of this pro-
cedure in order to avoid the identified and mentioned issues (1)
and (4). First, we introduce a recognition stage prior to semantic
segmentation (known to be computationally expensive [26]) to
determine whether or not the tile contains a wind turbine. In other
words, we add a binary classification suboperation to recognize
whether a tile contains wind turbines and only segment the ones
that contain the geospatial element. Second, we propose modi-
fications to avoid duplicate features due to the spatial overlap of
adjacent orthoimage files and reduce the ratio of false positives,
issue (2). Third, we avoid evaluation to unnecessarily process
the orthoimage tiles that fall outside the Spanish peninsular
administrative boundary, issue (3). Furthermore, we enhance
the extracted features with attributes by including a final stage
that allows the turbines’ production capacity to be classified
into three levels by training a multiclass classification network
with tiles belonging to different power capacity categories.

As shown in Fig. 4, this methodology consists of the
following.

1) Divide the set of orthoimages into homogeneous subsets
by UTM zone and homogeneous file number. For this
purpose, we used the same division proposed in the first
approximation.

2) Create a script that iterates over each subset of files and
for each file.
a) Determine the maximum and minimum coordinates

from the real extension of each sheet and the maximum
and minimum coordinates extracted from the orthoim-
age file, avoiding overlaps. From these, determine the
number of rows and columns of tiles (useful area of
192x192 pixels) to be processed.

Fig. 4. Flowchart describing the methodology proposed and implemented in
this work.

b) For each tile:
3) Determine whether the tile is contained within the Spanish

peninsular administrative boundary. If it is:
a) extract the image from the ECW file and process it

with the binary classification network to determine if
the tile contains a turbine. If the tile contains turbines:
i) Process the tile with the semantic segmentation

network.
ii) Store as a single band geo-referenced image con-

taining for each pixel the probability that it rep-
resents a turbine, obtained from the semantic seg-
mentation.

iii) After processing all the tiles in the orthoimage
file, build a mosaic containing all the resulting
predictions.

iv) On the mosaic, vectorize and extract the center of
the polygons that define the base of the turbines
by calculating their centroid.

4) Iterating on the centroids (coordinates of the wind tur-
bine):
a) extract an image tile centered on the identified tur-

bine coordinates and process it with the multiclass
classification network trained for recognizing the wind
turbine’s power capacity;

b) assign the identified power class as an attribute of
the wind turbine and store it in a networked spatial
database, allowing concurrent read and write access.

IV. IMPLEMENTATION OF THE PROPOSED METHODOLOGIES

AND EXPERIMENTS

To implement the methodologies presented in the previous
section, two environments were used. The first one was used to
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TABLE I
TRAINING SCENARIOS FOR THE BINARY CLASSIFICATION OF WIND TURBINES (TRAINING SET CONTAINS n = 32059 TILES)

perform the training and testing of the neural network architec-
tures built, and the second one was used to generate the training
datasets and to process the 1062 very high resolution orthoimage
files, each with a size on disk of approximately 2.49 GB. The
second environment used to both generate the training datasets
and process the large volume of data is a Dell PowerEdge C4140
server with two 2.4 GHz Xeon 6148 processors, 128 GB of
DDR-6 RAM, 4 GPUs (Tesla V100, 16 GB VRAM), a 250 GB
M2 hard disk for the OS, a 1.5 TB on-board disk and a 28 TB
USB3 external hard disk, with O.S. Windows Server 2016. The
processing environment has been configured with Conda [27]
version 4.8.3 and Python [28] version 3.7.7 and GDAL 3.0.2 to
process the ECW images, vectorize and store in a PostGreSQL
[29]/PostGIS [30] database the results with the GDAL/OGR
libraries [31]. The implementation of the methods in scripts has
been done in Python and the GDAL/OGR [31], Urllib [32] and
NumPy [33] libraries have been used to generate the training
datasets and to implement the methodologies.

The training environment used is an Ubuntu server with an
Intel i7-8700 processor and 16 GB RAM, one 480 GB solid-state
drive (SSD), and an NVIDIA RTX 2060 GPU with 6 GB VRAM.
We built the classification models described in Table I using
Keras 2.2.4 [34] deep learning library, with TensorFlow 1.14
[35] as backend and trained them on available GPU.

A. Implementation of the Methodology Proposed in Section
III-A

To implement the processing of the 1062 files high-resolution
orthoimages corresponding to the entire peninsular territory, the
proposal from [14] has been modified to organise the code in
libraries and facilitate its maintenance. There is a main pro-
gram that is provided with the parameters of the set of files
to process, the semantic segmentation network to use, and the
coordinate system. It parallelizes the processing of the semantic
segmentation tiles of one of the orthophotography files with
the generation of the mosaic of the semantic segmentation of
the orthophotography (previously processed the vectorization,
the extraction of the centroid and the storage of the points in a
networked PostGIS database). This way, the orthophotography

can be processed in parallel (in each of the GPUs that the
equipment has, or in several computers). In our case, we have
done it with the 4 Tesla V100 GPUs in parallel, processing with
one of them the set of files of the zone 29, with each of the
three remaining GPUs the blocks of files in which the zone 30
has been divided and when the processing of the zone 29 was
finished, the same GPU was used to process the zone 31.

B. Implementation of the Methodology Proposed in Section
III-B

To train the first binary classification network to optimize
and reduce the computation load, a training dataset has been
generated based on the available coordinates from Martín [20],
centring the tile on the known coordinates and applying a random
displacement to query a WMS service of the same PNOA
orthophotographs (tile size of 256 × 256 pixels and spatial
resolution of 0.5 m pixel) for the positives tiles of the dataset.

For the negatives, the results from the first implementation
(Section III-A) have been taken and those falling within a buffer
of radius 20 m above the centroids of the confirmed turbines
have been eliminated. This way, we ensure that they are false
positives. From this large set we have randomly selected one
out of four and took the center to make a query to same PNOA
WMS with 256 × 256 size and 0.5 m pixel size. The training
dataset consisted of 21 609 negative and 18 265 positive images.
The dataset was randomly split between training, validation,
and testing with a division ratio of 80:10:10%. Although the
dataset is not completely balanced, it is important to note that
we applied a weight matrix to increase the importance of the less
represented (minority) class and decrease the importance of the
majority class during training

wj =
nsamples

nclasses × nsamples_j
.

The weight for each class j is the division of the total number
of tiles in the dataset by the product of the number of classes
in the dataset (two) and the number of tiles in the class j. This
way, we dealt with the imbalanced class scenario, and allowed
the model to correctly learn to recognize the wind turbines at
the scale of the national territory.
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TABLE II
COMPARISON OF THE PERFORMANCE METRICS OBTAINED IN THE FIRST TRAINING OF BINARY RECOGNITION OF

WIND TURBINES ON UNSEEN DATA (n = 4008 TILES)

The bold entities in Table II represent the best performing neural networks.

Several network architectures have been proposed and trained
and the one that delivered the best results on this dataset was
based on VGGNet [36] (named VGG-v1). Table I shows the
training scenarios (including details of the proposed network
architectures and weight update rules adopted), while Table II
shows performance of the networks on unseen data. Fig. 5
presents the confusion matrices of the two best models (VGG-v1
and VGG-v2) on the test set. These matrices are used to calculate
the performance of the trained network in recognising new,
unseen data. We computed various machine learning metrics
(accuracy, precision, recall, F1-score, AUC-ROC score, loss)
the test set in order to get a better intuition regarding the perfor-
mance of the models and observed high performance values.
An error analysis of the classification operation is provided
in Section V.

In the case of classification, the training was based on stochas-
tic gradient descent with backpropagation, the mini-batch size
chosen being the maximum number of images allowed by the
GPU. Regarding the weight initialization, we applied transfer
learning to reuse the features learned on ImageNet Large Scale
Visual Recognition Challenge-ILSVRC [37] (and initialize
the weights from previously trained parameters), but we also

randomly initialized the network’s weights, given that the size
of our dataset. The training stopped when signs of overfitting
behavior were observed. Similarly to the approach we followed
in [13], the model’s loss, L(ŷi, yi), was calculated as the
average negative log-likelihood for each event output value
over a model target (actual and predicted probabilities)

L (ŷi, yi) =
1

m

m∑

i = 1

yi ∗ log ŷi + (1− yi) ∗ (1− ŷi)

with m being the number of values in the model output (output
size), ŷi being the model’s ith output (predicted) value, and yi
being the corresponding target value. In binary problems, each
task has only two possible classes (“Wind turbine” and “No wind
turbine,”) the target probabilities being yi and (1− yi). As for
the optimizer, with applied Adam [38] (proved to be the fastest
to converge [39]) with the learning rates specified in Table I.

The result of applying the second methodology allowed us to
conclude that the process had been optimized, albeit with room
for improvement as follows.

1) Processing time has been reduced by 15% on the same
hardware.
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Fig. 5. Confusion matrices obtained by (a) VGG-v1 and (b) VGG-v2 networks on unseen data (test set containing n = 4008 tiles).

TABLE III
RESULTS OBTAINED IN THE SECOND TRAINING OF BINARY RECOGNITION OF WIND TURBINES ON UNSEEN DATA ( n = 4466 TILES)

The bold entities in Table III represent the best performing neural networks.

2) Less duplicate features are detected.
3) The number of false positives (26 961) is still high out of a

census of 19 617 (137%), noting that the main reasons for
these false positives are to be found in confusing the binary
classification network with small to medium-sized pools,
rocky bald patches in grasslands and elongated rectangular
constructions or shapes with white radiometry with wind
turbines.

To improve the efficiency of the binary classification network
in identifying the existence of turbines in tiles, the training
dataset has been extended by including tiles centered on the
positions of the new false positives generated with the second
methodology (i.e., feeding the errors back into the network). A
larger dataset of 89285 tiles has been generated and randomly
split to form the three sets: training set (containing 90% of data),
validation set (containing 5% of data) and testing set (containing
5% of data). At this time, we retrained only the networks that
displayed the highest performance metrics—namely, VGG-v1,
VGG-v2, and VGG trained from scratch. The training results
of these three architectures can be found in Table III, and the

confusion matrices obtained on unseen test data set can be found
in Fig. 6.

Again, the network that generates the best results is the
VGG-v1, according to the confusion matrix and the parameters
accuracy, precision, and recall.

To enrich the features extracted with an approximate energy
production capacity attribute, we trained a multiclass power
classification network, that assigns each turbine a production
capacity based on the geometrically information available. The
training dataset generated for this case consisted of a total of
18 585 tiles centered on the turbines correctly identified with
the second methodology that have been labeled in three power
range classes: < 850 kW, > = 850 kW and < 1650 kW, and >
= 1650 kW. These are not exactly the three values that stand out
in the histogram in Fig. 3, but they represent the largest groups
and contain a balanced number of tiles in each category. The
alphanumeric information obtained from [23], which contains
coordinates associated with turbine farms, has been used to
perform a spatial association operation, in which the power
category of the turbines of a farm is magnetized to the turbines
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Fig. 6. Confusion matrices obtained on unseen data (test set containing 4466 = tiles) by (a) VGG-v1, (b) VGG-v2, and (c) VGG from scratch networks.

Fig. 7. Confusion matrices for the (a) VGG-v1, (b) VGG-v2 turbine power rating networks on the test set containing n = 1859 tiles.

that are spatially closest to it. In other cases, when the location
of the wind farm was not good (centered in an urban center),
the association had to be performed manually. In this case, the
random data split chosen for the training, validation, and test
sets was 80:10:10%, respectively. This time, the trained network
architectures were VGG-v1 and VGG-v2 (described in Table I).
The results obtained by these networks on unseen data (test set)
can be found in Table IV, and the confusion matrices calculated
the testing can be seen in Fig. 7.

In this case, the classification network selected is the one
based on VGG-V2 architecture because it has fewer errors in
the confusion matrix and yields better accuracy, precision, and
recall values.

As for the semantic segmentation operation, we built
the segmentation networks using the deep learning
“Segmentation Models” library [40] (based on Keras [34],
with TensorFlow 1.14 [35] as backend) and trained them on
available GPU. We modified the standard configurations of
U-Net and LinkNet by replacing the default backbones both in
the encoder and the decoder parts with networks that proved
to be better suited for segmentation tasks of geospatial objects
(similar to the approach from [16]). The semantic segmentation
models considered for training are following the semantic
architecture–backbone network configuration described
next: LinkNet+EfficientNet-b0, LinkNet+EfficientNet-b1,
LinkNet+EfficientNet-b2, LinkNet+EfficientNet-b3 and U-
NetSEResNeXt50. In [16], we covered an in-depth investigation

TABLE IV
COMPARISON BETWEEN THE PERFORMANCE METRICS OBTAINED BY THE

MULTICLASS TURBINE POWER CLASSIFICATION NETWORK ON UNSEEN DATA

(TEST SET CONTAINING n = 1859 TILES)

The bold entities in Table IV represent the best performing neural networks.

on the performance and the results these architectures deliver
when trained for the geospatial objects extraction task. Similarly
to [16], we used Adam [38] with a variable learning rate to opti-
mize the binary crossentropy Jaccard loss function by measuring
the similarity between prediction (pr) and the ground-truth (gt),
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L (gt, pr) = gt ∗ log(pr)− (1− gt) ∗ log(1− pr) and reduce
the error via stochastic gradient descent with backpropagation.

Please note that these networks have been only trained on tiles
that contain wind turbines due to the prior use of the recogni-
tion operation (the tiles that do not contain a wind turbine are
dismissed). In the segmentation operation, we took into account
that the two pixel classes in our training scenario (“Wind Turbine
and “No wind turbine”) are very unbalanced (pixels of wind
turbines generally occupy around 5% of the pixels in any given
tile), and machine learning metrics like accuracy, precision, and
recall can mislead regarding the performance of a model. These
metrics are not very suitable for defining the performance of the
wind turbine extraction task and we did not use them. Instead,
we computed metrics specific to image segmentation (e.g., IoU
score, which does not consider true negatives in computing the
performance metrics). During training, we monitored the IoU
score, therefore TN (pixels belonging to the class of “No Wind
Turbine”) had no impact on the network’s training evolution.
The performance metrics obtained can be found in Table V.

The trained networks have been exported in h5 format, so that
they can be used in compatible environments. The times em-
ployed in the training processes have been variable, depending
on both the extent of the datasets and the type of networks tested.
In general terms, with the architecture described, the approxi-
mate times invested have been: seven days when neither binary
classification stage nor turbine power classification was used,
six days with the binary classification stage prior to semantic
segmentation, also without power classification, and five days
and 17 hours chaining the three networks.

To take advantage of the second environment processing
capacity, the sequential execution algorithm has been adapted
to parallelize processes. Thus, while the tiles from one sheet
are being processed with the binary classification and semantic
segmentation networks, the mosaic can be created with the tiles
from another previously processed sheet. At the same time, the
contours of the wind turbine bases can be extracted, the centroid
calculated, and the features enriched with the predicted power
capacity class of the extracted wind turbines.

The results were saved in a remote PostGreSQL/PostGIS
database. The 4-GPU server enabled a parallel processing of the
image file blocks. Fig. 8 shows a schematic representation of the
optimized parallel processing taking advantage of the available
computational resources.

The time required for processing the 1062 available orthoim-
ages (with a spatial resolution of 0.5 m/pixel and occupying
a size on disk of 2.49 TB) was five days and 17 hours for
the end-to-end methodology. The average energy consumption
monitored by the integrated dell remote access control (IDRAC)
v9 environment during processing was 600 Wh, representing a
cumulative consumption of 82 kWh.

V. DISCUSSION OF RESULTS

Applying the first methodology systematically on the 1062
orthoimage files of the semantic segmentation network available
from the previous work [14] generated a dataset with the posi-
tions of the wind turbines with 106 144 elements. This dataset

TABLE V
COMPARISON BETWEEN THE PERFORMANCE METRICS OBTAINED BY THE

BINARY SEGMENTATION MODEL ON UNSEEN DATA (TEST SET CONTAINING

n = 1028 TILES)

Fig. 8. Schematic of hardware architecture used for processing.
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Fig. 9. (a) Wind turbines correctly identified, (b) false positives, and (c) false negatives.

Fig. 10. Grid with the tessellations processed in the file (0958), showing in
green the two false negatives, in red the wind turbines detected, and the legend
of the probabilities identified by the binary classification network.

contained duplicate elements due to overlapping of adjacent
orthoimages. A total of 9534 duplicate elements have been
accounted for by a spatial query in the database including both
false positives and turbines that are located in those areas. These
first results were not as good as expected. This dataset would
still require a lot of debugging time by a mapping operator to
generate a final dataset—the operator would have to discard
more than 4 out of 5 possible turbines. Analyzing the fact of
having unnecessarily processed all the tiles in the semantic

segmentation network and seeking to optimize time, energy con-
sumption and results (less false positives), the first methodology
was modified to include a filtering of the tiles to be semanti-
cally segmented by means of a binary classification network.
This network allows discarding tiles that presumably do not
contain turbines, saving time, energy, and avoiding many false
positives.

By applying this methodology, which also includes not pro-
cessing twice the tiles that are in the overlapping areas of the
orthoimages nor the tiles that fall outside the administrative
boundary, the processing time has been reduced from 7 days
to 6 days and the dataset with the identified turbine positions
has been reduced significantly to 46 576 elements. This dataset
still contains 26 961 false positives representing 137%. The
results have been systematically revised by manually remov-
ing false positives from a cloned layer of the results, a task
that required three working days of a mapping operator. By
differencing the two datasets, we identified the false positives
that the classification network had not learned correctly, which
mainly contained small pools, some rocks surrounded by green
grasses and long, narrow buildings. We think that the network
confuses these shapes with the wind turbines because of the
shape in some cases and in others with the lift cylinder of the
turbines.

Next, we enrich the extracted features with attributes to im-
prove the results by reducing the false positives and classifying
the power capacity of the turbines by means of a classification
into three possible values: < = 850 kW, 850 kW < and < =
1650 kW, > 1650 kW. To reduce false positives, the training
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Fig. 11. Examples of false negatives due to imperfections in the analyzed orthoimages (the first five), or a wind turbine under construction.

Fig. 12. Test of the methodology with 0.5 m GSD satellite image in panchro-
matic and 2 m in multispectral (RGB). In red, the identified turbines; in green,
the rest.

Fig. 13. Examples of the low radiometric quality of the satellite image used.

dataset of the binary classification network was augmented with
the images centered on the new false positives identified with the
first iteration of the second methodology. The training results of
the networks are shown in Table III and the confusion matrices
in Fig. 6. Again, the best architecture for the binary classification

network by accuracy and lowest confusion matrix values is
VGG-v1 (99.8%). Regarding the training results of the turbine
power capacity classification network shown in Table IV and
Fig. 7, it is worth noting that the best architecture has been
VGG-v2 with a notably lower accuracy (86.7%) when compared
to the binary classification network. We think that this result
is acceptable because, although the size of the wind turbine is
proportional to the energy production capacity, they can be
located within the same region or photogrammetric flight at
different heights and consequently their size in the orthoimage
is different. It is the case that a turbine of small power in
the orthoimage is perceived as larger than another turbine that
produces more power. As for the results of applying this method-
ology, the processing time has not been substantially reduced
with respect to the second methodology, almost 6 days have been
invested, but the size of the generated dataset has been reduced
(20 815). The reason why the processing time has not decreased
can be explained by the fact that, although far fewer tiles have
been processed with the semantic segmentation network, the 20
815 images of the potential wind turbines have been processed
with the power classification network, a calculation that was not
included in methodology 2.

After reviewing this new dataset, we can state that the new
trained binary classification network has substantially reduced
false positives. Only 1336 false positives have been detected,
representing 6.4% of the census, compared to the previous
137%. However, it has missed 247 turbines (false negatives),
representing 1.2% of the total. On the other hand, the time
required to review and clean the dataset generated with deep
learning techniques was significantly less: 5 hours, which in
this case includes not only eliminating false positives but also
identifying and digitising false negatives. It has also been shown
that the networks have generalized the learning well, since the
location of false positives and false negatives is homogeneous
throughout the territory, as can be seen in Fig. 9(b) and (c),
respectively.

These results can still be improved. In the processing carried
out, all the processed tiles and the probability that they contain
wind turbines according to the last binary classification network
were recorded in a vector polygon layer. When visualizing
this layer over the results, it can be seen that this network
has correctly identified many of the false negatives, however,
the segmentation network has not been able to extract them
correctly, as can be seen in Fig. 10. Therefore, there is room
for improvement in the results if the training dataset of the
semantic segmentation network is increased and the frameworks
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are retrained to keep the one with the best results in terms of IoU
and F1 score (LinkNet-EfficientNet-b4, as found in Table V),
after which the processing of all the files with the orthoimages
should be performed again.

The false negative failures observed are not attributable to
the classification network, but to the semantic segmentation
network. By visually inspecting some of these errors, we found
that they are caused by imperfections in the existing orthopho-
tographs (as can be seen in Fig. 11).

We have also performed a pilot test using the same method-
ology on satellite images of the same spatial resolution (0.5
m/pixel), generated from a panchromatic spatial resolution
(ground sample distance, or GSD) of 0.5 m/pixel fused with
a visible multispectral (RGB) of 2 m/pixel. The results of this
test, without having retrained the networks, are promising as the
two networks have correctly identified half of the turbines (see
Fig. 12), even though the radiometric quality of the image is
very poor (see Fig. 13).

VI. CONCLUSION

In this article, a methodology to apply deep learning to feature
extraction is proposed to extract wind turbines using semantic
segmentation models. Two interactions have been validated to
reduce the time to map wind turbines throughout the Spanish
peninsular territory, and to differentiate or categorise turbines by
some of their qualities, in this case, power production capacity.

After presenting the results and discussing them, we can
answer the research questions posed in the introduction. To
tackle the problem of extracting features on a large scale, one or
several training dataset(s) as complete and varied as possible
are needed. If a priori reliable information or large datasets
are not available, the proposed methodology can be applied
iteratively to complete the training datasets with the results
of previous experiments, providing feedback. From a technical
point of view for data processing, the proposed methodology
and the developed implementation have allowed us to optimize
and use all the computing resources available on a machine, but
this proposal scales well, as the jobs could be split in several
machines making them run the same algorithms in parallel with
their respective GPUs and the results are stored in a centralized
database. This solution may be faster than the one we have used
because in our case, it is quite possible that the element that has
limited efficiency, or speed, has been the USB3 external storage
medium with the 2.49 TB of images accessed simultaneously
by the four launched processes.

In relation to the quality of the data obtained when com-
pared with the results obtained in the previous work for 5 of
the 1062 orthoimage files, we can conclude that, thanks to
the latest trained binary classification networks, the quality of
the results has improved notably, as the percentage of false
positives obtained has been substantially reduced and the false
negatives (those that have not been identified) have been kept to a
minimum. In relation to the enrichment of the features extracted
automatically, it has been shown that these same classification
networks can be used not only to optimize or reduce the number
of tiles to be processed with semantic segmentation networks

(reducing the computation time as they are faster), but also
to train them to differentiate or categorise objects by some of
their qualities that can be perceived in the very high resolution
orthoimages. In this case, it has been the power production
capacity, but it could have been another characteristic associated
with orientation, size, colour, etc.

As future work, we plan to test the methodology with satellite
images with spatial resolutions close to 0.5 m/pixel (native) such
as QuickBird, Ikonos, GeoEye-1, World View, Pleiades, Komp-
Sat, SuperView, etc., to improve the resolution using upscaling
or super-resolution (SR) techniques to validate whether the net-
works trained with the radiometry of the aerial orthoimages are
useful for these other sources. We are also considering extending
the experience obtained in this research applied to the extraction
of wind turbine type features, which could be abstracted as
point elements to features whose abstraction is multiline such
as roads or surface features such as sports tracks, swimming
pools, etc.
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