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Abstract

Most haematologic diseases are still diagnosed manually using microscopic images of
blood. To diagnose these diseases the different blood cells on the microscopic images
have to be classified by their cell type. Manually diagnosing these diseases is a very
time consuming and subjective process. A system that can automatically segment
and classify the different blood cells on a microscopic image with high accuracy, can
save experts a lot of time in making diagnoses and make the process a lot more re-
liable. The recent advances in deep learning have highly increased the possibilities
of automatically diagnosing diseases. The most promising technique for classifying
the different cell types is the Convolutional Neural Network(CNN). The main limit-
ing factor for most of the applications of deep learning in the medical field is the
lack of training data. Deep learning techniques need very large datasets to properly
train the model and avoid overfitting. In the medical field it can be hard to obtain
a large dataset necessary to train a neural network. The annotations have to be
made by medical experts, which is a very time consuming process and restrictions
on sharing patient data make it even harder to obtain and share medical datasets.
One way to solve the problem of datasets being too small is to use data augmenta-
tion techniques. A new method for data augmentation is generating synthetic data
using Generative Adversarial Networks(GANs). GANs consist of two artificial neural
networks, a generative model and a discriminative model. The generative model gen-
erates synthetic data and the discriminative model estimates the probability that the
sample data came from the training data. The goal is that the generative model even-
tually generates synthetic data that is indistinguishable from real data. In this work
an image-to-image translation with a conditional GAN is used to generate synthetic
microscopic images of blood cells. The method used to generate these pictures is
by training the GAN with a dataset containing annotated images of different types of
blood cells. These images are used to create the input images that are used to train
the GAN. The input images to train the GAN consist of an input image in which the
shape of the cell is a certain colour that corresponds to the cell type and an image
with the ground truth that consists of the cell itself. After training the GAN with these
images of single cell types, first images of single cell types are generated to confirm
the quality of the generated different cell types. The final goal is to generate a mi-
croscopic image with multiple cells on it of different cell types. The method used to
achieve this goal is by creating an input image with the shapes of the to be gener-
ated cells in the colour that corresponds to their cell type. The distribution of the
cells in the image is determined using a Dorogovtsev-Goltsev-Mendes network. The
x and y coordinates of the nodes in the network are used as the x and y coordinates
of the cells in the image and the z coordinate is used to determine the size of the
cell. For the shapes of the cells a shape is taken from the input training images of

i



the same category. The shape is then randomly rotated and flipped to create more
randomness. To generate the synthetic microscopic image, first the background is
generated procedurally by generating it block by block. Next the cells are generated
cell by cell and the generated cells are pasted onto the background. The result is a
synthetic microscopic image of different blood cells. The generated images are not
perfect yet and there is still room for a lot of improvement. However, for a first work
the images show a lot of promise to be used in the future for medical applications
such as training physicians or improving the performance of a CNN.
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Chapter 1

Introduction

1.1 Problem

Most haematologic diseases are still diagnosed manually using microscopic images.
Acute Lymphoblastic Leukemia is an example of such a disease.[9] Acute Lymphoblas-
tic Leukemia is a subtype of blood cancer that is common among children as well as
adults. It occurs when the number of lymphoblasts is more produced from stem
cells. The accumulation of these abnormal cells in bone marrow prevents the pro-
duction of other healthy blood cells. This is very dangerous, so early detection is of
the utmost importance to increase the chances of survival and improve the treatment
options. Some basic detection processes for this disease are Complete Blood Count
(CBC), Peripheral Blood Smear test (PBS) and a bone marrow test based on micro-
scopic images. The microscopic images are used manually to diagnose the disease.
This process is very time consuming and subjective. A system that can accurately
detect this disease automatically from a microscopic image will save experts a lot of
time and will make the process a lot more reliable. Besides its use in systems for
automatically diagnosing diseases, the synthetic images can also be used to train
clinical experts in cell recognition.

The recent advances in deep learning have highly increased the possibilities of au-
tomatically diagnosing diseases. When comparing most of the research done so far
in this field,[2] the most used technique by far is the Convolutional Neural Network
(CNN). CNNs have the capabilities to be used in many different medical applications.
The research so far includes the use of CNNs in segmentation, diagnosis, classifica-
tion, prediction and detection of various anatomical regions of interests. The data
sources also varied hugely including many types of medical images such as MRIs,
CT scans, X-rays and digital images. The future development of deep learning tech-
niques promises more applications in the medical field. As it is now it is not clear
yet whether deep learning can completely substitute medical experts or that the sys-
tems will provide them with support. However it seems to be clear that deep learning
has a future in the medical field and that research will continue. The main limiting
factor for most of the applications of deep learning in the medical field, is the lack of
training data. Deep learning techniques need very large datasets to train the model
properly and avoid overfitting. In the medical field it is very hard to obtain these large
datasets necessary to train the neural networks. In medical imaging the annotations
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1.1. Problem

have to be made by experts which is very time consuming process and restrictions on
sharing patient data make it even harder to obtain and share medical datasets.
One way to solve the problem of datasets of insufficient size is to use data augmenta-
tion. Data augmentation is the process of creating additional data from the existing
data. Traditional data augmentation techniques include flipping, scaling and rotat-
ing the original images. However the images are in essence still the same, so these
techniques don’t increase the diversity of the data much. Recently a new method
of data augmentation has emerged; data augmentation using Generative Adversar-
ial Networks (GANs).[12] GANs consist of two artificial neural networks, a generative
model and a discriminative model. The generative model generates synthetic data
and the discriminative model estimates the probability that the sample data came
from the training data. The goal is that the generative model eventually generates
synthetic data that is indistinguishable from real data. This synthetic can be useful
for various things, such as oversampling the minority class, to avoid using the origi-
nal data for privacy reasons and to increase the size of the training data to improve
the performance of the model.

Using a GAN to create realistic synthetic data of microscopic images of bone marrow
could be a major benefit in the challenge of automatically diagnosing haematologic
diseases such as leukaemia. The synthetic data could be used to increase the train-
ing data and solve the problem of insufficiently large datasets. This could help to
create a model that can diagnose haematologic diseases reliably and with high accu-
racy.

Figure 1.1: Example of a microscopic image with a Wright’s stained peripheral blood
smear showing chronic lymphocytic leukemia [16]
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Introduction

1.2 Objectives

The main objective of this work is to generate realistic microscopy images of blood
cells. To achieve the objective the main objective will be split up into several sub-
objectives:

• Finding a way to properly generate the distribution and the locations of the cells
in the image.

• visualizing the graph that is used to generate the locations of the cells.

• Using the dataset to create input images that can be used to train the GAN.

• Adapting the GAN to work properly with the input images of the cells

• Training the GAN with the input images and generating images of single cell
types.

• Having a physician verify the quality of the images of the cells.

• Determining which cell types are of good enough quality and if the amount of
input data was sufficient.

• Creating an input image with multiple different cell types that can be used to
generate the synthetic microscopy image.

• Creating the COCO annotations corresponding to input images with multiple
cells.

• Finding a way to properly generate the background of the synthetic microscopy
image.

• Finding a way to properly generate the cells in the synthetic microscopy image.

• Training the GAN and using the trained GAN to generate high quality synthetic
microscopy images.

• Evaluating the generated synthetic microscopy image and determining how they
can be improved in the future.

1.3 Report structure

This work is structured into the following chapters:

• In this first chapter 1 an overview of the problem and the objectives of this work
are defined.

• In the second chapter, state of the art 2, the technologies used in this project
and some related works are discussed.

• In the third chapter, method 3, the used method is discussed.

• In the fourth chapter, evaluation and discussion 4, the results are shown and
discussed.

• In the fifth and last chapter, conclusion 5, the final conclusions are made and
possible extensions or improvements are discussed.
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Chapter 2

State of the Art

2.1 Used Technologies

2.1.1 Used Libraries

Python3: The programming language used in this project is Python3. Python is the
most common programming language in the field of data science, has many great
libraries that are used in this project and has a simple and clean syntax.

Numpy: Numpy is a Python package that is used for scientific computing. Numpy
lets you create powerful N-dimensional arrays and offers many mathematical func-
tions. Numpy is built using well optimized C code making it a lot faster while still
enjoying the benefits of Python. Many other Python packages make use of Numpy’s
high performance arrays and computations

Random: Random is a python library used to generate pseudo-random numbers
or to randomly select an item from a list.

SciPy: SciPy is a Python library that provides efficient numerical routines, such
as routines for numerical integration, interpolation, optimization, linear algebra, and
statistics.

NetworkX: NetworkX is a Python package that is used for the creation, manipu-
lation, and study of the structure, dynamics, and functions of complex networks.

OpenCV Python: OpenCV is a Python library that is used to solve computer vi-
sion problems. The library makes use the Numpy library to handle its structures and
numerical operations.

Pillow (PIL): PIL is a Python library that adds imaging processing capabilities to your
Python interpreter. The library provides extensive file format support, an efficient
internal representation, and fairly powerful image processing capabilities.

Scikit-image: Scikit-image is a Python library with a collection of algorithms for
image processing.
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Shapely: Shapely is a Python package that is used for the manipulation and analysis
of planar geometric objects.

Matplotlib: Matplotlib is a Python plotting library for creating static, animated, and
interactive visualizations.

Plotly: Plotly is a Python graphing library for making interactive, publication-quality
graphs.

Tensorflow: TensorFlow is a free and open-source software library created by Google
that is used for machine learning. In Tensorflow you can easily build and train ro-
bust and high performance machine learning models and the flexible architecture
gives the user the opportunity to create complex state-of-the-art models, making it a
powerful tool for experimentation research.

Keras: Keras is an API that builds on top of Tensorflow, that provides an inter-
face for artificial neural networks.

2.1.2 Dorogovtsev-Goltsev-Mendes network

The Dorogovtsev-Goltsev-Mendes network[3] is a network created by S.N. Dorogovt-
sev, A.V. Goltsev and J.F.F. Mendes. In modern network science the focus has shifted
from classical random graphs with Poisson degree distribution to the exploration of
complex networks with fat-tailed degree distributions, specifically those with power-
law degree distributions, also named scale-free networks. These networks organize
themselves into scale free structures while they are growing and play a great role
in nature. Even though such networks are widespread, little is known about their
properties. Most real growing scale free networks have a γ exponent of the degree
distribution in the range of 2 to three. The idea of the research was construct a
simple deterministic scale-free graph with γ between two and three, obtain exact
answers for main structural and topological characteristics of the graph, compare
the graphs properties with known characteristics of corresponding scale free growing
random networks and if these properties coincide make new predictions for scale-free
growing random networks. They found a deterministic graph with a discrete degree
distribution which is characterized by a power-law with exponent γ = 1 + ln3/ln2.
Properties of this structure are surprisingly close to those of growing random scale
free networks with γ between the most interesting range of between two and three.

2.1.3 Artifical Neural Networks

An Artificial Neural Network(ANN)[7] is a weighted, directed graph of interconnected
nodes. The ANN is motivated by the distributed and massively parallel computation
in the brain that enables the brain to do complex control and recognition tasks.
An ANN is a computational model inspired by natural neurons. The model receives
input, which is multiplied by weights, these weights are computed by a mathematical
function which determines the activation of the neuron. By adjusting the weights
of the neurons the output can be obtained that is wanted for that specific input. An
algorithm will adjust the weights of the ANN in order to obtain the desired output from
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the network, this process is called learning. At the start of the training the weights
are random and the goal of the training is to adjust the nodes so that the error of
the output is minimal. The architecture of the neural network consists of an input
layer that receives the input, the number of the nodes in the input layer corresponds
to the number of variables. The hidden layers, the amount of hidden layers and how
many neurons there are per layer is to be specified and can be changed to optimize
the performance of the model. The output layer consists of a number of nodes that
corresponds to the amount of output variables, so in the case of a classification
problem this will be the amount of classes. There are many parameters that can
be changed and additions that can be made to the architecture of the network to
optimize the performance of the ANN.

2.1.4 Convolutional Neural Networks

Convolutional Neural Networks (CNNs)[10] are a type of artificial neural networks that
are primarily used for image-driven pattern recognition tasks. CNNs are very similar
to traditional artificial neural networks, but since they focus on pattern recognition
they encode image specific features into the architecture of the network. The archi-
tecture of the CNN consists of three types of layers: convolutional layers, pooling
layers and fully-connected layers. Convolutional layers make use of learnable ker-
nels, these kernels will activate on specific features at a spatial position within the
image. The convolutional layers have three hyperparameters that can be changed to
optimise the performance: the depth, the stride and the zero-padding. The pooling
layer is used with the aim to gradually reduce the dimensionality of the represen-
tation, this will result in less parameters, which results in a less computationally
complex model. The pooling layer works by operating over each activation map in
the input and scaling its dimensionality using the "MAX" function. The fully con-
nected layers are layers of neurons that work in the same way as in traditional ANNs.
Combining these types of layers into a CNN will create a network that specializes in
pattern recognition and with enough images as input data will outperform any other
machine learning technique used to date.

2.1.5 Generative Adversarial Networks

Generative Adversarial Networks (GANs)[5] are a new class of frameworks for estimat-
ing generative models using an adversarial process, in which two models are trained
simultaneously; a generative model and a discriminative model. The generative model
generates synthetic data and the discriminative model estimates the probability that
the sample came from the training data rather than from the generative model. The
two networks contest with each other like a minimax game in which one network’s
gain is the other network’s loss. During training this will cause the generative model
to keep generating more realistic synthetic data to fool the discriminator, while the
discriminator will keep getting better at distinguishing the training data from the
synthetic data.

2.1.6 Image-to-Image Translation with Conditional Adversarial Networks

There are many problems in computer vision that involve transposing an input im-
age into a corresponding output image, this is defined as image-to-image translation.
These tasks have traditionally been tackled independently even though the setting
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is the same. In the paper ’Image-to-Image Translation with Conditional Adversarial
Networks’ published in 2018 by Phillip Isola et al.[8] a common framework is devel-
oped for all image-to-image translation problems.

Figure 2.1: Examples of image-to-image translation problems

The network architecture used in both the generator and the discriminator uses the
form convolution-batch normalization-ReLu. The generator uses an encoder-decoder
network, in which the input is passed through a series of layers that progressively
downsample, until a bottleneck layer, after this layer the process is reversed by pro-
gressively upsampling. To give the generator a means to bypass the bottleneck, skip
connections are added, following the general shape of a U-net. For the discriminator
architecture a PatchGAN is used. A PatchGan only penalizes structure at the scale
of patches. The discriminator tries to classify if each NxN patch in an image is real
or fake. To get the output all the responses are averaged. N can be much smaller
than the image size and still produce good results. The advantage of this is that
few parameters are needed and the GAN can run faster. Evaluating the generated
synthetic images is an open and difficult problem. In this paper to analyse the re-
sults the images were shown to humans that had to judge if the image was fake or
not. The application in which black and white images are colourized fooled the most
participants with 27.8% of participants being fooled.
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2.2 Related Works

2.2.1 Automated blood cell classification

To diagnose some haematological diseases like leukaemia from microscopic images,
an expert has to classify the blood cell type of the different blood cells in the im-
age. A system that could automatically classify blood cells from microscopic images
could be of great benefit when it comes to diagnosing these haematological diseases.
One article published in 2005[15] proposes an automatic segmentation technique for
microscopic bone marrow white blood cell images. White blood cells are classified
by their maturation stages. Even though maturation is a continuous process, the
cells are still classified into discrete classes. This causes the boundaries between
these classes to not be well-defined. This causes the classification process to be in-
consistent and subjective, with even variations of counts among different experts.
Also, bone marrow has a high density of cells making differential counting more diffi-
cult. Some of the immature white blood cells are usually only found in bone marrow,
therefore the differential counts in peripheral blood may not be sufficient to diag-
nose certain diseases. The segmentation technique segments each cell image into
three regions: the nucleus, cytoplasm, and background. The segmentation errors are
evaluated by comparing the automatic segmentation to the segmentation done by an
expert.

Figure 2.2: Examples of automatic and manual segmented images of six classes of
white blood cells

9



2.2. Related Works

From the figure it can be seen that the automated segmentation yields good results,
in some cases the results differ slightly from the segmentation performed by the ex-
pert but in general both segmentations are very similar. The output of the automatic
segmentation is applied to a neural network to classify the cells. The neural network
consists of one hidden layer with ten neurons. Four features are extracted from the
segmentation: cell area, pattern spectrum’s peak location and the first and second
granulometric moments. The model is trained and tested using five-fold cross val-
idation. The accuracy with the automated segmented images was 70.74% for the
training and 65.69% for the test set, while for the manual segmentation the accuracy
was 71.81% for the training and 69.68% for the test set. There is still a clear differ-
ence in accuracy especially for the accuracy of the test set, however the accuracy are
not far apart and the achieved accuracy with the automated segmentation shows a
lot of promise.

Another article published in 2014[14] presents a new white blood cell classification
system for the recognition of five types of white blood cells from smear images. The
inspection of microscopic smear images provides useful information for diagnosing
patients. Some diseases can be diagnosed based on the classification and the count
of white blood cells. Traditionally this method of differential blood count is done
manually by experts, this is a very slow and tedious process. Therefore, there is a
high demand for an automated differential counting system. There are two kinds
of techniques to implement an automated differential counting system. The most
used technique is based on the flow of cytometry. The advantage of such systems
is that they have a high throughput, the disadvantage is that they can’t produce
the images of the blood samples for further inspection. The other approach is an
image-processing based recognition system. This classification technique involves
three steps:

1. the segmentation of a white blood cell from a smear image

2. the extraction of effective features

3. the design of a classifier

The proposed segmentation technique uses a colour-based approach to segment the
cells from their background. This approach is based on the idea of constructing a
discriminating region for the scatter plot of the pixels that belong to the white blood
cells. The proposed feature selection technique uses three kinds of features: ge-
ometrical features, color features and textural features. For the classifiers, three
different classifiers were used: a Multilayer Perceptron (MLP), a Support Vector Ma-
chine (SVM) and a Hyperrectangular Composite Neural network (HRC-NN). The MLP
had the highest accuracy with an accuracy of 98.01% on the test set, followed by a
test set accuracy of 92.72% for the SVM and a test set accuracy of 66.90% for the
HRC-NN. The MLP has a very high accuracy and shows much promise to be used for
the classification of these types of white blood cells.

Another article published in 2019[1] has as its main objective to design a convo-
lutional neural network for the automatic classification of eight classes of periph-
eral blood cells: neutrophils, eosinophils, basophils, lymphocytes, monocytes, im-
mature granulocytes (metamyelocytes, myelocytes and promyelocytes), platelets and
erythroblasts.
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Figure 2.3: Images of the different cell types with some of their most important mor-
phological characteristics

To train the model a dataset of 17,092 images of eight classes of normal peripheral
blood cells was acquired using the CellaVision DM96 analyzer. All images have been
identified by pathologists. To design the classifier two different approaches are con-
sidered: in the first case the CNN extracts the features and then a support vector
machine is trained with these features. In the second approach the CNN is used for
both. The system’s output consists of probabilities for each eight classes. Because
of the transfer learning approach using the CNN, there is no need to implement
image segmentation, because the feature extraction is done automatically. The per-
formance of the best system is great, with a high precision, sensitivity and specificity
and reaching an overall classification accuracy of 96.2%.
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2.2.2 The use of generative adversarial networks for data augmentation
of medical images

Small datasets are one of the biggest challenges in the medical imaging domain to
overcome. Supervised learning machine learning algorithms and especially deep
learning algorithms need large datasets to be properly trained. In medical imag-
ing the annotations have to be made by experts which is a very time consuming
process. This makes the collecting of medical data an expensive and complex pro-
cess. To get the most out of the small datasets, often data augmentation is used.
However the gain in diversity from traditional data augmentation techniques such as
flipping, scaling and rotations is not very large. Another approach is to augment the
data with synthetic data generated by a Generative Adversarial Network (GAN). One
article[13] describes the use of synthetic data generated by a Generative Adversarial
Network (GAN) as a potential solution to two of the largest challenges facing machine
learning, small datasets and restrictions around sharing patient data. GANs are not
just useful in augmenting the data, they are also useful in creating anonymous data.
The synthetic data can be shared outside of the institution without any problems
concerning restrictions on sharing patient data. The results of the paper show that
training the model with just the synthetic data and fine tuning it shows similar re-
sults as when using the real data. reducing the need of real data by 90% will make it
a lot easier to obtain or share real data within the restrictions on sharing patient data.

One article[4] describes how the use of synthetic data augmentation using a GAN
can be used to improve liver lesion classification. The liver is one of three most com-
mon sites for metastatic cancer along with the bone and lungs. Liver cancer accounts
for many deaths worldwide, so there is a great need for tools that could automatically
diagnose liver lesions based on CT images. The dataset used was made up of 182
CT scans, consisting of 53 cysts, 64 metastases and 65 hemangiomas. For training
the GAN itself sufficient data is also needed, so at first traditional data augmentation
techniques were used to enhance the dataset. This enhanced dataset was used to
generate the synthetic data using the GAN. To examine the effect the synthetic data
would have on the performance, they first trained and tested a CNN using only tra-
ditional data augmentation techniques and next trained the CNN with the synthetic
data. Without any data augmentation a accuracy of 57% was achieved, with tra-
ditional data augmentation this went up to 78.6% accuracy and with the synthetic
data the accuracy increased to 85.7%. Also to confirm the relevance of the generated
data they asked radiologists to classify the fake lesions into one of the three classes.
Expert 1 classified the real lesions with 78% and the fake ones with 77.5% and expert
2 classified both the real and fake lesions with 69.2% accuracy. The results suggest
that the generated lesions are indeed relevant. The conclusion of this work is that the
GAN could generated relevant synthetic data that increased the performance by 7%
this is a very significant improvement and the final accuracy of 85.7% is also signifi-
cantly higher than both experts suggesting that the practical use of this technique to
diagnose liver lesions is very promising.

In the last article CT scans were used, but there are many other ways to obtain
medical images and generating the images might work worse or better depending on
the type of image. One type of medical image, which is most likely the most simple of
all, is an image made with a simple camera like the one on your smartphone. One ar-
ticle[11] is using GAN based data augmentation with the goal of improving automated
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classification of skin lesions. It is important to monitor skin lesions frequently, since
early detection of tumours is very important in improving the survival chance of skin
cancer patients. One approach that could greatly improve the chance of early detec-
tion is a system that automatically classifies images taken with a low cost camera
such as the one on your smartphone. The most successful classification technique
so far was by using deep learning, but due to the limited size of datasets the true
potential of deep learning has not been leveraged yet. High quality generated images
could leverage this potential and maximize the classification accuracy. The dataset
used was one provided by the international skin imaging collaboration as a part of
the ISIC 2018 challenge, of which the goal was to make automatic diagnoses from
images of skin lesions. The dataset contains 10.000 images with seven different skin
lesion classes. The dataset is heavily skewed, with one class containing over 5000
images and one class only containing 90. This will most likely cause a large difference
between the classes when it comes to quality of the generated images. The results
of the GAN based classification confirms this suspicion, with the highest scoring
class having an F1-score of 0,945 and the lowest scoring class having an F1-score
of 0,710. When comparing the GAN based results against that of high performing
networks, the GAN based approach had the highest balance accuracy score, outper-
forming both the DenseNet and ResNet-50 proving that the lack of data was indeed a
limiting factor.

Figure 2.4: Real and GAN generated synthetic images

Another type of medical image is the Magnetic Resonance(MR) image. One article[6]
describes the GAN-based generation of synthetic brain Magnetic Resonance(MR) im-
ages. There are two described potential applications, data augmentation for better
diagnostic accuracy and physician training. To evaluate the generated images a Vi-
sual Turing Test was used, in which experts were asked to classify a random selection
of real and synthetic MR images shown in a random order. This test was done for a
selection of different GAN architectures to find the model that generated the images
most closely resembling the real images. In the best model the experts classified only
53% of the images correctly as real or generated, meaning that the generated images
were indistinguishable from real images. The architecture of the best model used
WGAN, which is an alternative training method to traditional GANs in that it uses
Wasserstein loss function that approximates Earth Mover’s Distance, rather than a
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2.2. Related Works

Jensen-Shannon divergence. The generated images were not yet used to improve the
accuracy of a classification model, but the results of the Visual Turing Test show a
lot of promise.
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Chapter 3

Method

3.1 Overview of method

To reach the main goal of creating realistic microscopy images of blood cells the
following steps are performed:

• Creating a three dimensional graph and showing the graph in Plotly

• Creating the input training and test images of the different cell types

• training the GAN on the input training images, using the GAN to generate images
of single cell types

• Creating the input image with multiple different cell types and its annotations
from the graph

• Training the GAN and using the input images to generate synthetic microscopy
images

3.2 Creating a three dimensional graph and showing the
graph in Plotly

The first step is to create a three dimensional graph that can be used to create an
input image for the GAN. The goal of this graph is that it can be used to distribute
the locations of the cells on the input image. To achieve this goal the Dorogovtsev-
Goltsev-Mendes graph is used. This graph has a distribution that is most similar to
the distribution of blood cells on a microscopic image. A microscopic image is two
dimensional, but the blood that image is taken of is three dimensional, this will cause
blood cells that are closer to the microscope to be bigger in the image. For this reason
the created graph is also three dimensional and the third dimension will be used to
decide the size of the cells in the to be created input image. To create the graph the
NetworkX library of Python is used. To plot the graph the Plotly library is used. To get
the positions of the nodes in the graph the Force Atlas 2 layout function is used, this
function is provided on Github by user Tpoisot. Generating the Dorogovtsev-Goltsev-
Mendes graph in networkX is very simple and only takes this one line of code:

1 G = nx.dorogovtsev_goltsev_mendes_graph(4)
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3.2. Creating a three dimensional graph and showing the graph in Plotly

The variable is the generation of the Dorogovtsev-Goltsev-Mendes graph. The genera-
tions decide the amount of nodes and for the purpose of showing the generated graph
in Plotly the 4th generation is used. To get the coordinates of the nodes and edges
the following code is used:

1 pos = forceatlas2_layout(G, iterations=200, kr=0.001, dim=3)
2

3 #lists with all the x, y and z coordinates of the nodes
4 Xn=[]
5 Yn=[]
6 Zn=[]
7 for k in range(G.number_of_nodes()):
8 Xn+=[pos[k][0]]
9 Yn+=[pos[k][1]]

10 Zn+=[pos[k][2]]
11

12 #lists with all the x, y and z coordinates of the edges
13 Xe=[]
14 Ye=[]
15 Ze=[]
16 for e in G.edges():
17 Xe+=[pos[e[0]][0],pos[e[1]][0], None]
18 Ye+=[pos[e[0]][1],pos[e[1]][1], None]
19 Ze+=[pos[e[0]][2],pos[e[1]][2], None]

The Force Atlas function gets the positions of the nodes from the created graph. To
get the coordinates for the nodes, three lists are created, a loop iterates through the
number of nodes and adds the x, y and z coordinates to the corresponding list. For
the edges as well three lists are created, a loop iterates over the number of edges and
adds the x, y and z coordinates of each end of the edge to the lists. The coordinates
are graphed in Plotly in an interactive graph that opens in your browser that lets you
turn the graph around all axes. This makes it easy to show the graph from all angles.

Figure 3.1: Example of generated graph in Plotly
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3.3 Creating the input training and test images of the dif-
ferent cell types

To train and test the GAN, input training and test images of the different cell types
will be necessary. For the GAN that is used the images need to consist of an input
image and a ground truth image. To create these images the annotated images of the
different cell types are used. The annotated images use an image of a specific cell type
that is annotated using COCO annotations. This is an example of the annotations:

1 {"info": {"description": "Example Dataset", "url": "https://github.com/waspinator/
pycococreator", "version": "0.1.0", "year": 2018, "contributor": "waspinator", "
date_created": "2018-04-13 03:25:06.134418"}, "licenses": {"id": 1, "name": "Attribution-
NonCommercial-ShareAlike License", "url": "http://creativecommons.org/licenses/by-nc-sa
/2.0/"}, "images": [{"id": 4346, "width": 400, "height": 400, "file_name": "
AML_mask_BAS_0015.tiff"}], "categories": [{"id": 7, "name": "neutr\u00f3filo segmentado"},
{"id": 8, "name": "proeritroblasto"}, {"id": 9, "name": "metamielocito"}, {"id": 10, "
name": "neutr\u00f3filo en banda"}, {"id": 11, "name": "cell"}, {"id": 12, "name": "plasm\
u00e1tica"}, {"id": 13, "name": "Basophil"}, {"id": 14, "name": "Erythroblast"}, {"id":
15, "name": "Eosinophil"}, {"id": 16, "name": "Smudge cell"}, {"id": 17, "name": "
Lymphocyte (atypical)"}, {"id": 18, "name": "Lymphocyte (typical)"}, {"id": 19, "name": "
Metamyelocyte"}, {"id": 20, "name": "Monoblast"}, {"id": 21, "name": "Monocyte"}, {"id":
22, "name": "Myelocyte"}, {"id": 23, "name": "Myeloblast"}, {"id": 24, "name": "Neutrophil
(band)"}, {"id": 25, "name": "Neutrophil (segmented)"}, {"id": 26, "name": "Promyelocyte
(bilobled)"}, {"id": 27, "name": "Promyelocyte"}, {"id": 28, "name": "UNKNOWN"}, {"id":
29, "name": "nucleus"}], "annotations": [{"id": 0, "image_id": 0, "category_id": 13, "
iscrowd": 0, "area": 27689, "bbox": [77.0, 94.0, 186.0, 198.0], "segmentation": [[164.0,
291.5, 141.8, 291.0, 126.5, 287.1, 112.0, 277.5, 100.5, 266.0, 87.5, 237.0, 84.5, 203.0,
76.5, 175.0, 77.5, 144.0, 91.5, 119.0, 99.5, 113.8, 105.1, 107.4, 117.4, 99.6, 137.7,
94.2, 154.0, 96.5, 175.0, 103.5, 228.5, 145.0, 249.0, 170.1, 256.9, 185.0, 263.2, 219.2,
262.0, 231.4, 254.0, 249.6, 248.4, 256.8, 240.6, 263.1, 196.0, 286.5]], "width": 400, "
height": 400}]}

Figure 3.2: Image of cell type Basophil corresponding to the above COCO annotations

Because the only part of interest in these images is the annotated cell the part around
the annotated cell is given a black background to make it easier to distinguish. For
the input image the background will also be black and the annotated cell will be given
a colour based on its cell type. Each cell type will be given its own unique colour for
the input images. Because the same colour needs to be used for the input images
that will be used to generate synthetic microscopic images, the colours will be saved
in a dictionary that will be used later to generate these images from the graph. The
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3.3. Creating the input training and test images of the different cell types

input image and ground truth image are put side by side to create one image that will
be used as the training and test images. There is also a count dictionary that keeps
track of the amount of images each category has.

Figure 3.3: Example of an image; on the left is the ground truth image and on the
right the input image

The function that is used to create the input images takes as parameters the polygon,
the image and the colour corresponding to the category of the cell. The background
is made black and the polygon is coloured in the colour of the category.

1 def input_image(polys, im, color):
2 int_coords = lambda x: np.array(x).round().astype(np.int32)
3 for poly in polys:
4 exterior = [int_coords(poly.exterior.coords)]
5 overlay = im.copy()
6 overlay[:] = (0, 0, 0)
7 cv2.fillPoly(overlay, exterior, color)
8 cv2.addWeighted(overlay, 1, im, 0, 0, im)
9 return im

The function used to create the ground truth images takes as parameters the polygon,
the image and the colour used for the background. The polygon is used to determine
the cell area, this is the area in which the original image is used.

1 def ground_truth_image(polys, im, color):
2 int_coords = lambda x: np.array(x).round().astype(np.int32)
3 for poly in polys:
4 exterior = [int_coords(poly.exterior.coords)]
5 overlay = im.copy()
6 overlay[:] = (0, 0, 0)
7 cv2.fillPoly(overlay, exterior, color)
8 result = cv2.bitwise_and(im, overlay)
9 return result
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3.4 training the GAN on the input training images, using
the GAN to generate images of single cell types

For this step a conditional GAN for images to image translation is used.[7] This GAN is
trained and tested with the images created in the last step. These images contain an
input image and a ground truth image as can be seen from figure 3.3. The following
steps are performed in training the GAN and generating the images:

• Load the dataset

• Build the generator

• Build the discriminator

• Training

• Generate using test dataset

Load the dataset

First some constants are defined:

1 BUFFER_SIZE = 192
2 BATCH_SIZE = 1
3 IMG_WIDTH = 256
4 IMG_HEIGHT = 256

The load function is used to read and decode the file and split the image into the
input image and the real image (ground truth image).

1 def load(image_file):
2 image = tf.io.read_file(image_file)
3 image = tf.image.decode_jpeg(image)
4

5 w = tf.shape(image)[1]
6

7 w = w // 2
8 real_image = image[:, :w, :]
9 input_image = image[:, w:, :]

10

11 input_image = tf.cast(input_image, tf.float32)
12 real_image = tf.cast(real_image, tf.float32)
13

14 return input_image, real_image

The resize function is used to resize both the input image and the real image to the
defined height and width.

1 def resize(input_image, real_image, height, width):
2 input_image = tf.image.resize(input_image, [height, width],
3 method=tf.image.ResizeMethod.NEAREST_NEIGHBOR)
4 real_image = tf.image.resize(real_image, [height, width],
5 method=tf.image.ResizeMethod.NEAREST_NEIGHBOR)
6

7 return input_image, real_image

The random crop function is used in the random jitter function and is used to ran-
domly crop the image back to the defined height and width.
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3.4. training the GAN on the input training images, using the GAN to generate
images of single cell types

1 def random_crop(input_image, real_image):
2 stacked_image = tf.stack([input_image, real_image], axis=0)
3 cropped_image = tf.image.random_crop(
4 stacked_image, size=[2, IMG_HEIGHT, IMG_WIDTH, 3])
5

6 return cropped_image[0], cropped_image[1]

The normalize function normalizes the images to the [-1,1] interval.

1 # normalizing the images to [-1, 1]
2 def normalize(input_image, real_image):
3 input_image = (input_image / 127.5) - 1
4 real_image = (real_image / 127.5) - 1
5

6 return input_image, real_image

The random jitter function resizes the image to a bigger width and height. Then uses
the random crop function to randomly crop the image to the target size. And finally
randomly flips the image horizontally.

1 @tf.function()
2 def random_jitter(input_image, real_image):
3 # resizing to 286 x 286 x 3
4 input_image, real_image = resize(input_image, real_image, 286, 286)
5

6 # randomly cropping to 256 x 256 x 3
7 input_image, real_image = random_crop(input_image, real_image)
8

9 if tf.random.uniform(()) > 0.5:
10 # random mirroring
11 input_image = tf.image.flip_left_right(input_image)
12 real_image = tf.image.flip_left_right(real_image)
13

14 return input_image, real_image

The functions load image train and load image test load the train and test sets,
perform the random jitter on them and normalize them. These functions are used to
create the train and test datasets.

1 def load_image_train(image_file):
2 input_image, real_image = load(image_file)
3 input_image, real_image = random_jitter(input_image, real_image)
4 input_image, real_image = normalize(input_image, real_image)
5

6 return input_image, real_image
7

8 def load_image_test(image_file):
9 input_image, real_image = load(image_file)

10 input_image, real_image = resize(input_image, real_image,
11 IMG_HEIGHT, IMG_WIDTH)
12 input_image, real_image = normalize(input_image, real_image)
13

14 return input_image, real_image, image_file
15

16 train_dataset = tf.data.Dataset.list_files(’train/*.jpg’)
17 train_dataset = train_dataset.map(load_image_train,
18 num_parallel_calls=tf.data.AUTOTUNE)
19 train_dataset = train_dataset.shuffle(BUFFER_SIZE)
20 train_dataset = train_dataset.batch(BATCH_SIZE)
21

22 test_dataset = tf.data.Dataset.list_files(’test/*.jpg’)
23 test_dataset = test_dataset.map(load_image_test)
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24 test_dataset = test_dataset.batch(BATCH_SIZE)

The following code is used to create a plot that shows how the random jitter alters
the input images.

1 plt.figure(figsize=(6, 6))
2 for i in range(4):
3 rj_inp, rj_re = random_jitter(inp, re)
4 plt.subplot(2, 2, i+1)
5 plt.imshow(rj_inp/255.0)
6 plt.axis(’off’)
7 plt.show()

Figure 3.4: example of how the random jitter alters the input image

Build the generator

• The architecture of the generator is a modified U-net.

• Each block in the encoder consists of a convolutional layer, batch normalization
and leaky ReLU.

• Each block in the decoder consists of a transposed convolutional layer, batch
normalization, a drop out that is applied to the first 3 blocks and ReLU.

• There are skip connections between the encoder and decoder.

The downsample function is the function that is used for the encoder blocks and the
upsample function is the function that is used for the decoder blocks.

1 def downsample(filters, size, apply_batchnorm=True):
2 initializer = tf.random_normal_initializer(0., 0.02)
3

4 result = tf.keras.Sequential()
5 result.add(
6 tf.keras.layers.Conv2D(filters, size, strides=2, padding=’same’,
7 kernel_initializer=initializer, use_bias=False))
8

9 if apply_batchnorm:
10 result.add(tf.keras.layers.BatchNormalization())
11

12 result.add(tf.keras.layers.LeakyReLU())
13

14 return result
15

16 def upsample(filters, size, apply_dropout=False):

21



3.4. training the GAN on the input training images, using the GAN to generate
images of single cell types

17 initializer = tf.random_normal_initializer(0., 0.02)
18

19 result = tf.keras.Sequential()
20 result.add(
21 tf.keras.layers.Conv2DTranspose(filters, size, strides=2,
22 padding=’same’,
23 kernel_initializer=initializer,
24 use_bias=False))
25

26 result.add(tf.keras.layers.BatchNormalization())
27

28 if apply_dropout:
29 result.add(tf.keras.layers.Dropout(0.5))
30

31 result.add(tf.keras.layers.ReLU())
32

33 return result

The generator function is the function with the generator part of the model. The
output channels constant is set to 3.

1 def Generator():
2 inputs = tf.keras.layers.Input(shape=[256, 256, 3])
3

4 down_stack = [
5 downsample(64, 4, apply_batchnorm=False), # (bs, 128, 128, 64)
6 downsample(128, 4), # (bs, 64, 64, 128)
7 downsample(256, 4), # (bs, 32, 32, 256)
8 downsample(512, 4), # (bs, 16, 16, 512)
9 downsample(512, 4), # (bs, 8, 8, 512)

10 downsample(512, 4), # (bs, 4, 4, 512)
11 downsample(512, 4), # (bs, 2, 2, 512)
12 downsample(512, 4), # (bs, 1, 1, 512)
13 ]
14

15 up_stack = [
16 upsample(512, 4, apply_dropout=True), # (bs, 2, 2, 1024)
17 upsample(512, 4, apply_dropout=True), # (bs, 4, 4, 1024)
18 upsample(512, 4, apply_dropout=True), # (bs, 8, 8, 1024)
19 upsample(512, 4), # (bs, 16, 16, 1024)
20 upsample(256, 4), # (bs, 32, 32, 512)
21 upsample(128, 4), # (bs, 64, 64, 256)
22 upsample(64, 4), # (bs, 128, 128, 128)
23 ]
24

25 initializer = tf.random_normal_initializer(0., 0.02)
26 last = tf.keras.layers.Conv2DTranspose(OUTPUT_CHANNELS, 4,
27 strides=2,
28 padding=’same’,
29 kernel_initializer=initializer,
30 activation=’tanh’) # (bs, 256, 256, 3)
31

32 x = inputs
33

34 # Downsampling through the model
35 skips = []
36 for down in down_stack:
37 x = down(x)
38 skips.append(x)
39

40 skips = reversed(skips[:-1])
41

42 # Upsampling and establishing the skip connections
43 for up, skip in zip(up_stack, skips):
44 x = up(x)
45 x = tf.keras.layers.Concatenate()([x, skip])
46

47 x = last(x)
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48

49 return tf.keras.Model(inputs=inputs, outputs=x)

The generator loss function is used to calculate the loss of the generator. The Gan
loss is calculated with a sigmoid cross entropy loss of the generated images and
an array of ones. The L1 loss is the mean absolute error between the generated
image and the target image. The formula to calculate the total generator loss =
gan_loss+ LAMBDA ∗ l1_loss, where LAMBDA = 100.

1 LAMBDA = 100
2

3 loss_object = tf.keras.losses.BinaryCrossentropy(from_logits=True)
4

5 def generator_loss(disc_generated_output, gen_output, target):
6 gan_loss = loss_object(tf.ones_like(disc_generated_output), disc_generated_output)
7

8 # mean absolute error
9 l1_loss = tf.reduce_mean(tf.abs(target - gen_output))

10

11 total_gen_loss = gan_loss + (LAMBDA * l1_loss)
12

13 return total_gen_loss, gan_loss, l1_loss

Build the Discriminator

• The Discriminator is a PatchGAN.

• Each block in the discriminator consists of a convolutional layer, batch normal-
ization and leaky ReLU.

• The shape of the output after the last layer is (batch size, 30, 30, 1)

• Each 3030 patch of the output classifies a 70x70 portion of the input image
(such an architecture is called a PatchGAN).

• Discriminator receives 2 inputs: the input image and the target image, which it
should classify as real and the input image and the generated image (output of
generator), which it should classify as fake.

1 def Discriminator():
2 initializer = tf.random_normal_initializer(0., 0.02)
3

4 inp = tf.keras.layers.Input(shape=[256, 256, 3], name=’input_image’)
5 tar = tf.keras.layers.Input(shape=[256, 256, 3], name=’target_image’)
6

7 x = tf.keras.layers.concatenate([inp, tar]) # (bs, 256, 256, channels*2)
8

9 down1 = downsample(64, 4, False)(x) # (bs, 128, 128, 64)
10 down2 = downsample(128, 4)(down1) # (bs, 64, 64, 128)
11 down3 = downsample(256, 4)(down2) # (bs, 32, 32, 256)
12

13 zero_pad1 = tf.keras.layers.ZeroPadding2D()(down3) # (bs, 34, 34, 256)
14 conv = tf.keras.layers.Conv2D(512, 4, strides=1,
15 kernel_initializer=initializer,
16 use_bias=False)(zero_pad1) # (bs, 31, 31, 512)
17

18 batchnorm1 = tf.keras.layers.BatchNormalization()(conv)
19

20 leaky_relu = tf.keras.layers.LeakyReLU()(batchnorm1)
21

22 zero_pad2 = tf.keras.layers.ZeroPadding2D()(leaky_relu) # (bs, 33, 33, 512)
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3.4. training the GAN on the input training images, using the GAN to generate
images of single cell types

23

24 last = tf.keras.layers.Conv2D(1, 4, strides=1,
25 kernel_initializer=initializer)(zero_pad2) # (bs, 30, 30, 1)
26

27 return tf.keras.Model(inputs=[inp, tar], outputs=last)

The real loss is calculated with a sigmoid cross entropy loss of the real images and
an array of ones. The generated loss is calculated with a sigmoid cross entropy loss
of the generated images and an array of zeros. The total loss is the sum of real loss
and the generated loss.

1 def discriminator_loss(disc_real_output, disc_generated_output):
2 real_loss = loss_object(tf.ones_like(disc_real_output), disc_real_output)
3

4 generated_loss = loss_object(tf.zeros_like(disc_generated_output), disc_generated_output)
5

6 total_disc_loss = real_loss + generated_loss
7

8 return total_disc_loss

For both the generator and the discriminator the Adam optimizer is used.

1 generator_optimizer = tf.keras.optimizers.Adam(2e-4, beta_1=0.5)
2 discriminator_optimizer = tf.keras.optimizers.Adam(2e-4, beta_1=0.5)

Training

For the training part first the amount of epochs is defined. The training process works
by generating an output for each example input. Then the discriminator receives the
input image and the generated image as the first input and the input image and the
target image as the second input. Next it calculates the generator and discriminator
loss, logs these to the Tensorboard and uses these losses to calculate the gradient loss
and apply it to the optimizer. The train step function is the function that calculates
all the losses and logs them to the Tensorboard.

1 @tf.function
2 def train_step(input_image, target, epoch):
3 with tf.GradientTape() as gen_tape, tf.GradientTape() as disc_tape:
4 gen_output = generator(input_image, training=True)
5

6 disc_real_output = discriminator([input_image, target], training=True)
7 disc_generated_output = discriminator([input_image, gen_output], training=True)
8

9 gen_total_loss, gen_gan_loss, gen_l1_loss = generator_loss(disc_generated_output,
gen_output, target)

10 disc_loss = discriminator_loss(disc_real_output, disc_generated_output)
11

12 generator_gradients = gen_tape.gradient(gen_total_loss,
13 generator.trainable_variables)
14 discriminator_gradients = disc_tape.gradient(disc_loss,
15 discriminator.trainable_variables)
16

17 generator_optimizer.apply_gradients(zip(generator_gradients,
18 generator.trainable_variables))
19 discriminator_optimizer.apply_gradients(zip(discriminator_gradients,
20 discriminator.trainable_variables))
21

22 with summary_writer.as_default():
23 tf.summary.scalar(’gen_total_loss’, gen_total_loss, step=epoch)
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24 tf.summary.scalar(’gen_gan_loss’, gen_gan_loss, step=epoch)
25 tf.summary.scalar(’gen_l1_loss’, gen_l1_loss, step=epoch)
26 tf.summary.scalar(’disc_loss’, disc_loss, step=epoch)

The fit function does the actual training of the model for the defined amount of
epochs.

1 def fit(train_ds, epochs, test_ds):
2 for epoch in range(epochs):
3 start = time.time()
4

5 display.clear_output(wait=True)
6

7 for example_input, example_target, filename in test_ds.take(1):
8 generate_images(generator, example_input, example_target)
9 print("Epoch: ", epoch)

10

11 # Train
12 for n, (input_image, target) in train_ds.enumerate():
13 print(’.’, end=’’)
14 if (n+1) % 100 == 0:
15 print()
16 train_step(input_image, target, epoch)
17 print()
18

19 # saving (checkpoint) the model every 20 epochs
20 if (epoch + 1) % 20 == 0:
21 checkpoint.save(file_prefix=checkpoint_prefix)
22

23 print (’Time taken for epoch {} is {} sec\n’.format(epoch + 1,
24 time.time()-start))
25 checkpoint.save(file_prefix=checkpoint_prefix)
26

27 fit(train_dataset, EPOCHS, test_dataset)

Interpreting the logs of the GAN to determine the performance of the GAN is not as
straightforward as it is with classification or regression. It is hard to determine the
quality of the generated images by just looking at the logs of the GAN, for this reason
to truly determine the quality of the images a physician would have to verify them.
However there are some things that can be determined from the logs to confirm the
GAN is performing as supposed. These logs can be read from the Tensorboard that
is loaded using the following code:

1 %load_ext tensorboard
2 %tensorboard --logdir {log_dir}

Generate using test dataset

The test set is used to generate images, for every cell type a part of the images will be
in the test set and these will be used to generate the images of the different cell types.
Because there are not many images of some cell types the amount of images that will
be generated per cell type will be different. But to get a larger set of generated images
of each cell type the GAN will be trained twice and both times the images in the test
set will be different. The following code is used to generate the images and save them:

1 def generate_images_set(model, test_input, tar, filename):
2 prediction = model(test_input, training=True)
3 plt.figure(figsize=(15, 15))
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3.5. Creating the input image with multiple different cell types and its
annotations from the graph

4 plt.imshow(prediction[0] * 0.5 + 0.5)
5

6 plt.savefig(filename)
7 files.download(filename)
8

9 for inp, tar, filename in test_dataset.take(10):
10 file_str = str(filename.numpy()[0])
11 file_str = file_str.replace("b’test/",’’).replace("’","").replace("_input","")
12 generate_images_set(generator, inp, tar, file_str)

To confirm the quality of the generated images a physician will have a look at each
image and judge if the image could have been a real image of this cell type. In this
way it can be judged for every cell type how many of the generated images have the
quality that is trying to be achieved for each different cell type.

3.5 Creating the input image with multiple different cell
types and its annotations from the graph

To create the input image with multiple different cell types the three dimensional
Dorogovtsev-Goltsev-mendes graph from step 1 is used. The locations of the nodes
in the graph are used as the locations for the cells. The x and y axis are used for the
x and y position of the cell in the image and the z axis is used to determine the size
of the cell. The shapes are taken from a list that contains all the shapes of the cells
of that category.

Next is the loop that creates the input images, each iteration creates and input im-
ages. First the graph is created and the positions of the nodes are determined. Then
an empty white image is created, a list is created for the polygons of the cells and
parameters are initialized. Next is a loop that iterates over the nodes in the graph.
For each node a cell is created. First the coordinates of the nodes are translated to
coordinates in the image and it is randomly determined if the cell is a white or red
blood cell, with the probability of being a red blood cell set to four. If the cell is a white
blood cell, the type of white blood cell is randomly selected by taking a random cell
from the set of all white blood cells. The polygon with the shape of this cell is selected.
The factor to scale the cell is determined by using the z axis position of the node. The
polygon is moved to the proper coordinates on the image, the image is rotated by a
random amount of degrees and it is randomly chosen to mirror the polygon or not.
Next the polygon with the colour of the corresponding category is added to the image.
If the cell is a red blood cell a similar process is done but the shape is chosen from
the available red blood cell shapes. After the loop has iterated over all nodes in the
graph and has added all the polygons to the image, a loop iterates over all pairs of
polygons to check if they overlap. This is done because overlapping cells will produce
less good results when using the GAN to generate the cells, for this reason the image
is not saved when cells are overlapping. The image is also not saved when there is a
cell that is not completely in the frame. Next the image is flipped to create the proper
annotations.

Another goal is to also create the COCO annotations corresponding to the generated
image. To do this a function is used to find the different masks in the image and
another function that creates annotations from these masks. The colour is used to
add the corresponding category to the annotations.
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Figure 3.5: Example of generated input image with multiple different cell types

3.6 Training the GAN and using the input images to gener-
ate synthetic microscopy images

To generate the synthetic microscopy images using the GAN multiple methods have
been tried. One approach was to generate the whole image at once. The main draw-
back from this method is that the images with the single cell types that are used as
the input for the training of the model have to be the same image size as the input
image that is used to generate the synthetic microscopy image. The size in pixels
of the cells also have to be similar during the training and generating. Because the
training image only has one cell and the to be generated image has many cells, this
entails that the cell in the training image has to be very small. In the case of the
standard image input size of 256x256 the cells would get so small that they would
lose a lot of details. For this reason this technique was attempted with an image of
size 1024x1024. The big size of the input images made it too computationally heavy
on the GAN. In an attempt to optimize this the training input images were created
out of a grid of 16 256x256 with 16 single cells. This improved the GAN a lot compu-
tationally wise but the resulting generated images were of low quality. So instead of
opting for the method of generating the whole image at once, a method is used where
the image is gradually generated cell by cell.

The code for the training of the GAN is the same as has been described earlier,
the only difference is for the loading of the data that a third dataset the generate
data set is loaded as well, and since this dataset doesn’t have a ground truth image,
new functions have to be created for this dataset to handle this. A new load, resize
and normalize function had to be created to load the generated dataset. To generate
images from the generated dataset, the following steps are performed:

• The image is read by OpenCv

• The image is converted to greyscale, canny is used to find the edges and these
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edges are used to find the contours in the image. The contours will be the to be
generated cells.

• The background is gradually generated by iterating over 16 rows and 8 columns.
The reason why this is 16x8 and not 4x4 which you would expect when using
squares of 256x256 to fill a square of 1024x1024, is that when the whole square
uses the colour corresponding to the background, the prediction of the model
doesn’t work and will output a blank square. So to avoid this only the left half of
the 256x256 has the colour corresponding to the background. This would mean
that 8 rows and 4 columns are necessary. The issue that arises when iterating
over a 8x4 matrix is that at the edges the background is also not generating
well. So to overcome this problem the middle part of the generated background
of 128x256 is used, being left with a 64x128 rectangle of generated background.
To fill the 1024x1024 square with blocks of 64x128 an iteration of 16 rows and
8 columns is necessary.

• A loop iterates over all of the contours to generate the cells one by one. Inside
this loop the following steps are performed:

– A bounding rectangle is created from the contour.

– The Region Of Interest (ROI) is extracted from the original image using the
coordinates of the bounding rectangle.

– An empty 256x256 image is created and the ROI is added in the middle of
the image, resulting in a 256x256 image with the shape of the cell in the
middle.

– The image with the shape of the cell is converted from BGR to RGB, since
this is what Tensorflow uses.

– The image with the shape of the cell is made into an image tensor and
normalized.

– The model is used to generate the cell from its input image.

– The generated image of the cell is converted to a Numpy array, since this is
what is used by OpenCV.

– The image of the cell is cropped to its bounding rectangle.

– An empty 1024x1024 image is created and the cell with its bounding rect-
angle is added to the image at its original location.

– A stencil is created with the contour of the cell, this stencil is used to add
just the cell to the result image without its bounding rectangle.

• The image is saved in a plot and downloaded.
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Chapter 4

Evaluation and Discussion

4.1 The dataset

The dataset consist of a set of images with their corresponding annotations. Each im-
age has one cell in it that is annotated and the cell has a category that corresponds to
its type. The amount of images each cell type has differs per cell type. The following
table shows the amount of annotated images of each cell type:

category id category amount
11 Background 15
2 Red Blood Cell 14
13 Basophil 8
14 Erythroblast 15
15 Eosinophil 25
18 Lymphocyte (typical) 44
20 Monoblast 5
21 Monocyte 25
22 Myelocyte 10
23 Myeloblast 38
24 Neutrophil (band) 22
25 Neutrophil (segmented) 29
26 Promyelocyte (bilobled) 5
27 Promyelocyte 9

As can be seen from the table the amount of images varies hugely per cell type and in
general the amount of images per cell type is very low especially for a deep learning
application. usually thousands or even millions of images are used to train a net-
work. In this dataset the class with the largest amount of images only has 44 images
and the class with the least amount of images only has 5. There were even cell types
with less than 5 images, but these have been removed from the dataset as it would
be impossible to train the network with these few images. The hypothesis is that the
lack of data will have a big impact on the results and that the results might not be
very good, especially for the cell types with barely any images.
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4.2 Interpretation Tensorboard logs

Determining the quality of the images generated by a GAN is a complex task. To
really determine if the quality of the generated images is of high quality, usually a
human is needed to confirm the quality. In some use cases this person could be
anybody, for example when generating faces, any person could judge if the face looks
real or not. In other cases, like in this use case, in which microscopic images of
blood cells are generated, an expert will be needed to really determine the quality
of the images. This is because for untrained individuals it is hard to distinguish
between the different types of blood cells and they will not be able to tell if something
about the generated blood cells is incorrect. In some cases the goal of the generated
images might only be to increase the accuracy of a CNN, in this case the difference in
performance of the CNN might be measured to determine the quality of the generated
images. In this paper the generated images are not trained using a CNN, so this
will not be able to be used as a performance measure. Also because another goal of
the generated images is to use them for training physicians it is important that the
images also look realistic to an expert and don’t just improve the performance of a
CNN. Besides confirming the quality of the images through the performance of a CNN
or the judgement of a human there is one simple method to check the quality of the
generated images, interpreting the logs. This method is by itself not a very effective
method in confirming the quality of the images, but it is an easy method to make
sure that the GAN is working properly. There are certain things to look for in the logs
to confirm that the GAN is being trained properly. These are the things to look for:

• Check that neither model has "won". If either the generator gan loss or the
discriminator loss gets very low it’s an indicator that this model is dominating
the other, and you are not successfully training the combined model.

• The value log(2) = 0.69 is a good reference point for these losses, as it indicates
a perplexity of 2: That the discriminator is on average equally uncertain about
the two options.

• For the discriminator loss a value below 0.69 means the discriminator is doing
better than random, on the combined set of real+generated images.

• For the generator gan loss a value below 0.69 means the generator is doing
better than random at fooling the discriminator.

• As training progresses the generator l1 loss should go down.
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Figure 4.1: smoothed discriminator loss

Figure 4.2: smoothed generator loss



4.2. Interpretation Tensorboard logs

Figure 4.3: smoothed generator L1 loss

Figure 4.4: smoothed generator total loss
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Looking at the logs it can be confirmed that the GAN is being trained properly from
the following points:

• It is clear that neither model has won. Neither the discriminator loss nor the
generator loss keeps going down and both of them stay quite stable after the
first 100 epochs showing that there is no winner and even when increasing the
number of epochs there will not be a winner.

• Both the generator loss and the discriminator loss are above 0.69 meaning that
both have a higher loss than when being equally uncertain about the two op-
tions. But since the generator loss stays at around 1 and the discriminator loss
at around 1.15 they are both quite close to the loss of 0.69 that indicates equal
uncertainty.

• The discriminator loss doesn’t get below the value of 0.69, so the discriminator
is not performing better than random on the combined set of real+generated
images.

• The generator loss doesn’t get below the value of 0.69, so the generator is not
doing better than random at fooling the discriminator.

• The generator L1 loss keeps going down as the training progresses.
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4.3 Generated Single cell type images

Figure 4.5: example of generated
Basophil cell

Figure 4.6: example of generated
Eosinophil cell

Figure 4.7: example of generated
Erythroblast cell

Figure 4.8: example of generated
Lymphocyte (typical) cell



Figure 4.9: example of generated
Monoblast cell

Figure 4.10: example of generated
Monocyte cell

Figure 4.11: example of generated
Myeloblast cell

Figure 4.12: example of generated
Myelocyte cell



4.3. Generated Single cell type images

Figure 4.13: example of generated
Neutrophil (band) cell

Figure 4.14: example of generated
Neutrophil (segmented) cell

Figure 4.15: example of generated
Promyelocyte cell

Figure 4.16: example of generated
Promyelocyte (bilobled) cell

36



Evaluation and Discussion

For a person that is not an expert in the field of haematology it is hard to judge on
the quality of the generated cell types. To really get a good judgement on the quality
of the cells an expert would be needed. In this work no expert could be found in
time to make these judgements. So to judge the quality of the generated images the
descriptions of the cells in figure 2.3 are used and the generated images are compared
with the training images from the dataset.

• The Basophil cell looks very similar to the cells from the dataset. The cell does
seem to have deep purple basophilic granules. It is hard to tell if the nucleus is
bilobed, but this is also the case for many of the images in the dataset.

• The Eosinophil cell looks very similar to the cells from the dataset. The cell
clearly has a bilobed nucleus and the cell also seems to have pink stained cyto-
plasm granules.

• The Erythroblast cell looks very similar to the cells from the dataset. The size,
which is supposed to be the same as red blood cells, is not a factor here since
the size is the same as the input cell from which it was generated.

• The Lymphocyte (typical) cell looks similar to the cells from the dataset. The cell
also seems to have abundant and dark staining.

• The Monoblast cell looks similar to the few cells from the dataset.

• The Monocyte cell looks similar to some of the cells from the dataset, although
there is quite a lot of variety in how this cell type can look like. The nucleus
looks slightly kidney shaped.

• The Myeloblast cell looks similar to some of the cells from the dataset.

• The Myelocyte cell looks similar to most of the cells from the dataset. The nu-
cleus seems to be round to oval and also looks flattened on one side.

• The neutrophil (band) cell looks very similar to most of the cells from the dataset
and the nucleus has a clear U-shape.

• The Neutrophil (segmented) cell looks very similar to most of the cells from the
dataset and the nucleus is clearly segmented.

• The promyelocyte cell looks similar to some of the cells in the dataset. The
nucleus does not seem to be indented, but this is also not the case in all the
promyelocyte cells in the dataset.

• The promyelocyte (bilobed) cell looks similar to some of the cells in the dataset.
It is hard to see if it is bilobed, but this is also the case in some of the cells in
the dataset.
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4.4 Generated synthetic microscopic images

In this report 10 examples of Generated synthetic microscopic images are shown.
Each of these generated images have been generated with the same method using the
same code.

Figure 4.17: Generated synthetic microscopic image 1
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Figure 4.18: Generated synthetic microscopic image 2
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Figure 4.19: Generated synthetic microscopic image 3
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Figure 4.20: Generated synthetic microscopic image 4
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Figure 4.21: Generated synthetic microscopic image 5
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Figure 4.22: Generated synthetic microscopic image 6
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Figure 4.23: Generated synthetic microscopic image 7
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Figure 4.24: Generated synthetic microscopic image 8
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Figure 4.25: Generated synthetic microscopic image 9
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Figure 4.26: Generated synthetic microscopic image 10
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4.4. Generated synthetic microscopic images

When discussing the results of the generated synthetic microscopic images, it first
has to be noted that all the commentary on these images will be without knowledge on
the different types of cells. There are several things that can be noted when looking
at the generated images:

• The background consists of repeating blocks and does not look very natural.

• The cells don’t look very natural in the background, it looks like they have been
pasted on the background.

• The difference between most different cell types can clearly be seen on the im-
ages.

• The red blood cells are sometimes generated looking very blank, this is how they
would be expected to be generated looking at the input images of red blood cells
and sometimes they are generated looking very dark with a purplish colour.

• Some of the generated cells of certain types are looking a little bit darker then
when the single cells are generated.

• The density of the cells in the images is not very high.

The reason why the background doesn’t look very natural is because it is generated
by using many smaller blocks. The blocks are generated separately but because the
same input is used for each block the blocks will look very similar and the background
will look like it consists of repeating blocks. The cells don’t look very natural in the
background, this is because the background is generated separately and then the
cell is added to the image on top of the background. This makes the cell look a little
unnatural in the background. However when comparing to the actual microscopy
image that was shown in the introduction, the cells in the actual image also seem
like this. A positive aspect is that from the generated images you can clearly see
differences between different cell types. The nucleus of the cells look like they are
supposed to an untrained eye. Most of the red blood cells, which confusingly have a
blank colour in the images, look similar to the red blood cell input images. However,
some of the red blood cells have a darker purplish colour. The reason why some of
the generated red blood cells get this darker colour is unclear, but the expectation is
that this is due to the fact that the generated cells have many different shapes and
sizes compared to the training images. It seems like it is mostly the smaller red blood
cells that get this darker colour. The higher variability of the shapes and sizes might
also be the cause for some of the white blood cell types also appearing darker than
the input images for these cell types. To improve this likely a larger training set is
needed.
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Chapter 5

Conclusions

5.1 Conclusions

From this work the following conclusions can be drawn:

• From the Tensorboard logs can be determined the GAN is trained properly and
then neither the discriminator or the generator wins, keeping each other in bal-
ance.

• The generated images of single cells look very similar to the real images and of
high quality to an untrained eye. Although to really conclude that the images
are of high quality an expert will have to judge the images.

• Even the generated cell types with very few images in the training set seem to be
of high quality, leading to the suspicion that very few images of a cell type are
needed to get at least decent results.

• The generated microscopic images with multiple cells on it of different cell types
were of decent quality and show a lot of promise, but a lot can still be done to
improve them.

• The method used to generate the background creates a background of repeating
blocks and does not look very natural.

• The high variability of the shapes and sizes of the different cell types in the gen-
erated microscopic images with multiple cells causes that some of the generated
cells are of less high quality then the generated images of single cells.

• The density of the cells in the image is not very high with the current method. To
increase the density of the cells a method needs to be found that handles over-
lapping cells or a different network should be used to determine the locations of
the cells.

• The final conclusion is that the use of GANs in generating images of blood cells
shows a lot of promise and with some improvements could likely be used in the
medical field for tasks such as training physicians or improving the accuracy of
an automatic classification system.
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5.2 Achievement of objectives and personal conclusions

Of the objectives that were set for this work all of the objectives have been reached
to some degree, except for the objective of having a physician verify the quality of
the generated images of the cells. There has been contact with a laboratory to verify
the quality of the images, but the results didn’t get back in time. All of the other
objectives have been achieved to some extent, although there are some objectives in
which there is room for improvement in future works.

Personally I am very proud of the extent to which the objectives have been com-
pleted and the achievements that have been made in this work. GANs are a very new
technology and for this reason the amount of work done on them is limited, this made
the programming a tough challenge, since I needed to figure most out by myself. The
programming for this work was a big challenge and the code that had to be written
was quite extensive and complex. Working on big challenges like this is a passion of
mine and is what kept me going when things got tough. I have learned a lot during
my work on this project especially in the fields of image processing and deep learning
and I learned to find solutions even when there is no information or documentation
available. I am very glad with the results of this work and I think this work can be
used as a basis to generate high quality microscopic images of blood cells that can be
used in the medical field.

5.3 future work

Although the achievements of this work are a great start and very promising, there are
still a lot of improvements to be made. Especially in the generation of the microscopy
images with multiple cells on it there are a lot of improvements that can be made.
One thing that could be improved is the background and the way it is generated. In
this work the background is generated by generating smaller blocks and using these
to form the background. One way that the background could be improved is, if a way
is found to generate the background all at once. Or even generate the whole picture
with all the cells at once. If the whole picture can be generated at once this will
also solve the issue that the cells might look unnatural in the background, because
they are generated together this will most likely cause it to look more natural. The
method of generating the whole picture at once has been tried during this work, but
the results were not of good quality. However if a method is found that enables
one to generate the whole picture at once in high quality, this could solve some of
the problems with the images. One way that could enable this to work is to use
a very strong computer to train the GAN, so that the size of the input images will
not be a limiting factor. When looking at the generated images it can also be noted
that the density of cells in the images is not very high. This could be improved by
handling the distribution of the cells in a different manner. With the Dorogovtsev-
Goltsev-Mendes network that is currently used the only way to increase the number
of nodes is to use a higher generation. This higher generation would have way too
many cells for an image of this size. The image could be made smaller to have a
higher density of cells in the generation that is currently used, the problem that
would arise when increasing the density of the cells is that currently overlapping
cells are not handled. If a manner is found to handle overlapping cells then it would
be a lot easier to fit many cells into one image. The current network used would
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have quite a lot of overlapping cells when increasing the density, so another way to
increase the density without having to handle overlapping cells is to find a graph
that properly catches the distribution of the cells without having overlapping cells.
To improve the quality of the cells the best and most simple solution would be to
improve the number of input images to train the GAN. But even though this is a
simple solution, it is hard to acquire large sets of medical data for several reasons.
However the amount of input images used to train the GAN during this work were
extremely small with the amount of input images per category ranging between 5 and
44. Even increasing the set size of all categories to 100 could already improve the
quality of the generated cells, especially for the cell types that only had less than
ten input images. Another way that could possibly improve the training and produce
better cells, is using more traditional data augmentation techniques to have more
training data without increasing the size of the datasets. However, traditional data
augmentation techniques have already been used during this work and increasing
these might not lead to a substantial performance increase. Another thing that could
be done that has not been undertaken in this work, is training a CNN with and
without and using the synthetic generated data as data augmentation. The difference
in performance can be measured to determine if the GAN generated data can be
used to improve the performance of a CNN when classifying different types of blood
cells. If the CNN classifies the different blood cell types with high precision the best
performing model could be implemented in a piece of software that from a microscopic
image automatically segments the different blood cells and uses the model to classify
the type of the blood cell. If the GAN generated cell images are of high enough quality
to improve the performance of the CNN substantially this system that automatically
segments and classifies the different cells in a microscopic image could revolutionize
diagnosing haematological diseases and could drastically reduce the time needed for
experts per diagnoses.
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