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Abstract 

 

Remote sensing imagery combined with deep learning strategies is often regarded as an 

ideal solution for interpreting scenes and monitoring infrastructures with remarkable 

performance levels. Remote sensing experts have been actively using deep neural networks 

to solve object extraction tasks in high-resolution aerial imagery by means of supervised 

operations. However, the extraction operation is imperfect, due to the nature of remotely 

sensed images (noise, obstructions, etc.), the limitations of sensing resolution, or the 

occlusions often present in the scenes. 

The road network plays an important part in transportation and, nowadays, one of the main 

related challenges is keeping the existent cartographic support up to date. This task can be 

considered very challenging due to the complex nature of the geospatial object (continuous, 

with irregular geometry, and significant differences in width). We also need to take into 

account that secondary roads represent the largest part of the road transport network, but 

due to the absence of clearly defined edges, and the different spectral signatures of the 

materials used for pavement, monitoring, and mapping them represents a great effort for 

public administration, and their extraction is often omitted altogether.  

We believe that recent advancements in machine vision can enable a successful extraction 

of the road structures from high-resolution, remotely sensed imagery and a greater 

automation of the road mapping operation. In this PhD thesis, we leverage recent computer 

vision advances and propose a deep learning-based end-to-end solution, capable of 

efficiently extracting the surface area of roads at a large scale. The novel approach is based 

on a disjoint execution of three different image processing operations (recognition, semantic 

segmentation, and post-processing with conditional generative learning) within a common 

framework. We focused on improving the state-of-the-art results for each of the mentioned 

components, before incorporating the resulting models into the proposed solution 

architecture.  

For the recognition operation, we proposed two framework candidates based on 

convolutional neural networks to classify roads in openly available aerial orthoimages 

divided in tiles of 256×256 pixels, with a spatial resolution of 0.5 m. The frameworks are 

based on ensemble learning and transfer learning and combine weak classifiers to leverage 

the strengths of different state-of-the-art models that we heavily modified for 

computational efficiency. We evaluated their performance on unseen test data and 

compared the results with those obtained by the state-of-the-art convolutional neural 

networks trained for the same task, observing improvements in performance metrics of  

2-3%. 
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Secondly, we implemented hybrid semantic segmentation models (where the default 

backbones are replaced by neural network specialised in image segmentation) and trained 

them with high-resolution remote sensing imagery and their correspondent ground-truth 

masks. Our models achieved mean increases in performance metrics of 2.7-3.5%, when 

compared to the original state-of-the-art semantic segmentation architectures trained from 

scratch for the same task. The best-performing model was integrated on a web platform 

that handles the evaluation of large areas, the association of the semantic predictions with 

geographical coordinates, the conversion of the tiles’ format, and the generation of GeoTIFF 

results (compatible with geospatial databases).  

Thirdly, the road surface area extraction task is generally carried out via semantic 

segmentation over remotely sensed imagery—however, this supervised learning task can 

be considered very costly because it requires remote sensing images labelled at pixel level 

and the results are not always satisfactory (presence of discontinuities, overlooked 

connection points, or isolated road segments). We consider that unsupervised learning (not 

requiring labelled data) can be employed for post-processing the geometries of geospatial 

objects extracted via semantic segmentation. For this reason, we also approached the post-

processing of the road surface areas obtained with the best performing segmentation model 

to improve the initial segmentation predictions.  

In this line, we proposed two post-processing operations based on conditional generative 

learning for deep inpainting and image-to-image translation operations and trained the 

networks to learn the distribution of the road network present in official cartography, using 

a novel dataset covering representative areas of Spain. The first proposed conditional 

Generative Adversarial Network (cGAN) model was trained for deep inpainting operation 

and obtained improvements in performance metrics of maximum 1.3%. The second cGAN 

model was trained for image-to-image translation, is based on a popular model heavily 

modified for computational efficiency (a 92.4% decrease in the number of parameters in the 

generator network and a 61.3% decrease in the discriminator network), and achieved a 

maximum increase of 11.6% in performance metrics. We also conducted a qualitative 

comparison to visually assess the effectiveness of the generative operations and observed 

great improvements with respect to the initial semantic segmentation predictions.  

Lastly, we proposed an end-to-end processing strategy that combines image classification, 

semantic segmentation, and post-processing operations to extract containing road surface 

area extraction from high-resolution aerial orthophotography. The training of the model 

components was carried out on a large-scale dataset containing more than 537,500 tiles, 

covering approximately 20,800 km2 of the Spanish territory, manually tagged at pixel level. 

The consecutive execution of the resulting deep learning models delivered higher quality 

results when compared to state-of-the-art implementations trained for the same task. The 

versatility and flexibility of the solution given by the disjointed execution of the three 

separate sub-operations proved its effectiveness and economic efficiency and enables the 

integration of a web application that alleviates the manipulation of geospatial data, while 

allowing for an easy integration of future models and algorithms.  
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Resuming, applying the proposed models resulted from this PhD thesis translates to 

operations aimed to check if the latest existing aerial orthoimages contains the studied 

continuous geospatial element, to obtain an approximation of its surface area using 

supervised learning and to improve the initial segmentation results with post-processing 

methods based on conditional generative learning. The results obtained with the proposed 

end-to-end-solution presented in this PhD thesis improve the state-of-the-art in the field of 

road extraction with deep learning techniques and prove the appropriateness of applying 

the proposed extraction workflow for a more robust and more efficient extraction operation 

of the road transport network. We strongly believe that the processing strategy can be 

applied to enhance other similar extraction tasks of continuous geospatial elements (such 

as the mapping of riverbeds, or railroads), or serve as a base for developing additional 

extraction workflows of geospatial objects from remote sensing images.  
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Resumen 

 

Las imágenes de teledetección combinadas con estrategias de aprendizaje profundo suelen 

considerarse una solución ideal para interpretar escenas y monitorear infraestructuras con 

buenos niveles de rendimiento. Los expertos en teledetección han utilizado activamente 

redes neuronales profundas para resolver tareas de extracción de objetos en imágenes 

aéreas de alta resolución mediante aprendizaje supervisado. Sin embargo, la operación de 

extracción es imperfecta, debido a la naturaleza de las imágenes de teledetección (ruido, 

obstrucciones, etc.), a las limitaciones de la resolución de las imágenes o a las oclusiones 

presentes a menudo en las escenas. 

La red de carreteras desempeña un papel importante en el transporte y, en la actualidad, 

mantener actualizado el soporte cartográfico existente representa un gran reto para el 

estado, tarea que puede considerarse un gran desafío debido a la naturaleza compleja del 

objeto geoespacial (continuo, con geometría irregular y diferencias significativas de 

anchura). También hay que tener en cuenta que las carreteras secundarias representan la 

mayor parte de la red de transporte por carretera, pero debido a la ausencia de bordes 

claramente definidos, y a las diferentes firmas espectrales de los materiales utilizados para 

el pavimento, su seguimiento y cartografía representa un gran esfuerzo para la 

administración pública, y su actualización, a menudo, no se realiza.  

Consideramos que los recientes avances en visión artificial pueden permitir una extracción 

exitosa de las estructuras de las carreteras a partir de imágenes de alta resolución obtenidas 

por medios de teledetección y permiten una mayor automatización de la construcción de 

mapas de las carreteras. En esta tesis doctoral, aprovechamos los recientes avances en visión 

artificial y proponemos una solución integral basada en el aprendizaje profundo, capaz de 

extraer eficientemente la superficie de las carreteras a gran escala. La novedad de nuestro 

enfoque se basa en una ejecución disjunta de tres operaciones diferentes de procesamiento 

de imágenes (reconocimiento, segmentación semántica y postprocesamiento con 

aprendizaje generativo condicional) dentro de un marco común. Nos centraremos en 

mejorar los resultados del estado del arte para cada uno de los componentes mencionados, 

para después unificar los modelos resultantes en una arquitectura integrada.  

En la operación de reconocimiento, proponemos dos marcos candidatos basados en redes 

neuronales convolucionales para clasificar carreteras en ortoimágenes aéreas de libre acceso 

divididas en teselas de 256×256 píxeles, con una resolución espacial de 0,5 m. Los marcos 

se basan en conjuntos de modelos y transferencia de aprendizaje y combinan clasificadores 

débiles para aprovechar los puntos fuertes de diferentes modelos usados en el estado del 

arte. Estos modelos son además modificados para obtener una mayor eficiencia 
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computacional. Evaluamos el rendimiento de los marcos de reconocimiento en datos de 

prueba desconocidos por el sistema y comparamos los resultados con los obtenidos por las 

redes neuronales convolucionales del estado del arte entrenadas para la misma tarea, 

observando mejoras en las métricas de rendimiento del 2-3%. 

En segundo lugar, implementamos modelos híbridos de segmentación semántica (en los 

que las redes básicas (Ingles: «backbones») por defecto se sustituyen por redes neuronales 

especializadas en segmentación de imágenes) y los entrenamos con imágenes de 

teledetección de alta resolución y sus correspondientes máscaras con la realidad del terreno. 

Nuestros modelos lograron incrementos medios en las métricas de rendimiento de entre el 

2,7 y el 3,5%, en comparación con la última generación de arquitecturas de segmentación 

semántica entrenadas desde cero para la misma tarea. El modelo con mejores resultados se 

ha integrado en una plataforma web que se encarga de la evaluación de grandes extensiones 

de territorio, la asociación de las predicciones semánticas con coordenadas geográficas, la 

conversión del formato de los mosaicos, y la generación de resultados GeoTIFF 

(compatibles con bases de datos geoespaciales).  

En tercer lugar, la tarea de extracción de los pixeles correspondientes a las carreteras se 

realiza generalmente mediante segmentación semántica sobre imágenes de teledetección; 

sin embargo, realizar esta tarea con aprendizaje supervisado puede considerarse muy 

costoso porque requiere imágenes de teledetección etiquetadas a nivel de píxel y los 

resultados no siempre son satisfactorios (presencia de discontinuidades, puntos de 

conexión omitidos, o segmentos de carretera aislados). Consideramos que, para el 

postprocesamiento de las geometrías de los objetos geoespaciales extraídos mediante la 

segmentación semántica, se puede utilizar el aprendizaje no supervisado (que no requiere 

datos etiquetados). Por este motivo, también abordamos el postprocesamiento de las 

regiones de carreteras obtenidas con el modelo de segmentación de mejor rendimiento para 

mejorar la segmentación inicial.  

En esta línea, hemos propuesto dos operaciones de postprocesamiento basadas en el 

aprendizaje generativo condicional para operaciones de reconstrucción de imágenes 

(Ingles: «deep inpainting») y de traducción de imagen a imagen (Ingles: «image-to-image 

translation») y hemos entrenado las redes para aprender la distribución de la red de 

carreteras presente en la cartografía oficial, utilizando un novedoso conjunto de datos que 

cubre zonas representativas de España. El primer modelo generativo condicional con 

adversario propuesto fue entrenado para la operación de reconstrucción de imágenes 

(Ingles: «image inpainting») y obtuvo mejoras en las métricas de rendimiento de un máximo 

del 1,3%. El segundo modelo cGAN, fue entrenado para la traducción de imagen a imagen, 

y se basa en un modelo del estado del arte, modificado para la eficiencia computacional 

(una disminución del 92,4% en el número de parámetros en la red generadora y una 

disminución del 61,3% en la red discriminadora). Este modelo logró un aumento máximo 

del 11,6% en las métricas de rendimiento. También realizamos una comparación cualitativa 

para evaluar visualmente la eficacia de las operaciones generativas y observamos grandes 

mejoras con respecto a las predicciones iniciales de segmentación semántica.  
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Por último, hemos propuesto una estrategia de procesamiento integral que combina la 

clasificación de imágenes, la segmentación semántica y las operaciones de 

postprocesamiento para extraer las regiones correspondientes a carreteras a partir de la 

ortofotografía aérea de alta resolución. El entrenamiento de todos los modelos que la 

componen se llevó a cabo sobre un conjunto de datos que contenía más de 537.500 teselas, 

y cubría aproximadamente 20.800 km2 del territorio español, etiquetado manualmente a 

nivel de píxel. La ejecución consecutiva de los modelos de aprendizaje profundo resultantes 

ofreció resultados de mayor calidad que las implementaciones del estado del arte 

entrenadas para la misma tarea. La versatilidad y flexibilidad de la solución dada por la 

ejecución separada de las tres sub-operaciones demostró su eficacia y eficiencia económica 

y se integró en una aplicación web para facilitar la manipulación de datos geoespaciales, a 

la vez que permite una fácil integración de futuros modelos y algoritmos.  

Resumiendo, la aplicación de los modelos propuestos resultantes de esta tesis doctoral se 

traduce en operaciones de aprendizaje profundo aplicadas para comprobar si las últimas 

ortoimágenes aéreas existentes contienen el elemento geoespacial continuo estudiado, para 

obtener una aproximación de su superficie mediante el aprendizaje supervisado y para 

mejorar los resultados de la segmentación inicial con métodos de postprocesamiento 

basados en el aprendizaje generativo condicional. Los resultados obtenidos con la solución 

propuesta en esta tesis doctoral mejoran el estado del arte en el campo de la extracción de 

carreteras con técnicas de aprendizaje profundo y demuestran la idoneidad de aplicar el 

flujo de trabajo propuesto para una extracción más robusta y eficiente de la red de 

transporte por carretera. Creemos firmemente que esta estrategia de procesamiento puede 

aplicarse para mejorar otras tareas similares de extracción de elementos geoespaciales 

continuos (como la cartografía de cauces de ríos, o de vías férreas), o servir de base para 

desarrollar flujos de trabajo adicionales de extracción de objetos geoespaciales a partir de 

imágenes de teledetección.  

 

. 
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1. Introduction  

 

1.1 Background 

The Kingdom of Spain has a geographical extension of 505,990 km2 [1], a coastline length of 

8,944 km, administrative terrestrial borders of 1,214 km with Portugal, 623 km with France, 

64 km with Andorra, 18.5 km with Morocco, and 1.2 km with Gibraltar (United Kingdom) 

[2], and a population of 47,450,795 (as of 1st of January of 2020) [3]. According to statistics 

from the Ministry of Development (Spanish: “Ministerio de Fomento”) [4], the total mileage 

of the Spanish roads in 2019 was 655,322 km, of which 165,624 km (25%) were paved roads 

(including 17,021 km of routes of great capacity like highways). The rest of 499,698 km (75%) 

constituted the secondary road network (Spanish: “Red secundaria de carreteras”).  

The road transport network is dynamic and complex in nature, since roads are frequently 

repaired and built. The road detection and extraction has traditionally required multiple 

operators to manually identify the geospatial object in aerial images. Nowadays, keeping 

road cartography up to date is still a challenging task for public agencies, and the process 

of monitoring and updating the existing support is costly and time-consuming because of 

the very large areas that need to be considered. Furthermore, the relevant authority 

responsible for the management of public geographical information at the level of national 

Spanish territory, the National Geographic Institute [5] (Spanish: “Instituto Geográfico 

Nacional”, or IGN), periodically updates the existing cartographic support every two to 

three years, which further complicates the operation.  

Remote sensing (RS) imagery has been used by researchers in machine vision applications 

such as object identification [6], detection [7], or extraction [8], and change detection [9]. At 

the same time, machine learning (ML) techniques have become increasingly important in 

the paradigm shift toward data-intensive sciences, ML and deep learning (DL) proving to 

be extremely powerful tools for RS data analysis [10], [11]. Deep neural networks are 

currently experiencing a rapid development fuelled by big tech companies’ investment in 

research, by the support shown by tech communities (open source projects like TensorFlow 
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[12], or Keras [13]), and by the technological achievements in the area of Graphical 

Processing Units (GPUs), which enable a faster processing of large amounts of data. 

One of the most important ML techniques is the supervised learning—there is a vast 

literature on this topic using conventional supervised machine learning models [14], such 

as Decision tree [15] and Random Forest [16], or Support Vector Machines (SVMs) [17]. In 

recent years, DL algorithms based on complex Artificial Neural Networks (ANN) have 

emerged, achieving improved results in supervised learning tasks, while being also better 

suited for solving complex operations. For example, Hu et al. [18] trained a one-

dimensional neural network (NN) containing four hidden layers (a convolutional layer, a 

max-pooling layer, a fully connected (FC) layer, and the output layer) to directly classify 

hyperspectral images. DL algorithms also proved their usefulness in land use analysis tasks 

[19] in satellite imagery data [20], [21]; a task where a land cover class is assigned to every 

pixel of an image by means of supervised learning techniques. 

The second most important machine learning technique is unsupervised learning, where a 

model learns from data that has not been labelled, classified, or categorised – enabling this 

way a decrease in dependence on the existence of large, annotated collections of data. For 

example, Romero et al. [22] proposed an unsupervised convolutional network to learn 

spectral and spatial features of geospatial objects using sparse learning to estimate the 

network weights. Other ML techniques such as semi-supervised learning [23], [24], 

reinforcement learning [25], or meta-learning [26] demonstrated a rise in use and popularity 

in recent years.  

The advancements in machine vision started with the development of Convolutional 

Neural Network (CNN) architectures for image classification tasks, which subsequently 

incentivised the emergence of modern semantic segmentation techniques [27]. These DL 

operations greatly improved the extraction and detection of geospatial objects in high-

resolution (HR) imagery. However, RS experts have mostly focused on recognising and 

extracting objects with clearly defined limits, which are independent of the background like 

airplanes, buildings, ships, etc. (as detailed in in Chapter 4). What happens when we want 

to recognise and extract more complex, continuous geospatial objects like the road transport 

network?  

We believe that recent computer vision advances can enable a higher level of automation 

of the traditional object extraction approach and can help in achieving an efficient large-

scale recognition and extraction of road surface areas. However, we need to take into 

account the great complexity of this operation. Firstly, we also need to consider that using 

aerial imagery can be challenging because of the defects present in imagery (noise, 

occlusions, etc.) and the complexity of the ground scenes. Secondly, roads can be structured 

(clearly marked highways and city roads, or primary road network) or unstructured (the 

secondary road network), which further complicates their detection and extraction. In this 

respect, the secondary roads often present borders that are not clearly delimited (no 

markings) and can be easily confused with their surroundings, due to the absence of clearly 

defined edges or centrelines. Thirdly, roads have different spectral characteristics because 
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of the various kinds of material used (asphalt, cement, gravel, etc.) and are often covered 

by obstructions present in the scenes (e.g. dense vegetation). Fourthly, these structures are 

complex in nature, due to the differences in widths, and the large curvature changes, which 

can complicate the extraction of detailed information. In addition, imperfections in the 

ground-truth segmentation masks and particularities of the segmentation algorithms 

applied also influence the process. Various real scenes where some of these mentioned 

problems are present are illustrated in Figure 1.  

Figure 1. Examples of imperfections found in existent official road cartography:  

(a) impossibility to visually define road elements and their category, (b) errors caused by 

large curvature changes, (c) incomplete digitalisation of roads and subsequently, incorrect 

cartographic representations, (d) secondary roads are easily confused with their 

surroundings, (d), (e) incomplete road cartography, impossibility to decide which path is a 

road, (f) systematic inconsistencies in differentiating the road transport network as a 

continuous geospatial object.  

For these reasons, the recognition and extraction of the road network can be considered 

complicated. At the moment, at the national level, the road mapping operation is a 

challenging and time-consuming manual process, even with open access to HR, remotely 

sensed imagery. It is also important to mention that secondary roads are mostly dismissed, 

due to the considerable efforts required to digitalise them, although they may result as 

important in the short and medium term, considering the rise of autonomous cars. Thus, 

being able to obtain an accurate representation and distribution of the road transport 

network is a priority for government agencies, and DL algorithms can help in automatically 

monitoring and detecting changes in the road layout, and to provide the citizens with an 

up-to-date cartography.  

This PhD thesis is motivated by the need of defining and implementing new solutions 

based on deep machine learning operations that enable the automatization of cartography 

generation tasks and fuelled by the availability of open and high-quality, RS imagery. In 
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this research, we focus on extracting complex and continuous geospatial elements (more 

specifically, the road transport network) and propose a novel and functional end-to-end 

deep learning-based solution that can greatly help in reducing the role that humans have 

in cartography generation and updating tasks, while enabling a more flexible execution of 

the road extraction process.  

The solution we propose is based on image classification, image segmentation, and 

generative learning operations – the extraction of the road surface areas being reached by a 

disjoint execution of these three different tasks within a common platform. This approach 

enables the independent improvement of each individual subtask and allows for a dynamic 

increase in the quality of the results delivered and its flexibility enables to be continuously 

upgraded with the definition of new processing models. We will test the end-to-end 

solution at a large scale to verify its suitability in extracting the road network at the level of 

the whole national territory.  

1.2 Goal and Objectives 

This PhD thesis tackles the challenging task of automatic road detection and extraction from 

high-resolution aerial orthoimagery. The overall goal of this project is to build, design, 

implement, and validate a solution capable of learning the relationships between training 

and non-training inputs and the distribution of the road network in official cartography at 

a large scale. 

The proposed solution is based on the combination of recognition (attributing an image to 

a certain class), semantic segmentation (attributing every pixel in an image to a certain 

class), and post-processing with generative learning operations (improving the initial 

semantic segmentation predictions); the extraction of the road surface areas being reached 

by the successive execution of these three different tasks. A graphical abstract of this 

proposed processing procedure is presented in Figure 2.  

 
Figure 2. Graphical abstract of the proposed end-to-end road extraction solution. 
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State-of-the-art works dealing with the road extraction task are extensively discussed in 

Chapter 4, but none of the works studied seem to take our approach designed to balance 

among different DL operations. This approach presents various advantages. For example, 

it is known that semantic segmentation is computationally expensive [28], but we believe 

that a previous road classification subtask can make the segmentation operation more 

efficient by dismissing the images where no roads are present. Furthermore, the post-

processing of semantic segmentation results by means of unsupervised learning with 

generative learning is mostly an unexplored topic, although we believe it can offer higher 

quality results. We are confident that applying these suboperations specialised in the 

execution of a single task will greatly improve the efficiency of the overall process. 

Moreover, the versatility achieved will allow for an easier upgrade of the composing 

models and additional gains in performance. To the best of our knowledge, this is the first 

time a solution like this has been reported.  

We considered four starting hypotheses:  

Hypothesis#1: “It is possible to automatically recognise the road transport network in 

aerial orthoimagery using deep convolutional neural networks trained with supervised 

learning methods and improve upon state-of-the-art results by proposing a road 

classification framework based on new weak learner architectures (built considering their 

computational efficiency and trained using ensembling and transfer learning techniques).” 

Associated specific objectives arise from Hypothesis#1: 

Objective#1: Identify in the scientific literature the types of neural networks that 

provide the best results for similar tasks and study the architectural patterns 

(structural blocks and connection schemes) of the most popular ones. 

Objective#2: Build the dataset needed for the learning process by manually 

annotating high resolution aerial orthoimages divided in smaller tiles.  

Objective#3: Train the deep CNNs found in Objective#1 in an integrated cloud 

environment to study their capability in detecting the existence of the considered 

continuous geospatial object.  

Objective#4: Propose novel road recognition framework candidates based on 

model nesting techniques with new proposed convolutional neural network 

architectures trained using different learning techniques (transfer learning, 

hyperparameters tweaking, modifications in state-of-the-art architectures, etc.) as 

weak learners to improve the performance results obtained in Objective#3 by 

popular state-of-the art neural networks trained for the same task. 

Objective#5: Estimate, compare and classify the efficiency of the proposed road 

classification frameworks with post-training tests, with respect to the state of-the-

art convolutional neural networks found in Objective#1 and trained in 

Objective#3, review the results, and diffuse the findings. 
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Hypothesis#2: “It is possible to obtain a large-scale approximation of the road network’s 

surface area by using aerial orthoimagery with its corresponding growth-truth mask 

(tagged at pixel level) and supervised semantic segmentation techniques and improve upon 

state-of-the-art results by implementing hybrid semantic segmentation models (where the 

default backbone networks used in the encoder and decoder are replaced by neural 

networks specialised in extracting features) and training them with feature mapping 

techniques.” The associated specific objectives are: 

Objective#6: Identify in the scientific literature the types of neural networks that 

provide the best results for similar image segmentation tasks and study their 

structural schemes. 

Objective#7: Implement new hybrid semantic segmentation architectures based on 

the state-of-the-art models found in Objective#6 by replacing their default 

backbones with neural networks specialised in feature extraction and train them 

with feature mapping techniques on a dataset containing road representations and 

their correspondent segmented data in raster format, tagged at pixel level.  

Objective#8: Estimate, compare and classify the efficiency of the hybrid neural 

networks implemented in Objective#7 with respect to the state of-the-art NNs 

found in Objective#6 trained for the same road extraction task.  

Objective#9: Build a web-based system to extract the approximate linear 

geometries of the roads using the best-performing segmentation model identified 

in Objective#8 and implement the algorithm for joining predictions from nearby 

tiles.  

Objective#10: Study the quality of the road surface area predictions delivered by 

using the best-performing segmentation model identified in Objective#8 on larger, 

unseen test areas and diffuse the findings.  

Hypothesis#3: “It is possible improve the initial road surface areas predictions extracted 

with the best performing semantic segmentation networks identified in Objective#8 by 

proposing novel Generative Adversarial Network (GAN) architectures trained with 

conditional generative learning techniques for deep inpainting and image-to-image-

translation operations.” Associated specific objectives arise from Hypothesis#3: 

Objective#11: Identify in the scientific literature the types of neural networks 

specialised in conditional generative learning that provide the best results tasks and 

study their architectural patterns.  

Objective#12: Propose and train a novel conditional Generative Adversarial 

Network (cGAN) architecture for the deep inpainting operation (to fill gap artefacts, 

or missing road pixels, in the initial segmentation predictions), and train the 

proposed GAN architecture using unsupervised learning.  
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Objective#13: Propose and train a novel cGAN architecture for the image-to-image-

translation operation using unsupervised learning techniques (to learn the mapping 

between the domain of the initial segmentation predictions to the domain of road 

representations present in official cartography).  

Objective#14: Visually and metrically compare the results delivered by the 

proposed cGAN models with those obtained by state-of-the-art implementations 

trained for the same task on a common testing dataset and diffuse the findings. 

Hypothesis#4: “A novel approach for the extraction of the road surface areas based on deep 

learning models trained for the road recognition, semantic segmentation of road elements, 

and post-processing with conditional generative learning operations, can deliver improved 

results when compared to existing implementations applied for the same large-scale 

extraction task.” The associated specific objectives are: 

Objective#15: Identify in the scientific literature existent large-scale road extraction 

solutions, study their particularities, and propose a new processing methodology 

for a novel end-to-end road extraction solution based on the disjointed execution of 

road recognition, semantic segmentation of road elements, and post-processing 

with conditional generative learning sub-operations. 

Objective#16: Expand the dataset used to test Hypothesis#1, Hypothesis#2, and 

Hypothesis#3 with new areas of the Spanish territory by manually annotating high 

resolution aerial orthoimages divided in tiles of a smaller size, until covering a land 

area larger than 20,000 km2.  

Objective#17: Build an integrated environment and train the three deep learning 

components of the proposed solution for the road recognition, semantic 

segmentation of road surface areas, and post-processing with cGAN (based on 

findings resulted from testing Hypothesis#1, Hypothesis#2, and Hypothesis#3) on 

a large-scale using the dataset obtained in Deliverable#16.  

Objective#18: Build an integrated environment to test the proposed road extraction 

from aerial orthophotography approach and estimate and analyse the performance 

of the proposed end-to-end road extraction solution and compare the results to 

those obtained the other state of-the-art implementations trained for the same task, 

review the results, and diffuse the findings. 

To resume, the global objective is the proposal of an end-to-end deep learning-based 

solution to recognise and extract the road transport network elements from aerial 

orthoimagery and post-process the initial results with conditional generative learning 

techniques to improve their quality. We will evaluate the performance levels through 

appropriate ML metrics obtained on unseen data and analyse them with appropriate 

statistical methods to extrapolate the findings to the whole national territory. The resulting 

integrated environment will be able to provide the coordination of different processing 

subtasks and will enable a flexible execution of a large-scale road extraction task by 
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combining the road recognition, semantic segmentation of road surface areas, and 

postprocessing with conditional GAN trained for deep inpainting and image-to-image 

translations tasks in a single, unified approach.  

1.3 Originality and Utility of the Research 

The originality of the PhD thesis can be defended by its multi-disciplinarity (remote sensing 

and geomatics engineering, combined with state-of-the-art artificial intelligence, or AI). 

Secondly, we introduce an original approach to the extraction of the road transport 

network; its originality being tested and compared with existing state-of-the-art NNs. In 

doing so, we will conduct a thorough literature review to describe the state-of-the-art DL 

techniques applied to create road cartography (based on the extraction of the continuous 

geospatial object from aerial orthoimages).  

The objectives presented in Chapter 1.2 also forced us to adapt existing methodologies to 

correctly identify, select, process, and analyse our data, and to continuously improve upon 

state-of-the-art results in each of the subtask (recognition, semantic segmentation, and post-

processing). In this regard, most of the works related to the road surface area extraction task 

(approached in Chapter 4) are carried out via semantic segmentation over remotely sensed 

imagery. However, this supervised learning operation can be considered very costly 

because it requires remote sensing images labelled at pixel level and the results are not 

always satisfactory (the predictions often present discontinuities, overlooked connection 

points, or isolated road segments, as explained in Chapter 6.5). We believe that 

unsupervised learning can play an important role in the road surface area extraction, and 

we will explore its application for post-processing the geometries of the road segments 

extracted without the requirement of labelled data. 

In addition, the emphasis on a large-scale extraction of roads is novel, and providing new 

evidence in relation to the issue of cartography updating, as existing works discussed in 

Chapter 4 mainly focusing on small scenes and ideal scenarios. To the best of our 

knowledge, this is the first intent of a large-scale road extraction system integrated on a web 

platform designed to eliminate the need for computationally expensive attention 

procedures. This deep machine learning-based solution can successfully analyse large 

areas, predict whether each pixel of the input aerial imagery belongs to a road, overlap the 

predictions and post-process the initial results by means of conditional generative learning. 

The solution proposed in this project represents a complete and unitary workflow for road 

surface extraction and uses state-of-the-art DL capabilities without requiring massive data 

annotation efforts.  

From the economic point of view, this solution allows an automatization of the execution 

of cartography generation and updating activities in a dynamic way, and greatly reduces 

costs by adding productions systems that are interconnected and reducing the human 

factor to a minimum. Moreover, the proposed solution can play an important role in 

infrastructure monitoring, digital geospatial data integration and vehicle navigation, and 
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can result of great interest for companies, as it enables a great degree of exploitation of 

existing, openly available geographic support for a variety of extraction tasks related to 

continuous geospatial objects. By greatly reducing reliance on human participation in 

extracting the roads’ transport network from aerial imagery, while obtaining high efficiency 

levels, we can help state administration in reducing mapping costs and the citizens in 

having up-to-date cartography faster.  

1.4 Document Structure 

Chapter 1 is focused on presenting the novel processing design and approach, and a brief 

description of the proposed solution and the research goals and objectives. The remainder 

of this PhD thesis is organised as follows. 

The second chapter presents the methodology followed for testing the initial hypotheses 

stated in Chapter 1.2. Chapter 3 presents the theorical framework used in the investigation 

and focuses on presenting the machine learning techniques applied in this research. 

Chapter 4 describes works related to road recognition, extraction and post-processing using 

remotely sensed data and deep ML techniques and focuses on discussing the main 

drawbacks found in existing literature and on proposing possible solutions.  

Chapters 5, 6, 7, and 8 represent the main scientific contributions and follow a similar 

structure. The first subsection defines each task from a mathematical perspective and offers 

background on the training procedure of the proposed models. The second subsection 

describes the dataset used for solving the task. The next subsections introduce the proposed 

neural networks architectures and provide details of our proposed implementations. 

Afterwards, the experiments carried out are described and an analysis of the performance 

metrics is conducted (from a metrical and a non-numerical, qualitative perspective); an 

extensive discussion regarding the obtained results being presented in the end.  

In Chapter 9, we find details of the proposed end-to-end road extraction solution and its 

large-scale implementation, together with and a metrical and qualitative comparison of the 

results obtained by other state-of-the art approaches trained for the same extraction task. 

Lastly, the conclusions of the conducted research are drawn in Chapter 10 and the main 

contributions of the research process are briefly presented.  
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2. Methodology 

 

The PhD thesis applies experimental-deductive reasoning to test the hypotheses stated in 

Chapter 1.2. There is an overall goal related to the development of a complete, end-to-end, 

efficient deep learning-based solution capable of successfully extracting the road’s surface 

area from HR imagery at a large scale. This goal is reached by testing the four hypotheses 

related to the tasks of road recognition, road extraction from high-resolution aerial 

orthoimagery and post-processing of the initial road geometries obtained, and to the large-

scale implementation of the proposed extraction solution in an integrated environment 

(Chapter 5-9). 

The research procedure applied in this work mirrors the scientific methodology. It is 

objective, experimental, and developed with the aim of increasing knowledge in the field 

of deep learning and computer vision applied to objects extraction from remote sensing. 

The procedure was designed to follow the phases accepted by the scientifical community 

and contains four main phases [29]. These phases are followed throughout the investigation 

and implemented in each of the articles and are briefly presented in Figure 3. 

Figure 3. Phases of the proposed research plan. 

The preparatory phase arises from the necessity of being clear about the objectives and the 

variables used in the research. The actions carried out to complete this phase include the 

choosing of the topic, the design of the methodology (which will be adapted to the 
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transformation 
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•Obtaining 
results
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•Conclusions
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PhD thesis
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requirements of each experimental section), and the planning of the actions required. The 

preparatory phase is approached in the first two chapters of the PhD thesis. 

The second phase corresponds to the data collection task. This data or information to be 

collected is the means through which the hypotheses are tested, the research questions are 

answered and the objectives of the study originating from the research problem are 

achieved. Therefore, it is fundamental that the data is reliable (i.e. relevant, and sufficient), 

for which it is necessary to define appropriate sources and techniques for its collection. The 

collection operation has to be carried out using standardised procedures accepted by a 

scientific community. This phase is approached from a general perspective in Chapters 2.1-

2.4, and more specifically explained in each of the experimental chapters related to the 

dataset used (Chapters 5.2, 6.2, 7.2, 8.2, and 9.2). It is important to mention that we used 

only openly available geographic data issued by specialised public agencies in order to 

ensure traceability of the data, ensure adequate quality levels, and correctly test the 

hypotheses. 

The third phase is the analytical one, and includes tasks such as organising the data 

collected, the actual running of the experiments and the subsequent analysis. In our case, 

the data represented by the measurements of the variables needed to test the hypotheses 

are the pixel values of HR aerial orthoimages. This measured data will be processed and 

analysed with statistical methods to complete specific objectives (for example, assigning 

and estimating the accuracy of the classification operation). 

Lastly, the fourth phase is the informative phase and focuses on reaching the conclusions 

and writing and revising the informs.  

2.1 Design of the Research Approach 

According to its purpose, the research in this PhD thesis is directed, the solution being 

developed to solve problems found in current existing works related to road extraction task. 

The resolution of these problems is essential to succeed in the research raised.  

Secondly, it can be considered an applied and development research, its primary purpose 

being the development of novel ideas for the public interest in correctly extracting the road 

network from existing cartography for the short or medium term. We implement the 

proposed ideas through appropriate designs to improve current state-of-the-art operations 

and focus on launching the solution to a pilot scale.  

We apply the quantitative-deductive methodology to generalise our findings in relation to 

what we encounter in our sampled population. In the experimental process, we will deduce 

the theories from what we find in the study. Because we study causal relationships using 

the experimental methodology with the purpose of controlling the phenomena (network 

performance), the experimental process followed has to be sequential, objective and 

probative [30].  
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This investigation is experimental and takes a quantitative approach. We raise a delimited 

and concrete study problem about the phenomenon to formulate and demonstrate the 

associated hypotheses. In this approach, data collection is based on numerical 

measurements. In our case, the variables needed to study the proposed hypotheses and 

objectives are the pixel values of HR aerial orthoimagery. This data is used to estimate 

magnitudes of the neural networks’ performance or road extraction problems and needs to 

be representative.  

We process the data collected by applying standard processing techniques in order to 

establish possible training behaviour patterns of the NNs and test the proposed hypotheses. 

From the data processing aspect, we mainly focus on the observable and quantifiable 

aspects of the phenomena and apply a process consistent with the empirical methodology 

to obtain statistical evidence that supports our conclusions. 

We pursue a quality control of the performance levels obtained, and a quantification of the 

effects that different NN architectures, structures, and learning procedures have on the 

quality of the predictions. We want to study how the proposed modifications and deep 

learning solution improve the overall workflow when compared to traditional methods 

(optimisation, higher performance metrics, etc.). In the quantitative approach, the studies 

carried out have to be replicable, therefore, our study will need to follow a predictable and 

structured pattern. However, it is important to mention that some validation operations 

will have a qualitative emphasis; therefore, we will also apply the interpretative 

methodology to refine the research questions or reveal new questions in the interpretation 

process (for example, the perceptual validation of data and results).  

The stages of research process proposed in this PhD thesis are presented in Figure 4. 

  

Figure 4. Summary of the research process followed in this investigation. 
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First, we posed our research problem by defining the goal, which, as stated in Chapter 1.2, 

is the proposal of an end-to-end solution to correctly extract road surface areas from aerial 

orthoimagery and improve performance metrics found in other relevant state-of-the-art 

works.  

The second stage of the research will consist of building the theorical framework and 

identifying relevant bibliography in the field of DL for geospatial elements extraction and 

recognition in RS images. This stage corresponds to Chapters 3 and 4 of this document.  

Thirdly, we established three starting hypotheses that can be satisfactorily tested using 

previous studies and existing technological support. The corresponding research questions, 

hypothesis and objectives are presented in Chapter 1.2.  

The fourth stage of our research process is related to data collection. Regarding this task, 

critical decisions about the method were made before data was collected. We are dealing 

with different computer vision operations, but the variables used to study the objectives 

proposed are the pixel values of HR imagery in all cases. Similar to other existing works 

([31], [32]), we decided upon the use of existing openly available cartographic support 

issued by public administrations (namely, the PNOA and MTN50 products, described in 

Chapter 2.2.1), in order to ensure the adequate quality and metrological traceability needed 

for a correct testing of the theories (hypotheses) and to avoid a considerable tagging effort. 

Both products are georeferenced in European Terrestrial Reference System 1989 (ETRS89) 

(compatible with World Geodetic System 1984, WGS84) and Universal Transversal 

Mercator (UTM) projection in the correspondent zone. Although the collection technique is 

direct observation (using electronic and optical means), the obtention of information 

collection was secondary (obtained the required data using existing cartographic support; 

we did not obtain the imagery and vector data by ourselves). Because the data is the product 

of measurements, the studied variables are represented by numbers (quantities). 

Once the data sources were established, we began labelling the available data for training 

and testing the proposed neural networks. We obtained the corresponding datasets by 

visually comparing the aerial image to existing vectoral data and manually tagging each 

tile into specific categories. The number of samples was determined by the operational 

capacity of collection and analysis and evaluated, redefined, and readjusted throughout the 

study in order to select a representative sample of the object of the study. Being performed 

in a natural field situation allows the generalisation of the results to related situations. 

The fifth stage is focused on the proposal and training of new NN architectures. We pursue 

the development of new data processing models and workflows, leveraging novel 

techniques to improve upon the state-of-the-art results in the field. These proposed models 

and methodologies will used to test the proposed hypotheses and generalise the results 

obtained with a sample to the entire population universe (continuous geospatial elements 

in existing cartography) and will offer a simplified representation of the phenomenon and 

construct of the theory to confirm or reject the hypothesis. 
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In our case, the independent variable (pixel values of HR orthoimagery) is the centre of the 

experiment. We are dealing with quantitative and continuous variables (expressed 

numerically, which can take any real value within a range). The dependent variable is the 

result of this manipulation with the experimental design and can be expressed in 

performance metrics or graphical documentation. The information collected will then be 

processed for its respective description, analysis, and discussion (descriptive analysis of the 

variables). The training procedures and experiments are built to have the greatest control 

over the uncertainty and to minimise the error. Random uncertainty is inherent in the 

randomness of physical processes. In principle, it cannot be reduced, but it can be 

quantified through probability functions and propagation of uncertainties.  

In the sixth stage of the research process, we will analyse the data and results to draw 

conclusions about the hypotheses. The analytical stage is carried out throughout the 

research. Because our data is represented by quantities, we will first consider applying the 

quantitative approach, and then analyse several examples with a qualitative approach. This 

quantitative analysis has a descriptive component when we address the main 

characteristics of the data (capturing methods and checking the validity and 

representativeness of the starting data), a causal component, because we study the effect on 

the dependent variable when changing different architectural patterns, and a predictive 

component when we analyse unseen data with the trained models to obtain the road 

surface area predictions, generalising empirical evidence to hypothesis. 

In the research process, we need to confirm the suitability of the processing method by 

carrying out a statistical analysis of the results. Statistical methods will be applied to obtain 

the quality of the performance obtained (e.g. to assign and estimate the accuracy) in an 

attempt to generalise the results found in the selected representative sample to a larger 

population (extraction of road in the whole national territory). 

In addition, this analytical stage also has a qualitative approach. The graphical 

documentation obtained after processing the data is also examined by the researcher to 

develop a coherent theory to represent his observations (for example, a relation between 

scenes and the ratios of False Positives and False Negatives) or to visually assess the quality 

of the predictions by perceptually validation the graphic documentation delivered. In this 

case, a random sample is evaluated with the obtained models in order to identify extraction 

problems, or challenging scenarios that need improvements. The qualitative techniques are 

based more on inductive logic and processes, and require exploring and describing, and 

then generating theoretical perspectives.  

In the seventh stage, using deductive reasoning, we will derive the logical expressions from 

the testing of hypotheses, and will demonstrate if the theories proposed in Chapter 1.2 have 

been accepted or rejected based the obtained results. The last steps of the research process 

are the dissemination of the research results journals indexed in JCR (Journal Citation 

Reports) and national and international conferences and congresses. 

These phases and stages of the research process can be divided in research assignments and 

tasks for a more effective planning. 
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2.2 Planned Research Tasks 

As discussed in Chapter 2.1, the proposed investigation in this PhD thesis can be classified 

as technological, and standard methodologies will have to be adapted to consider 

engineering aspects specific to the work, as follows. 

2.2.1 Tasks related to Hypothesis#1 

To test Hypothesis#1, we will identify, train, and characterise the performance of the 

different types of neural networks in classifying the studied continuous geospatial element. 

We will also propose novel road classification framework candidates, based on various 

implemented weak learner architectures trained with ensembling and transfer learning 

techniques to improve upon the state-of-the-art results.  

To complete Objective#1, we will have to find in the specialised literature the most 

popular neural network architectures for pattern recognition in tasks of machine vision. 

The tasks will be:  

• Task#1: Bibliographic review and study of the underlying structural blocks.  

• Task#2: Estimate the applicability of the architectures found in Task#1.  

Deliverable#1 will be a review document with the state-of-the-art in the context of pattern 

detection in computer vision tasks. 

To achieve Objective#2, we will have to build the dataset required for training the 

CNNs selected in Objective#1 and the proposed classification frameworks. The tasks are:  

• Task#3: Define the data model.  

• Task#4: Label data using a platform based on Web Map Service (WMS). The 

labelling operation will be carried out by a specialist in photogrammetry.  

Deliverable#2 will be a dataset consisting of labelled tiles for the road recognition task. 

To complete Objective#3, we will have to set up a cloud computing environment 

and carry out the training of the architectures selected in Deliverable#1. The tasks will be: 

• Task#5: Configure the necessary drivers for GPU boards (NVidia), and install and 

study the most popular open-source deep learning libraries (TensorFlow [12], and 

Keras [13]). 

• Task#6: Obtain the training, validation, and testing subsets of data by applying the 

most common division rules in machine learning tasks.  

• Task#7: Train the neural networks selected in Objective#1 on the integrated 

environment (these operations may last several days) in order to obtain the 

performance metrics of the state-of-the-art implementations.  

Deliverable#3 will be the training operations in the form of road classification algorithms 

executed in the integrated environment.  
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For accomplishing Objective#4, we will have to propose road classification 

framework candidates based on the weak learners considered to improve the state-of-the-

art results in the road recognition operation by applying transfer learning and model 

nesting techniques. The tasks will be:  

• Task#8: Bibliographic review of current techniques for model nesting.  

• Task#9: Decide upon potential candidates for the two framework architectures by 

modifying the standard configurations of the networks selected in Objective#1. 

Also, train the resulting weak learners under different scenarios in order to identify 

how architectural variations affect their learning behaviour (these operations may 

last several days, depending on the setting parameters applied).  

Deliverable#4 will be road classification algorithms containing the proposed framework 

candidates and weak learners nested using boosting techniques. 

To complete Objective#5, we will identify the configurations that have obtained the 

best performance metrics in the road recognition task, and we will evaluate the 

generalisation ability of the convolutional neural networks and the proposed framework 

candidates (by evaluating their performance on unseen data). The tasks are:  

• Task#10: Estimate the performance of the configurations trained in Objective#3 

and the classification frameworks and weak learners proposed in Objective#4 

using performance metrics specific to the classification task (computed on the test 

generated in Objective#2). 

• Task#11: Compare the results obtained by the neural networks displaying a stable 

behaviour, select the optimal networks, and analyse and disseminate the results and 

findings. 

Deliverable#5 will be a scientific article to disseminate the findings, including the statistical 

analysis of the results obtained by each trained configuration, and details of the road 

recognition frameworks built to improve the performance results obtained by state-of-the-

art convolutional neural networks.  

2.2.2 Tasks related to Hypothesis#2 

To test Hypothesis#2, we will study and characterise the effectiveness of the implemented 

hybrid semantic segmentation models in extracting the geometries that represent the road 

transport network, and merge the results into a continuous geometry using a web platform 

especially built for this purpose. 

To complete Objective#6, we will identify the most popular algorithms used for 

image segmentation tasks. The tasks will be:  

• Task#12: Bibliographic review and study of the underlying structural blocks.  

• Task#13: Estimate the applicability of the segmentation algorithms found in 

Task#12.  

Deliverable#6 will be a document with a description of the state-of-the-art algorithms 

specialised in segmentation tasks with remote sensing data. 



 

17 

To approach Objective#7, we will design hybrid semantic segmentation algorithms 

based on the networks identified in Objective#6, and train them on the available data with 

feature mapping techniques. The tasks are:  

• Task#14: Adapt the dataset built in Objective#2 to include ground-truth road 

information, tagged at pixel level, and obtain the training and testing set (by 

applying the 80:20% data splitting criteria). 

• Task#15: Construct hybrid segmentation neural networks by modifying and 

merging state-of-the-art networks selected in Objective#6. Also, train the 

implemented neural networks to identify performance variations when applying 

feature mapping techniques and different architectural modifications in the 

encoders and decoders (this task can require a significant amount of time, 

depending on the complexity of the models).  

Deliverable#7 consist of the semantic segmentation algorithms built for the training 

operations. 

To complete Objective#8, we will classify the performance of hybrid configurations 

built for the road semantic segmentation task using specific image segmentation metrics, 

and compare the results with those obtained by state-of-the-art neural networks trained for 

the same purpose. The tasks are:  

• Task#16: Estimate the performance obtained by the hybrid configurations trained 

in Objective#7 on the test set (obtained in Task#14), using metrics specific to the 

image segmentation tasks. 

• Task#17: Compare the results obtained by the hybrid semantic segmentation 

networks that have shown a stable behaviour with the results obtained by state-of-

the-art networks (trained from the same task), and select the optimal networks.  

Deliverable#8 will be a document containing the statistical analysis of the results delivered 

by each configuration trained for the semantic segmentation of the road surface areas. 

To accomplish Objective#9, we will have to build a web platform to extract the 

approximate geometry of the roads and combine nearby geometry. The tasks will be:  

• Task#18: Define and implement the web platform architecture.  

• Task#19: Build an evaluation algorithm for extracting roads using the hybrid 

network identified in Objective#8, and merge the predictions from neighbouring 

256×256 tiles to form a larger and continuous extracted area. 

Deliverable#9 will be the web application architecture proposed for the large-scale 

extraction of roads, and the results of the semantic segmentation operation in form of 

GeoTIFF image files (a format capable of storing georeferenced information in raster files).  

To achieve Objective#10, we will have to select and evaluate a larger unseen area 

and assess the quality of the semantic segmentation operation. The tasks will be:  

• Task#20: Extract the road elements from a very large region (5×5 km) area using the 

web application built in Objective#9 and the best-performing model identified in 

Objective#8, and export the extracted road predictions. 
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• Task#21: Analyse and disseminate the results and findings.  

Deliverable#10 will be a scientific paper to disseminate the findings from testing 

Hypothesis#2, including details about the hybrid neural networks implemented for the 

semantic segmentation of the road surface areas, and the proposed road extraction web 

platform. 

2.2.3 Tasks related to Hypothesis#3 

To test Hypothesis#3, we will aim to improve the road surface area predictions obtained 

in Objective#8 using novel conditional Generative Adversarial Network architectures 

trained with unsupervised learning techniques for deep inpainting and image-to-image 

translation operations.  

To complete Objective#11, we will identify, and study GAN algorithms applied for 

similar processing tasks. The tasks will be:  

• Task#22: Bibliographic review and study of the underlying structural blocks and 

learning techniques specific to Generative Adversarial Networks.  

• Task#23: Estimate the applicability of the most popular algorithms found in 

Task#22 for deep inpainting and image-to-image translation operations.  

Deliverable#11 will be a document with the state-of-the-art and a description of the GAN 

algorithms applied to solving similar RS tasks. 

To approach Objective#12, we will propose new cGAN architectures based on 

networks identified in Objective#11 and train them together with popular cGAN models 

specialised in deep inpainting operations. The tasks are:  

• Task#24: Build the dataset containing the conditional information required for the 

cGAN training (based on the dataset created in Task#14), and the test dataset (by 

retraining the best performing semantic segmentation model identified in 

Objective#8, and storing its predictions in a lossless image format).  

• Task#25: Propose new cGAN architectures based on state-of-the-art networks 

selected in Objective#11, design the algorithms containing the proposed cGAN 

candidates, and create various deep inpainting training scenarios (to identify the 

how architectural variations affect the training behaviour of the proposed models).  

• Task#26: Train the models identified in Objective#11 and the cGAN candidates 

under the scenarios proposed in Task#25 on the dataset obtained in Task#24, using 

unsupervised learning techniques for the image deep inpainting task (these 

operations may require a significant amount of time).  

Deliverable#12 will be the training operations in the form of cGAN algorithms executed in 

the integrated deep inpainting environment.  

To approach Objective#13, we will propose new cGAN architectures based on the 

networks identified in Deliverable#11 and train them together with popular cGAN models 

specialised in image-to-image translation operations. The tasks are:  
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• Task#27: Propose new cGAN architectures for image-to-image translation by 

modifying state-of-the-art networks selected in Deliverable#11, create various 

training scenarios (to identify the how architectural variations affect the training 

behaviour of the proposed models), and design the algorithms containing the 

proposed models and training scenarios. 

• Task#28: Train the models identified in Objective#11 and the cGAN candidates 

proposed in Task#27 on the dataset obtained in Task#24 using unsupervised 

learning techniques for the image-to-image translation task (these operations may 

require a significant amount of time).  

Deliverable#13 will be the training algorithms for the cGAN proposed for image-to-image 

translation executed in the integrated environment.  

To accomplish Objective#14, we will evaluate the post-processing predictions 

delivered the conditional GANs trained in Objective#12 and Objective#13 on unseen data 

and review the results. The tasks will be:  

• Task#29: Design the algorithms for the post-processing operation and evaluate the 

cGAN networks trained in Objective#25 and Objective#28 on the same test set 

created in Task#24.  

• Task#30: Analyse and review the results using visual and metric criteria.  

• Task#31: Collaborate with international experts to enrich the results by conducting 

a research stay of at least three months at an international research institution 

relevant to the field of research of the PhD thesis, and diffuse the results and 

findings. 

Deliverable#14 will be one (or two) scientific articles to disseminate the findings from 

testing Hypothesis#3, including details of the proposed cGAN architectures for deep 

inpainting and image-to-image translation operations, and the results obtained during the 

research stay. 

2.2.4 Tasks related to Hypothesis#4 

To test Hypothesis#4, we will propose a novel end-to-end solution for the road extraction, 

obtain the components using the findings from testing Hypothesis#1, Hypothesis#2, and 

Hypothesis#3, implement the processing workflow on a very large scale, and characterise 

the performance of the proposed solution in extracting the studied continuous geospatial 

element (to verify if it improves upon results delivered by other state-of-the-art road 

extraction solutions).  

To complete Objective#15, we will identify, and study existent solutions proposed 

for the extraction of road elements from aerial images, and supported by the drawbacks 

found in existing specialised literature, we will propose a novel end-to-end road surface 

area extraction solution based on the best neural networks identified in Hypothesis#1, 

Hypothesis#2, and Hypothesis#3. The tasks will be:  
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Task#32: Bibliographic review and study of the existent road extraction solutions, 

to identify their strengths and disadvantages. 

Task#33: Propose a novel end-to-end road surface area extraction solution featuring 

deep learning components for the road recognition, semantic segmentation of road 

elements, and post-processing with conditional generative learning operations, and 

rigorously document it to ensure the repeatability.  

Deliverable#15 will be a document with the state-of-the-art and in-depth discussion of the 

advantages and disadvantages posed by current implementations for solving similar road 

extraction tasks, together with the proposed end-to-end road surface area extraction 

workflow.  

To approach Objective#16, we will build the large-scale dataset covering extended 

areas of the Spanish territory (needed for training the deep learning components of the 

proposed solution), by manually annotating high-resolution aerial orthoimages divided in 

smaller tiles (using the same tagging principles as in Task#4, Task#14, and Task#24). The 

assignments are:  

• Task#34: Manually label road data from aerial orthoimages from Spain, until 

covering a land area larger than 20,000 km2. The labelling operation will be carried 

out by a specialist in photogrammetry.  

• Task#35: Build the dataset required for the road classification, semantic 

segmentation of road surface areas, and post-processing with cGANs. Also, obtain 

the training, validation, and testing sets, by applying the 90:5:5% data splitting 

criteria.  

Deliverable#16 will be a dataset consisting of labelled tiles with the information required 

by the deep learning models trained for the three sub-operations considered. 

To accomplish Objective#17, we will implement the end-to-end solution proposed 

in Task#33 on the large-scale dataset obtained in Deliverable#16 to obtain improved model 

components by training them on diverse road data from extended areas. The tasks are:  

Task#36: Train convolutional neural networks on the large-scale dataset to classify 

road elements, while applying findings from testing Hypothesis#1 (these 

operations may last several days).  

Task#37: Train semantic segmentation models on the large-scale dataset built in 

Deliverable#16 to extract the road surfaces areas, while applying findings from 

testing Hypothesis#2 (these operations may last several days). 

Task#38: Train conditional generative adversarial networks on the large-scale 

dataset built in Deliverable#16 to post-process the initial road surfaces areas 

predictions, while applying findings from testing Hypothesis#3 (these operations 

may last several days).  

Deliverable#17 will be the training algorithms for the networks trained in Task#36, 

Task#37, and Task#38 for the three sub-operations considered, together with the best 

performing resulting models that will be used for the proof-of-concept pilot experiment. 
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To complete Objective#18, we will evaluate the predictions delivered the end-to-

end solution proposed in Task#33 on the validation and test sets from Deliverable#16, and 

perform a proof-of-concept experiment on a single, unseen, PNOA orthoimage covering a 

region of 29 × 19 km, review the results, and diffuse the findings. The tasks will be:  

• Task#39: Design the algorithms and the environments for correct application of the 

end-to-end road extraction task, implement the methodology using the best models 

from Task#36, Task#37, and Task#38, and compute the performance metrics on the 

validation and test sets from Deliverable#16. 

• Task#40: Perform a proof-of-concept experiment on a single, standard, unseen 

orthoimage of 29 × 19 km to qualitatively evaluate the advantages and challenges 

posed by the end-to-end solution proposed in Task#33, and compare the results 

with those delivered by other state-of-the-art road extraction solutions identified in 

Task#32. 

Deliverable#18 will be one scientific article to disseminate the findings from testing 

Hypothesis#4, including details of the end-to-end solution proposed to extract the road 

surface area (featuring deep learning components for the road recognition, semantic 

segmentation of road elements, and post-processing with conditional generative learning 

sub-operations), and the performance achieved when evaluating new, extended areas in 

orthoimage files. 

2.3 Chronogram of the research design 

In Table 1, we can find the relation between the proposed research tasks and the chapters 

where they were approached. A detailed chronogram of the proposed research tasks is 

presented in Table 2 to show the expected dedication time for different activities, 

chronologically sorted over the total three years allocated to the research. By adopting a 

plan, the time available for each activity or sequence of activities can be dynamically 

adjusted to align with the requirements and the execution of the research project.  
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Table 1: Relation between the proposed research tasks, objectives and hypotheses and the 

chapters of the document where they are addressed. 

Nº 

Hypothesis 

Nº Deliverable / 

Objective 

Research 

Activity 

Addressed in 

Chapter Nº 

#1 

#1 
Task#1 3.1, 3.2, 3.4 

Task#2 4.1, 4.2.1, 5.1 

#2 
Task#3 

5.2 
Task#4 

#3 

Task#5 

6.3 Task#6 

Task#7 

#4 
Task#8 3.5 

Task#9 5.3, 5.4 

#5 
Task#10 

5.5, 3.7.1 
Task#11 

#2 

#6 
Task#12 3.3, 3.4 

Task#13 4.2.2, 6.1 

#7 
Task#14 6.2 

Task#15 6.3 

#8 
Task#16 

6.4, 3.7.2 
Task#17 

#9 
Task#18 

6.5 
Task#19 

#10 
Task#20 

6.4, 6.5 
Task#21 

#3 

#11 
Task#22 3.6 

Task#23 4.2.3, 7.1, 8.1 

#12 

Task#24 7.2, 8.2 

Task#25 7.3 

Task#26 7.4 

#13 
Task#27 8.3 

Task#28 8.4 

#14 

Task#29 
7.4, 8.5 

Task#30 

Task#31 8.1 – 9.5 

#4 

#15 
Task#32 4.3, 4.1 

Task#33 9.1 

#16 
Task#34 

9.2.1 
Task#35 

#17 

Task#36 9.2.2 

Task#37 9.2.3 

Task#38 9.2.4 

#18 
Task#39 9.2.2 – 9.2.4 

Task#40 9.3 
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Table 2. Structure of the proposed research process and its corresponding chronogram. 

 Month 

 Task 

Year 1 (October 2018 - August 2019) Year 2 (September 2019 - August 2020) Year 3 (September 2020 - October 2021) 

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 

Task#1                                                                     

Task#2     #1                                                               

Task#3                                                                     

Task#4       #2                                                             

Task#5                                                                     

Task#6                                                                     

Task#7           #3                                                         

Task#8                                                                     

Task#9               #4                                                     

Task#10                                                                     

Task#11                #5   ← Hypothesis#1                                       

Task#12                                                                     

Task#13                   #6                                                 

Task#14                                                                     

Task#15                       #7                                             

Task#16                                                                     

Task#17                         #8                                           

Task#18                                                                     

Task#19                           #9                                         

Task#20                                                                     

Task#21                              #10  ← Hypothesis#2                           
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Table 2. (Continued). Structure of the proposed research process and its corresponding chronogram.  

Month  

 Task 

Year 1 (October 2018 - August 2019) Year 2 (September 2019 - August 2020) Year 3 (September 2020 - October 2021) 

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 

Task#22                                                                     

Task#23                                   #11                                 

Task#24                                                                     

Task#25                                                                     

Task#26                                         #12                           

Task#27                                                                     

Task#28                                               #13                     

Task#29                                                                     

Task#30                                                                     

Task#31                                                  #14   ← Hypothesis#3       

Task#32                                                                     

Task#33                                                         #15           

Task#34                                                                     

Task#35                                                           #16         

Task#36                                                                     

Task#37                                                                     

Task#38                                                               #17     

Task#39                                                                     

Task#40                                                    Hypothesis#4 →       #18 

 



 

25 

2.4 Means to be Used 

Research is costly [33]. This investigation was aligned with the publicly-financed Cartobot 

project [34]. This way, the research was supported by the interests of a public agency (IGN 

[5]). The materials and means to conduct the investigation were provided by the 

MERCATOR: Tecnologías de la GeoInformación y Sistemas Inteligentes research group [35], and 

Programa Propio UPM [36], linked to Universidad Politécnica de Madrid. However, it is 

important to note that the funders had no role in the design of the study; in the collection, 

analyses, or interpretation of data; in the writing of the PhD thesis, or in the decision to 

publish the results. 

2.4.1 Data I: High-Resolution Aerial Orthoimages 

Firstly, we used RS orthoimagery data from PNOA [37] (National Plan for Aerial 

Orthophotography, Spanish: “Plan Nacional de Ortofotografía Aérea”). This data was issued 

by state agencies and has a declared spatial resolution of 0.50 m (one pixel covers an area 

of 50×50 cm on the ground) and a planimetric RMSE ≤ 1 m.  

Regarding the factors affecting the data collection, the reliability, validity, and sources of 

errors were controlled at the greatest extent possible by its producer. There are three basic 

concepts in gathering useful information and valuable for an investigation: reliability, 

validity, and error. It is very important to make sure that the methods of gathering 

information are reliable. This means that a method measures the same every time it is used 

(the instrument is truly measuring what one believes one is measuring). According to 

information provided by the producer, the instruments were calibrated and working in 

accordance with the specifications offered by the producer, to eliminate systematic errors 

that can affect the quality of the results and ensure reliability. 

Random errors are difficult to control. However, other variables that may influence the 

study (e.g. time of measurements, atmospheric conditions of the environment in which data 

are taken) were taken into account in order to control some of the random errors that arise. 

For example, the photograms were acquired in optimal meteorological conditions (clear 

sky, with no clouds during specific hours and east-west orientation of the flight to minimise 

the errors caused by the sun). According to its producer, the imagery was posteriorly 

orthorectified to ensure matching between contiguous photograms, radiometrically 

corrected to make effective use of all the bits (homogeneous intensity and balanced 

histograms). Furthermore, topographic corrections using terrestrial coordinates of 

representative ground points measured with accurate GPS systems were applied. 

Considering the low flight altitude, the effect of the atmosphere conditions is considered 

negligible; therefore, no atmospheric corrections were applied. 
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2.4.2 Data II: Segmentation Masks 

Secondly, we used vector data of the latest National Topographic Map at a scale of 1:50,000 

update (Spanish: “Mapa Topográfico Nacional, escala 1:50.000” [38], or MTN50). According to 

its producer, IGN, this openly available product contains “cartographic symbolisation of 

multiple elements from the harmonised compilation of cartographic elements from 

different data sources: BTN50 (National Topographic Base 1:50,000), IGR-RT (Transport 

Network), SIOSE (Information System on Land Occupation of Spain, containing of land 

cover and uses), SIGLIM (Municipal Limit Lines) and MDT (Digital Land Model). The 

composition, in thematic layers, is governed by Law 14/2010, of July 5, on Geographic 

Information Infrastructures and Services in Spain (LISIGE), which transposed Directive 

2007/2/C into the Spanish legal system“ (Source: [38])—description, in Spanish, of 

MTN50).  

In our project, we only used road information related to the transport networks and 

infrastructures, selecting only roads elements such as highways, conventional roads, tracks, 

and paths. We used this data for the required tagging operation, to help in recognising 

existing roads in PNOA. During tagging, we applied the same zoom-level for data 

consistency reasons. We then used selected elements to generate the segmentation masks 

containing the correspondent geographic information by rasterising the tagged road vector 

files to create segmentation masks in image format, the resulting masks representing our 

training labels needed for the segmentation operation. 

2.4.3 Hardware 

As for the hardware, a high-end computer with a dedicated graphics card is required to 

train the neural network and process the data. The main server used for training was 

configured with a NVIDIA RTX 2060 GPU with 6 gigabytes (GB) of VRAM, mounted on a 

system with a 12-core Intel i7-8700 CPU and 16 GB of RAM. For processing and evaluation, 

we employed an Ubuntu server with four Nvidia Tesla V100 Graphical Processing Units 

(GPUs), 128 gigabytes of RAM, and an 80-core CPU clocked at 2.40 gigahertz (GHz) to 

parallelise the processing of the files containing the orthoimages, as well as 1.5 terabytes of 

Solid-State Drive (SSD) storage support for the temporary files. 

2.4.4 Software 

To ensure the repeatability of the experiments, only open-source software was used in the 

research process. An Ubuntu 18.04 Linux distribution [39] was set up on the server 

described above, with the latest version of Anaconda suite [40] (version 2019.03).  

For data processing, we used the following open source deep learning libraries for Python 

3.7.3 [41]: Keras [13], TensorFlow [12], “Segmentation Models” [42], and PyTorch [43], 

alongside their dependencies (CUDA [44], CuDNN [45], NumPy [46], matplotlib [47], 

OpenCV [48], scikit-learn [49], etc.). The software framework employed, and the versions 

of the libraries used will be specified in each corresponding chapter. 
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2.5 SWOT Analysis 

The SWOT analysis is a tool that helps analysing a situation in order to take appropriate 

decision. In a SWOT analysis, internal characteristics (Weaknesses and Strengths) and 

external ones (Threats and Opportunities) are mentioned in a square matrix [50]. The SWOT 

analysis corresponding to the PhD research process applied in this investigation can be 

found in Table 3.  

Table 3. SWOT analysis of the proposed research process. 

Strengths Weaknesses 

❖ The research is aligned with a publicly 

financed project where open-source software 

and data is used. 

❖ The proposed research process ensures 

security in collecting data from difficult areas. 

❖ The teams possess an adequate technical 

expertise. 

❖ This is a growing interest in the topic, but not 

much specialised literature published on the 

subject. 

❖ This research has the potential of enabling a 

faster generation of the road cartography. 

❖ The development of large-scale end-to-end 

object extraction solutions is still in early stages 

and existing road extraction methodologies 

need to be adapted and improved. 

❖ The training of complex neural networks 

requires computers with high-end 

specifications. 

Opportunities Threats 

❖ The AI market is rapidly growing. 

❖ We can find a great amount of technological 

innovation and development in the field 

(robust open-source DL libraries and more 

efficient and powerful GPUs). 

❖ There is a great chance for visibility in the 

scientific world.  

❖ The research has a lot of potential and many 

other possible areas of applications.  

❖ Failure to obtain the results (as human errors 

can cause delays even with good planning).  

❖ Other researchers investigating the idea.  

❖ More restrictive legal mark and AI-related 

laws are approved. 

❖ Not having access to the sufficient means of 

research. 

The key strengths and opportunities are related to the novelty of the research proposal, the 

recent advancements in the technological support, the alignment of the investigation with 

a publicly-financed project (Cartobot [34]), and the availability of open data and resources.  

We believe that threats and weaknesses impact can be minimised with a thorough planning 

of the investigation and a continuous training of the researchers involved. For example, 

although there are works tackling the road extraction task, they mostly focus on small and 

favourable study areas and it is highly unlikely that a large-scale road surface extraction 

operation is developed in the short term, and even less so following the approach proposed 

in Chapters 1 and 2. Additional threats can be reduced by regularly backing up the data, 

combined with regular revision meetings of the researchers involved.  
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3. Theoretical Framework 

 

In broad lines, this PhD thesis addresses several computer vision tasks applied to remote 

sensing imagery—we execute different image processing operations and DL techniques to 

achieve the results required to test the proposed hypotheses. This chapter is focused on 

defining a theoretical framework by describing popular ANN architectures and learning 

techniques, directly applicable to accomplish the objectives proposed in Chapter 1.2. 

3.1 Artificial Neural Networks Training 

Artificial neural networks are capable of processing very large amounts of data (Big Data), 

are resistant to noise, and represent a very active field of research. They proved to be 

suitable for complex tasks due to their high generalisation capacity, but their training 

requires considerable computing resources (GPU boards) and experience [51]. The DL 

model to be trained is selected based on the type of data available and its volume (the more 

training data we have, the better the resulting model will be, and intuitively, we will need 

a more complex ANN architecture to correctly process it), and on the task to be solved. 

The training operation generally begins with a pre-processing operation of data (in the case 

of images, it implies applying geometric and radiometric corrections, or noise reduction). 

During pre-processing, we also need to scale the input by means of normalisation 

(translation of values between 0 and 1), or standardisation (rescaling so that the mean of 

observed values is 0 and the standard deviation is 1). This step is followed by the actual 

processing of the data by means of the built ANN. During evaluation, the performance 

metrics are computed on unseen data to assess the performance of the resulting DL model. 

After training, the model will represent an abstraction of the data used—however, it is not 

possible to determine exactly what the neural network learned, and estimating a possible 

prediction error is also considered challenging [52]. 
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3.1.1 Loss Function 

ML and DL models learn by minimising a cost, or loss function that quantifies the error 

between the predicted and the expected values and present it as a single real number 

measuring the performance of the model for the given data. The neural network seeks to 

minimise the returned cost value (loss, or error)—the goal of the training is to find the 

optimal values of the model parameters (also called weights) for which the cost function 

returns the lowest possible number. Intuitively, the loss will be high when the model is not 

properly modelling the training data, and it will have a low value when the model is 

correctly modelling the training data. 

For example, in a simple linear regression task, 𝑦 = 𝑎0 + 𝑎1 × 𝑥, the mean-square error 

(MSE) is the cost function, and it measures the mean of the squared differences between the 

predicted �̂� and the actual 𝑦 (the mean of the residuals). In this case, the direction of the 

training is how the parameters 𝑎0 and 𝑎1 should be adjusted to further reduce the cost 

function. In each iteration, the model will learn better values for 𝑎0 and 𝑎1 until it finds the 

values that minimise the cost function. As the model iterates, it gradually converges toward 

a minimum where further parameter adjustments produce little or no change in loss. At 

this point, the model has optimised the weights in a way that minimises the cost function, 

and we consider that it has converged.  

3.1.2 Gradient Descent Algorithm 

The training procedure can be seen as an optimisation task—it is the process of finding the 

set of parameters that minimise the loss function. The cost function is generally minimised 

using the gradient descent algorithm and its derivatives [53], [54], an efficient optimisation 

algorithm based on backpropagation [55] that tries to find the minimum of a function. 

Backpropagation algorithms efficiently train ANNs by computing the gradients on the 

connections of the neural network with respect to a loss function (they compute the best 

direction along which to change the weight vector in order to optimise the loss—this 

direction is associated with the gradient of the loss function). The forward pass computes 

values from inputs to output and the backward pass performs the backpropagation, which 

starts at the end of the network and recursively applies the chain rule to compute the 

gradients all the way up to the inputs (the gradients can be imagined as flowing 

backwards).  

It is important to mention that input data is processed in batches (the batch size depends 

on the GPU memory available and the type of training data)—the model repeatedly 

evaluates the gradient for each batch of data. At the end of the epoch (when the network 

has processed the entire dataset), a parameter update in the direction of steepest descent is 

performed. DL models are generally trained for many epochs, the number of epochs 

depending on the data, the NN used, and the training behaviour displayed by it, and on 

the goal of the training task. Therefore, neural networks learn with a reiterative method, 

such as gradient descent, by descending gradients. It is also important to note that 

parameter updating requires setting an appropriate learning rate size. The learning rate 
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controls the size of the “steps” taken by each gradient application. If it is too big, the model 

may step over the minimum of the function (progress can be faster, but riskier) but if it is 

too small, the progress can be slow, and it will take a long time for the model to converge. 

The steps taken for training an ANN via gradient descent can be found in Table 4. 

Table 4. Pseudo-algorithm for training an artificial neural network via gradient descent. 

Step 

1. Random initialisation of the weights (or parameters). 

2. Multiplication of the weights by the neuron values and application of the 

activation function. 

3. Pass the entire available training data through the network once. 

4. Calculation of the cost function. 

5. Adjustment and update of weights. 

6. Repeat 1-5 until the cost function reaches the minimum (via backpropagation). 

In supervised learning tasks, we know the relationship between 𝑋 (the input variables) and 

𝑦 (the dependent variable). The model will learn the relationship between 𝑋 and 𝑦 by 

iteratively correcting the parameters in response to the cost value. The gradient descent will 

allow the model to learn the gradient, or the direction it should take in order to reduce 

errors (by calculating the differences between the actual 𝑦 and the predicted �̂� – as 

illustrated in Figure 5). 

 
Figure 5. Simplification of the training via gradient descent of an artificial neural network (a 

neuron’s view). 
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3.1.3 Activation Function 

As found in Figure 5, a neuron has two components: the mathematical operations applied 

to the input (e.g. a weighted summation), and the activation function at the end of the 

neuron. The activation function is used to help ANNs learn complex patterns in the data 

and decides what is to be passed to the neurons from the next layer [56]. Four of the most 

widely used activation functions can be found in Figure 6.  

 
Figure 6. Representation of the most popular activation functions used in neural networks 

training. 

The threshold represents the “cut-off” value of the activation function—the neuron only 

“fires” when the input is above the value selected. In the example from Figure 6-1, where 

the threshold is set to 0, anything below 0 will return a “0” output, and anything above (or 

equal to 0) will take a “1” output. 

The sigmoid function [57] is mostly used in the output layer of binary classification tasks 

and converts any continuous value into an output within the range [0,1], so that it becomes 

a probability. 

Tanh (or hyperbolic tangent) function ranges between -1 and 1 and is used because, due to 

its symmetry in relation to 0, it is less prone to saturation when compared to the sigmoid 

function. 

Lately, other non-linear functions, such as the Rectified Linear Unit (ReLU) [58], have 

emerged. ReLU is computationally inexpensive compared to sigmoid or Tanh and became 

the default function for hidden NN layers. However, it can lead to neuron death, which is 

why more recent iterations such as Leaky ReLU [59] and PReLU [60] were proposed. 
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3.1.4 Estimating and Avoiding Overfitting and Underfitting 

Two possible scenarios may arise during training: underfitting or overfitting. Underfitting 

occurs when a model is not complex enough to capture the predictive power of the data on 

which it was trained—it will result in a model that does not perform well on the training 

set. If this behaviour is observed, we can reduce its effect by increasing the model’s 

complexity, the number of epochs (and subsequently, the training time), or the number of 

features taken into account in training. 

However, the main NN training challenge is controlling the overlearning or overfitting. 

This behaviour is encountered when the learning algorithm “memorises” the existing noise 

in the data on which the model is trained. The result will be a model with a low 

generalisation capacity that works very well on the training set but is unable to correctly 

predict new data.  

One of the most widely used techniques to estimate the overfitting is the division of data in 

training, validation, and test sets by applying a data split operation. The split ratio depends 

on the amount of data available and can be arbitrarily selected depending on the training 

task. For example, in a machine vision task where a medium-sized dataset of 10,000 images 

is available, we can apply an 80:10:10% split. A larger dataset (e.g. 50,000 available images) 

can be divided with a 90:5:5% split. In the case of very large datasets, we can validate and 

test on a small portion of the data, and use the rest for training (e.g. in a computer vision 

task where we have 10.1 million images available, we can use 10 million for training, 50,000 

for validation, and 50,000 for testing). Other popular techniques to estimate overfitting 

include the cross-validation operations, or regularization operations, where penalties are 

added to the adjusted loss function (e.g. Lasso (L1) regularization and Ridge (L2) 

regularization [61]). 

A popular way of reducing the overfitting is by increasing the size of the dataset or by 

simplifying the model—to reduce the complexity of the model, we can simply remove 

layers or reduce the number of neurons in layers. Another technique is the application of 

batch normalisation to standardise and normalise the information coming from a previous 

layer—by applying an internal covariate shift, it induces a more predictive and stable 

behaviour of the gradients. 

We can also reduce overfitting by adding dropout layers. In this case, we will choose a ratio 

of NN units that we randomly turn off during training in each iteration, to avoid that 

neurons develop co-adaptations among themselves. For example, a dropout ratio of 0.5 

between the FC layers of the classifier will mean that 50% of the classifier’s neurons will be 

randomly switched off in each epoch. This allows the neurons to independently develop 

meaningful features. 

Another recommended method for controlling overfitting is data augmentation. This 

technique will increase the diversity of the training data by introducing variability without 

the need of collecting new data (we artificially augment the size of the dataset, to expose 

the model to more aspects of the data). Some of the popular image augmentation techniques 
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are flipping, rations, panning, cropping, scaling of images, changes in image brightness or 

contrast, and adding noise. 

A different form of reducing the overfitting is by “early-stopping” the training. In this case, 

stop rules will be defined to help ending the training before the model begins to overfit. 

Some examples are defining rules for reducing the learning rate when the network is no 

longer learning, stopping the training when the result in the validation set has not 

improved in the most recent 10 epochs, or stopping the training when the model reaches a 

specific metric of performance. 

3.2 Convolutional Neural Networks (CNNs) 

The CNNs are DL models widely used in image classification tasks. They are trained with 

supervised learning techniques (require data tagged with an attribute) to learn a mapping 

function to the labelled data distribution and correctly predict a class label when given new 

input variables [62]. CNNs are made up of neurons that have learnable weights and biases 

and encode three important architectural features, being specifically designed to receive 

images as inputs and process them through a series of hidden layers [63].  

Firstly, they feature shared weights. By forcing the neurons of one layer to share weights, 

the forward pass becomes the equivalent of convolving a filter over the image to produce a 

new image. This convolution operation is conducted via convolutional layers, where 

proximal units share their weights and neurons from the next convolutional layer receive 

their input from multiple units from the previous layer. As a consequence, the training of 

CNNs becomes the task of learning filters (deciding the features to look for in the data). 

Secondly, they feature local connectivity. In CNNs, the neurons in one layer are only 

connected to neurons in the next layer that are spatially close to them, due to a smaller 

kernel size. This way, they are able to consider context information, necessary in computer 

vision tasks where the relationship between two close pixels is probably more significant 

than the relationship between two distant pixels. As a result, the number of units in the 

network are greatly reduced—and having fewer parameters to learn lowers the chances of 

overfitting (a CNN model is less complex when compared to a fully-connected ANN). 

Thirdly, pooling [64] and Rectified Linear Unit (ReLU) [58] non-linearities increase the 

model's expressive power and allow the networks to learn representations. For example, 

considering a block of input data, max-polling layers will simply pass on the maximum 

value and will reduce the size of the network and lower the computational needs; ReLU 

function will take one input, 𝑥, and return the maximum of {0, 𝑥}. 

From the architectural point of view, a CNN is a stack of convolutional, pooling, and FC 

layers. In general, a CNN has to learn to predict the expected output from sets of images 

labelled with a single category. The training involves defining a score function that maps 

the raw pixels of an image to confidence scores for each class (class scores) and a loss 
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function that measures the quality of a set of parameters based on how well the scores agree 

with the labels in the training data. The classifier computes the score of a class across all 

three of its colour channels—as a result, the layers of a CNN have neurons arranged in three 

dimensions.  

Developments in CNNs were stimulated by the ImageNet Large Scale Visual Recognition 

Challenge (ILSVRC) [65] – a popular competition where the goal is to train a model that can 

correctly classify an input image one of the 1,000 separate object categories. In ILSVRC, 

models are trained on approximately 1.1 million images, 50,000 images being used for 

validation, and 100,000 for testing. Next, we will present some of the most important CNN 

architectures for image classification tasks (the ones that obtained the highest scores at 

ILSVRC). 

3.2.1 AlexNet 

In 2012, AlexNet [66] outperformed all prior competitors and won the challenge by a 11.7% 

margin. The proposed architecture (presented in Figure 7) is composed of five 

convolutional layers (some of which are followed by max-pooling layers with kernels of 

3×3) and three FC layers.  

The neural network uses ReLU (given by 𝑓(𝑥) =  𝑚𝑎𝑥(0, 𝑥)) for the non-linear part (instead 

of a Tanh or Sigmoid function, which present the problem of vanishing gradients) and 

convolutes over the input image tensors with kernel varying in size from 11×11 in the first 

convolutional layer, to 5×5 in the second convolutional layer, to 3×3 in third, fourth and 

fifth convolutional layers. AlexNet also reduced the overfitting by adding Dropout layers 

after every FC layer to avoid that neurons develop co-adaptations among themselves.  

 

Figure 7. A schematic representation of the AlexNet architecture. 

3.2.2 VGGNet 

VGGNet [67] (described in Figure 8) is the runner-up of the ILSVRC 2014 competition. The 

architecture consists of 16 hidden layers, and is similar to AlexNet but replaces large-sized 

convolutional filters with multiple 3×3 filters, and sets the kernel size of the max-pooling 

layers at 2×2. Furthermore, it adds 4096 units in each of the three FC layers found in the 

classifier part. This results in a significant increase in computational needs when compared 

to AlexNet, VGGNet featuring 138 million trainable parameters.  
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Figure 8. A schematic representation of the VGGNet architecture. 

3.2.3 GoogLeNet (Inception-V1) 

GoogLeNet [68], or Inception-V1, is the winner of ILSVRC 2014 and was built around the 

idea that most of the activations in a deep NN are either unnecessary (values of 0) or 

redundant (because of correlations between them).  

GoogLeNet introduced a learning structure called the Inception module (found in Figure 

9), which approximates a sparse CNN with a dense construction. The CNN has nine such 

Inception modules stacked linearly.  

 

Figure 9. A schematic representation of the Inception module. 

Furthermore, the FC layers at the end were replaced with Global Average Pooling (GAP) 

[69] layers, drastically reducing the total number of parameters and the computational 

requirements for training. This architecture (with a depth of 27 layers, including the pooling 

layers) was iteratively improved over the following years. 

3.2.3.1 Inception-v3 

Inception-v2 and Inception-v3 [70] were presented in 2015 and proposed a number of 

upgrades to increase the accuracy and reduce the computational complexity. Inception-v2 

introduced the factorisation of traditional 7×7 convolutions into three smaller 3×3 

convolutions, while Inception-v3 (Figure 10) added Batch Normalisation (BN) [71], in 

which the FC layer is also normalised, not just the convolutions. BN reduces the amount by 

what the hidden unit values shift around and allows each layer of the network to learn by 

itself with a higher degree of independency.  



 

36 

 

Figure 10. A schematic representation of the Inception-v3 architecture. 

 

3.2.3.2 Xception 

In 2017, Chollet (the creator and chief maintainer of Keras [13]) introduced Xception [72] as 

an extension of the Inception architecture. Here, the standard Inception modules are 

replaced with depth-wise separable convolutions. This model slightly outperformed 

Inception-v3 in ILSVRC 2016. 

3.2.4 Residual Learning – ResNet 

In 2016, Hu et al. developed ResNet [73]. The architecture introduced the concept of 

Residual Learning by constructing a network through blocks called Residual modules 

(shown in Figure 11). These blocks enable the gradient flow through shortcuts added to 

main path and address the degradation problem (where adding more layers leads to a 

lower training accuracy) observed when training deep neural networks. The intuition 

behind is that having many layers in a network can lead to optimisation problems, because 

of the parameter space size, and adding residual connections will enable a successful 

training of very deep networks. 
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Figure 11. An example of Residual Block. 

3.2.4.1 Inception-ResNet 

A hybrid Inception-ResNet architecture [74] was introduced in 2017 by Szegedy et al., 

together with the fourth iteration of Inception (Inception-v4). Here, the authors focused on 

making the modules more uniform and simplifying some of them, while adding Residual 

blocks (presented above). A compressed representation of Inception-ResNet can be found 

in Figure 12. This architecture obtained the highest score at ILSVRC 2016.  

  

Figure 12. A compressed representation of the Inception-ResNet architecture. 
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A comparison between the architectural complexity of the CNNs mentioned in Chapter 3.2 

can be found in Table 5. It is worth noting that these networks may quickly become 

outdated, given the current rate of advancement in the field, but their structural 

components can be reused to build more advanced architectures.  

Table 5. A comparison of the CNN architectures described in Chapter 3.2.  

Network 
Top-1 Accuracy 

(%) 
Nº of Parameters 

 (millions) 
Depth  

(hidden layers) 
Year 

AlexNet [66]   57.0 54 8 2012 

VGGNet (VGG-16) [67] 71.3 138 16 2014 

GoogLeNet [68] 68.9 6.8 22 2014 

Inception-v3 [70] 78.2 23.6 48 2015 

Xception [72] 79 22.8 71  2016 

ResNet (ResNet-50) [73] 79.3 23 50 2015 

Inception-ResNet-v2 [74] 80.3 54.3 164  2017 

3.3 Semantic Segmentation 

In the past, image segmentation techniques were less efficient and included algorithms of 

thresholding (which evaluated pixels to isolate objects, distinguishing between lighter and 

darker pixels)[75], edge detection (sharp changes in brightness) [76] or k-means clustering 

(identifying groups in the data) [77]. Other approaches [78] involved relying on Conditional 

Random Fields (CRFs) to model the relationship between pixels and iteratively refine the 

results to return a structured prediction. 

The emergence of modern semantic segmentation was fuelled by the success of the CNNs 

architectures presented in Chapter 3.2. Their high capacity of solving complex computer 

vision tasks incentivised a wave of promising research in the remote sensing community. 

For example, the land use analysis task, an important remote sensing application where a 

land cover class is assigned to every pixel of an image, started to be carried out by means 

of semantic segmentation.  

One of the first techniques developed to move from classification (predict the probability 

scores) to semantic segmentation (predict the pixel labels) was the use of superpixels 

(groups of connected pixels with similar colours or grey levels). Superpixel segmentation 

meant dividing an image into hundreds of non-overlapping superpixels and do 

classification on these superpixels, and allowing the computation of more meaningful 

features while reducing the size of the input entities [79]. Another important step in moving 

from classification to semantic segmentation was the development of Fully Convolutional 

Networks (FCNs).  
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3.3.1 Fully Convolutional Networks (FCNs) 

FCNs [80] are designed to take as input an size image of arbitrary size ℎ × 𝑤 × 𝑑 (where 

ℎ and 𝑤 are spatial dimensions, and 𝑑 is the depth or dimension of channels) and output a 

segmented image with the same ℎ × 𝑤 size by replacing the fully connected layers of 

popular CNN architectures (AlexNet, VGG16, GoogLeNet—described in Chapter 3.2) with 

convolutional layers. FCNs are trained using a pixel-wise loss and introduce transposed 

convolutions to resize the image to the input dimensions by making use of the feature maps 

produced by the CNNs (open-source code implementations of FCN can be found at [81]). 

A simplified representation of this segmentation architecture can be seen in Figure 13. 

 

Figure 13. Simplified representation of the FCN architecture for image segmentation.  

FCN-8 variant reached a 0.62 mean IoU score (Intersection over Union score, or Jaccard 

Index, explained in Chapter 3.6.2) on the 2012 PASCAL VOC (Visual Object Classes) 

Segmentation Challenge [82] using models pre-trained on the 2012 edition of ILSVRC [65]. 

The architecture presented by Noh et al. in [83] is based on VGGNet (which acts as a 

backbone network) and is composed of two linked parts: a convolutional part, which 

processes the input (e.g. an object’s bounding box) to generate a vector of features, and 

a “deconvolutional” part, which takes the vector of features as input to generate a map with 

the probabilities of belonging to a class for each pixel. This “deconvolution” step associates 

a single input to multiple feature maps and uses “unpooling” to expand feature maps while 

keeping the information location in the resulting maps. In the end, these maps are 

concatenated to obtain the fully segmented image. The network obtained a 73% mean IoU 

on the 2012 PASCAL VOC segmentation.  

State-of-the-art models are focusing on a better understanding of the local context by 

linking different parts of the input image in order to improve the segmentation operation 

predictions and learn relations between the objects. 
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3.3.2 U-Net 

Recent DL-based segmentation architectures are generally composed of two linked parts: a 

convolutional part (or encoder), which downsamples the input image using convolutional 

and ReLU layers [58] to generate a vector of features, and an upconvolutional part (or 

decoder), which uses transposed convolutions to expand the feature maps to match the 

input size while keeping the information location in the resulting maps. The upsampling 

part takes the vector of features as input and generates a map with the probabilities of 

belonging to a class for each pixel.  

One example of such architecture is U-Net [84], introduced as an extension of FCN for 

medical images (where very little training data is available – the authors used a dataset with 

30 images and applied data augmentation for training). Compared to FCN, U-net is 

symmetric. A simplified representation of U-Net can be found in Figure 14. 

 

Figure 14. Simplified representation of the Encoder–Decoder Structure present in U-Net. 

Note: The encoder downsamples the input image using convolutional layers, while the 

decoder part upsamples the representation from the bottleneck to the original input size 

using transposed convolutions and enriches it using the skip connections. 

The architecture starts with a downsampling path to compute features (an FCN-like 

network extracting features using convolutions of size 3×3 followed by a Rectified Linear 

Unit (ReLU) and a max-pooling operation over a 2×2 kernel), and continues with a 

bottleneck, where a lower dimensional representation is given to the input. The upsampling 

path uses feature maps to spatially localise patterns and skip connections between the two 

paths as an intent to provide local information and transfer information. 

Each downsampling stage increases the number of feature channels by a factor of 2, while 

the expansive stages include upsampling to increase their height and width, followed by 

upconvolution of size 2×2 to half the number of feature channels. The final layer (a 1×1 

convolution) maps the feature vectors to the required number of classes, this way 

categorising each pixel of the input image to generate a segmentation map. 
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This pattern requiring the downsampling of an image using convolutional and ReLU 

layers, and then upsample the output to match the input size is common in semantic 

segmentation networks. 

3.3.3 LinkNet 

U-Net received widespread interest in the scientific community and was extended in recent 

works. For example, the LinkNet [85] architecture uses the same U-shape structure, but 

replaces the convolutions in each of the encoder and decoder steps with Residual blocks 

(described in Chapter 3.2.4), and uses the addition operations in the skip connections, 

instead of the concatenation operation from U-Net. 

3.3.4 Feature Pyramid Network (FPN) 

Another popular architecture based on U-Net is the Feature Pyramid Network (FPN) [86], 

which starts with a bottom-up pathway that processes and downsamples the input image 

with convolutional and pooling layers. The outputs of each stage’s last layer are then fed 

into the pyramid level, the features learned being used to enhance the feature maps in the 

top-down pathway where feature maps are upsampled using unpooling operations. By 

using lateral connections to join low-resolution and high-resolution features, this 

architecture allows the detection of objects at multiple scales. 

3.3.5 Other Segmentation Architectures 

Pyramid Scene Parsing Network (PSPNet) [87] was developed to better learn the global 

context of a scene. Here, patterns are extracted from the input image using a feature 

extractor (ResNet with a dilated network strategy [88]). The feature maps are then fed to 

a Pyramid Pooling Module, which distinguishes patterns at different scales, each level of 

the pyramid analysing different sub-regions of the image. This architecture reached an 

85.4% mean IoU score on the 2012 PASCAL VOC segmentation challenge [89]. 

DeepLab [90] introduced atrous convolutions that enable a more effective enlargement of 

the field of view of filters, resulting in feature maps computed at a higher sampling rate 

without increasing the number of parameters, or the amount of computation. DeepLabv3+ 

variant archived a mean IoU score of 89.0% on 2012 PASCAL VOC segmentation challenge.  

Other image segmentation architectures such as R-CNN [91], SPP-net [92], Fast R-CNN [93], 

Faster R-CNN [94] or YOLO [95] are designed for object detection (predict bounding boxes) 

and instance segmentation (individual objects) tasks, and compute a binary mask for an 

object for a predicted class instead of classifying each pixel into a category. 

Recently, hybrid networks such as Path Aggregation Network (PANet) [96] based on Mask 

R-CNN [97] and FPN were implemented to enhance the propagation of information. Here, 
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the feature extractor of the network uses an FPN architecture with a new augmented 

bottom-up pathway to improve the propagation of low-layer features. 

It is also worth mentioning that recent semantic segmentation works focus on studying the 

correlation from neighbouring pixels using conditional random fields [98] (CRFs) applied 

as a post-processing step or by taking the structured approach [99] (where the conditional 

independence assumption of neighbouring labels is relaxed, allowing the model to use 

maximum likelihood estimation (MLE) to estimate the model parameters) or by 

introducing an adjacency dependency module (ADM) to calculate the impact of a pixel in 

different directions and use it to classify the pixel [100]. 

3.3.6 Segmentation Backbones 

The backbone (feature extracting) networks also have evolved to improve the efficiency of 

semantic segmentation. Moving away from using standard CNN architectures like 

VGGNet [67] or Inception-V3 [70] as backbone networks, new architectures specialised in 

image segmentation have emerged.  

One such example is MobileNetV2 [101], which obtains high computational efficiency by 

inserting linear bottleneck layers encoded by bottleneck inputs into the convolutional 

blocks. Another example is EfficientNet [102], where the authors focused on proposing a 

model scaling method and shows that balancing a network’s depth, width, and resolution 

can lead to great improvements in performance. A novel feature-extracting network is 

SEResNeXt, which uses “Squeeze-and-Excitation” (SE) blocks [103] that model the 

interdependencies between channels at the end of each non-identity branch of ResNeXt’s 

residual blocks (a ResNet-based architecture that introduced a hyper-parameter called 

number of independent paths, or cardinality, to adjust the model’s capacity). The tests 

conducted in [104] proved the backbone’s importance in obtaining high-quality semantic 

segmentation results.  

3.4 Transfer Learning 

Transfer learning is a ML technique designed for applying the knowledge gained during 

training to solve a related task [105]. For example, the NNs described in Chapters 3.2 and 

3.3 were trained on very large datasets during ILSVRC and the learned weights are publicly 

available as pre-trained models.  

Transfer learning allows us to customise these models for a new given task and take 

advantage of the learned feature maps (which can serve as a generic model of the visual 

world), without having to start training from scratch. The level of generality of the 

representations extracted depends on the depth of the layer in the model [62]—earlier 

layers extract highly generic feature maps (e.g. edges, colours, textures), whereas layers that 

are higher up in the NN extract more abstract features (such as those found in Figure 15). 
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Figure 15. Filters obtained from the first convolutional layer of the last convolutional block 

of a VGGNet pre-trained on ISCVLR. 

Mathematically, transfer learning works by initialising the weights of a network from an 

already trained (and accurate) value, which will cause a good convergence most of the time 

[106]. Next, we will present the two main techniques to customise a pre-trained model.  

3.4.1 Feature Extraction 

We saw earlier that CNNs usually start with a series of convolutional and polling layers 

(forming the convolutional base) and end with densely connected classifiers. In feature 

extraction, we use the base of a convolutional network previously trained and run new data 

through it, only training the new classifier added on top (as seen in Figure 16), repurposing 

this way the feature maps learned previously for our dataset.  

 

Figure 16. Feature extraction (adding a new classifier on top of the convolutional base). 
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We do not need to retrain the entire model, as the base convolutional network has already 

learned features that are reusable for classifying images [107]. The representations 

previously learned by the network are used to extract meaningful features from our new 

samples by simply adding a new classifier on top of the pre-trained model and training it 

from scratch. 

3.4.2 Fine-tuning 

Fine-tuning consists of unfreezing a number of layers from a frozen convolutional base and 

retraining them together with the top classifier layers (as seen in Figure 17). This allows us 

to "fine-tune" the representations in the base model in order to make them more relevant 

for our task. 

 

Figure 17. Fine-tuning operation (adding a new classifier on top of a partially frozen 

convolutional base). 

This strategy implies not only replacing and retraining the classifier on top of the 

convolutional base on a new dataset, but to also fine-tune the weights of the pre-trained 

network. The portion of the layers to be fine-tuned is decided by the user.  

In [63], the authors recommend using small learning rates, because a high learning rate 

could distort too much and too quickly the weights learned on ILSVRC dataset. Said 

another way, a small learning rate limits the size of the modifications and prevents updates 

that are too large and can harm the representations. It is worth taking into account that 

earlier portions of a network contain more generic features (edges, colours) that could be 

reusable for many tasks, and we should fine-tune only latter layers that contain specific 

representations. 
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3.5 Ensemble learning 

Ensemble learning is a technique for building ML algorithms using several other base 

algorithms. Ensemble methods take advantage of the multiple basic algorithms to obtain 

better predictive performance, and subsequently, improve the performance metrics [108], 

[109].  

The most popular ensemble methods are bagging, where the individual models are trained 

in parallel on random subsets of data (one such example is the Random Forest [13] 

algorithm, which used Decision trees [15] as base models), and boosting, where the 

individual models are trained sequentially on the same dataset (for example, AdaBoost 

[110]—also based on Decision trees [15], but here, the ensemble model learns the previous 

mistakes).  

In this work, we will apply the boosting technique in Chapter 5 to combine multiple CNN 

models, and build a less biased and more flexible framework for road recognition.  

3.6 Generative Learning 

Unlike supervised learning, the unsupervised learning is a paradigm where only input 

variables, 𝑋, (and no output variables, 𝑦), are given to the model. Unsupervised models that 

learn the distribution of the input unlabelled variables and are capable of generating new 

samples from the input distribution are called generative models—the goal here is to learn 

the underlying hidden distribution of the unlabelled data and generate new samples from 

the unlabelled distribution. A good generative model can generate synthetic samples that 

are indistinguishable from those belonging to the input space [111]. 

This data generation task addresses the density estimation in an explicit way (e.g. PixelRNN 

[112], or variational autoencoders [113]) to learn lower-dimensional feature representations 

from unlabelled training data), or in an implicit way, with Generative Adversarial 

Networks (GANs). 

3.6.1 Generative Adversarial Networks (GANs) 

Generative Adversarial Networks (GANs) are generative models introduced by 

Goodfellow et al. [114] in 2014. They act like a system composed of two networks (called 

Generator 𝐺 and Discriminator 𝐷) trained simultaneously in an adversarial setting to create 

variations in data (as shown in Figure 18). The goal of the training is to implicitly find the 

probability density function that best describes the training examples. This way, the model 

learns to successfully map from random noise 𝑧 to an output image, 𝑦, 𝐺: → 𝑦.  
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Figure 18. A simplified representation of the GAN training.  

GANs have evolved over the following years [115]. Deep Convolutional Generative 

Adversarial Networks (DCGANs) [116] are an extension of the GAN architecture that use 

deep convolutional neural networks with certain architectural constraints for both 𝐺 and 𝐷 

(e.g. use of upsampling networks with fractionally-strided convolutions) that allow to learn 

representations from unlabelled image data. DCGANs have proved their usefulness in 

unsupervised machine vision tasks and, after training, are able to generate high-quality 

synthetic images from the learned underlying distribution.  

3.6.2 Conditional Learning – Conditional Adversarial Networks 

The Conditional Generative Adversarial Network (cGAN) [117] has emerged as an 

extension of GANs and DCGANs that provides both the generator and discriminator with 

additional information (for example, use class labels as input, before applying the noise 

distribution). cGANs applied to computer vision tasks make use of image conditional 

information as additional input to both the generator and the discriminator. The mapping 

to the output image 𝑦 is learned from the observed image 𝑥 and the random noise 𝑧, 

𝐺: {𝑥, 𝑧}  →  𝑦. Popular applications of cGANs in land use analysis are centred on improving 

the representations obtained from remotely sensed imagery.  

3.6.2.1 Deep Image Inpainting 

Inpainting is a popular computer vision operation introduced by Bertalmío et al. in [118] to 

reconstruct missing image parts and aims at recovering deteriorated areas in images. 

Pathak et al. [119] were among the first to use unsupervised learning to understand the 

context of an image and produce plausible pixel predictions for the missing parts. They 

proposed a model based on generative learning and convolutional neural networks to 

generate plausible missing image content at pixel level, conditioned on its surroundings. 
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In the field of deep image inpainting, Iizuka et al. proposed GLCIC [120], featuring a global 

discriminator processing at image level and a local discriminator processing the centre of 

the regions to inpaint. This way, the filled regions achieve a higher global and local 

consistency. Liu et al. introduced Partial Convolutions (PConv) [121] (comprising of 

masked and re-normalised convolution operations followed by a mask-update setup) as a 

method to inpaint multiple irregular holes using deep generative learning and achieved 

high quality results over irregular masked images. Based on DeepFill v1 [122] (trained to 

match and combine generated features inside and outside the missing hole), Yu et al. 

implemented DeepFill v2 [123], featuring Gated Convolution (a PConv where an extra 

standard convolutional layer followed by a sigmoid function is added). The model 

represents the state-of-the-art in the deep image inpainting field.  

Following this line, Chen et al. [124], [125] proposed a method combining adversarial 

learning with reinforcement learning (a Policy Gradient component [126], where a 

reinforcement learning approach based on the REINFORCE algorithm [127] is added to a 

global discriminator) to recover gaps from thin structures in large images, the model 

proving its performance on reduced datasets containing structures such as retinal vessels, 

roads, or plant roots. The model works by dividing the large images intro smaller patches 

and implements a global discriminator, to endow the model with global context and 

preserve the topology of the reconstructed images. The model proved its efficiency on 

datasets containing thin structures such as retinal vessels, roads, or plant roots. It is worth 

noting that many models proposed for deep image inpainting follow the multiscale 

discriminator design, where a global discriminator is used at image level, and a local 

discriminator is used at the level of the corrupted region. 

3.6.2.2 Image-to-Image Translation 

The “image-to-image translation” operation can be used to transfer the images from a 

source domain to a target domain. This task is one of the most important applications of 

cGANs, directly applicable to land use analysis and geospatial elements detection, and can 

be used for mapping from one domain to another (e.g. assign a class to every pixel in a 

remotely sensed image, turn aerial images into maps, etc.). 

Pix2pix [128] was introduced by Isola et al. as an extension of the cGAN architecture for 

that task referred as image-to-image translation. The model uses a U-Net-based network as 

𝐺 (updated to include the vector distance from the target output image), and the proposed 

PatchGAN architecture as discriminator network (only penalising structures at the scale of 

image patches), 𝐺 and 𝐷 being conditioned during training with additional information. By 

adding the condition, 𝐺 is tasked to not only fool 𝐷, but also generate predictions near the 

ground-truth output.  

The image translation task proposed by Pix2pix has evolved in recent years. CycleGAN 

[129] proposes a different approach, where the learned mapping is coupled with an inverse 

mapping and an cycle consistency loss to enforce output to be close to the input. Further 
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enhancements of this architecture were introduced with DiscoGAN [130], and DualGAN 

[131]. 

3.7 Evaluating the Performance of a Machine Learning Model 

In general, a good performance indicator of a ML model is the loss obtained on the test 

set—a lower loss value being desired.  

In classification tasks, the most common way to present the prediction results is by using a 

confusion matrix (also called a contingency table) measuring the generalisation capability 

of the models. In the case of binary classification, the results are labelled positive or negative 

and the matrix will have two rows and two columns, each cell reporting the number of True 

Positives (TP), False Positives (FP, or Type I error), False Negatives (FN, or Type II error), 

and True Negatives (TN). This enables an analysis more detailed than simply presenting 

error proportions. 

3.7.1 Performance Metrics Specific to Classification Tasks 

One of the most widely used performance metrics in image classification tasks is the 

accuracy and is calculated with the formula presented in Eq. 1. 

 𝐴 =  
𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝐹𝑃 + 𝑇𝑁 + 𝐹𝑁
 (1) 

It measures the proportion of correct predictions (both positives, and negatives) among the 

total number of samples examined. However, the accuracy can yield misleading results, 

especially if the data set is unbalanced. In order to gain a more complete intuition regarding 

the model’s performance, it is necessary to take into account other performance metrics as 

well.  

Other important metrics for recognition tasks are the precision 𝑃 (Eq. 2), also called the 

positive predictive value because it measures number of TP predictions divided by the total 

number of positive class values), 

 𝑃 = 𝑇𝑃
(𝑇𝑃 +  𝐹𝑃)⁄  (2) 

the recall, or sensitivity (Eq. 3), also called the true positive rate because it measures the 

number of TP predictions divided by the number of TP and FN),  

 𝑅 = 𝑇𝑃
 (𝑇𝑃 + 𝐹𝑁)⁄  (3) 

and the F1 score (Eq. 4), indicating the balance between the precision and the recall). The 

F1 score ranges from 0 (worst value) to 1 (best score).  

 𝐹1 𝑠𝑐𝑜𝑟𝑒 = 2 ×
𝑃 × 𝑅

𝑃 + 𝑅
=

𝑇𝑃

𝑇𝑃 + ½ (𝐹𝑃 + 𝐹𝑁)
 (4) 
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Another important performance metric in classification tasks is the Area Under the Receiver 

Operating Characteristic (ROC) Curve (ROC-AUC), computed from the prediction scores 

[132]. This measure tends towards 1.0 when only a little precision has to be sacrificed to get 

a high recall and towards 0.5 for the opposite case, and shows how much a model is capable 

of distinguishing between classes. 

3.7.2 Performance Metrics Specific to Image Segmentation Tasks 

One of the most popular metrics in image segmentation tasks is the IoU score, which 

measures the similarity between sample sets by dividing the number of pixels in the 

intersection between the ground-truth mask and the predicted segmentation map to the 

size of the union of the two. 

This metric specifies the amount of overlap between predictions and ground truth masks 

(or the area of intersection divided with the area of union) for any two sets, 𝑀 and 𝑁; and 

can be calculated by means of the TP, FP and FN obtained from the confusion matrix of the 

segmentation classifier at pixel level (as defined in Eq. 5).  

 𝐼𝑜𝑈 𝑠𝑐𝑜𝑟𝑒 (𝑀, 𝑁) =
|𝑀 ∩ 𝑁|

 |𝑀 ∪ 𝑁|
 =

|𝑀 ∩ 𝑁|

|𝑀| + |𝑁| − |𝑀 ∩ 𝑁|
=  

𝑇𝑃

𝑇𝑃 +  𝐹𝑃 + 𝐹𝑁
 (5) 

This metric ranges from 0 to 1 and is widely used in image segmentation tasks, a value 

closer to 1 being desired; a IoU score higher than 0.5 is considered a good prediction [133].  

Other importance metrics used are the correctness and completeness—the equivalent of 

precision and recall, respectively, in image segmentation tasks. In the road extraction 

operation, correctness will be the fraction of the pixels correctly labelled as roads and the 

total number of road pixels, 𝑇𝑃/ (𝑇𝑃 +  𝐹𝑃), while completeness will measures the fraction 

of all correctly labelled road pixels and the total number of correctly labelled pixels, 

𝑇𝑃/ (𝑇𝑃 + 𝐹𝑁) [134]. Subsequently, the Dice Coefficient (the equivalent of the F1 score in 

image segmentation tasks) will indicate the balance between correctness and completeness. 

3.7.3 Qualitative evaluation 

In addition to the quantitative evaluation, we can also conduct non-numerical 

interpretations of the results with the qualitative approach. The resulting mixed method of 

evaluation will enrich the quantitative methodology with the advantages of the qualitative 

evaluation, where the researcher is able use a smaller sample to gain an intuition and 

formulate new information about the studied subject, while using tools that do not require 

numerical quantifications to assess the findings. 

In our case, the evaluation of the results and predictions in the experimental chapters also 

included perceptual validation tasks. These operations allowed us to identify patterns that 

might be impossible to observe with the quantitative methodology (for example, scenarios 

with higher concentrations of FP and FN).  
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4. Literature Review 

 

The success of the ANN architectures presented in Chapter 3 in solving for computer vision 

tasks incentivised a new wave of research in the RS community. As we have seen, these 

networks addressed the problem of the vanishing gradient problem by replacing the 

traditional sigmoid and tanh activation functions with the ReLU activation function, and 

the overfitting problem by applying batch normalisation for optimisation or dropout for 

stronger regularisation [135], enhancing this way the precision of the results, while making 

models more generalised (the feature representations learned by the networks are reusable) 

[27]. 

In parallel, HR remotely sensed aerial imagery proved to be important for many 

applications, including infrastructure extraction and monitoring. These applications 

traditionally required manual identification of objects, but recent DL methods enable a 

greater degree of automation of such tasks. We believe that the use of appropriate statistical 

analysis and AI algorithms can allow a better analysis of geospatial data. 

This chapter is focused on conducting a thorough revision of relevant works applying the 

concepts presented in Chapter 3 to the road extraction task. We also present and discuss 

the drawbacks found in the specialised literature, and present ideas that could overcome 

the challenges identified.  

4.1 Geospatial Elements, Artificial Intelligence and High-

Resolution Remote Sensing Imagery 

Nowadays, RS scientists are exploiting the power of deep learning to tackle existing 

challenges in a new wave of promising research [14], [24]. Researchers have successfully 

applied transfer learning from pre-trained models on the ILSVRC dataset to classify and 

detect geospatial objects using feature extraction or fine-tuning techniques (described in 

Chapter 3.5). For example, Albert et al. [136] have successfully analysed land use patterns 

in urban neighbourhoods and detected geospatial objects using large-scale satellite imagery 



 

51 

data and state-of-the-art computer vision techniques based on deep CNNs and transfer 

learning. Hu et al. [137] indicated improved accuracies by transferring activations from 

CNNs pre-trained on ILSVRC to scene classification tasks. In their work, activation vectors 

from the FC layers were extracted and encoded into the global image features. 

A hot research area is related to aerospatial objects detection. Cai et al. [138] proposed a 

CNN framework for airport detection integrating extraction of features, proposal detection 

and object localisation. The framework was built to extract harder examples by adding a 

mining layer to automatically detect examples by their losses and was validated with data 

collected from Google Earth— F1 scores of maximum 0.9567 were obtained. Zuo et al. [139] 

developed a CNN-based framework for recognising ten types of aircrafts using refined 

annotations (key-point annotations of the planes in the training stage) to capture coarse 

segmentation—accuracy levels of maximum 95.6% were obtained. Ding et al. [140] 

implemented a modified version of Faster R-CNN [94], where the FC layers were replaced 

with VGG16’s convolutional base to optimise the model’s memory footprint of the model 

and improve the accuracy and recall in the airplane and automobile detection task. Li et al. 

[141] proposed an effective aircraft detection framework based on reinforcement learning 

and CNN models. Hu et al. [142] developed a GAN architecture based on transfer learning 

to generate hierarchy representations and realistic textures of objects on a dataset 

containing aircraft carriers. 

Another important area of research is related to the task of building detection and mapping 

using RS imagery. Alidoost et al. [143] studied the capability of a fine-tuned VGGNet 

version in detecting buildings, recognising the roof types and segmenting them—IoU rates 

higher than 83.3% on a single aerial image were achieved. Chen et al. [144] evaluated the 

performance of DL models for the roof segmentation task on a dataset containing over 

220,000 buildings tagged in RS images with a spatial resolution of 7.5 cm and obtained F1 

scores of maximum 0.947. Yang et al. [145] used open-source data to conduct a comparative 

analysis between four different CNN architectures pre-trained on ILSVRC to extract 

footprints of buildings across the United States—precision scores higher than 95% were 

reached. 

Other RS researchers focused on training supervised deep NNs for multi-class geospatial 

object detection. One very important RS application of this operation is the land cover 

classification task, where different land use classes are extracted from aerial images to 

produce cartographic representations (e.g. plantations, buildings, forests, etc.). For 

example, Li et al. [7] focused on extracting nine different categories (including bridges, 

ships, tennis courts) and proposed a learning framework capable of transferring knowledge 

from image scene classification task to the multi-class geospatial object detection task using 

supervision from scene tags. Sheppard et al. [146] implemented a deep CNN comprised by 

two convolutional and two max-pooling layers followed by two FC layers to predict labels 

for images captured by Unmanned Aerial Vehicles (UAVs) in real time, achieving accuracy 

levels of 93.6%. In [136], the authors contrast the capabilities of the VGG-16 and ResNet 

architectures in recognising land use classes and patterns in different urban environments 

using satellite imagery—accuracy levels of maximum 81.0% were obtained.  
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A popular GAN (models based on the interaction of the generator and discriminator 

networks, described in Chapter 3.4) application for RS has been the creation of higher 

resolution images to improve the image representations (task referred as image super 

resolution generation). Liu et al. [147] used HR panchromatic images to generate a higher 

resolution multispectral image from a multispectral image with low resolution. Newer 

iterations of this architecture such as Super-Resolution Generative Adversarial Networks 

(SRGAN) [148], Enhanced Super-Resolution Generative Adversarial Networks (ESRGAN) 

[149] or Residual-in-Residual Dense Block (RRDB) [150] offer impressive results. 

Another important GAN application for RS has been the operation of texture synthesis and 

realistic reconstruction [151]. Spatial GAN (SGAN) [152] was the first GAN application with 

fully unsupervised learning for texture synthesis and produced high-quality, realistic 

reconstructions. Recent proposals, such as the Periodic Spatial GAN (PSGAN) [153], are 

able to synthesise high-resolution textures in real-time, while handling noise information 

from complex datasets.  

As we have seen, one of the most important DL applications for RS is related to the analysis 

of remotely sensed images for detecting and extracting geospatial objects. However, most 

of the works focus on geospatial objects with defined boundaries, which are independent 

of the background. What happens when we have to deal with more difficult, continuous 

geospatial objects like the road transport network? 

4.2 Road Recognition and Extraction 

Many of the existing road extraction studies use traditional machine learning and image 

segmentation methods (presented in Chapter 3.3). Liu et al. [154] tackled the secondary 

road extraction task by applying pre-processing with Gaussian filters to smooth and 

remove noise from the input and to enhance features specific to roads on a single 

orthoimage of 7000×6000 pixels in size. As post-processing, they applied Hough transform 

in order to detect discontinuous boundaries of regions based on the global features.  

Post-processing segmentation predictions has been traditionally done by means of 

conditional random fields (CRFs) [78]. Dong et al. [155] applied shape filtering to improve 

the extraction the roads’ centrelines by combining high-resolution imagery with LiDAR 

data and vectoral data from OpenStreetMap. Liu et al. [156] extracted the linear 

characteristics of selected road segments by constructing a geometric knowledge base of 

rural roads to improve the initial results. Mattyus et al. [31] formulated the road extraction 

task as a Markov random field inference parameterised in terms of the location of the road 

edges and centrelines and made use of openly available OpenStreetMap data to build an 

urban scene dataset covering 1.5 km2—the model is trained using structured SVMs. Wang 

et al. [157] proposed an urban road extract approach based on spatial textures detected with 

local Moran’s I [158] and, subsequently, selected feature like brightness, standard deviation 

to build a road knowledge model based on mathematical morphology.  
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Hutchison et al. [159] were among first to approach the problem of road detection in urban 

environments with DL techniques. The authors applied supervised methods to build a road 

extraction model and unsupervised training to obtain filters that improved the performance 

and predictions of the model. A variety of methods to extract roads from remote sensing 

images have been proposed since and have also been applied to tasks related to road 

detection such as infrastructure monitoring or vehicle navigation [160]. Most of them can 

be fitted into two categories: extraction of the road surface area or extraction of road edges 

and centrelines. These methods use supervised learning to extract the road geometries 

using their radiometric, geometric, and photometric features and apply transfer learning to 

improve the model’s performance. Very often, the results are bounding boxes (object-level 

classification instead of pixel-level classification), where region-based R-CNNs employ 

selective search to localise region candidate and fed these regions to extract the 

corresponding features. Similarly to Abdollahi et al. [161], we believe that existing work 

tackling the road extraction with DL can be classified based on the type of NN applied. 

4.2.1 Approaches Based on Convolutional Neural Networks 

In this approach, the road labels are predicted at a patch level using CNNs (following the 

structures presented in Chapter 3.2, ending with FC layers), and the final prediction is 

obtained from assembling the labelled patches.  

Zhong et al. [162] combined the outputs of different types of pooling layer with the score 

of the final layers to obtain extraction precision rates of maximum 78% on the 

Massachusetts road dataset [163], containing optical satellite images with a 1-m spatial 

resolution per pixel. Wei et al. proposed RSRCNN [164], based on refined CNNs to road 

extraction in aerial images, and introduced fusion layers to improve the road extraction 

operation. The model also incorporates a cross-entropy loss based on minimum Euclidian 

distance between pixels belonging to the same road section.  

Wang et al. [165] developed a NN for road extraction with a final module to highlight high-

level information and improve the classification operation. Alshehhi et al. [166] 

implemented a patch-based CNN model for extracting roads and introduced a post-

processing operation with the linear iterative clustering method in order to integrate CNN 

features with low-level features (such as the compactness and asymmetry of roads). The 

processing also integrated ungrouped and connected–disconnected road parts to better 

assign pixels to the road sections and to model the road geometric structures. In the end, 

they used spatial features of adjacent pixels to enhance multi-class predictions and reached 

performance metrics as high as 81.6%. 

Li et al. [167] proposed a CNN-based approach based on anticipating the possibility of each 

pixel to belong to a road segment. They also proposed a road centreline extraction technique 

based on simple image processing with morphological operators and obtained IoU scores 

of maximum 0.78. 
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4.2.2 Approaches Based on Semantic Segmentation Networks 

The majority of the works related to road extraction with DL techniques follow the semantic 

segmentation approach, where the FC layers are replaced with interpolation layers that 

upsample the feature maps from the last layer to the input’s size to predict the labels (as 

explained in Chapter 3.3).  

Li et al. proposed Y-Net [168], which includes feature extraction modules (composed of a 

downsampling–upsampling subnetwork combined with a convolutional subnetwork) for 

a more detailed feature extraction operation, and a fusion extraction module to combine the 

segmented road classes and deliver improved road segments predictions.  

Xin et al. implemented DenseUnet [169], based on U-Net’s encoder-decoder architecture 

(presented in Figure 14) to extract low-level features such as road edges and textures, 

obtaining IoU scores of maximum 0.70 on the Massachusetts dataset [163]. Buslaev et al. 

[170] also developed a model following the encoder-decoder structure based on U-Net and 

ResNet to extract roads from RS imagery and proposed a loss function combining the 

binary cross-entropy and the Jaccard score to reduce the cost. The model obtained an IoU 

score of 0.64 on unseen data. Similarly, Xu et al. [171] introduced M-Res-U-Net, a model 

based on ResNet and U-Net, where a Gaussian filter is applied during pre-processing to 

reduce the noise in the images. The authors rasterised existing vectorial road cartography 

data, but the approach underperformed in areas where other geospatial objects had similar 

colours with the road distribution. 

Cheng et al. introduced CasNet [172], which includes two cascaded networks—one for 

detecting road regions and the other for extracting the road centrelines, while taking 

advantage of the feature maps learned by the first network. The model was trained and 

tested on a dataset composed of 224 Google Earth images [164] and achieved an IoU score 

of maximum 0.88. However, the authors recognised the unsuitability of the network for 

processing areas where trees occlusions are present. 

Zhou et al. [173] introduced the D-LinkNet model, also based on the encoder-decoder 

architecture, combined with dilated convolutions and a pre-trained encoder to extract roads 

from RS imagery. The authors raised concerns regarding the extraction of the road 

connection points. Doshi [174] integrated a ResNet-based model with an Inception-like 

encoder called “Residual Inception Skip Net” to extract roads from satellite imagery and 

obtained an IoU score of 0.613 on a dataset containing 6226 images with a spatial resolution 

of 0.5 m. He et al. [175] fine-tuned the first layers of an improved U-Net model with cross-

modal data converted by an autoencoder. However, the IoU score obtained was only 0.4203 

and an efficient road extraction was not possible in areas where objects with a similar 

reflectance were present. Xia et al. [176] focused on building a dataset containing roads that 

have different spectral signatures using a semiautomatic approach and applied the 

DeepLab [90] segmentation architecture and post-processing by means of several 

morphological algorithms. The quality of the predictions obtained demonstrate the 

challenging nature of the road extraction operation. 
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Gao et al. [177] introduced RDRCNN, a the framework based on a Residual Connected Unit 

(consisting of a modified ResNet) and a Dilated Perception Unit (consisting of a dilated 

convolution layer and a convolutional layer), combined with a post-processing stage to 

extract roads from the Massachusetts dataset. The framework achieved an IoU score of 

0.659. Xie et al. proposed HgNet [178], based on LinkNet [85], which introduced a middle 

block between the encoder and decoder to “preserve global, long-distance context semantic 

information and the dependencies among feature channels” ([178], page 11). The model 

achieved a IoU score of 0.711 on the SpaceNet dataset [179] (a publicly available dataset 

containing 2213 training and 567 test images of 512×512 pixels) and a IoU score of 0.83 on 

the DeepGlobe dataset [180] (consisting of and 4971 training images, 622 validation images 

and 622 test images, with a resolution of 1024×1024 pixels).  

4.2.3 Approaches Based on Generative Adversarial Networks 

Recently, the road extraction task started to be approached from an unsupervised learning 

perspective. In [181], de la Fuente Castillo et al. successfully applied reinforcement learning 

based on grammar-guided genetic programming to obtain new CNN architectures 

specialised in road recognition in aerial imagery. In [159], unsupervised training was 

applied to generate filters that improved the predictions of the road detection model.  

Varia et al. [182] used the FCN-32 variant [80] and Pix2pix [128] (described in Chapter 

3.4.2.1) to extract roads from a UAV dataset containing 189 training and 23 test images, but 

observed high rates of FN predictions. Shi et al. [183] developed a cGAN architecture using 

SegNet [184] (based on the encoder-decoder architecture presented in Figure 14) as 𝐺 to 

segment roads in HR aerial imagery and achieved an F1 score of 0.8831 (3.6% compared to 

0.8472 obtained by SegNet when not trained in an adversarial setting).  

Yang et al. [185] added the Wasserstein distance and gradient penalty to a standard GAN 

and applying ensembling techniques (described in Chapter 3.6) to achieve an IoU score of 

0.73 and obtained road geometries from rural areas in China. Hartmann et al. [186] trained 

a GAN architecture to synthesise road information (arbitrary-sized road network patches) 

and enrich the attributes in areas where the extraction is complicated (e.g. where 

discontinuities are present, or in complex areas, such as intersections or highway ramps).  

Costea et al. [187] proposed a method for extracting roads consisting of a GAN stage for 

detecting road edges and a later stage of smoothing-based optimisation, and post-processed 

the results at pixel level to improve the initial segmentation masks. Lastly, Zhang et al. 

implemented a Multi-conditional Generative Adversarial Network (McGAN) [188] to 

refine the road topology and obtain more complete road networks graphs. McGAN is 

composed of two discriminators (one to employ the original spectral information, and the 

other to refine the road network topology) and a generator based on ResNet.  
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4.3 Main Drawbacks Found in Existing Literature and Proposed 

Solutions 

One initial and obvious disadvantage of applying traditional ML techniques is represented 

by the need to analytically and mathematically model and understand the relations 

between the input and the expected predictions. The representations selected for training 

can result in models performing well on small datasets but may not be suitable for solving 

complex tasks that involve a large amount of data. To address the geospatial complexity of 

the road network, we chose the deep learning approach, which enables the building of 

robust segmentation models with a higher generalisation capability that are more suitable 

for modelling complex functions such as those needed to describe complex features specific 

to roads. 

The main drawback found in relevant works is related to the reduced study areas taken 

into account (as also pointed out in [78]). Most existing works focus on small selected study 

areas, with favourable scenarios [189], which may not be representative for a large-scale 

extraction of the continuous geospatial element studied. For example, Kestur et al. [190] 

proposed a FCN-based architecture called UFCN (U-shaped FCN), based on stacking 

convolutions and their mirrored transposed convolutions, and trained it on a limited 

dataset containing 76 images of roads subjected to real-time data augmentation. Henry et 

al. [191] recognised the complexity of road detection in real-world applications while 

evaluating the performance of the most popular CNN architectures in road detection and 

segmentation using satellite imagery. They proposed a modified version of FCN-8 variant 

to extract roads, but obtained precision levels of maximum 71.69%, even after applying data 

augmentation, filtering, and post-processing techniques. We also observed that the road 

elements taken into consideration tend to have homogenous hyperspectral signatures and 

to be grouped into clearly defined regions covering smaller areas. For example, Alshehhi et 

al. [166] developed a NN consisting of five convolution layers, replacing the FC layers with 

GAP layers to extract road geometries from 50 publicly available urban aerial images of 

1500×1500 pixels in size, with a spatial resolution of 1 metre. In this regard, we wanted to 

avoid focusing on small, ideal study areas and decided to build a new dataset containing 

roads representations present in official cartography and their correspondent segmentation 

masks to add real world complexity to the extraction task and carry out the experiments on 

a large scale.  

We believe that in order to correctly tackle a large-scale road extraction operation, we need 

to consider both structured roads (clearly marked highways and city roads) and 

unstructured roads (no obvious borderers), with distinct spectral characteristics caused by 

the various kinds of materials used in pavement (e.g. asphalt, cement, gravel, etc.). 

Moreover, using aerial imagery from extended areas can be challenging because of the 

noise, obstructions, and complexity of the scenes, which further complicate the road 

detection and extraction—we need to reduce the effect that these scenarios have on the 

extraction operation. The solution described in this PhD thesis addresses these drawbacks 

by building new road datasets based of aerial orthoimages divided into tiles of 256×256 
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pixels covering extended areas of the Spanish territory (as training the networks on small 

datasets can lead to inconsistent predictions, due to the lack of representative samples and 

lack of variety in data). 

We have also found that existing works generally apply concepts from popular 

architectures, while adding small tweaks (e.g. adding batch normalisation after ReLU 

activations). For example, inspired by deep residual learning, Zhang et al. [192] developed 

ResUnet, a deep-residual network similar to U-Net for semantic segmentation of roads, and 

tested it on a public roads dataset (Massachusetts roads dataset [163]). Their obtained a 

decrease in parameters of ¾, while increasing the performance metrics with 1% when 

compared to the original U-Net. Liu et al. implemented RoadNet [193], composed of a 

modified version of VGGNet architecture, to analyse and predict the surfaces, edges, and 

centrelines of roads in urban scenes. Similar to other FCN architectures, the three CNNs are 

concatenated and use receptive fields of 1×1-pixels in size, obtaining F1-scores of maximum 

93.9%. Wang et al. [194] built a semantic segmentation model for autonomous driving 

applications with VGGNet as the backbone and trained it to extract road boundaries using 

street scenes tagged with their semantic contour. The model was trained to learn the 

features of road boundaries and extract them by integrating RGB images street scenes, the 

semantic contour, and the location in a neural network. Panboonyuen et al. [195] modified 

SegNet [184] by incorporating the Exponential Linear Unit (ELU) [196] activation function. 

They trained the proposed network for the road extraction task on the Massachusetts 

dataset and applied data augmentation techniques (angle rotations). In [197], the authors 

further improved this proposed network by adding CRFs for sharpening the road 

predictions and obtaining higher quality extraction results. In this PhD thesis, we apply 

various modern DL techniques (e.g. ensemble learning, transfer learning, residual learning, 

conditional generative learning) to develop novel, more efficient models, better suited for 

a large-scale extraction. The NNs proposed achieved an increased generalisation capacity, 

while obtaining higher performance metrics when compared to existent state-of-the-art 

NNs trained for the same task.  

It is also worth noting that lately, researchers began incorporating global and local attention 

procedures into neural network architectures as an attempt to consider positional 

information when working with larger remotely sensed areas and to increase the accuracy 

of the road extraction operation. One such example is GL-Dense-U-Net, proposed by Xu et 

al. [198], which uses DenseNet [199] for the contracting part and U-Net’s symmetry to 

extract the local and global information through Attention Units, inspired by pyramid 

feature maps [87]. The model obtained an F1 score of 0.9516 on a dataset containing 224 

Google Earth images [164]. Similarly, Hu et al. [137] took an FCN-like approach to extract 

features from the last convolutional layer at multiple scales and encode them into global 

image features through feature coding techniques. In [200], the road extraction operation 

was approached from a temporal perspective by modifying SegNet to extract roads from 

low-resolution videos captured by Unmanned Aerial Vehicles (UAVs). The model used 

feature maps from the corresponding encoder stage to upsample and added an iterative 

algorithm to process the temporal dimension, achieving accuracy levels over 90%. In our 
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view, adding attention procedures to DL models can be considered a disadvantage when 

working at larger scales due to the additional computational effort required. We overcame 

this scenario by building a flexible web platform architecture capable of managing the 

information related to the absolute position of the tiles. 

In addition, although there are many works tackling the road surface area extraction, post-

processing the segmentation predictions is still an active area of research. We believe 

unsupervised conditional learning can be an important post-processing application and is 

directly applicable to remote sensing and geospatial element extraction. We applied the 

conditional generative learning for deep inpainting operation (described in Chapter 3.6.2.1) 

to reconstruct missing segments of road by filling in missing parts of the initial semantic 

segmentation mask and image-to-image translation (described in Chapter 3.6.2.2), which 

transfer the images from a source domain (initial segmentation results) to a target domain 

(road representation from official cartography) in order to obtain high-quality road 

representations.  

In this PhD thesis, we address the above-mentioned challenges found in the existing 

literature and propose a unitary road extraction solution based on a disjointed execution of 

a framework for recognising roads, a hybrid semantic segmentation model for extracting 

them, and a cGAN for post-processing the initial results. These ANNs were trained with 

HR aerial orthoimagery, divided in tiles of 256×256, covering extended representative areas 

of the Spanish national territory to ensure a higher generalisation capacity of the resulting 

models. The components of the three disjointed operations are described in Chapters 5, 6, 

7 and 8, where we aim to improve upon state-of-the-art results achieved in the relevant 

works described in this chapter. The end-to-end solution proposed in Chapter 9 can be 

considered a complete workflow for the road surface extraction from RS imagery and 

employs a web platform architecture capable of dealing with the evaluation of larger land 

areas and the joining of predictions in a more efficient manner. 
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5. Road Recognition: A Framework Based on  

Nesting of Convolutional Neural Networks and  

Transfer Learning to Recognise Road Elements 

 

This chapter is based on the manuscript entitled “A Framework Based on Nesting of 

Convolutional Neural Networks to Classify Secondary Roads in High Resolution Aerial 

Orthoimages” by Cira et. al [201], published in MDPI’s “Remote Sensing”. Here, we focus 

on classifying secondary roads in aerial orthoimages from PNOA, with a declared spatial 

resolution of 50 cm. As stated in Chapter 1.2, our proposed road extraction solution begins 

with a recognition task—if we manage to successfully identify the presence of roads 

beforehand, the overall extraction procedure can result faster and more efficient. 

We approach the recognition operation by proposing two variants of an ensemble 

framework formed by deep CNNs. The first variant is based on stacking weak learners and 

applying a combiner algorithm that averages their predictions. The weak learners are 

modified versions of popular CNNs (VGGNet [67], ResNet [73] and Inception-ResNet-v2 

[74]), together with a CNN we built especially for this purpose [202]. In order to find the 

best configurations of the base models, we applied transfer learning to re-use the features 

learned on ILSVRC (initialisation from an already trained weight value). For comparison 

reasons, we also trained the original networks from scratch (random initialisation of 

weights).  

The second variant of the framework comes from one of our previous works [203] where 

we evaluated the appropriateness of transfer learning techniques for the road extraction 

task, and discovered a significant difference in performance metrics (by the level of 7-10%) 

when testing the models on areas with different vegetation coverage separately (drier and 

greener). We approached this drawback by stacking a specialised model trained on a 

dataset containing tiles from the area with lower performance metrics, a generic model 

trained on the entire dataset and a terrain type classifier, which acts like an arbitrary 

combiner algorithm that infers the final prediction.  
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The best performing variant of the ensemble framework obtained an increase of 2-3% in 

performance when compared to state-of-the-art deep CNN models and achieved AUC-

ROC scores superior to 0.992 and an accuracy level of 0.964.  

5.1 Problem description 

This chapter tackles an image classification task, where the input data are remotely sensed 

images, and the goal is to learn how to predict if an image contains a road or not using only 

the pixel values of the input data. For this binary-classification task, we chose a deep 

learning approach (where we favour a “black-box” approach instead of statistically 

modelling the relationships). 

We observe 𝑛 independent samples (𝑋1, 𝑌1), . . . , ( 𝑋𝑛, 𝑌𝑛) of (𝑋, 𝑌) ∈  ✗ × {0, 1}. The feature 

𝑋 exists in an abstract space ✗, while the labels 𝑌 ∈  {0, 1}. This rule (called classifier), built 

to predict 𝑌 given 𝑋, is a function ℎ ∶ ✗ →  {0, 1} and we want to obtain a classifier with a 

low classification error, 𝑅(ℎ) = ℙ(ℎ(𝑋) ≠ 𝑌).  

Since 𝑌 ∈  {0, 1}, 𝑌 follows a Bernoulli distribution, but we cannot make assumptions for 

the conditional distribution of 𝑌 given 𝑋, we can write, 𝑌 | 𝑋 ∼  𝐵𝑒𝑟(𝜂(𝑋)), where 𝜂(𝑋)  =

 ℙ (𝑌 =  1 | 𝑋)  =  𝔼 [𝑌 | 𝑋] , which is called the regression function of Y onto X. 𝑌 =

 𝜂(𝑋)  +  𝜀, 𝜀 being the noise responsible for the fact that X may not contain enough 

information to predict Y perfectly. The presence of this noise means that we cannot drive 

the classification error 𝑅(ℎ) to zero, regardless of what classifier ℎ we use.  

We know that if 𝜂(𝑋) ≤ 0.5, X contains no information about Y and that if 𝜂(𝑋)  >  0.5, it 

means that 1 is more likely to be the correct label. We could use a Bayes classifier (ℎ∗), a 

function defined by the rule in Eq. 6. 

 {
ℎ∗(𝑥) =  1 𝑖𝑓 𝜂(𝑋)  >  ½
ℎ∗(𝑥) = 0 𝑖𝑓 𝜂(𝑋)  ≤  ½

 (6) 

This rule, although optimal, cannot be computed because we do not know the regression 

function 𝜂. Instead, we have access to the input data (𝑋1, 𝑌1), . . . , (𝑋𝑛, 𝑌𝑛), which contains 

some information about 𝜂 and, thus, some information about ℎ∗. 

The discriminative approach described in [204] states that we can make assumptions on 

what classifiers are likely to perform correctly, this allowing the elimination of classifiers 

that do not generalise well. Our measure of performance for any classifier ℎ will be its 

classification error and we hope to drive the excess risk, 𝜀(ℎ)  =  𝑅(ℎ)  −  𝑅(ℎ∗), of a 

classifier ℎ to zero with enough observations by getting as close as possible to ℎ∗. In other 

words, we can drive this classification error towards zero as our dataset increases 

(𝑛 →  ∞) (if n is too small, it is unlikely that we will a classifier with a performance close to 

that of the Bayes classifier ℎ∗). 
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We expect to find a classifier that performs well in predicting the classes, even though we 

only have a finite amount of observations and thus a partial knowledge of the distribution 

𝑃𝑋,𝑌.  

5.2 Data 

The variables studied in this PhD thesis are pixel values of high-resolution aerial 

orthophotos from PNOA (described in Chapter 2.4.1). The photograms were acquired in 

optimal meteorological conditions at a low flight altitude using calibrated photogrammetric 

cameras equipped with 3-band RGB sensors (8 bits per band). The imagery was 

orthorectified, radiometrically corrected and has topographic corrections applied. 

The data needed for the supervised learning process was obtained by labelling these 

orthoimages divided in smaller tiles of 256×256 pixels using a cartographic viewer based 

on Web Map Service (WMS) [205] and involved performing a visual comparison of the most 

recent orthoimages available with the existing cartographic support. For consistency 

reasons, we used the same zoom-level during the operation, each tile covering an area of 

128×128 meters. The tiles were stored in the lossless PNG (Portable Network Graphics) 

format. 

We took into account representative areas of Spain (Spanish: Albacete, Ciudad Real, Galicia, 

Huelva, Islas Baleares, Murcia, Navarra, Segovia) that may influence a network’s capability 

in identifying secondary roads for the whole national territory. The labelled tiles were 

merged into the correspondent category (samples extracted from each collection can be seen 

in Figures 19 and 20). These categories will allow the CNNs to learn about the existence/ 

non-existence of roads in new given tiles.  

 

Figure 19. Tiles extracted from the dataset tagged with the “No road” label. 
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Figure 20. Tiles extracted from the dataset tagged with the “Road exists” label. 

The dataset created contains 18,000 tiles and occupies a disk volume of approximately 2.62 

GB. We are working towards making it openly available once we increase its size. Each 

image has a height of 256 pixels, a width of 256 pixels (resulting a total of 65,536 pixels per 

tile, or 0.07 megapixels) and a depth of three colour channels (RGB). Each pixel in the 

Red/Green/Blue channel is represented by a number between 0 and 255, where 255 

represents the maximum brightness (white) and 0 means no brightness (black). 

The difference in performance metrics detected in [203] made us build additional subsets 

with the criteria of similar background colours (areas with dense vegetation/ 

Mediterranean areas) for training the second variant of the ensemble model (based on 

specialised models). We also doubled the size of the intermediate dataset used in [203] to 

expose the models to more aspects of the classes and balanced the classes to avoid the 

common machine learning problem where a model starts to predict new observations to 

the majority class to achieve a high accuracy.  

The tiles’ distribution of the dataset used in this chapter can be found in Table 6. 

Table 6. Distribution of the tiles labelled for road recognition. 

Dataset Total Percentages 

Category_0  

“No road” 

Areas with dense vegetation 4,500 25.0% 

Drier (Mediterranean) areas 4,500 25.0% 

Total 9,000 50.0% 

Category_1  

“Road exists” 

Areas with dense vegetation 4,500 25.0% 

Drier (Mediterranean) areas 4,500 25.0% 

Total 9,000 50.0% 
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5.3 Proposed Framework Candidates for Road Recognition 

Our proposed framework candidates are based on model nesting techniques (and more 

specifically, ensembling—described in Chapter 3.6) where given a set of models, we 

ensemble them using stacking techniques to combine the predictions of the models and 

build a new model.  

The reasoning behind using an ensemble is that by stacking multiple models (called base 

models or weak learners) representing different hypotheses, we can find a better hypothesis 

that might not be contained within the hypothesis space of the models from which the 

ensemble is built. Dietterich [206] identified three main aspects causing this situation: (1) 

having insufficient input data (statistical), (2) difficulties for the learning algorithm to 

converge to the global minimum (computational), and (3) representational, where the 

function ℎ∗ cannot be represented by any of the hypothesis proposed.  

5.3.1 Ensemble-V1 

A popular form of stacking involves computing the outputs of base models, performing a 

prediction for each model, and averaging their predictions inside the ensemble. In this 

technique, the sub-models contribute equally to a combined prediction, as defined in Eq. 7. 

 �̅� (𝑥) =  1/𝑀 ∑ 𝑦𝑚 (𝑥)
𝑀

𝑚=1
. (7) 

Firstly, all the algorithms fused into the ensemble are trained using the available data and 

then a combiner algorithm is used to make a final prediction using the predictions of the 

other models as inputs. The specific steps are: (1) generate 𝑀 weak learners, each with its 

own initial values (by training them separately), and (2) combine these models in an 

ensemble where their predictions are averaged for every instance of the dataset to compute 

�̅�. 

We built the ensemble by combining base models as diversely as possible (as illustrated in 

Figure 21). We took into consideration the network built in [202], together with modified 

versions of the most popular CNN architectures for computer vision tasks. This way, we 

can leverage their strengths and minimise their weaknesses to obtain a classifier mimicking 

ℎ∗ as closely as possible. 
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Figure 21. The first variant of the ensemble model (average voting of four weak learners). 

Next, we will describe each of the four base model architectures fused into the ensemble 

model. Three of these networks are based on the best performing models on ILSVRC, each 

featuring different architectural patterns (structural blocks and connection schemes). It is 

important to note that these networks will be modified during the experiments in order to 

find the best possible architectural configuration for our training objective.  

5.3.1.1  Built CNN 

For the first base model we opted for the CNN architecture we proposed in [202], formed 

by a stack of convolutional layers containing filters with a receptive field of 3×3 followed 

by max-pooling layers with 2×2-pixel windows. We chose this particular architecture for 

its simplicity, computational efficiency, and flexibility. 

In a multilayer convolutional network, the input to the second layer is the output of the first 

layer, and when we use multiple filters on the same image, we carry out the convolution 

for each of them separately, piling up the results one on top of the other, and combining 

them into feature maps. The resulting tensor is finally reshaped to flatten out the spatial 

dimensions into a one-dimensional feature vector that can be fed into the classifier. 

At the end of the network, we have two FC layers: the first contains 512 units, while the 

second contains 1 unit (where it performs the 2-class classification). In between these FC 

layers, we added a dropout layer with a rate of 0.5 to avoid overfitting. In Figure 22, we can 

see how a tile is processed through this particular base model.  
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Figure 22. The convolutional neural network proposed in Chapter 5.3.1.1 processing a 

random tile of 256×256 pixels. 

5.3.1.2  VGGNet-like Network 

The second component of the ensemble is a modified version of VGGNet [67], represented 

by a stack of convolutional blocks formed by two convolutional layers followed by one 

max-pooling layer. We propose this configuration for its compact architecture. The chosen 

kernel size is 3×3 and the max-pooling step is performed over a 2×2-pixel window. After 

each convolutional block, we added a dropout layer with a rate of 0.25 for a more aggressive 

control of the overfitting.  

The first component of the classifier is a FC layer with 512 neurons connected to a final 

single unit layer. In between the classifying layers, we added a dropout layer with a rate of 

0.5. We also reduced the number of filters/ convolution when compared to the standard 

network. By applying these changes to the original architecture, we drastically reduced the 

number of parameters from 169 million to a little over 4.5 million (a 97.34% decrease). This 

architecture is described in Table 7. 
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Table 7. Description of the VGGNet-like architecture proposed as weak learner. 

Stage Layer 
Output Size 

(Volume) 

Block_1 

Conv(3×3, 32) 

Conv(3×3, 32) 

Maxpool(2×2) 

Dropout(0.25) 

Input = 256×256×3  

Output = 126×126×32 

Block_2 

Conv (3×3, 64) 

Conv (3×3, 64) 

Maxpool (2×2) 

Dropout(0.25) 

61×61×64 

Block_3 

Conv(3×3, 64) 

Conv(3×3, 64) 

Maxpool (2×2) 

Dropout(0.25)  

28×28×64 

Block_4 

Conv(3×3, 64) 

Conv(3×3, 64) 

Maxpool(2×2) 

Dropout(0.25) 

12×12×64 

Block_5 

Conv(3×3, 128) 

Conv(3×3, 128) 

Maxpool(2×2) 

Dropout(0.25) 

8×8×128 

Output_Block 

Flatten 

FC (512) 

Dropout(0.5) 

FC (1, sigmoid) 

8,192 

512 

- 

1 

5.3.1.3  Modified ResNet 

The Residual blocks (introduced by He et al. in [73]) allow training very deep networks by 

introducing modules called residual models. These blocks address the degradation 

problem observed when training deep neural networks by allowing the gradient to flow 

through the alternate shortcut path, ensuring the movement of information from earlier 

layers in the model to latter layers. 

Our third implementation consists of a modified version of ResNet50, where we stack 

Convolutional and Identity blocks on the residual connections (that allow the flow of 

information while enabling the learning of an identity function). Compared to the original 

ResNet50, we reduced the number of filters/ convolutions and changed the activation 

functions from ReLU [58], [207] to PReLU [60] and Leaky ReLU [59].  
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The top block includes a GAP layer with a 2×2-pixel window (replacing the window area 

with the average value instead of the maximum value) followed by a Flatten layer and a FC 

layer with a softmax activation (where the classification is performed).  

By applying these changes, the number of total parameters dropped from 25.6 million to 

5.9 million, resulting in a more efficient computation. Details about the modified ResNet-

50 network can be seen in Table 8. 

Table 8. Description of the modified ResNet-50 architecture implemented 

as weak learner. 

Stage Structure 
Output Size 

(Volume) 

1 
Conv(77, 32, stride = 1) + BN + Activation 

Maxpool(3x3) 

Input = 256×256×3 

Output = 85×85×32 

2 
ConvBlock (3×3, [32, 32, 64], stride=1) 

2× (ID_block (3×3, [32, 32,64]) 
85×85×128 

3 
ConvBlock (3×3, [64, 64, 256], stride=2) 

3× (ID_block (3×3, [64, 64, 256]) 
43×43×256 

4 
ConvBlock (3×3, [128, 128, 256], stride=2) 

4× (ID_block (3×3, [128, 128, 256]) 
22×22×512 

5 
ConvBlock (3×3, [256, 256, 1024], stride=2) 

2× (ID_block (3×3, [256, 256, 1024]) 
11×11×1,024 

Output 

Global Average Pooling (2x2) 

Flatten 

FC(𝑛 classes, softmax) 

5×5×1,024 

15,600 

2 

ConvBlock: 

Conv (1×1, [Filter], stride = 1) + BN + Activation     ,BN=Batch Normalisation 

Conv (KernelSize, [Filter], stride = 1) + BN + Activation 

Conv (1×1, [Filter]) + BN 

Shortcut = Conv (1×1, [Filter], stride = s) + BN 

Add (Shortcut + ID_block) + Activation 

ID_block: 

Conv (1×1, [Filter], stride= 1) + BN + Activation, stride=s 

Conv (KernelSize, [Filter], stride = 1) + BN + Activation  

Conv (1×1, [Filter], stride= 1) + BN 

Add (ID_block + Shortcut) + Activation 
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5.3.1.4  Inception-ResNet-v2 

Given the increased complexity of the Inception-ResNet-v2 [74] architecture, for our fourth 

base model, we only modified the classifier added on top of the convolutional base and 

applied transfer learning techniques while tweaking the standard hyperparameters. The 

classifier added on top consists of a GAP layer over a 2×2-pixel window, a FC layer with 

512 neurons using ReLU activation function, a Dropout layer with a rate of 0.5, and a final 

FC layer of size 1 using sigmoid activation function.  

5.3.2 Ensemble-V2 

Additionally, as stated in the introduction, we wanted to address the significant difference 

in performance found in [203] when testing the models on data with different vegetation 

coverage separately.  

We propose a second variant of the ensemble model (illustrated in Figure 23) using a 

specialised model trained on the subset only formed by tiles from the area with the lower 

performance metrics and a generic model trained on the entire dataset. Their predictions 

will be fed into a terrain-type classifier (which will act as an arbitrary combiner algorithm) 

that infers the type a vegetation the tile contains and decides which of the two predictions 

will be the final one. In other words, the ensemble will use a network to infer the type of 

vegetation coverage in a tile and, based on that result, will decide the final prediction. 

Figure 23. The second variant of the ensemble model inferring the prediction using a terrain 

type classifier. 

5.4 Experiments 

The goal is to learn a classifier that can input an image represented by a feature vector 

(tensor) X and predict whether the corresponding label is 1 or 0. The learning process is 

done using convolution operations, which preserve the relationship between pixels by 

learning image features (moving from discriminating features at a local level in the earlier 

layers towards generalising these features at a global level in the later layers). 
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The convolution (∗), defined in Eq. 8, is an operation on two functions, 𝐼 and 𝐾. 

 𝑆[𝑖, 𝑗] = (𝐾 ∗ 𝐼)(𝑖, 𝑗) = ∑ ∑ 𝐼(𝑖 − 𝑚, 𝑗 − 𝑛)𝐾(𝑚, 𝑛)

𝑛𝑚

. (8) 

In Eq. 8, the first argument is referred to as the input (the function 𝐼 is a two-dimensional 

array with two indices (𝑚, 𝑛) of the spatial coordinates of pixels), the second argument is 

referred as the kernel, while the output 𝑆 is referred as a feature map. We can say that 𝑆 is 

produced by convolving filter 𝐾 of dimensions 𝑚, 𝑛 across all the input 𝐼 of dimensions 𝑖, 𝑗. 

In the case of RGB images, we have to add one more index of the different colour channels 

(resulting a 3-D tensor); software implementations usually work in batch mode, so we have 

to add a fourth axis indexing the samples in the batch (4-D tensors) [208].  

In our case, a single training example is represented by a pair (𝑥, 𝑦), where 𝑥 is an 3-D 

feature vector and 𝑦 (the label) is either 0 or 1. Our dataset (presented in Table 6) comprises 

of 𝑛 = 18,000 samples (𝑥(1), 𝑦(1)), . . . , (𝑥(𝑛), 𝑦(𝑛)) with dimensions of 256×256×3. We split 

our dataset by randomly assigning the tiles into the following three sets: 

• A full training set of 14,400 tiles (80% of the data) and five training subsets 

containing 90% of the full training set (12,960 tiles) with their corresponding labels 

used to perform the weights initialisation. The five subsets represent variations of 

the training population and were used to repeat the experiments and to conduct a 

statistical analysis of the performance metrics. 

• A validation set (10% of the data) formed by 1,800 tiles and used for tuning the 

model’s hyperparameters and comparing how changing them would affect the 

model’s predictive performance. 

• A test set (10% of the data) containing 1,800 tiles to evaluate the performance of the 

models on unseen data.  

According to the literature conventions [209], [210], we have also considered other data 

splits (50:25:25% and 60:20:20%), but the initial results were considerably lower (as shown 

in Table 9 in terms of accuracy, precision, recall, F1 score and AUC-ROC score metrics, 

defined in Chapter 3.7.1, Eqs. 1-4) when compared to the 80:10:10% split described above. 

For this reason, we decided to carry on the experiments only with the one data split 

allowing for more training data. The other mentioned splits favour higher ratios of 

validation and testing data and could be the preferable approach when dealing with very 

large datasets, but are not as desired when tackling complex classification tasks with limited 

datasets. 

  



 

70 

Table 9. Performance results of the initial road recognition tests with different data splits. 

Data Split 

Ratio 

Performance 

Metric 

Initial Results 

(Each column represents a trained configuration) 

50:25:25% 

Loss 0.2219 0.2411 0.2123 0.2233 0.1601 0.1816 

Accuracy  0.9262 0.9271 0.9264 0.9331 0.9409 0.9391 

Precision 0.8829 0.9158 0.8693 0.8379 0.8554 0.8686 

Recall 0.8916 0.8604 0.9107 0.8613 0.8569 0.8431 

F1 score 0.8800 0.8873 0.8895 0.8494 0.8561 0.8557 

60:20:20% 

Loss 0.2139 0.2087 0.1729 0.1901 0.1696 0.1678 

Accuracy 0.9372 0.9355 0.9433 0.9361 0.9406 0.9394 

Precision 0.9028 0.8978 0.9137 0.9099 0.9137 0.9096 

Recall 0.8978 0.9078 0.9056 0.8867 0.8944 0.8944 

F1 score 0.9003 0.9028 0.9096 0.8981 0.9040 0.902 

80:10:10% 

Loss 0.1560 0.1811 0.1624 0.1468 0.1733 0.1551 

Accuracy 0.9511 0.9461 0.9483 0.9533 0.9367 0.9472 

Precision 0.9133 0.9068 0.9198 0.9216 0.8938 0.9244 

Recall 0.9133 0.9078 0.9044 0.9011 0.8978 0.8967 

F1 score 0.9133 0.9073 0.912 0.9112 0.8958 0.9103 

We implemented the two version of the framework and the base models presented in 

Chapter 5.3 with the open-source Python deep learning library Keras version 2.2.4 [13] 

(with TensorFlow 1.14.0 [12] as backend) on the hardware support specified in Chapter 

2.2.1. 

In all the experiments, we applied data augmentation techniques on the training set, 

including random horizontal and vertical flipping of the input images, random rotations, 

random horizontal and vertical translations, and random zooms to avoid overfitting and 

allow the model to generalise better (given it never sees the same tile twice). To avoid losing 

important information around the edges of the tile, we used small augmentation 

parameters. To fill out the pixels created after these operations outside the boundaries of 

the input, we used the ‘nearest neighbour’ interpolation technique. An example of data 

augmentation applied to a random tile can be seen in Figure 24. It is important noting that 

the batches of augmented tensor image data used for training were generated in-memory 

and in real-time and were not stored on the disk. 
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Figure 24. Data augmentation applied to a random tile. 

In the experiments, we used stochastic gradient descent (SGD) [211], [212] to optimise the 

network’s loss function (a standard binary-class cross-entropy [213]). The model’s loss, 

ℒ(�̂�𝑖 , 𝑦𝑖), is calculated with Eq. 9 as the average negative log-likelihood for each event 

output value over a model target (actual and predicted probabilities): 

 ℒ(�̂�𝑖 , 𝑦𝑖) =  
1

𝑚
∑ 𝑦𝑖 ∗ log �̂�𝑖 + (1 − 𝑦𝑖) ∗ log(1 − �̂�𝑖)

𝑚

𝑖=1

  (9) 

In Eq. 9, 𝑚 represents the number of values in the model output (output size), �̂�𝑖 is the 

model’s 𝑖𝑡ℎ output (predicted) value, and 𝑦𝑖 is the corresponding target value. In binary 

problems, each task has only two possible classes (“Road” and “No road”), the target 

probabilities being 𝑦𝑖 and (1 − 𝑦𝑖). 

For training, we used small learning rates (from 1 × 𝑒−6 up to 1 × 𝑒−2) to ensure a stable 

learning process and chose a standard number of 100 epochs for an initial observation of 

the network’s behaviour (this number was subsequently increased or decreased depending 

on the network’s convergence). As activation functions, we generally used ReLU non-

linearity for the convolutional layers and the first FC layer and sigmoid for the last FC layer 

(encoding the probability of a class or the other). The goal of the experiments was to identify 

the classifiers with the lowest classification error for each of the architectures proposed.  

In the case of the CNN formed by stacked convolutional layers followed by max-pooling 

layers (presented in Chapter 5.3.1.1), we modified the number of filters/convolutions, the 

network’s depth (to obtain feature maps of different sizes), and we increased the size of the 

kernel from 3×3 to 5×5. The optimiser used in all scenarios was Adam [214] (as it is 

considered to be the fastest to converge [215]) with a learning rate of 1 × 𝑒−4.  
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In the case of the VGGNet-like architecture (described in Chapter 5.3.1.2), we gradually 

increased the number of convolutional blocks from three to five and applied a different 

number of filters/ convolution block (from [32, 64, 64] to [32, 64, 64, 64, 128]). We also used 

different optimisers to study their impact on the learning process: Adam with learning rates 

(lr) of 1 × 𝑒−3 / 1 × 𝑒−4, the standard SDG [216] (with a learning rate of 1 × 𝑒−2, decay of 

1 × 𝑒−5 and Nesterov Momentum [217] of 9 × 𝑒−1 as proposed by the authors of [67]) and 

RMSprops optimiser [218] with a learning rate of 1 × 𝑒−4. The classifier was also modified 

by choosing different number of units in the first FC layer (256 and 512) and by using GAP 

layer instead of Flatten before the FC layers [219]. An example of training can be found in 

Figure 25. 

 

Figure 25. Evolution of the loss and accuracy displayed by the VGGNet-like configuration 

proposed in Chapter 5.3.1.2 during a 400-epochs training. 

Furthermore, we also applied transfer learning techniques (especially fine-tuning, where 

we unfreeze a portion of the layers from a frozen convolutional base and retrain them 

together with the classifier added on top). In [203], we observed that pre-trained models 

are sensible to changes, their performance changing depending on where we start to update 

the weights—retraining starting from a network´s early levels lowered the performance 

(updating the weights damaged the features learnt, as also observed in [220]); therefore, we 

only fine-tuned the upper convolutional blocks.  

In the case of ResNet (described in Chapter 5.3.1.3), we trained the architecture proposed 

in Chapter 5.3.1.3 after modifying the number of layers/ convolution and using different 

activations functions (ReLU, PReLU and Leaky ReLU). Given the complex nature of 

Inception-ResNet-v2, we only applied transfer learning techniques: feature extraction 

(retraining the classifier added on top) and fine-tuning the last convolutional blocks with 

learning rates of 1 × 𝑒−3 and 1 × 𝑒−6. Finally, for comparison reasons, we also trained the 

original networks from scratch.  

The training scenarios described above are presented in Table 10.   
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Table 10. Scenarios taken into account for training the neural networks specialised in road recognition. 

` Base architecture Configuration 
Filters/conv  

(block) 

Size of the last  

feature map  

FC units 

(classifier) 

Optimiser and 

learning rate 
Other aspects 

1 

B
u

il
t 

C
N

N
 

(F
ig

u
re

 2
2

) 

4 × convolutional blocks  [32, 64, 128, 128] 14×14×128 

512 ,1 Adam (lr = 1 × 𝑒−4) 
- 

2 5 × convolutional blocks  [32, 64, 128, 128, 128] 6×6×128 

3 5 × convolutional blocks [32, 64, 128, 128, 256]  6×6×256 

4 5 × convolutional blocks  [32, 64, 128, 256, 512]  6×6×512 

5 5 × convolutional blocks [32, 64, 128, 128, 256] 4×4×256 Filter size = 5×5 

6 

V
G

G
N

et
 

V
G

G
–

li
k

e 

C
N

N
  

(T
a

b
le

 6
) 

3 × convolutional blocks [32, 64, 64] 28×28×64 256, 1 SDG (lr = 0.01, decay = 

1 × 𝑒−5, Nesterov 

momentum = 9 × 𝑒−1) - 

7 4 × convolutional blocks  [32, 64, 64, 64] 12×12×64 512, 1 

8 5 × convolutional blocks [32, 64, 64, 64, 128] 8×8×128 512, 1 

9 5 × convolutional blocks  [32, 64, 64, 64, 128] 8×8×128 512, 1 
Adam (lr = 1 × 𝑒−4) 

10 5 × convolutional blocks [32, 64, 64, 64, 128] 8×8×128 256, 1 

11 

S
ta

n
d

a
rd

 

[6
7

] 

Fine-tuning the last 

convolutional block 

(ImageNet weights) 

Default configuration 

[67] 
8×8×512 

512, 1 

Adam (lr = 1 × 𝑒−3) 
Global Average Pooling 

instead of Flatten 
12 Adam (lr = 1 × 𝑒−4)  

13 RMSprop (lr = 1 × 𝑒−4) 

14 No weights (from scratch) [67] Adam (lr = 1 × 𝑒−4)  MSRA initialisation [60] 

15 

R
es

n
et

50
 

Modified ResNet Described in Table 8 Adam (lr = 1 × 𝑒−4) 

Activation = ReLU 

16 Activation = Leaky ReLU  

17 Activation = PReLU 

18 No weights (from scratch) 
Default configuration 

[73] 
8×8×2048 [73] Adam (lr = 1 × 𝑒−4) - 

19 

In
ce

p
ti

o
n

- 

R
es

N
et

-v
2

 Feature Extraction  

Default configuration 

[74] 
6×6×1536 

512, 1 

Adam (lr = 1 × 𝑒−4) 
Global Average Pooling 

instead of Flatten 
20 Fine-tuning the last module  Adam (lr = 1 × 𝑒−6) 

21 Fine-tuning the last 2 modules Adam (lr = 1 × 𝑒−3) 

22 No weights (from scratch)  [74] Adam (lr = 1 × 𝑒−4) - 

23 
Ensemble 

V1 (Average voting) Described in Figure 21 
- 

24 V2 (Specialised framework)  Described in Figure 23 
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5.5 Results and Discussion 

After selecting the weights using the training and validation sets, we evaluated the 

generalisation capacity of the models using the test set containing unseen data (with a 

support of 900 tiles for each class) and obtained the confusion matrices (or error matrices) 

of the classification operation.  

From the confusion matrices, we calculated the following performance metrics: accuracy, 

precision, recall, F1 score and AUC-ROC score (defined in Chapter 3.7.1, Eqs. 1-4). For 

analysis purposes, we also accounted the loss on the testing set as a performance indicator 

(a lower loss value being desired). To statistically analyse the results, we repeated the 

training and evaluation of the configurations described in Table 10 using the five training 

subsets (containing 12,960 tiles randomly obtained from the full training set).  

After an initial evaluation of the proposed configurations, we selected the best performing 

ones and stacked them as described in Figures 21 and 23. This way, the first variant of 

ensemble model averages their predictions of the models resulting from training scenarios 

2, 11, 15 and 20.  

As explained in Chapter 5.4.2, for the second variant of the ensemble, we selected three 

weak learners: a generic model (configuration 4, trained on the whole dataset), a specialised 

model (based on configuration 11 retrained on a dataset containing only tiles from the 

Mediterranean areas, where it obtained a AUC-ROC score of 0.9697), together with a terrain 

type classifier trained to infer the ensemble’s prediction based on the vegetation coverage 

in a tile (based on configuration 2, which obtained an accuracy score of 0.9628, with a loss 

of 0.0989 on the validation set). Here, given the prediction of the specialised model in 

classifying roads in Mediterranean areas and the prediction of a generic mode, we are left 

with the one inferred by the classifier trained to detect the type of vegetation coverage in a 

tile (the generic prediction, if the classifier detects green areas, or the prediction of 

specialised weak learner, in the opposite case).  

The performances of the configurations were afterwards compared using one-way analysis 

of variance (ANOVA) with the performance metric as the dependent variable and the 

configurations as the levels of a fixed factor. To test the null hypothesis that the 

performances of all configurations are the same, the 𝐹 statistic is computed from the 

ANOVA table and reported in Table 11 for each of the performance metric. The alternative 

hypothesis is that at least one of the configurations has a different performance than the 

others. 
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Table 11: Mean (M) and standard deviation (SD) of the performance metrics obtained by 

the configurations described in Table 10 on the test set (𝑛 = 1,800 tiles). 

Config. 

 Nº 

Accuracy Loss Precision Recall F1 score AUC - ROC 

M SD M SD M SD M SD M SD M SD 

1 0.931 0.003 0.183 0.005 0.907 0.017 0.891 0.026 0.899 0.006 0.949 0.002 

2 0.940 0.006 0.164 0.014 0.912 0.010 0.897 0.007 0.922 0.035 0.952 0.003 

3 0.938 0.004 0.166 0.012 0.913 0.010 0.892 0.016 0.902 0.005 0.950 0.003 

4 0.940 0.007 0.170 0.012 0.913 0.008 0.892 0.021 0.902 0.008 0.950 0.003 

5 0.936 0.005 0.184 0.005 0.903 0.011 0.894 0.007 0.898 0.005 0.943 0.001 

6 0.941 0.005 0.178 0.022 0.903 0.005 0.905 0.008 0.904 0.004 0.948 0.004 

7 0.945 0.002 0.162 0.010 0.914 0.004 0.899 0.003 0.906 0.002 0.948 0.003 

8 0.943 0.007 0.164 0.019 0.893 0.047 0.898 0.012 0.906 0.006 0.948 0.003 

9 0.943 0.003 0.157 0.006 0.914 0.009 0.896 0.006 0.905 0.002 0.949 0.003 

10 0.943 0.002 0.157 0.002 0.909 0.009 0.903 0.007 0.906 0.002 0.948 0.002 

11 0.945 0.002 0.169 0.013 0.919 0.012 0.917 0.014 0.918 0.013 0.967 0.002 

12 0.945 0.004 0.190 0.017 0.912 0.007 0.909 0.008 0.911 0.008 0.964 0.002 

13 0.928 0.026 0.281 0.034 0.939 0.018 0.941 0.021 0.940 0.019 0.956 0.009 

14 0.939 0.008 0.157 0.015 0.916 0.017 0.913 0.020 0.914 0.018 0.967 0.001 

15 0.923 0.008 0.201 0.026 0.919 0.006 0.917 0.007 0.921 0.006 0.952 0.003 

16 0.920 0.029 0.189 0.027 0.920 0.018 0.918 0.020 0.922 0.018 0.946 0.006 

17 0.917 0.014 0.219 0.035 0.922 0.009 0.922 0.011 0.924 0.009 0.948 0.003 

18 0.910 0.012 0.218 0.022 0.929 0.020 0.934 0.024 0.932 0.022 0.956 0.003 

19 0.863 0.011 0.403 0.031 0.946 0.006 0.958 0.006 0.952 0.006 0.931 0.002 

20 0.862 0.003 0.326 0.011 0.954 0.003 0.965 0.003 0.960 0.003 0.938 0.003 

21 0.875 0.032 0.389 0.111 0.953 0.009 0.962 0.011 0.958 0.010 0.930 0.021 

22 0.934 0.013 0.172 0.031 0.939 0.002 0.942 0.002 0.941 0.002 0.962 0.004 

23 0.956 0.002 0.132 0.008 0.966 0.006 0.945 0.005 0.955 0.002 0.991 0.001 

24 0.946 0.003 0.156 0.014 0.953 0.012 0.938 0.018 0.946 0.004 0.984 0.002 

Total 0.928 0.028 0.204 0.076 0.924 0.023 0.919 0.027 0.923 0.023 0.953 0.015 

F-statistic 22.738 29.680 8.768 15.042 14.423 34.520 

p-value 1 0.000 0.000 0.000 0.000 0.000 0.000 

1 A p-value smaller than 0.05 implies that null hypothesis is to be rejected at a level of significance 

of 5% and there is a significant difference in performance between the configurations. 
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In Table 11, we observe that all p-values are smaller than 0.001; therefore, the configurations 

are significantly different in each of the performance metrics. However, the analysis of 

variance F-statistics and their p-values does not reveal which configurations are different 

from the others when there is a significant difference. To have a detailed comparison of the 

performance of the configurations in different metrics, Figure 26 shows the boxplots of the 

performances for different configurations. 

Figure 26. Boxplots of performance measures of obtained by the configurations described 

 in Table 10. 
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Figure 26 shows that the two versions of the ensemble (configurations 23 and 24) obtained 

the highest overall accuracies, precisions, and AUC-ROC scores, while obtaining the lowest 

losses.  

The lowest accuracies, ROC-AUC scores, and the maximum losses are observed when 

applying transfer learning (feature extraction and fine-tuning) to Inception-ResNet-v2 

(configuration 19, and 20 and 21). Among Inception-ResNet-v2 base architecture, 

configuration 22 (where we trained the network from scratch) obtained a significantly 

higher accuracy compared to configurations 19, 20 and 21. The maximum average recall 

and F1 score is observed for configuration 20, closely followed by 21, while the lowest recall 

and F1 score is observed for configuration 1.  

The accuracies obtained by configurations 1 – 14 are similar, with small variations in the 

93.1%–94.5% interval. The lowest precision was obtained by configuration 6, while the 

precisions for configurations 1–12, 14–17 are very similar. Except for configurations 11–14 

and 22, all other configurations have very similar AUC-ROC values (between 0.935–0.945).  

Configuration 13 has a significantly higher recall and F1 score among the other VGGNet 

architecture configurations. We can see that by fine-tuning VGGNet’s pre-trained weights, 

we obtained the highest single results. One reason for this might be the VGGNet’s compact 

architecture, designed to gradually increase the semantic complexity. It is important noting 

that VGG16 trained from scratch (configuration 16) only converged when applying He 

normal (MSRA) initialiser [60] to the first FC layer. 

Next, to formally analyse the pairwise comparison of performances of the configurations in 

terms of AUC-ROC (the metric score preferred and considered one of the most appropriate 

for image classification tasks in [221]), we present the post-hoc test results for AUC-ROC 

using Tukey’s HSD test. Tukey’s HSD test statistic compares two configurations at a time 

using a 𝑡-test adjusted for overall variability of the data. The post-hoc tests are designed in 

such a way that it maintains the level of significance or the probability of type I error at 5% 

with all pairwise comparisons taken together. Table 12 reports the homogenous subsets of 

configurations in terms of AUC-ROC score. 
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Table 12. Homogenous subset of configurations with post-hoc tests for AUC-ROC. 

Config.  

Nº 

Homogeneous Subsets 

1 2 3 4 5 6 7 8 

21 0.930        

19 0.931        

20 0.938 0.938       

5 0.943 0.943 0.943      

16  0.946 0.946 0.946     

10  0.948 0.948 0.948     

8  0.948 0.948 0.948     

6  0.948 0.948 0.948     

7  0.948 0.948 0.948     

17  0.948 0.948 0.948     

9  0.949 0.949 0.949     

1  0.949 0.949 0.949     

3  0.950 0.950 0.950 0.950    

4  0.950 0.950 0.950 0.950    

2   0.952 0.952 0.952 0.952   

15   0.952 0.952 0.952 0.952   

13    0.956 0.956 0.956 0.956  

18    0.956 0.956 0.956 0.956  

22     0.962 0.962 0.962  

12      0.964 0.964  

14       0.967  

11       0.967  

24        0.984 

23        0.991 

Sig. 0.057 0.051 0.436 0.395 0.077 0.061 0.179 0.907 

Configurations within a homogenous subset are not significantly different from each other 

at 5% level of significance. For example, configurations 21, 19, 20 and 5 do not have 

significantly different AUC-ROC scores. However, configurations that are not common in 

two homogenous subsets are significantly different. For example, configurations 23 and 24 

(the ensemble variants) are not significantly different from each other but have significantly 

higher AUC-ROC compared to all other configurations. These post-hoc test results asserts 

our observations in Figure 26‘s boxplots. 
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By plotting the training time, the number of parameters and the number of epochs before 

convergence (Figure 27) and crossing the results with data from Table 10, we can study the 

effect of the hyperparameters on the training behaviour. 

Figure 27. Graph showing the relationship between the training time, the number of 

parameters and epochs before convergence for each configuration from Table 10. 

We can observe that the training time was highly dependent on the number of trainable 

parameters, which in turn is dependent on the depth of the networks, the number filters 

applied in each layer, and the number of units in the classifier.  

Changing the activation functions (configurations 15–17) increased the number of 

parameters from 6 to 17 million, while not significantly improving the results. A higher 

number of convolutional blocks and a higher number of units in the classifier allowed the 

networks to better learn the characteristics of the secondary roads with the downside of 

higher computational needs. Increasing the size of the filters (from 3×3 to 5×5—

configuration 5) did not improve the results and resulted in a more pronounced overfitting 

behaviour. Using Adam optimiser resulted in a convergence twice as fast when compared 

to SDG (configurations 6–9) and 1.5 times faster when compared to RMSprop [222] 

(configuration 13). 

Next, we compared the performances of the configuration grouped on their base 

architectures using one-way analysis of variance (ANOVA), with the performance metric 

as the dependent variable and the base architecture as the levels of a fixed factor. The results 

are presented in Table 13. 
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Table 13. Mean (M) and standard deviation (SD) of the performance metrics obtained by 

the configurations described in Table 10 grouped by their base architectures. 

Base Architecture 
Accuracy Loss Precision Recall F1 score AUC - ROC 

M SD M SD M SD M SD M SD M SD 

Built CNN 0.937 0.006 0.174 0.013 0.910 0.011 0.893 0.016 0.905 0.018 0.949 0.004 

VGG-like CNN 0.943 0.004 0.164 0.015 0.907 0.022 0.900 0.008 0.905 0.003 0.948 0.003 

VGGNet 0.939 0.014 0.199 0.054 0.921 0.017 0.920 0.020 0.921 0.018 0.964 0.006 

Resnet50 0.917 0.017 0.207 0.028 0.923 0.014 0.923 0.017 0.925 0.015 0.951 0.005 

Inception-ResNet-v2 0.883 0.035 0.322 0.109 0.948 0.008 0.957 0.011 0.953 0.010 0.940 0.016 

Ensemble-V1 0.956 0.002 0.132 0.008 0.966 0.006 0.945 0.005 0.955 0.002 0.991 0.001 

Ensemble-V2 0.946 0.003 0.156 0.014 0.953 0.012 0.938 0.018 0.946 0.004 0.984 0.002 

Total 0.928 0.028 0.204 0.076 0.924 0.023 0.919 0.027 0.923 0.023 0.953 0.015 

F-statistic 32.480 23.600 27.736 46.689 39.445 49.889 

p-value 1 0.000 0.000 0.000 0.000 0.000 0.000 

1 A p-value smaller than 0.05 implies that null hypothesis is to be rejected at a level of significance 

of 5% and there is a significant difference in performance between the configurations. 

To test the null hypothesis that the performances of all architectures are the same, the 𝐹-

statistic is computed from the ANOVA table and reported in Table 13 for each of the 

performance metric. The alternative hypothesis is that at least one of the architectures has 

a different performance than the others.  

We can observe that all p-values are smaller than 0.001; therefore, the base architectures are 

significantly different in each of the performance metrics. However, the analysis of variance 

with 𝐹-statistics and their p-values do not reveal which architectures are different from the 

others when there is a significant difference.  

To have a detailed comparison of the performance of the architectures in different metric, 

Figure 28 shows the boxplots of the performances for the base architectures. 
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Figure 28. Boxplots of performance measures for different base architectures. 

To formally analyse the pairwise comparison of performances of the architectures in terms 

of AUC-ROC scores, we present the post-hoc test results using Tukey’s HSD test in Table 

14. Tukey’s HSD test statistic compares two architectures at a time using a 𝑡-test adjusted 

for overall variability of the data. Architectures within a homogenous subset are not 

significantly different from each other at 5% level of significance. 
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Table 14. Homogenous subset of base architectures with post-hoc tests for AUC-ROC. 

Base Architecture 
Homogenous Subset 

1 2 3 4 

Inception-ResNet-v2 0.940    

VGG-like CNN 0.948 0.948   

Built CNN 0.949 0.949   

Resnet50  0.951   

VGGNet   0.964  

Ensemble-V2    0.984 

Ensemble-V1    0.991 

Sig. 0.158 0.988 1.000 0.346 

We can see again that the two ensemble architectures do not have significantly different 

AUC-ROC scores among themselves, but they have significantly higher AUC-ROC scores 

compared to all other architectures.  

They are followed by VGGNet, which has significantly higher AUC-ROC score than 

ResNet50, Built CNN, VGG-liked CNN and Inception-ResNet-v2, but significantly lower 

AUC-ROC score compared to Ensemble-V1 and Ensemble-V2. VGG-like CNN, CNN and 

ResNet50 architectures are not significantly different in AUC-ROC among themselves, but 

ResNet50 has a significantly higher AUC-ROC than Inception-ResNet-v2. These post-hoc 

test results asserts our observations in Figure 28’s boxplots. 

After carrying out the statistical analysis of the performance metrics (on the five training 

subsets containing 90% of the full training set, or 12,960 tiles), we retrained the weak 

learners of Ensemble-V1 on the full dataset of 𝑛 = 14,400 tiles. In Table 15, we present the 

performance obtained by it on the same test set containing 1,800 tiles.  
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Table 15. Performance metrics obtained by the 24 configurations when trained  

on the entire dataset (𝑛 = 14,400 tiles). 

Config.  

Nº 

Performance metrics 

Accuracy Loss Precision Recall F1 score AUC-ROC 

1 0.9411 0.1597 0.9218 0.8911 0.9062 0.9509 

2 0.9400 0.1724 0.8912 0.9189 0.9048 0.9510 

3 0.9383 0.1728 0.9322 0.8711 0.9006 0.9501 

4 0.9500 0.1441 0.9281 0.9033 0.9155 0.9528 

5 0.9383 0.1884 0.8959 0.9089 0.9024 0.9390 

6 0.9533 0.1468 0.9216 0.9011 0.9112 0.9466 

7 0.9367 0.1733 0.8938 0.8978 0.8958 0.9460 

8 0.9472 0.1551 0.9244 0.8967 0.9103 0.9494 

9 0.9467 0.1788 0.9073 0.9133 0.9103 0.9469 

10 0.9461 0.1541 0.9183 0.8989 0.9085 0.9475 

11 0.9556 0.1765 0.9437 0.9444 0.9441 0.9658 

12 0.9528 0.1638 0.9279 0.9267 0.9273 0.9654 

13 0.9439 0.2819 0.9116 0.9078 0.9070 0.9660 

14 0.9244 0.1852 0.8807 0.8711 0.8761 0.9720 

15 0.9250 0.2138 0.9131 0.9050 0.9304 0.9554 

16 0.9467 0.1453 0.9117 0.9023 0.9091 0.9567 

17 0.9489 0.1405 0.9107 0.9008 0.9078 0.9574 

18 0.9444 0.1449 0.9047 0.9067 0.9057 0.9411 

19 0.8506 0.4347 0.9504 0.9633 0.9578 0.9327 

20 0.8678 0.3110 0.9500 0.9611 0.9562 0.9434 

21 0.8389 0.5222 0.9681 0.9778 0.9738 0.9177 

22 0.9389 0.1457 0.9387 0.9411 0.9399 0.9679 

23 0.9639 0.1168 0.9665 0.9611 0.9638 0.9923 

24 0.9594 0.1346 0.9560 0.9167 0.9359 0.9773 

Studying the relationship between the values of the confusion matrix of the best performing 

classification framework (presented in Figure 29), we can find that it correctly recognised 

866/900 instances of “Road” (TP ratio of 0.962) and 873/900 “No Road” instances (TN ratio 

of 0.97), while incorrectly labelling 34/900 instances of “No Road” (FP ratio of 0.03) and 

missing 27/900 instances of the “Road” class (FN ratio of 0.038). The FP and FN rates 

delivered by the Ensemble-v1 classifier are balanced. In the confusion matrix, FN and FP 

are the samples that were incorrectly classified and represent 3.39% of the predictions; 

while TN and TP are the samples that were correctly classified and represent 96.61% of the 

predictions. 



 

84 

 

Figure 29. Confusion matrix obtained by the best performing configuration (Ensemble-V1, 

based on average voting of weak learners) on unseen data (𝑛 = 1,800 tiles).  

In our experiments, we observed significant improvements, the two variants of the 

ensemble obtaining considerably lower error rates when compared to the weak learners 

evaluated separately. The classifier with the lowest classification errors (Ensemble-V1, 

based on average voting between four models) obtained an increase in performance metrics 

by the order of 3-4%. These values are remarkable considering the computational 

optimisation of the weak learners stacked (Figure 21).  

Ensemble-V2 (Figure 23) used a weak learner to detect the vegetation coverage in a tile and 

based on that probability, it over decided the use of the prediction provided by the generic 

base model or the prediction of the base model specialised in classifying roads in 

Mediterranean areas. This architecture obtained improvements of 2-3% when compared to 

the single generic model (configuration 11). We believe this value can be further improved 

by increasing the size of the subset used for training the base model specialised in detecting 

roads in areas with Mediterranean vegetation coverage (the current 3,600 tiles/ category 

can be considered insufficient). These models were exported to hdf5 (h5) format and can be 

later deployed in production. 

By constructing an ensemble, the learning algorithms were able to learn about the 

complexity of the road characteristics by leveraging the weaknesses of each architecture to 

find a better hypothesis and improve the performance metrics. Nonetheless, even though 

we reduce the risk of choosing the wrong classifier, we noticed a lack of sufficient data, 

especially when trying to build a specialised model. We consider that, in order to progress 

correctly in the design and evaluation of CNN architectures, it is essential to have a larger 

data set taking into account the complexity of the road detection task (geometry, soil types, 

difference in size).  

Regarding the transfer learning operation, we found that by initialising the network from 

pre-trained weights, the performance metrics were greatly improved (by the order of 8-

10%) when compared to random initialisation. This enabled a better convergence, even 
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though our task was very different from the original one, and proved the effectiveness of 

the operation. When using transfer learning it is important to apply stronger regularization 

to control the overfitting behaviour, which occurs when the model has too many degrees 

of freedom and starts overcomplicating the true structure of the data [223], resulting in 

models unable to perform well on testing data.  

We have mentioned earlier that the characteristics learned by CNN are a representation of 

real visual concepts. We can visualise the activations produced by performing several 

convolutions to understand how the input image was decomposed into the features the 

network learned. In Figure 30, we can visualise activations produced by one of the 

configurations and see how it “learned” that a road is probably a straight, continuous line. 

After running a linear activation through a nonlinear activation function (detector stage, 

like ReLU), we use a pooling function to modify the output of the layer further and reduce 

its dimensions. In the image bellow, we can see that the networks trained for road 

classification are able to detect even secondary roads that are almost indistinguishable by 

humans; the model correctly identified the main road and started to mark a potential 

second road, that is much more difficult to perceive. 

 

Figure 30. Examples of activations (outputs of convolutional layers) learned by configuration 3. 

Next, we will tackle the road segmentation operation, applying it only to the tiles where 

road elements were detected in the recognition stage. 
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6. Road Segmentation: An Approach Based on Hybrid 

Semantic Segmentation Models to Extract the Surface 

Area of Road Elements from Aerial Orthoimagery 

 

This chapter is based on the manuscript entitled “A Deep Learning-Based Solution for 

Large-Scale Extraction of the Secondary Road Network from High-Resolution Aerial 

Orthoimagery” by Cira et al. [224], published in MDPI’s “Applied Sciences” (ISSN: 2076-

3417). Here, we tackle the automation of the road mapping task by using openly available, 

high-resolution aerial orthophotography and propose a large-scale road extraction solution 

based on semantic segmentation. The implementation will take as input the tiles tagged in 

the “Road” category during the classification subtask and will predict a “Road”/ ”No 

Road” label at pixel level by means of semantic segmentation. This way, the segmentation 

operation (known to be computational expensive [28]) is performed only on tiles where 

roads are present, resulting in an increased effectiveness and efficiency of the proposed 

approach.  

To add complexity to the road surface area extraction task, we focused on complex road 

structures where the extraction of detailed local information is complicated due to the 

absence of clearly defined edges, the differences in widths, the large curvature changes and 

the different spectral characteristics caused by the various kinds of material used for the 

pavement (asphalt, cement, gravel, etc.).  

In this chapter, we implement a wide range of hybrid segmentation architectures based on 

state-of-the-art networks (where the default base networks, or backbones, have been 

replaced), conduct a statistical analysis to identify the most suitable one for our application 

and dataset, and analyse the effect of the interaction between the architectures and the 

backbones. The best performing model correctly classified 97.87% of the samples and 

achieved IoU (measuring the ratio between the overlap and union areas) and F1 scores of 

maximum 0.5790 and 0.7120, respectively, with a minimum loss of 0.4985—an increase in 

performance of 3.5% when compared to the original models trained from scratch.  
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We also propose a novel extraction solution by implementing the best performing model 

on a web application capable of analysing extended areas, and joining adjacent tiles before 

converting the output into road vectors compatible with geospatial databases. To the best 

of our knowledge, this first intent of a production model for road extraction conducted at 

the scale of the national territory.  

6.1 Problem description 

We formulate the road surface area extraction operation as a semantic segmentation task 

where, given an input image, the goal is to predict a class label for each pixel. This task can 

be viewed as a series of binary image labelling problems, where the label “1” refers to a 

pixel belonging to the road surface and the label “0” refers to opposite case, every pixel in 

the image belonging to one of these two classes (“Road”/”No Road”). During training, the 

DL network has to model a binary segmentation function to correctly assign a state from 

the label space 𝑌 = {0, 1} to the elements of a set of random variables 𝑋 = {𝑥1, 𝑥2, . . . , 𝑥𝑛} and 

predict the meaning of each pixel. 

It is important to note that the input will not be error-free (due to the nature of remotely 

sensed imagery, and the complexity of the object studied) and that, sometimes, the 

boundaries of the estimated object will not coincide with the input image—therefore, the 

inference error can never be zero. Also, we need to consider that neighbouring pixels tend 

to correlate with each other (we cannot assume the independency and identical distribution 

of class labels 𝑦). As a result, the standard deep learning probabilistic approach, where a 

model finds the parameters via maximum likelihood estimation is not applicable—the 

inference task is to predict a joint assignment of the class labels, instead of scalar ones (infer 

a joint label 𝑦 from a given image 𝑋). A solution would be applying the naïve approach, 

which implies learning the corresponding segmentation mapping through successive 

transformation of features from the input tile; however, this approach be would 

computationally inefficient [225]. 

The approach allowing image segmentation models to make use of probability theory is to 

follow the encoder/ decoder structure presented in Chapter 3.3, where we downsample the 

spatial resolution of the input, developing lower-resolution feature mappings, highly 

efficient at discriminating between classes, and then upsample the feature representations 

into a full-resolution segmentation map [226]. This enables the possibility of specifying a 

probability distribution 𝑝(𝑦|𝑥) that estimates the probability of a specific label assignment 

𝑦, given an input image with 𝑀 pixels (as defined in Eq. 10). 

 𝑝(𝑦|𝑥)  =  ∏ 𝑝(𝑦|𝑥

𝑀

𝑚=1

) (10) 

The probability 𝑝(𝑦|𝑥) represents the uncertainty of the joint label assignment and 𝑝(𝑦|𝑥) 

corresponds to a single label assignment 𝑦 from 𝑌 = {0, 1} to a pixel 𝑥𝑚.   
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6.2 Data  

One of the major challenges specific to semantic segmentation is that it requires images 

annotated at the pixel level; we need aerial orthoimages containing secondary roads and 

their corresponding segmentation maps. To avoid a considerable tagging effort, we used 

existent cartographic support issued by public agencies and georeferenced in European 

Terrestrial Reference System 1989 (ETRS89) (compatible with World Geodetic System 1984, 

WGS84) and Universal Transversal Mercator (UTM) projection in the correspondent zone. 

• Firstly, the imagery needed was obtained from PNOA [37] (described in Chapter 

2.4.1) that features a spatial resolution of 0.50 m and a planimetric RMSE (root-

mean-square error) ≤ 1 m. According to its producer, PNOA data was captured 

using calibrated high-resolution digital photogrammetric cameras equipped with 3-

band RGB sensors (8 bits per band). 

• Secondly, the segmentation masks containing the correspondent geographic 

information were obtained from MTN50 [38] (described in Chapter 2.4.2) available 

in vectorial format at a scale of 1:50,000. These road vectors were rasterised to create 

segmentation masks in image format, the resulting masks representing our training 

labels. One thing worth noting is that the rasterised vectors from MTN50 do not 

always align completely with the imagery due to the distinct criteria used for 

tagging (variations in width and contour, depending on the road’s importance), due 

to the error-prone conversion of a vector to a raster or due to human errors. 

However, we wanted to focus on very challenging instances, with irregular 

geometries, different spectral signatures of the materials used for pavement, and 

where obstructions from objects are present. The intuition is that by training the 

models with real data, they will be better prepared to handle difficult scenarios and 

will offer a perception about their expected behaviour in large-scale applications.  

To obtain the training set, an operator performed a visual comparison between the most 

recent orthoimages available and the existing cartographic support in vector format in 

different representative areas of the Spanish territory (Andalucía, Castilla y León, Castilla-

La Mancha, Galicia, Islas Baleares, Murcia and Navarra) and manually tagged the tiles 

using a WMS viewer built for this purpose (described in [205]). We collected our training 

data as sets of aerial orthoimagery clipped into fixed tiles and their correspondent 

segmentation mask measuring 256 by 256 pixels (0.07 MP) stored in the lossless PNG format 

(examples can be seen in Figure 31).  
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Figure 31. Example of tiles and their corresponding rasterised mask with labelled pixels 

used for training the semantic segmentation models. 

The resulting dataset contains 7,750 pairs of tiles and their rasterised masks of the ground-

truth at pixel level, covers a land area of approximately 175 km2, and has a size on disk of 

approximately 1.21 GB. 

6.3 Experiments 

Semantic segmentation is about automatically extracting information from images. The 

notion is that our model will learn a correlation between the input image and the input 

segmentation maps and be capable of successfully predicting the class label of each pixel 

for new tiles. The road extraction task posed can be viewed as a series of binary image 

labelling where the model is trained to find a binary segmentation function that correctly 

predicts the meaning of each pixel (“Road”/”No Road”). 

As explained in Chapter 6.1, we need to consider that neighbouring pixels tend to correlate 

with each other and, as a result, the deep learning probabilistic approach where a model 

finds the parameters via maximum likelihood estimation is not applicable. Instead, we 

make use of probability theory following the encoder/decoder structure where we 

downsample the input tile to learn how to discriminate between classes using an encoder, 

and then upsample the feature mappings into a segmentation map with the same resolution 

as the input tile [226] using the decoder. In Figure 32, we can see how a random tile is 

processed using this learning structure. 
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Figure 32. Example of processing a random tile through the encoder–decoder structure. 

For building and training the models, we employed the open-source deep learning 

“Segmentation Models” library version 1.0.0 [42] (based on Keras [13] version 2.2.4 with 

TensorFlow 1.14.0 [12] as backend) on an NVIDIA 2060 GPU. We split the dataset described 

in Chapter 6.2 by randomly assigning the tiles and their ground-truth segmentation maps 

into the following sets:  

• A full training set of 6,200 tiles and their corresponding segmentation maps (80% of 

the data) and five training subsets containing 90% of the training set (5,580 tiles and 

segmentation maps) to perform the weights initialisation. The five additional 

subsets represent variations of the training population and are used to statistically 

analyse the performance of the proposed networks and study the effect of the 

interaction effect between architectures and backbones. 

• A test set (20% of the data) formed by 1,550 sets of tiles and their segmentation maps 

for tuning the model’s hyperparameters and evaluating the model’s predictive 

performance. 

Given that we are tackling a complex segmentation task with a limited dataset, we carried 

out the experiments on the data split describe above, allowing a higher ratio of tiles to be 

used for training (as also proposed in [201], [203], and [227]). 

Segmentation models are usually built using a segmentation architecture coupled with a 

base network (or backbone). In this chapter, we implement the following fifteen hybrid 

networks: configurations 1 to 5 with U-Net [84] as segmentation architecture and 

MobileNetV2 [101], EfficientNet [102], InceptionV3 [70], VGG16 [67] and SEResNeXt50 

[103] respectively, as backbones, configurations 6 to 10 using the LinkNet architecture [85] 

with the same backbones, and configurations 11 to 15 with FPN [86] as segmentation 

architecture coupled with the same above-mentioned base networks. We chose these 
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combinations to leverage the particularities of the neural networks described in Chapter 

2.3. For comparison reasons, we also trained the original U-Net, LinkNet and FPN 

architectures (as proposed by the authors). In broad terms, all these models follow the 

encoder–decoder pattern presented in Figure 32.  

The fifteen proposed configurations and the original segmentation architectures were 

trained with sets of input tiles and their corresponding rasterised segmentation masks via 

SGD to optimise the model’s weights using estimations of the gradient and to 

approximately learn the unknown data distribution given the labelled training data.  

The models take an RGB image of size 256×256×3 and output a segmentation map with the 

number of channels equal to the number of filters in the last transposed convolution layer. 

This third dimension is squeezed down using a 1-by-1 convolution layer to the number of 

classes and, subsequently, collapsed into a single segmentation map (of size 256×256×1) by 

keeping the depth-wise argmax of each pixel. 

We begin the pre-processing by normalising the intensity values of the pixels between 0 

and 1 (dividing them by 255). As a means of overcoming the limited training dataset, we 

controlled the overfitting behaviour by applying aggressive data augmentation to the 

training set described above [228]. These transformations included random crops, 

horizontal and vertical flips, random rotation and brightness, contrast and gamma shifts, 

random scale rotation, elastic transformations, and grid and optical distortions (examples 

of data augmentation applied to random training sets can be found in Figure 33). The 

aggressive data augmentation also helps with the radiometric unbalance present among 

the Spanish cartography at the national level, by exposing the model to more aspects of the 

data [229]. 

 

Figure 33. Examples of augmented training data (data augmentation applied to the aerial 

tiles and their corresponding ground-truth masks). 
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As for the hyperparameters, we used Adam [214] (considered to be the fastest to converge 

[215]) to optimise the binary cross entropy Jaccard loss function. The loss function ℒ(𝑔𝑡, 𝑝𝑟), 

presented in Eq. 11, measures the similarity between the prediction (𝑝𝑟) and the ground-

truth (𝑔𝑡) when working with a network ending in a sigmoid function, the Jaccard criterion 

being criterion being 1 − (𝐴 ⋂ 𝐵 / 𝐴 ⋃ 𝐵) for any two sets, 𝐴 and 𝐵. 

 ℒ(𝑔𝑡, 𝑝𝑟) = −𝑔𝑡 ∗ 𝑙𝑜𝑔(𝑝𝑟) − (1 − 𝑔𝑡) ∗ 𝑙𝑜𝑔(1 − 𝑝𝑟) (11) 

The starting learning rate of 0.01 was reduced with a factor of 0.1 when performance metrics 

plateaued for more than 10 epochs up to a minimum of 1 × 𝑒 − 5 in all training scenarios. 

In addition, we set the IoU score as the metric to monitor (as it does not consider the 

majority class, “No Road”, in the evolution of the training), the learning process stopping 

when the performance stalled for more than 10 epochs or when the network started to 

display overfitting behaviour. Figure 34 shows the training evolution of one of the 

implemented segmentation models (with U-Net [84] as base architecture and SEResNeXt50 

[103] as backbone network). 

 

Figure 34. Graph describing the training process of one of the implemented semantic 

segmentation models (U-Net [84] as base architecture and SEResNeXt50 [103] as backbone 

network). 

For weights initialisation of the proposed configurations, we applied transfer learning 

(called Feature Mapping in segmentation tasks) from the ILSVRC dataset [65] to start with 

pre-trained weights instead of random initialised ones, this way ensuring a good and faster 

convergence even when the amount of available training data is insufficient to train a model 

from scratch [203], [230], [231]. In [232], it was proven that a good convergence can be 

achieved by fine-tuning the convolutional layers in the encoder path, even if the feature 

types of the source and the target task differ. For comparison, the original architectures 

were trained from scratch (using random weight initialisation). 
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6.4 Results and Discussion 

We evaluated the prediction capability of the networks on the testing set (1,550 tiles and 

ground-truth masks) using the IoU and F1 scores, two common performance metrics for 

binary operations (explained in Chapter 3.7.2, Eqs. 4 and 5). For analysis purposes, we also 

accounted the loss on the testing set as a performance indicator (a lower loss value being 

desired).  

We compared the performances of the proposed hybrid configurations and the standard 

architectures trained from scratch using one-way analysis of variance (ANOVA) with the 

metrics IoU score, F1 score and loss as dependent variables and the configurations as fixed 

factors. To test the null hypothesis that the performances of all models are equal, we 

computed the 𝐹-statistic from the ANOVA table (results are reported in Table 16 for each 

of the metrics). The alternative hypothesis is that the performance of at least one 

configuration is different than the others.  

Table 16. Mean (M) and standard deviation (SD) of the performance metrics obtained by 

the semantic segmentation networks on the test set (𝑛 = 1,550 tiles). 

Configuration 
IoU score F1 score Loss 

M SD M SD M SD 

1 0.5335 0.0064 0.6694 0.0072 0.5529 0.0077 

2 0.5593 0.0075 0.6958 0.0060 0.5231 0.0090 

3 0.5028 0.0059 0.6641 0.0069 0.5591 0.0080 

4 0.5466 0.0130 0.6819 0.0123 0.5372 0.0158 

5 0.5644 0.0086 0.6988 0.0078 0.5178 0.0106 

Standard U-Net [84] 0.5299 0.0087 0.6638 0.0044 0.5588 0.0055 

6 0.5302 0.0047 0.6683 0.0026 0.5559 0.0044 

7 0.5626 0.0159 0.6979 0.0140 0.5187 0.0175 

8 0.5293 0.0095 0.6663 0.0099 0.5576 0.0103 

9 0.5372 0.0098 0.6744 0.0082 0.5450 0.0100 

10 0.5515 0.0062 0.6877 0.0049 0.5294 0.0065 

Standard LinkNet [85] 0.5184 0.0080 0.6552 0.0094 0.5687 0.0088 

11 0.5298 0.0039 0.6650 0.0036 0.5570 0.0039 

12 0.5437 0.0088 0.6827 0.0046 0.5361 0.0033 

13 0.5276 0.0095 0.6656 0.0081 0.5579 0.0090 

14 0.5421 0.0069 0.6781 0.0071 0.5420 0.0074 

15 0.5509 0.0033 0.6871 0.0018 0.5307 0.0034 

Standard FPN [86] 0.5233 0.0093 0.6621 0.0075 0.5641 0.0105 

F-Statistic 11.344 13.119 12.886 

p-value 0.000 0.000 0.000 
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In Table 16, we can see that all p-values are smaller than 0.001 (a p-value < 0.05 implies that 

the null hypothesis is to be rejected at a level of confidence of 95%); therefore, configurations 

are significantly different in terms of the IoU score as well as the F1 score and loss. The 

results obtained on our dataset are homogenous and show a significant improvement over 

the standard state-of-the-art models (2.76 - 3.45%), proving that more complex hybrid 

semantic segmentation models have a stronger ability to extract complex geospatial 

elements such as secondary roads. However, the analysis of variance of 𝐹-statistics and 

their p-values does not reveal which configurations are different from the others when there 

is a significant difference. To have a detailed comparison of the hybrid configurations in 

terms of performance metrics, in Figure 35, we can find the boxplots for the fifteen proposed 

configurations. 

Figure 35. Boxplots of performance metrics obtained by the proposed semantic 

segmentation configurations. 

 

The performance of the configurations seems to follow a similar pattern. Figure 35 shows 

that Configuration 7 (with LinkNet as base architecture and EfficientNet as backbone) has 

the highest median IoU score and median F1 score, and is closely followed by 

configurations 5 and 2. However, configuration 7 also has the highest variability in the 

performance metrics.  
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Next, we applied Tukey’s HSD (Honestly Significant Difference) test to compare the 

performances in terms of the IoU Score and identify the best performing ones. The test 

conducts a comparison between two configurations at a time using a t-test adjusted for 

overall variability of the data, while maintaining the level of significance (or the probability 

of type I error) at 5%. In Table 17, the post-hoc test results are presented in terms of 

homogenous subsets of configurations for the IoU Score using Tukey’s HSD test described 

above. 

Table 17. Homogeneous subsets of configurations with post-hoc tests for the IoU score. 

Config. 

 Nº 

Homogeneous Subsets 

1 2 3 4 5 

13 0.5276     

3 0.5285     

8 0.5293     

11 0.5298     

6 0.5302     

1 0.5335 0.5335    

9 0.5372 0.5372    

14 0.5421 0.5421 0.5421   

12 0.5437 0.5437 0.5437 0.5437  

4 0.5466 0.5466 0.5466 0.5466 0.5466 

15  0.5509 0.5509 0.5509 0.5509 

10  0.5515 0.5515 0.5515 0.5515 

2   0.5593 0.5593 0.5593 

7    0.5626 0.5626 

5     0.5644 

Sig. 0.055 0.092 0.127 0.059 0.098 

The homogenous subsets reported in Table 17 contain proposed configurations whose 

performances are not significantly different from each other at a level of significance of 5%. 

For example, configurations 12, 4, 15, 10, 2 and 7 do not have a significantly different IoU 

Score. On the contrary, configurations that are not common in two homogenous subsets, 

have significantly different performance. These post-hoc test results support our 

observations in Figure 35’s boxplots. 

By plotting the number of parameters of the segmentation models, the training time per 

epoch, and the number of epochs before convergence (in Figure 36), we can observe that 

the training time was more dependent on the complexity of models than on the number of 

trainable parameters; more complex implementations required more computational power 

and subsequently more training time.  
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Figure 36. Graph describing the relation between the training time, the depth of the network 

and the number of epochs until convergence displayed by the semantic segmentation 

models during the training process. 

When grouping the proposed networks by their backbones, we observe significant 

differences in the performance scores. The highest average IoU score, and the lowest 

average loss is attained by SEResNeXt50, closely followed by EfficientNet, while the highest 

average F1 score is attained by EfficientNet, closely followed by SEResNeXt50. The worst 

performer is VGG16, one of the most used CNN for classification tasks (as seen in Table 18 

and Figure 37). These two networks seem to have a similar performance, being the best 

performing backbones of homogenous subsets based on post-hoc tests (as found in Table 

19).  

Table 18. Mean (M) and standard deviation (SD) of the performance metrics grouped by 

backbones. 

Backbone 
IoU score F1 score Loss 

M SD M SD M SD 

EfficientNet 0.5552 0.0135 0.6921 0.0110 0.5260 0.0131 

InceptionV3 0.5420 0.0103 0.6781 0.0093 0.5414 0.0113 

MobileNetV2 0.5312 0.0050 0.6676 0.0050 0.5553 0.0055 

SEResNeXt50 0.5556 0.0088 0.6912 0.0075 0.5260 0.0092 

VGG16 0.5284 0.0079 0.6653 0.0078 0.5582 0.0085 

Total 0.5425 0.0148 0.6789 0.0140 0.5414 0.0169 

F-Statistic 27.368 34.415 36.774 

p-value 0.000 0.000 0.000 
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Figure 37. Boxplots of performance metrics for different segmentation backbones.  

Table 19. Homogenous subsets of backbones based on post-hoc tests in terms of  
IoU score. 

Backbone 
Homogeneous Subsets 

1 2 3 

VGG16  0.5284   

MobileNetV2 0.5312   

InceptionV3  0.5420  

EfficientNet   0.5552 

SEResNeXt50   0.5556 

Sig. 0.906 1.000 1.000 

When applying Tukey’s HSD test to the performance metrics grouped by the base 

architectures, FPN is the worst performer (with average IoU and F1 scores of 0.5388 and 

0.6757, respectively, and an average loss of 0.5447). This may be due to the FPN architecture, 

where a tile is scaled at different sizes, each scaled result being processed individually to 

provide the predictions. Table 20 and Figure 38 present the average IoU scores, F1 scores 

and the losses obtained by the base architectures. 
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U-Net is the best performer (average IoU and F1 scores of 0.5465 and 0.6820, respectively, 

and an average loss of 0.5380), the results being significantly different when compared to 

FPN. However, LinkNet (with an average IoU score of 0.5422, an average F1 score of 0.6789 

and an average loss of 0.5413) is not significantly different from FPN or U-Net, and we do 

not see any significant difference in their performance when base architectures are 

considered alone (as seen in Table 21). 

Table 20. Mean (M) and standard deviation (SD) for different base architectures for  

IoU and F1 scores. 

Base 

Architecture 

IoU score F1 score Loss 

M SD M SD M SD 

FPN 0.5388 0.0110 0.6757 0.0105 0.5447 0.0124 

LinkNet 0.5422 0.0161 0.6789 0.0147 0.5413 0.0183 

U-Net 0.5465 0.0163 0.6820 0.0160 0.5380 0.0191 

Total 0.5425 0.0148 0.6789 0.0140 0.5414 0.0169 

F-Statistic 1.716 1.274 0.992 

p-value 0.187 0.286 0.376 

Figure 38. Boxplots of performance metrics grouped by the base architectures. 

Table 21. Homogenous subsets of base architectures based on post-hoc tests IoU score. 

Base Architecture 
Homogeneous Subsets 

1 2 

FPN 0.5388  

LinkNet 0.5422 0.5422 

U-Net  0.5465 

Sig. 0.361 0.187 
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To study the effect of the interaction between backbones and the base architectures, we use 

two-factor analysis variance models, and the results are presented in Table 22. 

Table 22. ANOVA results for the effects of backbones and base architecture on 

performance. 

Dependent 

Variable 
Source 

Sum of 

Squares 

Degrees of 

freedom 

Mean 

Square 
F Sig. 

IoU score 

Backbone 0.0099 4 0.0025 33.367 0.000 

Base 

Architecture 
0.0007 2 0.0004 4.978 0.010 

Backbone * Base 

Architecture 
0.0011 8 0.0001 1.924 0.073 

Error 0.0044 60 7.41×𝑒−5   

Total 0.0162 74    

F1 score 

Backbone 0.0096 4 0.0024 40.382 0.000 

Base 

Architecture 
0.0005 2 0.0002 4.166 0.020 

Backbone * Base 

Architecture 
0.0008 8 0.0001 1.726 0.111 

Error 0.0036 60 5.94×𝑒−5   

Total 0.0140 74    

The main effects of backbones and base architectures on performance are significant at a 

level of significance of 5%. The main effect null hypothesis studies the marginal effect of a 

factor when all other factors are kept at a fixed level and states that the effect is not 

significant. In Table 22, we can see that the effect of backbones on performance metrics 

when all other factors are kept at a fixed level is significant on the performance metrics and 

we can reject the null hypothesis and conclude that the effect is significant (p-value of 0.000; 

smaller than 0.05). Thus, there is a difference in performance due to different backbones. 

Similarly, there is a significant difference in performances due to different base 

architectures (p-values of 0.01 and 0.02, respectively).  

For the interaction effect, the null hypothesis is that the effect of backbones on the 

performance does not vary with the base architecture. The interaction effects of backbone 

and base architectures on IoU and F1 scores are not significant with p-values 0.073 and 

0.111, respectively. So, we can conclude that there is not enough evidence to suggest that 

the effects of backbones are different for different base architectures. The null hypothesis is 

not rejected, the p-values being greater than 0.05.  
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When trained on the full dataset, the best performing network was the hybrid configuration 

nº 5 (with U-Net [84] as segmentation architecture and SEResNeXt50 [103] as backbone), 

obtaining an IoU Score of 0.5788, a F1 Score of 0.7120, and a loss of 0.4985 (as found in Table 

23).  

Table 23. Performance metrics obtained by the configurations trained for semantic 

segmentation on the full training set (𝑛 = 6,200 tiles). 

Config. 

Nº 

Base 

architecture 
Backbone 

Performance metrics 

IoU score F1 score Loss 

1 

U-Net 

MobileNetV2 0.5240 0.6640 0.5611 

2 EfficientNet 0.5630 0.6983 0.5201 

3 VGG16 0.5300 0.6643 0.5565 

4 InceptionV3 0.5475 0.6820 0.5371 

5 SEResNeXt50 0.5790 0.7120 0.4985 

- 
Standard [84] 

(trained from scratch) 
0.5210 0.6588 0.5658 

6 

LinkNet 

MobileNetV2 0.5430 0.6777 0.5481 

7 EfficientNet 0.5560 0.6927 0.5259 

8 VGG16 0.5352 0.6705 0.5485 

9 InceptionV3 0.5361 0.6735 0.5464 

10 SEResNeXt50 0.5595 0.6964 0.5276 

- 
Standard [85]  

(trained from scratch) 
0.5202 0.6574 0.5652 

11 

FPN 

MobileNetV2 0.5325 0.6658 0.5519 

12 EfficientNet 0.5567 0.6915 0.5284 

13 VGGNet 0.5308 0.6678 0.5582 

14 InceptionV3 0.5419 0.6778 0.5393 

15 SEResNeXt50 0.5628 0.6973 0.5166 

- 
Standard [86]  

(trained from scratch) 
0.5226 0.6588 0.5618 

These performance scores were computed from the confusion matrix (presented in Figure 

39) obtained by evaluating the test set containing unseen data (with a support of 1,550 tiles, 

or 101,580,800 pixels). 
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Figure 39. Confusion matrix obtained by configuration 5 on the test set after being trained 

on the full dataset. Note: The IoU score metric monitored during training does not consider 

True Negatives (TN); therefore, TN rate had no impact on the network’s training evolution. 

Studying the relationships between the values of the confusion matrix, we can see that the 

best performing hybrid model correctly classified 97.87% of the samples, while incorrectly 

classifying 2.13% of the samples. Configuration 5 correctly detected 96,453,371/ 97,658,830 

of the pixels as “No Road” instances (TN ratio of 0.9877) and 75.67% of the “Road” instances 

(TP ratio = 2,967,717/ 3,921,970), while missing 24.33% instances of “Road” labels  

(FN ratio = 954,253/ 3,921,970) and incorrectly labelling 1.23% instances of “No Road”  

(FP ratio = 1,205,459/ 97,658,830).  

To gain a better interpretation of these results, in Figures 40 and 41, we can find examples 

of predictions (pixel labels) compared to the ground-truth labels. It is important to note that 

the IoU score is very sensitive, especially in remote sensing scenarios where classes tend to 

be very unbalanced cases (for example, road pixels generally occupy around 10% of the 

pixels in a tile), because it does not consider True Negatives in computing the performance 

metric, and even small increases can result significant [233].  

The best performing segmentation model (configuration 5) is capable of correctly 

recognising secondary roads in aerial images and has learned that the expected 

representation of road surfaces is a continuous line of fixed width (as seen in the examples 

from Figures 40(d), 41(a) and 41(b)). 
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       (a) IoU = 0.0617                    (b) IoU = 0.1396                    (c) IoU = 0.4209                  (d) IoU = 0.4851  

Figure 40. Comparison between the aerial orthoimages (first row), their correspondent 

ground-truth masks (second row) and the semantic segmentation predictions (third row) 

obtained by configuration 5 trained on the full training set in scenarios with low IoU scores.  

Note: The probability scores are plotted using a colormap that allows a better identification 

of ambiguous areas (where probability scores are close to 0.5). This way, purple is used to 

represent pixels labelled with “No road”, yellow is used to represent pixels belonging to the 

class “Road Exists”, and scales of blue were chosen to represent pixels with probability 

scores in proximity to 0.5. 

Analysing the predictions’ errors, we found that the proposed model generally predicted 

more False Positive labels in areas where the materials used in the road pavement have a 

similar spectral signature with their surroundings (ambiguous scenarios where the roads 

are not clearly delimited, as seen in Figures 40(b) and 41(d)), or in areas where geospatial 

objects with similar features are present (such as dry riverbeds, railroads, or irrigation 

canals). On the contrary, a higher rate of False Negatives was encountered in sections where 

other objects cover large portions of the roads (trees, dense vegetation, etc). However, in 

Figures 40(b), 40(c), 40(d), we can see that by training with real-life data, the model was 

capable of inferring small road segments in scenes where obstructions are present.  
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         (a) IoU = 0.5476                (b) IoU = 0.6586                   (c) IoU = 0.7903                 (d) IoU = 0.8544 

Figure 41. Comparison between the aerial orthoimages (first row), their correspondent 

ground-truth masks (second row) and the semantic segmentation predictions (third row) 

obtained by configuration 5 trained on the full training set in scenarios with high IoU scores.  

Note: We plotted the probability scores using a colormap that allows a better identification 

of ambiguous areas (as also explained in the note from Figure 40). 

In general, the segmentation classifier seems to favour the detection of road labels, at the 

cost of a higher rate of False Positives. However, this metric trade-off is preferable given 

that, in our case, false negatives yield a lower importance (we want to avoid losing 

misclassified “Road” labels at the cost of adding additional checks to verify the legitimacy 

of the FN labels). The rates might also be affected by the fact that a considerable number of 

secondary roads have not been mapped yet and some of them might be present in our 

dataset. The qualitative analysis supports the statistical analysis, and taking into account 

the complexity of the task and the nature of the dataset, these results can be considered 

satisfactory.  
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6.5 Large-Scale Road Extraction, Limitations and Future Directions 

Our efforts were focused next on building a web platform that combines the model's 

predictions with existing cartographic support. This platform allows an operator to select a 

geographic extent and feed that area to the prediction system, obtaining a segmentation 

result, and allowing the user to view it overlaid onto the orthoimages, with different 

presentation styles. The architecture of the web platform is presented in Figure 42 and 

represents a novel approach to semantic segmentation of very large areas.  

 

Figure 42. Architecture of the web platform used for the large-scale evaluation of the road 

surface area extraction operation. 

The display subsystem consists of a web viewer where the work area is displayed. The 

information represented is a layer of aerial ortho-photography from a WMS-Tiled service, 

offered by the PNOA. This layer is integrated into the map through the OpenLayers 

libraries [234], which also allow controls for the selection and deletion of areas on the map. 

Once the workspaces are selected, the tile registry component generates a list of URLs 

addressing tiles of zoom level 18 (scale 1:2,257), and supplies this information to the 

prediction engine, along with the operator’s preferences for displaying results. 

The model selection component maintains a record of the prediction models delivered and 

available for use on the web platform in h5 format. The operator can select which model of 

those available in the model repository he wants to use to make the prediction. 

The prediction subsystem receives the information of the selected model, the display 

preferences, and the list of tile URLs to process. With this information, it performs tile 

downloads for the work area, if they have not been previously downloaded, and, in the 

prediction engine, applies the semantic segmentation function to each tile, according to the 

selected model. 
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The result of this process is a set of segmentation matrices to which the tile generation 

module applies a colour ramp and a transparent background if the operator has selected it 

(an example can be seen in Figure 43). These generated tiles are stored in a temporary 

directory, inside the tile repository, which is returned to the display subsystem, which adds 

this set of tiles as a new layer in the web viewer. The layer selection and deselection controls 

allow the operator to visually compare this result with the application of other models, and 

with the information on roads present in the orthophoto, in order to adjust post-processing 

techniques.  

Figure 43. Per-pixel predictions of the best performing hybrid segmentation model covering 

an area of 5.24 km2 (160 tiles of 256×256 pixels).  

Note: In the map schemes representation, bright red means a higher probability of the pixel 

belonging a road, while transparent is used for pixels labelled with “No road”. 

For post-processing based on Geographic Information Systems (GIS), the platform offers 

the possibility of download a GeoTIFF, georeferenced file with the segmentation results 

that can be directly imported into the GIS processing program [235]. This file is generated 

through the georeferencing module, using the OSGeo/gdal [236] Python libraries.  

The main limitations of this study are related to the imperfections present in the reference 

maps containing the roads. However, backed up by the statistical analysis carried out in 

Chapter 5, it was proved that complex segmentation models can obtain high quality results 

even without having segmentation maps that are accurate at the pixel level and require a 

considerable tagging effort. An additional downside is that even the best segmentation 

classifier would sometimes omit potential roads that might be identifiable to human experts 

or would misclassify similar background geospatial objects (dry riverbeds, railroads, or 

irrigation canals) as roads. We consider that the predictions can be improved by adding 
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more training data from these challenging areas. The intuition is that by exposing the 

networks to more real-life data, we can boost their performance and reduce the FP and FN 

rates [237]. However, if the problem persists, a multiclass classification could be a preferable 

approach.  

Another problem found was related to the overlook of connection points, resulting in 

unconnected road segments. We have also identified the challenge of inaccurate extraction 

near the borders due to the lack of context. However, the platform is capable of following 

a partial large-scale processing strategy by evaluating tiles with a lower stride (e.g. 128×128 

pixels), and subsequently overlap the central parts of adjacent images, resulting in 

predictions with no obvious division boundaries. Another solution to this challenge would 

be working with larger tiles to provide more semantic context (e.g. training with tiles of 

512×512 or 1024×1024 pixels). 

The goal of this chapter was not to create of the best possible road maps, but to demonstrate 

that hybrid segmentation models implemented on a flexible web platform component can 

improve the road surface area’s extraction from remotely sensed data. We have seen that a 

solution based on a combination of frameworks can be more efficient for large-scale 

extraction operations when compared to single end-to-end deep learning models. 

Next, we will focus on improving the initial segmentation predictions obtained with the 

best performing segmentation model through means of post-processing operations with 

conditional generative learning. 
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7. Post-Processing of Semantic Segmentation 

Predictions I: A Conditional Generative Adversarial 

Network to Improve the Extraction of Road Surface 

Areas via Deep Inpainting Operations 

 

This chapter is based on the manuscript entitled “Improving the Road Surface Area 

Extraction via Semantic Segmentation with Conditional Generative Learning for Deep 

Inpainting Operations” by Cira et al., submitted for peer review to MDPI’s “ISPRS 

International Journal of Geo-Information” (ISSN 2220-9964).  

In Chapter 6, focused to road surface area extraction using state-of-the-art semantic 

segmentation models for automatic road mapping purposes, we observed the problem of 

inaccurate extraction of road geometries, even when working with a large dataset 

containing information from different regions of Spain (built to improve the generalisation 

capacity of the resulting models) [224]. Frequent discontinuities in the extracted 

segmentation masks were present (gaps and missing connection points), resulting in 

unconnected road segments. The predictions featured higher rates of False Positives (FP) in 

areas where surrounding geospatial objects have a similar spectral signature with the roads, 

and higher rates of False Negatives (FN) in areas where obstructions are present in the 

scenes.  

We concluded that these imperfections were caused by the complex nature of the geospatial 

object (roads have large curvature changes, different materials used in the pavement, 

different widths, depending on the importance of the route, and very often have no clearly 

defined borders), by the presence of occlusions in the scenes, and by the limitation of 

existing semantic segmentation algorithms. These imperfections and errors are in line with 

issues raised by other investigations, as similar problems are still observed in other works 

tackling the road extraction task from HR remote sensing [137], [238], [239], [240] and are 

very problematic when pursuing a large-scale road extraction operation for automatic 

mapping purposes. As a consequence, improving the road extraction task is an active area 
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of research and we consider that adding a post-processing operation over the initial 

segmentation predictions in order to link road segments more fluidly, to infer small missing 

road segments, and to eliminate isolated road segments (that have no continuity) is 

essential for a successful road extraction. 

One of the most common problems encountered was related to the overlook of connection 

points, resulting in unconnected road segments (an example can be seen in Figure 44). 

Traditionally, the post-processing operation has been carried out using CRFs [78] or shape 

filtering [155], [156]. Nowadays, approaches based on inpainting operations (described in 

Chapter 3.6.2.1) are more widely used. For an initial post-processing test, we can develop 

an inpainting algorithm containing a kernel of size 4×4 pixels to apply morphological 

operations over the initial segmentation maps (processing based on shapes). The algorithm 

is able to perform an initial suboperation of erosion of the road boundaries to diminish the 

features and remove noise, followed by a dilation sub-operation to increase the object area 

and to accentuate features. Using the same kernel, the objects are returned to their original 

size. These two operations combined achieve an isolation of individual elements and a more 

efficient joining of slightly separated elements. 

 

Figure 44. An example of inpainting post-processing with morphology operators based on 

shapes to fill missing parts of the initial segmentation mask predictions. 

However, we believe that in order to successfully tackle a large-scale post-processing of 

challenging geospatial targets (such as the road network), more complex post-processing 

implementations based on deep learning (DL) are required. DL models proved to be better 

suited for data-intensive applications, traditional ML algorithms having a more limited 

generalisation capability [241].  

In this chapter, we pose the post-processing operation as a deep inpainting task (given the 

nature of the imperfections and the errors identified) and propose a conditional Generative 

Adversarial Network (cGAN) to reconstruct road geometries via deep inpainting 

procedures on a novel set containing unlabelled road samples from challenging areas 

present in official cartographic support from Spain. The cGAN training is done via 

unsupervised conditional generative learning techniques with the goal of learning the 

distribution of roads present in official cartography and reducing the effect of the problems 

encountered, improving this way the initial road representations obtained with semantic 

segmentation.  
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We evaluate the performance of the model on unseen data by conducting a metrical 

comparison and observe maximum improvements in the order of 1.3% in terms of IoU score 

when compared to the initial semantic segmentation result. It is important to mention that 

the IoU score is very sensitive, especially in remote sensing scenarios where classes tend to 

be very unbalanced cases like the road surface area extraction, and even small increases can 

result significant [233]. We also conduct a qualitative perceptual validation of the results, 

to evaluate the appropriateness of applying unsupervised generative, to identify strengths 

and weaknesses of the proposed method in very complex scenarios, to gain a better 

intuition of the model’s behaviour when performing large-scale post-processing and to 

establish future research directions. To the best of our knowledge, this is the first intent of 

a large-scale road post-processing using such an approach. 

7.1 Problem Description 

Inpainting [118] aims at recovering missing information from images by filling in the 

deteriorated areas. In this work, we take a model-based approach and train a cGAN using 

unsupervised learning techniques (where no labelled data is required) for a deep inpainting 

task.  

Here, we have a domain 𝑌 with distribution 𝑝𝑌 containing the representations belonging to 

the official road cartography domain. However, we only have access to a limited number 

of samples 𝑦𝑛. The goal is that 𝐺 learns a plausible mapping to 𝑌, given an observation 

(condition) 𝑦 and a random variable 𝑧 (resulting a realistic reconstruction, �̃� = 𝐺(𝑧|𝑦)) [242]. 

Since 𝑧 is random, the mapping 𝐺 learns will come from many possible corrupted images.  

𝐺 is trained to produce outputs �̃�𝑖 (belonging to the domain of the reconstructions �̃�) that 

cannot be distinguished from “real” images 𝑦 (belonging to the domain 𝑌) by an 

adversarially trained discriminator, 𝐷, which is trained to detect the generator’s “fakes”. 

This way, 𝐺 will learn to generate synthetic samples �̃� as close as possible to real samples 

coming from 𝑌.  

To avoid saturating gradients early on (when 𝐺 is not doing well at generating data), instead 

of taking the traditional approach (described in Eq. 12) to minimise the log-probability of 𝐺 

being wrong, 

 min [1 − 𝑙𝑜𝑔 (𝐷(𝐺(𝑧|𝑦)))] (12) 

we apply a modified minimax objective 𝑚𝑖𝑛𝐺𝑚𝑎𝑥𝐷ℒ𝐺𝐴𝑁(𝐺, 𝐷) and train 𝐺 to maximise the 

log-probability of the discriminator 𝐷(𝑦, 𝐺(𝑧|𝑦)) being mistaken, 𝑙𝑜𝑔(𝐷(𝐺(𝑧|𝑦)). This 

encourages 𝐺 to produce samples with a low probability of being “fake”. 𝐷 is trained via 

stochastic gradient ascent, as presented in Eq. 13. 

 𝑚𝑎𝑥 [𝑙𝑜𝑔 𝐷(𝑦) + log (1 − (𝐷(𝐺(𝑧|𝑦))))] (13) 

 



 

110 

A schematic representation of the training process can be found in Figure 45. 

 

Figure 45. The training procedure of a conditional GAN for a deep inpainting task.  

Note: The real data is fed both into 𝐺 (after adding z) and into 𝐷. In our deep inpainting task, 

a sampled image 𝑦 will be corrupted with randomness 𝑧 (in this case, random gaps of different 

sizes). 𝐺 will reconstruct this corrupted image and produce �̃� = 𝐺(𝑧|𝑦). The synthetic results, 

�̃�, will iteratively improve, as 𝐺 receives feedback from 𝐷.  

In the approach presented in Figure 45, the generator network is trained in an unsupervised 

setting. 𝐺 takes a sample 𝑦 from the training data and applies randomness 𝑧 to it (random 

gaps) to enable the output of many different reconstructed images, instead of only one. By 

applying the generative function, we obtain a new sample, �̃�. 𝐺 is trained so that the fake 

observation �̃� = 𝐺(𝑧|𝑦) has a distribution similar to the one of the real observations 𝑦 (𝑝𝑌). 

We also need to take into account that GANs training tends to be unstable and does not 

always converge as each of the two different players minimises their own cost function 

[243].  

7.2 Data 

In this work, we will use a binarised version of the dataset introduced in Chapter 6.2 

obtained from the available openly National Topographical Map, scale 1:50,000 [244], 

enlarged to cover a land area of approximately 181 km2 from representative areas of Spain 

and to include more road structures (highways, paved roads, urban roads, etc.). This 

ground truth dataset is based on openly available road data, distributed by a public agency, 

and according to its producer, the samples were manually tagged by an operator. We 

divided the dataset containing 8,480 tiles with the 80:20% division criteria, resulting in 6,784 

tiles used for training (80%) and 1,696 tiles used for testing (20%). In this dataset, pixel 
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values of 0 are assigned to the pixels belonging to the “No road” class, and pixels values of 

1 are assigned to pixels belonging to the “Road exists” class. 

The best-performing semantic segmentation model trained on this dataset obtained a 

maximum IoU score of 0.6726 on the test set containing unseen data (calculated with Eq. 5; 

an IoU score higher than 0.5 is considered a good prediction [133]). Please note that we only 

considered the maximum results delivered (which become our starting point, or base 

values), as we seek to improve the road extraction via deep inpainting operations. Although 

we do not have any kind of supervision, the segmentation masks obtained from evaluating 

the test set with the best performing semantic segmentation model (U-Net [84] - 

SEResNeXt50 [103]) were stored in the lossless PNG format and are considered the initial 

segmentation predictions, being used to assess and study the performance of the proposed 

cGAN. In Figure 46, we can find examples describing the correspondence between the 

aerial orthoimage, the binarised ground-truth segmentation mask (used for training) and 

the initial segmentation prediction (used for testing) from ten random tiles. 

Figure 46. The relation between the aerial orthoimage (first row, (a1-a10)), the rasterised 

segmentation mask (ground-truth, or real sample, seen in the second row, (b1-b10), and used 

as conditional information for training 𝐺), and the semantic segmentation predictions (seen 

in the third row, (c1-c10), and used for testing the performance of the model). Note: Our 

training set contains 𝑛 = 6,784 tiles with road representation present in official cartography, 

while the test set contains 𝑛 = 1,696 tiles with initial segmentation predictions resulted from 

evaluating the aerial images with the segmentation model. In this figure, white is used to 

represent pixels labelled with “No road”, or “Background”, and black is used to represent 

the pixels belonging to “Road” class. 

We want our model to learn the distribution of the roads present in official cartographic 

support. Therefore, we will use images from the second row as conditional information 

during training. Afterwards, we will evaluate the initial segmentation masks (third row) 

using the trained generator to obtain the results of the deep generative inpainting operation. 
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The predictions will be stored to calculate the performance metrics of the proposed model 

and conduct an exhaustive analysis of the inpainting results delivered.  

7.3 cGAN for Post-Processing Extracted Road Predictions via Deep 

Inpainting Operations 

In this chapter, we approach the road post-processing task via generative learning and 

propose a conditional GAN model to generate improved road semantic segmentation 

predictions. The model works by corrupting the training images with random holes, and 

subsequently learning to reconstruct the resulting corrupting images using a cGAN trained 

for inpainting operations. Finally, we will pass the initial segmentation masks unseen 

during training through 𝐺 to calculate the performance metrics of the model and conduct a 

perceptual validation of the results.  

The deep inpainting operation is carried out using a conditional Generative Adversarial 

Network (cGAN), where the ground truth label is added as a condition to the input. 

Generative models are capable of generating new data instances and the training objective 

is that 𝐺 learns how to synthetise data from a distribution 𝑌 (describing the road network 

present in official cartography) using the training examples, in a way that 𝐷 is no longer 

able to distinguish between the data coming from the real road distribution 𝑌 and the 

generated data from the synthetic distribution, �̃�. We do that by constraining �̃� = 𝐺(𝑧|𝑦) to 

be close to 𝑦 via a defined adversarial loss. 

7.3.1 Generator 𝑮 

𝐺 will take as input tiles of 256×256 pixels corrupted with random gaps of different sizes 

and is trained to correctly reconstruct the corrupted tiles. 𝐺 does not know the location of 

the introduced gaps and is forced to learn to automatically detect and inpaint gaps using 

feedback received from the discriminator network. By applying the generative function, 𝐺 

will output a reconstructed tile, �̃� = 𝐺(𝑧|𝑦). This new sample, 𝐺(𝑧|𝑦), should be reasonably 

similar to the training data distribution 𝑌.  

In terms of architecture, the generator is a U-Net-like network and features a series of 

convolutional layers with a kernel size of 3×3 and zero padding added (to avoid tile 

shrinking during processing) that progressively downsample the input tile. Following the 

recommendations from [245], in the downsampling blocks of the encoder, the convolutional 

layers are followed by Batch Normalisation [71] to ensure faster training and Rectified 

Linear Units (ReLU) [58] activations.  

In the decoder, the process is reversed, and the representations learned are upsampled to 

256×256 pixels. The feature maps are expanded to the original size through the use of 

transposed convolutions (by means of fractional-strided convolutions, instead of pooling 

layers—following recommendations from [245]). In these upsampling blocks of the 
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decoder, the upconvolutions are followed by convolutional layers (as proposed in [246]), 

Batch Normalisation and Leaky ReLU activations [247] (as this activation function proved 

to help with stabilising the cGAN training [248]).  

The information passes through all the layers of the generator network. Similarly to U-Net 

[84], we added skip connections that enable the sharing of low-level information between 

the encoder and decoder to preserve the features learned in the first layers and provide a 

better gradient flow. SoftMax activation is applied to the last layer of 𝐺 to keep the argmax 

for each channel and output a single-channel synthetic tile of 256×256 pixels (a probability 

map). A graphical representation of the proposed generator network is found in Figure 47. 

 

Figure 47. The generator architecture proposed for the inpainting task. 
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We also focused on increasing the computational efficiency of our generator network. The 

𝐺 architecture described in Figure 47 features 2,006,974 parameters, a 93.53% decrease when 

compared to the number of parameters featured by the original U-Net architecture for the 

same input size (31,031,685 parameters).  

7.3.2 Discriminator 𝑫 

The discriminator network 𝐷 is a modified PatchGAN [128] trained to classify the input 

tiles and assign the correct distribution of where the input comes from (road distribution 

present in official cartography 𝑌, or reconstructed road distribution, �̃�). The input tiles of 

256×256 pixels in size are divided into four patches of 128×128 (instead of 32×32, as 

proposed in the original implementation) to decrease the probability of patches not 

containing any road element. Each of them is evaluated and the final decision is the average 

of the score obtained in each of the four patches (as described in Figure 5 of [249]).  

From an architectural point, 𝐷 is composed of seven convolutional blocks. The first 

convolution block features a convolutional layer with a kernel size of 3×3 and a stride of 1. 

We added spectral normalisation in each convolutional block to reduce the instability of 

training the discriminator [250]. The next five convolution blocks consist of convolutional 

layers with a kernel size of 4×4 and a stride of 2 and followed by Batch Normalisation. 

Following the recommendation from [245], we applied Leaky ReLU activation (with a 

negative slope of 0.2) to all layers from the discriminator and also replaced pooling layers 

with strided convolutions, as it was proved to ensure a more stable training behaviour 

[128]. The last block of the discriminator consists of a convolutional layer, with a kernel of 

4×4 and a stride of 1, ending with a sigmoid activation function that maps the feature maps 

into a scalar classification score for each patch of 128×128 pixels.  

A simplified representation of the discriminator network implemented can be found in 

Figure 48. The total number of parameters of 𝐷 is 2,791,009, an 85.61% decrease when 

compared to the original PatchGAN (which features 6,968,257 parameters). 

Please note that we built our generator and discriminator networks using concepts 

introduced by U-Net and PatchGAN (e.g. encoder-decoder structures with skip 

connections, or modelling an image as a Markov random field over a determined patch 

size), but we focused on reducing the computational footprint of the networks to take 

advantage of the computational budget available. 

The gradient of the output of the discriminator network with respect to the reconstructed 

data will force 𝐺 to generate more realistic data (closer to the real data distribution of the 

road present in the official cartography). In an ideal case, the synthetic data is so close to 

the real data distribution that 𝐷 is unable to detect differences between the two data 

distributions.  
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Figure 48. The discriminator architecture proposed for the inpainting task. 

7.3.3 Learning Process 

Each input conditional sample 𝑦𝑖 is artificially corrupted by introducing randomness 𝑧 

consisting of gaps of different shapes and size (square and circular gaps [246], brush gaps 

[123], and even more unstructured blob gaps [251], or a mix of all of them), as also proposed 

in [124]. These artificial gaps are randomly rescaled to different sizes and added online and 

represent the source of randomness in the training data that allows 𝐺 to output many 

different synthetic outcomes. The gaps are added without a specified location to the 

conditional data 𝑦, 𝐺’s training objective is to learn how to inpaint them without knowing 

their position in the image (the positions of the regions to inpaint are not provided to 𝐺). 

We also added data augmentation consisting of random 90-degree flips to expose the model 

to more aspects of the training data and reduce the overfitting behaviour.  

The generator 𝐺 takes a corrupted tile of 256×256 pixels as input and provides an inpainted 

version, where the gaps are filled. Next, 𝐷 evaluates the four patches of the generated image 

and the four patches of the original sample from 𝑌 (containing a road representation from 

the official road cartography, without gaps) to calculate the crossentropy between the 

corresponding pairs of patches of 128×128. The error is then backpropagated through the 
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model. A simplified representation describing the learning procedure of the cGAN model 

implemented can be found in Figure 49. 

In Figure 49, we can see that the discriminator network is trained with sets of fake and real 

samples. 𝐷 tries to identify which images are real (𝑦) and which are generated by 𝐺 (𝐺(𝑧|𝑦)), 

while 𝐺’s objective is to generate synthetic tiles that are indistinguishable from the real tiles. 

The discriminator network takes as input the real sample 𝑦 (𝐷(𝑦) to be near 1), and the fake 

sample 𝐺(𝑧|𝑦), analysing the distribution to decide whether the data is generated or comes 

from the real sample dataset. 𝐷 tries to maximise the difference between its output on real 

tiles and its output on reconstructed tiles (trying to make 𝐷(𝐺(𝑧|𝑦)) near 0, meaning the 

input is fake), while 𝐺 tries to make 𝐷(𝐺(𝑧|𝑦)) near 1 (meaning the input is real). 

In this case, the discriminator is trained using supervised learning via stochastic gradient 

ascent with the Least Squares Generative loss (LSGAN) proposed in [252] and defined in 

Eq. 14. 

𝐷 acts like a binary classifier trained to differentiate between the generated �̃�  =  𝐺(𝑧|𝑦) 

[253] and real sample 𝑦 and features a sigmoid function to assess if the gaps were correctly 

filled (if the sample is real or not), every input of 𝐷 having a 0.5 probability of being real 

and 0.5 of being fake. 𝐷 compares each input/target pair at patch level and estimates the 

cross entropy between the conditional information 𝑦 (before the gaps were introduced) and 

the reconstructed �̃� = 𝐺(𝑧|𝑦)) with Eq. 9 (calculated using the model’s predicted value and 

the corresponding target value).  

𝐷 then provides a probability score at patch level on how realistic they look, averaging the 

results to provide the overall image mean (used for the model’s loss function). Based on the 

discriminator’s classification error, the weights are then adjusted according to Eq. 13 to 

maximise its performance (maximises the probability of 𝐷 being right). 

The generator network is trained to repair the corrupted tiles, taking a corrupted patch as 

input, and providing an inpainted version where the random gaps were filled. 𝐺 predicts a 

probability map, �̃�, indicating a pixel’s likelihood to be “Road” or “Background”, and its 

training objective is to generate synthetic tiles that would be indistinguishable from the real 

tiles. Unlike 𝐷, 𝐺 does not have access to the real distribution 𝑌 and uses 𝐷’s gradients to 

know how realistic the reconstructed tiles are to update its weights. As explained in Section 

3, the weights of the generator are adjusted based on the output of the discriminator to 

maximise the loss predicted by 𝐷 for generated images marked as “real”; the adversarial 

cost of 𝐺 is defined in Eq. 15. 

 ℒG = (1 − 𝐷(𝐺(𝑧|𝑦))2 (15) 

This way, 𝐷’s weights indicating that the generated images were real will force large weight 

updates in the 𝐺 toward generating more realistic images.  

 

 ℒ(𝐷) = (1 − 𝐷(𝑦))2 + (𝐷(𝐺(𝑧|𝑦))
2
 (14) 
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Figure 49. An overview of the learning process of the cGAN model trained for deep 

inpainting operations. (1) Firstly, random gaps are introduced into the conditional data 𝑦 to 

produce corrupted inputs for 𝐺. (2) The generator (a U-Net-like network with skip 

connections) is then trained to fill the gaps and inpaint the corrupted tiles. (𝐺 does not have 

access to the real samples 𝑦 from the real data distribution 𝑌.) (3) The discriminator is a 

modified PatchGAN that classifies patches from pairs of y and �̃� and decides whether they 

come from the real data distribution 𝑌 or from the synthetic data distribution �̃�. (4) 𝐺 receives 

feedback from 𝐷 and iteratively improves the synthetic data generator to “fool” the 

discriminator network. Note: The graphic should be interpreted at stage level and was 

created using random tiles to offer insights and enable a better understanding of the training 

procedure presented in Chapter 5.3. 



 

118 

The combined loss function of the model is calculated with the formula from Eq. 16, with 

𝜆1 = 1000 and 𝜆2 = 1. 

 ℒcGAN = 𝜆1ℒ(�̂�𝑖 , 𝑦𝑖) + 𝜆2ℒG (16) 

During training, we apply a higher weight to 𝜆1 for the reconstruction loss to strongly 

encourage the model towards generating plausible reconstructions of the input image 

(more realistic images) as it improves the generator’s performance [119]. Over time, 𝐺 will 

create more realistic data, while 𝐷 will become better at differentiating it from the real data 

distribution 𝑌 [115]. When 𝐷 cannot correctly determine whether the data comes from the 

real dataset or the generator (no longer distinguishes real images from fakes), the optimal 

state is reached. 

7.4 Experiments and Analysis of the Results 

We defined the conditional model using the PyTorch v1.0.2 [43] deep learning library for 

Python [41] and trained it on a Ubuntu Linux [39] server with a 20-core Intel Xeon processor 

and a Nvidia Tesla V100 graphics card with 16 GB of VRAM. We trained the cGAN model 

with 𝑛 = 6,784 real samples of tiles obtained from official cartographic support where road 

segments are connected (with a size 256×256 pixels, as described in Section 4).  

For training 𝐺, we used the Adam optimiser [214] with a learning rate of 0.001 and initial 

decay rates 𝛽1 = 0.5 and 𝛽1 = 0.999. The same optimiser was used for 𝐷’s training, but with 

a learning rate of 0.002 and initial decay rates 𝛽1 = 0.5 and 𝛽1 = 0.999. We adopted a twice 

higher learning rate for 𝐺 to improve the convergence of GANs and different learning rates 

for 𝐺 and 𝐷 to avoid damaging the learned representations [254]. Each training step 

involves randomly selecting a batch of real samples and generating a batch of synthetic 

samples based on the real tiles (following the training procedure described in Figure 49). 

The chosen batch size was 32 images (the maximum allowed by the GPU). During training, 

the gradient of the loss function with respect to the weights of the network for a single 

input-output example was backpropagated.  

We repeated the experiments five times using random initialisation to enable the statistical 

interpretation of the performance results. Each time, an initial value of 40 epochs was 

selected, but the loss of the model was monitored, the training stopping when its cost value 

has not decreased in the last five epochs. For comparison reasons, we also trained the state-

of-the-art Thin-structure-inpainting model [124], [255] for the same number of repetitions 

on the same training dataset. We leave for a future study the implementation of a 

conditional GAN featuring the standard U-Net as generator and the standard PatchGAN 

as discriminator, due to the significantly higher number of trainable parameters it would 

feature, and the computational expense required for training such a conditional GANs. 

When the training process ended, the generator networks were stored in PTH format (the 

default file format for saving PyTorch models).  
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Afterwards, the initial segmentation masks from the test are evaluated with the generators 

of the trained networks and the predictions are stored in the lossless PNG format. The test 

set contains 𝑛 = 1,696 initial segmentation predictions obtained by U-Net [84] - 

SEResNeXt50 [103], and achieves an IoU score of 0.6726 (as described in Section 2). The 

quality of the generated data would prove if the models correctly learned the distribution 

of the roads present in official cartography and will be used to assess the performance of 

the networks. Next, the generated data was compared with the ground truth data from the 

test set (unseen data, to test the generalization capacity of the model) to compute the 

following performance metrics: IoU score, F1 score, accuracy, and precision and recall 

(defined in Chapters 3.7.1 and 3.7.2 and calculated with Eq. 1-5), together with the 

corresponding values calculated for the positive and negative classes. The task of road 

extraction involves highly unbalanced classes (roads occupy a small portion of an image, 

generally less than 10%) and the weighted metrics were not computed. The reported results 

can be found in Table 24. 

As shown in Table 24, our implementation outperforms the other methods and obtains the 

highest performance scores. In relation to the chosen performance metrics, we consider that 

the IoU score is the most appropriate for evaluating the performance of a model trained for 

binary operations of geospatial elements (e.g. road and non-road). The reason is that classes 

in such scenarios tend to be very unbalanced (in our dataset, pixels of roads generally 

occupy around 10% of the pixels), and the traditional ML metrics can mislead regarding 

the performance of a model [233]. The IoU score does not take into account the True 

Negatives (TN) in computing the performance metrics (the majority of the pixels belong to 

the “No road” or “Background” class) and is calculated with Eq. 5 for any two sets (e.g. 

ground truth set and the reconstructed set generated by 𝐺). 

In Table 24, we can find that the proposed cGAN model achieved a median IoU score of 

0.6801 ±0.004, which represents an average improvement of 0.75% over the initial semantic 

segmentation results. The best performing cGAN implementation obtained a maximum 

IoU score improvement of 1.28% (a performance value of 0.6854, an increase from 0.6726 

obtained by U-Net [84] - SEResNeXt50 [103]). When comparing the IoU score results with 

the ones obtained by Thin-structure-inpainting [124] trained for the same task on the same 

training set, we can see that our implementation outperformed the state-of-the-art model 

with a maximum difference of 1.04%. Nonetheless, Thin-structure-inpainting [124] also 

obtained an average IoU score improvement of 0.15% with respect to the initial IoU value 

obtained by the semantic segmentation model.  

Regarding the other performance metrics computed, the precision-recall trade-off scenario 

[256] is present in both deep inpainting models—both cGAN models trained for deep 

inpainting operations reduce the FP rates to increase their precision values (a higher 

precision involves minimising FP rates) at the cost of a decrease in the recall metric (a higher 

recall involves minimising FN rates). 
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Table 24. Comparison between the performance metrics obtained by the best performing semantic segmentation model trained for road 

extraction, and the original Thin-structure-inpainting model [124] and our cGAN implementation trained for deep inpainting operations on 

the test set containing unseen data (𝑛 = 1,696 tiles).  

Performance metric 

(1) Best 

performing 

semantic 

segmentation 

model 

(2) Thin-structure-inpainting [124] 
(3) Our cGAN implementation 

for deep inpainting (Chapter 7.3) 

Average result 

and standard 

deviation 

Mean Percentage 

Difference  

(with respect to the 

initial segmentation 

results) 

Maximum 

result 

Average result 

and standard 

deviation 

Mean Percentage 

Difference  

(with respect to the 

initial segmentation 

results) 

Maximum 

result 

IoU score (positive class) 0.4100 0.4068 ±0.0012 -0.32% 0.4088 0.4149 ±0.0073 +0.49% 0.4252 

IoU score (negative class) 0.9352 0.9414 ±0.0009 +0.61% 0.9412 0.9454 ±0.0028 +1.02% 0.9484 

IoU score 0.6726 0.6741 ±0.0008 +0.15% 
0.6750  

(+0.24%) 
0.6801 ±0.0040 +0.75% 

0.6854 

(+1.28%) 

F1 score (positive class) 0.5686 0.5638 ±0.0012 -0.48% 0.5658 0.5714 ±0.0082 +0.28% 0.5819 

F1 score (negative class) 0.9648 0.9692 ±0.0005 +0.44% 0.9690 0.9711 ±0.0016 +0.63% 0.9729 

F1 score 0.7667 0.7665 ±0.0006 -0.02% 0.7674 0.7713 ±0.0040 +0.46% 0.7765 

Accuracy 0.9379 0.9437 ±0.0009 +0.58% 0.9448 0.9475 ±0.0026 +0.96% 0.9503 

Precision (positive class) 0.4183 0.4247 ±0.0019 +0.64% 0.4271 0.4546 ±0.0187 +3.63% 0.4673 

Precision (negative class) 0.9976 0.9953 ±0.0002 -0.23% 0.9953 0.9937 ±0.0014 -0.39% 0.9953 

Precision 0.7080 0.7100 ±0.0009 +0.20% 0.7112 0.7242 ±0.0089 +1.62% 0.7302 

Recall (positive class) 0.9504 0.8908 ±0.0062 -5.96% 0.8904 0.8376 ±0.0459 -11.28% 0.8947 

Recall (negative class) 0.9372 0.9452 ±0.0012 +0.80% 0.9452 0.9509 ±0.0040 +1.37% 0.9558 

Recall 0.9438 0.9181 ±0.0025 -2.57% 0.9178 0.8943 ±0.0210 -4.95% 0.9205 
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Our cGAN implementation sacrificed an average of 4.95% from the recall values (which 

decreased from 0.9438 in the case of the best segmentation model to 0.8943 ±0.021) to 

achieve average gains in precision of 1.62% (increases from 0.9379 to 0.9533 ±0.012) when 

compared to the original model. This trade-off scenario is to be expected considering that 

the ground truth dataset contained imbalanced classes with fewer positive samples cause 

by nature of the studied geospatial object. It is also important to remember that the road 

representations delivered by the semantic segmentation model had an increased width 

compared to the considered ground truth (as found in Figures 2(b) and 2(c)), and therefore, 

the probability of them containing more pixels correctly tagged with “Road” label in the 

ground truth (positive samples) was higher. As a result, we can observe significant 

differences in recall and precision, the deep inpainting models sacrificing recall to increase 

their precision by increasing the TN and FN ratios. However, precision and recall scores 

should not be discussed in isolation, and for this reason, the F1 score was also computed. 

Our implementation achieved a mean increase of +0.46% (0.7713 ±0.0040) over the initial F1 

score value of 0.7667. In Table 24, we can observe that, although the performance metrics 

from the positive classes are generally lower, the overall performance scores increased.  

In order to study the relationship between the error rates obtained by the neural networks 

trained in this work and the significance of the performance metrics, in Figure 50, we 

illustrate the confusion matrices obtained by the models when evaluating the test set 

containing unseen data (𝑛 = 1,696 tiles, or 111,149,056 pixels).  

     (a)          (b)     (c) 

Figure 50. The confusion matrices obtained by (a) the semantic segmentation model (U-Net 

[84] - SEResNeXt50 [103]), and (b) Thin-structure-inpainting [124], together with (c) our 

implementation proposed in Chapter 7.3 (trained for deep inpainting operations) on the test 

set (𝑛 = 1,696 tiles).  

In the confusion matrix obtained by our implementation (presented in Figure 50(c)), we can 

find that our model correctly recognised 3,795,275/4,360,728 pixels belonging to the “Road” 

class (TP ratio of 0.87) and 101,552,358/ 106,788,328 “No Road” instances (TN ratio of 0.951), 

while incorrectly labelling 5,235,970/ 106,788,328 pixels of the “No Road” category (FP ratio 

of 0.049) and missing 565,453/ 4,360,728 instances of the “Road” class (FN rate of 0.130). In 
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the confusion matrix, FN and FP are the samples that were incorrectly classified and 

represent 5.22% of the predictions; while TN and TP are the samples that 

were correctly classified and represent 94.78% of the predictions. By comparison, the 

segmentation model that provided the initial predictions correctly classified 93.79% of the 

pixels, while the best version of Thin-structure [124] model, trained for deep inpainting, 

correctly classified 94.36% of the pixels. 

We can observe that, in line with the performance metrics from Table 24, the conditional 

GANs trained decreased the TP and FP and increased the FN and TN rates in order to 

optimize their overall performance and inpaint the gaps in the initial road lines 

representations. We can notice that, although the TP rates are lower compared to the initial 

segmentation masks, the models significantly improved the TN predictions and increased 

their mean IoU scores. Overall, the correct predictions have a higher ratio in both deep 

inpainting scenarios compared to the initial segmentation masks—Thin-structure-

inpainting achieved a mean accuracy of 0.9437 ±0.001, while our implementation achieved 

a mean accuracy of 0.9475 ±0.003, and mean improvements of +0.58%, and +0.96%, 

respectively, over the initial accuracy value of 0.9379 obtained by the best performing 

segmentation model. 

In order to get a better intuition of what these improvements in performance metrics mean, 

we conducted a non-numerical qualitative interpretation of the results through means of 

perceptual validation. We sampled ten images from the test set (containing data unseen by 

the models during training) and performed a visual inspection of the generated images to 

compare the results obtained by our implementation and to the ones obtained by the other 

models. This operation allows us to identify patterns in the studied object that might be 

impossible to observe with the quantitative methodology (for example, scenarios with 

higher concentrations of FP and FN). The results are found in Figure 51. 

In Figure 51, we can observe that our implementation generates the most consistent 

reconstructions, the results delivered being more similar to the ground-truth masks when 

compared to the initial segmentation masks. We can also identify the reason for the 

precision-recall trade-off scenario—although the roads representations from official 

cartography contain no gaps, they do not cover the true road surface area (the lines used to 

draw the road segments only have cartographic significance and were chosen based on the 

importance of the road). Although the rates of FP are lower, the models still deliver higher 

FP rates when compared to the ground truth data because of the representation errors from 

the available official cartographic support. However, we consider that our conditional 

implementation correctly learned the road distribution in official cartography, generated 

less FP rates and achieved considerable improvements in the results. 
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Figure 51. Qualitative interpretation of the inpainted predictions carried out on ten samples 

from the test set.  

Note: In the first row (a1–a10), we have the aerial orthoimage. The second row (b1–b10) 

presents the samples from the rasterised ground truth set, or conditional data distribution 

(road representations present in official cartography). The third row (c1–c10) shows the 

initial segmentation prediction obtained using a state-of-the-art semantic segmentation 

model. The fourth row (d1–d10) presents the predictions generated with the Thin-Structure-

Inpainting model [124] trained for deep inpainting operations, while the fifth row (e1–e10) 

presents the reconstructed road masks generated with the conditional generative model 

proposed in this paper. 

The qualitative perceptual validation allowed us to identify the strengths and weaknesses 

of the proposed method in very complex scenarios and gain a better intuition of the model’s 

behaviour when performing large-scale post-processing with generative learning and deep 

inpainting procedures. For example, we also noted the effect of randomness applied to the 

conditional data, as our generated data often presented small gap artifacts. However, our 

real-world dataset contained many more gaps, and the machine predictions obtained with 

our conditional implementation can be considered significantly improved. In addition, we 

observed a thinning effect on the post-processed road lines, which helped the networks 

trained achieve higher performance metrics, as the road representation from official 

cartography feature an arbitrary-sized width that does not cover the entire road surface 

area. Although the post-processing results are not perfect, they confirm the appropriateness 
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of applying generative learning for the post-processing task of road semantic segmentation 

and we strongly believe that the technique can be applied for a better extraction of 

geospatial elements from aerial imagery. We consider that the training objective of this 

study (obtaining road representation closer to the ones present in official cartography) was 

successfully achieved, as the generated results are clearly representing an improvement 

over the initial segmentation predictions. The qualitative interpretations carried out proved 

that the post-processing operation reduced the gaps and the generated predictions that are 

closer to the target domain (road representations present in official cartography) with the 

mention that the deep inpainting models are sensitive to the number of holes in the data. 

Next, we will approach the road post-processing operation via conditional generative 

learning using concepts introduced with the image-to-image translation technique [128]. 
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8. Post-Processing of Semantic Segmentation 

Predictions II: A Lightweight Conditional Generative 

Adversarial Network to Improve the Extraction of 

Road Surface Areas via Image-to-Image Translation 

 

This chapter is based on the manuscript entitled “Generative Learning for Postprocessing 

Semantic Segmentation Predictions: A Lightweight Conditional Generative Adversarial 

Network Based on Pix2pix to Improve the Extraction of Road Surface Areas”, published in 

MDPI’s “Land” Journal [249]. Here, we develop a second post-processing technique based 

on generative learning and in response to the errors detected in the semantic segmentation 

predictions—many resulting segmentation masks presented discontinuities, and the 

connection points were often overlooked, resulting in road segments that were 

unconnected.  

We propose a conditional Generative Adversarial Network (cGAN) architecture to further 

improve the initial segmentation masks using image-to-image translation (described in 

Chapter 3.6.2.2). The goal of the training is to conditionally generate new synthetic images 

based on the initial segmentation predictions similar to samples belonging to the domain 

of official cartography, in this way reducing the effect and overcoming the inaccurate 

extraction. The proposed model is based on Pix2pix [128], greatly improved for 

computational efficiency (92.4% decrease in the number of parameters in the generator 𝐺 

network and 61.3% decrease in the discriminator 𝐷 network, when compared to the original 

Pix2pix). The proposed neural network is trained to learn the distribution of the road 

network present in official cartography and to improve the initial road surface areas 

predictions obtained in Chapter 6, where we found that even the best performing state-of-

the-art segmentation model (U-Net [84] as base architecture with SEResNeXt50 [103] as 

backbone network) displayed the problem of inaccurate extraction although it correctly 

classified 97.87% of the pixel samples from the test set.  
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For training and testing the proposed cGAN model’s performance, we use the dataset 

presented in Chapter 7.2 containing 8,480 rasterised masks of roads tagged at pixel level, 

covering a land area of approximately 181 km2 from representative areas of Spain). We 

evaluated the model on unseen data and calculated the IoU score, observing average 

improvements of the order of 11.3% when compared to the initial predictions. In the end, 

we conducted a perceptual validation to visually assess the quality of the post-processing 

operation and the effectiveness of the technique and observed significant improvements 

with respect to the initial semantic segmentation predictions.  

8.1 Problem Description  

The goal of the training is to learn a correct transformation from a simple distribution (e.g. 

Gaussian distribution) to the complex target distribution using a neural network, while 

applying a condition. In our case, the proposed cGAN will learn a mapping from random 

Gaussian noise vector 𝑧 of dimension 𝑑, to the target domain containing the real road 

network features present in official cartography, 𝑦, while incorporating conditional 

information from 𝑥 (initial segmentation masks) coming from a similar distribution, as 

proposed in [257]. By adding conditional information, the generation of the output image 

is conditioned on a source image 𝑥, and 𝑧 will not be completely random anymore (the 

training will not be strictly unsupervised).  

The training procedure can be seen as a two-player game, where 𝐺 tries to “fool” 𝐷 by 

producing images that look real, while 𝐷 trains to distinguish between real and fake images. 

As proposed in [114], 𝐷 and 𝐺 are trained jointly in a Minimax game, where the objective 

function 𝑚𝑖𝑛 𝑚𝑎𝑥(𝐺, 𝐷) performs a gradient ascent on 𝐷 (as described in Eq. 17),  

 𝑚𝑎𝑥 [𝑙𝑜𝑔 𝐷(𝑥, 𝑦|𝑥) + (1 − 𝑙𝑜𝑔 (𝐷(𝑥, 𝐺(𝑧|𝑥))))] (17) 

and a gradient descent on 𝐺 (as defined in Eq. 18).  

 𝑚𝑖𝑛 [1 − 𝑙𝑜𝑔 (𝐷(𝑥, 𝐺(𝑧|𝑥)))] (18) 

This encourages 𝐺 to produce samples with a low probability of being fake. The objective 

function of the model can be expressed with Eq. 19.  

 ℒ (G, D) = 𝐸𝑥,𝑦[log 𝐷(𝑥, 𝑦|𝑥)] + 𝐸𝑥,𝑧(1 − log 𝐷(𝑥, 𝐺(𝑧|𝑥))) (19) 

In Eq. 19, 𝐸𝑧,𝑥 is the expected value over all generated fake instances 𝐺(𝑧|𝑥), given the 

condition 𝑥, and 𝐸𝑦,𝑥 is the expected value over all real data instances (belonging to the 

density distribution we wish to replicate) given 𝑥 [128], [258]. The generator and 

discriminator are therefore two “players” that alternate in updating their model weights 

with the criteria of maximising the likelihood of 𝐷 being wrong, and maximising the 

likelihood of 𝐺 being right (maximise the probability of the images produced by 𝐺 being 

real) [259].  
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A simplification of the described cGAN training procedure is presented in Figure 52. 

 

Figure 52. Simplification of the training procedure of a cGAN model for image-to-image 

translation. 

Note: For training, we explicitly define 𝑥 as an additional input to 𝐺(𝑧), resulting 𝐺(𝑧|𝑥), 

and as additional input to 𝐷(𝑦), resulting 𝐷(𝑦|𝑥).  

8.2 Data 

We used the same dataset described in Chapter 7.2. However, this time, the relationship 

between the conditional information has changed. Firstly, the target domain (or real 

samples, 𝑦) required was obtained from MTN50 (described in Chapter 2.4.2), by rasterising 

the available openly information containing the road network in vectorial format and 

dividing the resulting images in tiles of 256×256 pixels in size. Therefore, the target domain 

𝑦 is represented by the ground-truth tiles of 256×256 pixels present in MTN50.  

We binarised the tiles to represent the classes “Road exists” and “No road” (or 

“Background”). The dataset contains 8,480 tiles and was divided by applying the 80:20% 

criteria (allowing for more training data [224]), resulting in 6,784 tiles used for training and 

1,696 tiles used for testing (data unseen during training). 

Secondly, we obtained our source domain (𝑥) by retraining the semantic segmentation 

model that statistically proved to be the most suitable for road extraction tasks in Chapter 

6 (U-Net as base architecture and SEResNeXt50 as backbone network) [224]. We used the 

resulting model to evaluate the entire dataset, this way obtaining the initial segmentation 

masks stored in the lossless PNG format. These predictions will represent our conditional 
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information (𝑥). The performance of the segmentation model was evaluated on the 

corresponding test set (containing tiles our target domain, 𝑦), the model achieving an IoU 

score of 0.6726 (calculated with Eq. 5). As intuition, the IoU score will be 1 if the prediction 

completely overlaps with the ground-truth mask; a model obtaining an IoU score greater 

than 0.5 is considered to have a good performance [133]. In Figure 53, we can find the 

correspondence between the aerial orthoimage, the binarised ground-truth segmentation 

mask (or target domain, 𝑦), and the initial segmentation prediction (or source domain, 𝑥) 

from six random tiles.  

 

 

Figure 53. The relation between the aerial orthoimage (first row (a–f)), the rasterised 

segmentation mask (ground-truth, or real sample, obtained from MTN50 and found in the 

second row (g–l)), and the semantic segmentation predictions (conditional information, 𝑥, 

seen in third row (m–r)).  

Note: The train set used as conditional information for 𝐺 contains the same 6,784 tiles as the 

set from the target distribution 𝑦. The same is valid for the test set (unseen data).  

We will use the initial segmentation masks (third row) as conditional information for 

training and testing the model. The goal is to map this initial semantic segmentation 

distribution of data to the target domain containing the distribution of the road network in 

official cartography. The training procedure will enable the generator to synthesise fake 

examples belonging to targeted data domain, improving this way the initial segmentation 

predictions. We will evaluate 𝐺’s performance on the test set and compare its IoU score 

with the one obtained by the segmentation model on the same set. 
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8.3 Proposed cGAN Architecture for Post-processing Extracted Road 

Predictions with Image-to-Image Translation 

The cGAN architecture presented in this work is based on Pix2pix [128]. The code from 

Pix2pix’s implementation [260] was used as basis for building the model; however, we 

changed the original implementation in order to make the computation more efficient and 

better suited for post-processing sematic segmentation predictions containing road surface 

areas. The proposed model was defined and trained using the open source deep learning 

library TensorFlow version 2.2.0 [12] on the Linux server described in Chapter 2.2.1.  

8.3.1 Generator 𝑮 

The generator 𝐺 takes random noise 𝑧 and a condition 𝑥 (initial semantic segmentation 

mask) as input and will output a synthetic image, 𝐺(𝑧|𝑥). In our case, 𝑧 is randomly 

generated from a normal distribution. The generator will apply a generative function to 

obtain a new sample, this time from the generative model. The output sample, 𝐺(𝑧|𝑥), 

should be reasonably similar to training data distribution.  

𝐺 is a fully convolutional network consisting of an encoder with skip connections 

(introduced in U-Net [84]) and takes as input conditional Gaussian noise (with the 

condition 𝑥 applied). In the encoder part, we used strided convolutions (with a stride of 2) 

instead of pooling layers and applied padding to allow for more space for the kernel to 

convolute and not lose information near the borders. We used the ReLU activation function 

in all generator layers, except for the last one, where we uses tanh (instead of sigmoid) and 

applied Batch Normalisation [71] to all layers, except the input layer, following 

recommendations in [116].  

In the decoder, we used transposed convolutions (with a stride of 2) to upsample and resize 

the output to the input’s dimensions. As a means to avoid overfitting, we applied a dropout 

operation with the rate of 0.5 between the encoder and decoder. Similarly to U-Net, skip 

connections were added between the encoder and decoder parts, to avoid the loss of low-

level information and enable the share of information between different stages across the 

network. Details about the generator architecture can be found in Figure 54. 
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Figure 54. Description of the proposed generator architecture for the image-to-image 

translation task.  

Note: The input is passed through a series of layers that progressively downsample its size 

until the bottleneck, where the process is reversed, and the tensor is upsampled. 

𝐺 takes in the input image (the segmentation mask with Gaussian noise) and passes it 

through a series of convolution and up-sampling layers to produce an output image that 

has the same size as the input. The generator is trained to produce synthetic outputs 

undistinguishable from “real” images. By using this architecture, the total number of 

parameters in 𝐺 decreased from 54,425,859 in the original Pix2pix to 4,117,825 (a 92.4% 

reduction). 
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8.3.2 Discriminator 𝑫 

The discriminator network takes as input both the conditioned real sample from the target 

domain, 𝐷(𝑥, 𝑦|𝑥), and the conditioned fake sample generated by 𝐺, 𝐷(𝑥, 𝐺(𝑧|𝑥)). 𝐷 

analyses the distribution of data and decides whether the data are generated or coming 

from the target domain data (using a sigmoid function that outputs the probability between 

0 and 1). The output of discriminator 𝐷 represents the probability that the sample is coming 

from the training distribution. The discriminator 𝐷 will take 𝐺(𝑧|𝑥) and real 𝑦 and will 

output whether the image is real or fake, every input of 𝐷 has a ½ probability of being real 

and a ½ probability of being fake (it acts like a binary classifier for the generated data, 

training to detect as well as possible the synthetic images produced by 𝐺).  

Our 𝐷 is a modified PatchGAN (introduced in [128]), trained to separate observations from 

generated data, 𝐺(𝑧|𝑦), and real data, 𝑦. We used Leaky ReLU activation instead of ReLU 

activation for all 𝐷’s layers to reduce gradient sparsity and applied Batch Normaliation in 

all layers, except for the input. Instead of polling operations, we used again strided 

convolutions (with a stride of 2) and applied zero padding to avoid the loss of information 

near the borders. Details about 𝐷’s architecture can be found in Figure 55.  

 

Figure 55. The architecture of the proposed discriminator network for the image-to-image 

translation task (modified PatchGAN [128]).  

Note: In our case, we will concatenate 𝑧 and 𝑥 as input to the generator 𝐺(𝑧, 𝑥) with the 

objective of learning the distribution of the target domain, 𝑦. 



 

132 

 

𝐷 operates convolutionally over the 256×256 tile and is capable of classifying larger image 

patches (128×128, instead of 32×32) to decide if the input is real or fake. The discriminator 

takes four patches of 128×128 as input and classifies from which distribution the input 

comes from (real or fake). The decision scores are averaged to obtain a final prediction for 

the input tile (as seen in Figure 56). 

 

Figure 56. Analysis of the input data distribution with the proposed discriminator 𝐷 

(estimation of the probability that the input is real).  

By applying these changes, the total number of parameters was reduced from 2,770,433 to 

1,071,105, a 61.3% decrease when compared to the original PatchGAN [128] network used 

in Pix2pix. 

8.4 Experiments 

cGANs [117] take conditional information 𝑥 (in our case, the initial sematic segmentation 

results) as an extension to the latent space 𝑧. The conditioning is performed by 

concatenating 𝑥 into the correspondent tensors of images 𝐺(𝑧|𝑥) and 𝑦. In the generator, 

the prior input Gaussian noise and 𝑥 are combined in a joint hidden representation, the 

resulting 𝐺(𝑧|𝑥) being fed into 𝐷, together with its correspondent tile from the target 

domain. The discriminator tries to identify which images are real and which one comes 
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from 𝐺 (produces a guess about how realistic they look), while 𝐺 trains to maximise the log-

probability of the discriminator 𝐷(𝑥, 𝐺(𝑥|𝑧)) being mistaken [261]. When 𝐷 cannot 

distinguish real images from fake images, the optimal state is reached. The intuition is that 

over time, the generator will be forced to create synthetic data that comes as closely as 

possible to the distribution of the target domain, while the discriminator will become better 

at telling them apart. Details about the training procedure of the proposed cGAN can be 

found in Figure 57 and Table 25. 

 

Figure 57. Representation describing the training process of the proposed cGAN architecture 

based on Pix2pix [128] for the image-to-image translation operation.  
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Table 25. Pseudocode of the training algorithm for the conditional GAN architecture 

defined in Chapter 8.4. 

Training Algorithm 

for 𝑖 = 𝑛 iterations: 

1. Sample random noise from a Gaussian distribution with mean 0 

and standard deviation of 0.04. 

2. Add the condition 𝑥 (initial segmentation prediction). 

3. Produce 𝐺’s output 𝐺(𝑧|𝑥). 

4. Get 𝐷’s prediction for 𝐺(𝑧|𝑥) and 𝑦. 

5. Obtain 𝐷’s loss for misclassing real instances as fake or synthetic 

instances as real. 

6. Get 𝐷’s “Real” /” Fake” classification for 𝐺’s output and calculate 

loss (at patch level). 

7. Backpropagate through 𝐷 and 𝐺 to obtain gradients. 

8. Use gradients to change only 𝐺’s weights. 

End for 

 

As pre-processing for the input data, we applied online data augmentation techniques to 

rotate the images randomly picked as training sets by 90, 180, and 270 degrees, reducing 

this way the overfitting behaviour (by means of mirroring operations). Theis data will be 

fed into 𝐺 as condition 𝑥. 

As for the cost functions, the total generator loss, ℒ(𝐺), is a modified version of the loss 

introduced in [128], where we sum the adversarial loss to the mean absolute error (also 

called L1 regularization) between the generated image and the target image (expected 

output image), while adding a weight 𝜆 =  1000 to the L1_loss, as presented in Eq. 20. 

 ℒ(𝐺) = (1 − log 𝐷(𝑥, 𝐺(𝑧|𝑥))) + 𝜆 ∗ 𝐿1𝑙𝑜𝑠𝑠 (20) 

The adversarial loss (defined in Eq. 21) is a cross-entropy between 1 (as 𝐺 tries to fool 𝐷, 

and the real values have the label 1 assigned) and the predicted value from 𝐺(𝑧|𝑦) (0, in 

case 𝐷 realises the 𝐺(𝑧|𝑥) is fake) and encourages the generator to produce images similar 

to the training domain. In [128], it was shown that the L1 regularization allows 𝐺(𝑧|𝑥) to 

become structurally similar to the target image (𝑦), 

 ℒ𝐿1 (G) = 𝐸𝑥,𝑦,𝑧(|𝑦 − 𝐺(𝑧|𝑥)|) (21) 

In Eq. 21, 𝐸𝑥,𝑦,𝑧 is the expected value over all generated fake instances 𝐺(𝑧|𝑥) and real data 

instances 𝑦 given the condition 𝑥 [128], [258]. Therefore, the generator will be updated via 

a weighted sum of the adversarial loss and the L1 loss (with a weight of 1000 to 1 in favour 

of the L1 loss), to encourage 𝐺 to produce more realistic images (and obtain plausible 

translations). 
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Secondly, 𝐷’s inputs are 𝑥 and 𝐺(𝑧|𝑥) concatenated in a tensor (𝑥, 𝐺(𝑧|𝑥)), which should be 

classified as fake, and the conditional information 𝑥 concatenated to the target image 𝑦, 

which should be classified as real. When a pixel comes from the target domain (real 

sample), the true label is 1, whereas when a patch is fake, the true label of the pixels will be 

0. The final layer of 𝐷 is a sigmoid function, with 𝐷’s cost function being a sum of the 

crossentropy between the 𝐷’s prediction and the actual labels for these two inputs (array of 

zeros in the case the fake images, and array of ones in the case of the real images), as defined 

in Eq. 22. 

 ℒ(𝐷) = (1 − 𝐷(𝑥))2 + (𝐷(𝐺(𝑧|𝑥))
2
 (22) 

The proposed model was trained from scratch with minibatch stochastic gradient descent, 

the batch size being 10, each epoch taking around 350 seconds to complete on the GPU. 𝐺’s 

starting weights were randomly initialised from a Gaussian distribution, the mean of the 

random values to generate being 0 and the standard deviation being 0.04. For training, we 

used Adam optimiser [214] with learning rates 1 × 𝑒−4 for 𝐺 and 2 × 𝑒−4 for 𝐷. The 

experiments apply a decay rate for the first momentum estimate 𝛽1 = 0.5, and a decay rate 

for the second moment estimate 𝛽2 = 0.999. We adopt different learning rates for generator 

and the discriminator to improve the convergence of GANs (as proposed in [254]). In our 

experiments, we found that not adding noise to the discriminator inputs improves the 

predictions, although some researchers have found it to be a form a regularization to 

improve the convergence [262]. 

The training is done via backpropagation, the model alternating between training 𝐷 and 

training 𝐺. The weights of 𝐷 are adjusted based on the classification error produced. 𝐺 is 

then updated via the discriminator network (during generator training, 𝐷 does not update 

its weights, but its gradients are used so that the generator can update its weights) to 

minimise 𝐺’s cost function. Over time, 𝐺 improves its output to better reproduce the real 

data distribution, iteratively changing the produced synthetic data to make it more realistic. 

We repeated the experiments described above five times using random weight 

initialisations. For comparison reasons, we trained the original Pix2pix model as well. Each 

time, the trained generator was exported to h5 format and used to evaluate the capacity of 

𝐺 in mapping from the source domain to the target domain. 

8.5 Metrical Analysis and Perceptual Validation of the Results 

To evaluate the model’s performance, we used the test set containing the initial predictions 

(described in Section 4) unseen during training. These initial semantic segmentation 

predictions were passed through the trained generator, accumulating the goodness of 

results in a confusion matrix (by comparing them with the ground truth segmentation 

masks) to calculate the IoU score using Eq. 5. A comparison between the IoU scores 

obtained on the test set is reported in Table 26.  
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Table 26. Comparison of IoU score results obtained on the test set (𝑛 = 1,696 tiles)  

by the deep learning models trained in the PhD thesis. 

Deep Learning Model 
IoU score  

(test set) 

IoU score improvement (with 

respect to the initial semantic 

segmentation results) 

Semantic Segmentation model 

implemented in Chapter 6.3  

(U-Net [84] – SEResNeXt50 [103])  

0.6726  

(best model) 
- (base value) 

Thin-structure-inpainting [124] 0.6741 ±0.009 
Average: +0.26%  

Maximum: +0.36%  

cGAN model proposed in  

Chapter 7.3 for deep inpainting 
0.6801 ±0.004 

Average: +0.75%  

Maximum: +1.28%  

Original Pix2pix [128] 0.7232 ±0.006 
Average: +7.25%  

Maximum: +8.18% 

cGAN model proposed in Chapter 

8.3 for image-to-image translation 
0.7530 ±0.004 

Average: +11.27%  

Maximum: +11.62%  

We observe a significant increase in IoU score by using the proposed cGAN model, from 

0.6726 to an average of 0.7530 (an average increase of 11.27% over the performance metric 

obtained by the semantic segmentation model). At the same time, the original Pix2pix 

model achieved an average IoU score of 0.7232 on the test set containing data unseen during 

training (an average increase of 7.25%, when compared to initial IoU score of 0.6726). Our 

model obtained an average improvement of 4.04% when compared to the original Pix2pix 

model. The maximum IoU scores are 0.7300 in the case of the original Pix2pix, and 0.7556 

in the case of our proposed cGAN architecture.  

In order to analyse the relationship between the error rates obtained by the neural networks 

trained in this chapter and the significance of the performance metrics, in Figure 58, we 

illustrate the confusion matrices obtained by the models when evaluating the same test set 

containing 𝑛 = 1,696 unseen tiles (or 111,149,056 pixels) used in Chapter 7.4.  

Studying the relationship between the values of the confusion matrix of the best performing 

classification framework (presented in Figure 58(c)), we can find that our implementation 

correctly recognised 3,101,633/4,360,728 instances of “Road” (TP ratio of 0.711) and 

104,669,642/106,788,328 “No Road” instances (TN rate of 0.98), while incorrectly labelling 

2,118,686/106,788,328 instances of “No Road” (FP ratio of 0.02) and missing 1,259,095/ 

4,360,728 instances of the “Road” class (FN ratio of 0.289). In the confusion matrix, FN and 

FP are the samples that were incorrectly classified and represent 3.04% of the predictions; 

while TN and TP are the samples that were correctly classified and represent 96.96% of the 

predictions. By comparison, the segmentation model that provided the initial predictions 

correctly classified 93.79% of the pixels, while the best version of original Pix2pix [128] 

model , trained for image-to-image translation, correctly classified 96.46% of the pixels. 
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             (a)                                    (b)             (c) 

Figure 58. Confusion matrix obtained by (a) the original segmentation model (U-Net [84] – 

SEResNeXt50 [103]) compared with the confusion matrices obtained by (b) the original 

Pix2pix [128] and (c) our cGAN implementation proposed for image-to-image translation on 

the same test set containing unseen data (𝑛 = 1,696 tiles). 

It is obvious that the image-to-image translation carried out with the cGAN proposed in 

Chapter 8.3 is delivering significantly higher performance metrics. To see what these gains 

in IoU score mean for the post-processing operation, we conducted a perceptual validation 

using the predictions obtained by passing test set (data unseen by the model, described in 

Chapter 8.2) through the trained generator. These predictions were subsequently stored in 

PNG format. In Figure 59, we can find a comparison between the results from eight random 

scenes.  

The qualitative inspection of the generated images shows clear improvements over the 

initial segmentation predictions. The trained generator enabled a correct image-to-image 

translation (𝐺: {𝑥, 𝑧}  →  𝑦) and learned to produce synthetic images similar to those 

belonging to the target domain. The results from Figure 59 assert our metrical comparison 

from Table 26. 

Compared to the initial semantic segmentation masks, we can observe a thinner road line 

representation, similar to the representation from the target domain, 𝑦. We also observe a 

consistent elimination of unconnected parts (e.g. Figures 59(c2-b2), 59(c6-e6)). Compared to 

the original Pix2pix, we observe smoother road line representations (e.g. Figures 59(d3-e3), 

59(d6-e6)), and cleaner road predictions (e.g. Figures 59(d1-e1), 59(d5-e5)). However, we 

still observe imperfections, mostly in urban areas (e.g. Figures 59(e5) and 59(e2)), but we 

believe they are caused by insufficient urban road data in the training set. We are actively 

working into solving this drawback and by actively building a bigger dataset. Nonetheless, 

the predictions show a clear enhancement over the initial data. 
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Figure 59. Perceptual validation carried out on eight random tiles from the test set (data 

unseen during training).  

Note: The first row (a1–a8) represents the aerial orthoimage, the second row (b1–b8) 

represents the ground truth mask (target domain, 𝑦), the third row (c1–c8) represents the 

initial semantic segmentation prediction (conditional information, 𝑥), the fourth row (d1–

d8) presents the predictions obtained with the original Pix2pix, and the fifth row (e1–e8) 

presents the prediction obtained by the model proposed in this paper. 

The increases in performance metrics from Table 26 demonstrate the suitability of using 

conditional generative adversarial networks for post-processing initial semantic 

segmentation. Although the results from Figure 59 are not perfect, they represent a great 

improvement over state-of-the art semantic segmentation models and demonstrate the 

appropriateness of applying generative learning techniques in post-processing tasks. 

Next, we will present an end-to-end methodology combining the operations of road 

recognition, semantic segmentation of road surface area, and post-processing of the initial 

segmentation predictions with conditional generative learning for a large-scale extraction 

of the road transport network that delivers higher quality results. 
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9. An End-to-End Road Extraction Solution Based on 

Recognition, Segmentation, and Post-Processing 

Operations for a Large-Scale Mapping of the Road 

Transport Network from Aerial Orthophotography 

 

This section is a continuation of the manuscript entitled “First dataset of wind turbine data 

created at national level with deep learning techniques from aerial orthophotographs with 

a spatial resolution of 0.5 m/pixel”, by M.-Á. Manso-Callejo, C.-I. Cira, R. Alcarria and F. J. 

González Matesanz, published in IEEE’s Journal of Selected Topics in Applied Earth 

Observations and Remote Sensing [263], where we successfully extracted the 19,617 wind 

turbines present in the Spanish peninsular territory from aerial orthoimages, while 

obtaining FP rates of 6.4% and FN rates of 1.2%. 

In this chapter, submitted for peer review Taylor & Francis’ “European Journal of Remote 

Sensing” (EISSN 2279-7254), we expand the methodology applied in [263] and propose a 

novel solution for an end-to-end road surface area extraction operation (conceptually 

illustrated in Figure 2) that adds a post-processing stage with conditional GANs. The goal 

is to develop a new strategy based on deep learning models to extract the road transport 

network on a large scale (for example, for a whole country, or autonomous region).  

As discussed in Chapters 1 and 4, the current road extraction approaches are mostly based 

on semantic segmentation models and, in addition to the challenges mentioned in Chapter 

4.3, they feature other drawbacks that indicate that the road mapping operation needs 

optimisation in order to avoid issues like:  

• Unnecessarily processing of all the PNOA orthoimages, distributed in 1,062 ECW 

(Enhanced Compression Wavelet) files, that occupy with a volume on disk of 2.49 

terabytes (each file containing approximately 59,000 tiles of 256×256 pixels), as 

many of the tiles do not contain road elements.  
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• Generation of high ratios of false positives and false negatives, given the complexity 

of extracting road elements from an aerial image at pixel level (as also observed in 

Chapters 6.4 and 6.5).  

• Unnecessarily evaluation of parts of orthoimages that fall outside the Spanish 

territory, such as along the coast, or on the borders with Portugal and France. 

For these reasons, we tackle the road extraction procedure as a chained processing 

workflow of aerial orthophotographs, composed of three sub-operations: a road 

recognition task ① to identify tiles where roads are present and avoid unnecessary 

processing at pixel level of tiles where roads are not present (and, subsequently, reduce the 

risk of higher rates of FP and FN, and the computation times), a semantic segmentation 

extraction of road surface area ②, evaluating only the tiles that contain road elements, and 

a third operation of post-processing the initial semantic segmentation results ③ obtained 

in the second task with the generator of the conditional GAN proposed in Chapter 8.3.  

We validated the proposed solution (featuring the DL tasks tackled in Chapters 5, 6 and 8) 

metrically on a new dataset containing road information from 20,795.98 km2 of the Spanish 

territory. We also performed a large-scale proof of concept and visually evaluated a single 

representative cartographic sheet covering a land area of 29 km × 19 km from the Region of 

Murcia (Spanish: “Región de Murcia”) to identify the strengths and disadvantages of the 

proposed solution. To the best of our knowledge, this is the first time such an objective has 

been approached with deep learning techniques and a large-scale production solution for 

road mapping is proposed and verified in this manner.  

9.1 Methodology Proposal for an End-to-End Road Surface Area 

Extraction Solution Combining Classification, Semantic 

Segmentation, and Post-Processing with cGAN  

As mentioned before, we expand the methodology proposed in [263] and propose an 

optimisation of the procedure in order to avoid the issues discussed in Chapter 4.3.  

First, we introduce a recognition stage prior to semantic segmentation (known to be 

computationally expensive [28]) to determine whether or not the tile contains a road 

element. In other words, we apply a binary classification sub-operation to recognise 

whether or not a tile contains road elements, and to avoid the unnecessarily evaluation of 

tiles that do not contain roads and areas orthoimage that fall outside the Spanish 

administrative boundary. Secondly, we implement a hybrid semantic segmentation model 

to semantically segment only the tiles that contain the studied geospatial element, reducing, 

this way, the FP and FN ratios. In this regard, we also apply modifications to avoid 

duplicate features caused by the spatial overlap of adjacent orthoimage files. Thirdly, we 

add a post-processing step by means of a conditional generative learning model (proposed 

in Chapter 8.3) to enhance the extracted road features and translate the semantic 

segmentation predictions to the domain of the roads present in manually tagged 

cartographic support.  
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The methodology to apply the road extraction solution consists of: 

i) Create a script that iterates over each file and: 

a. Determine the maximum and minimum coordinates from the real extension 

of each sheet and the maximum and minimum coordinates extracted from 

the orthoimage file, avoiding overlaps.  

b. Based on the maximum and minimum coordinates, determine the number of 

rows and columns of tiles (useful area of 192×192 pixels) to be evaluated. 

c. Extract the maximum and minimum UTM coordinates of the orthoimage to 

calculate the number of tiles (columns × rows) to be processed, knowing that 

for each 256×256-pixel tile extracted, only the central 192×192 pixels will be 

used. This avoids that the segmentation network does not correctly extract 

the road elements found near the borders of tiles.  

ii) Afterwards, for each tile, determine whether the tile is contained within the 

Spanish peninsular administrative boundary. If it is: 

a. Extract the image from the ECW file and process it with the binary 

classification model trained for road recognition to determine if the tile 

contains a road element or not. If the tile contains roads: 

i. Evaluate the tile with the semantic segmentation network. 

ii. Store the predictions obtained from the semantic segmentation as a 

single band geo-referenced image containing the probability for each 

pixel to belong to the surface area of a road (256×256 pixels). 

iii) Afterwards, for each tile containing the initial semantic segmentation, evaluate 

the initial segmentation predictions with the Generator 𝐺 of the cGAN network 

proposed in Chapter 8.3, trained on a large dataset, and store the post-

processing prediction in a single band geo-referenced image containing the 

central 192×192 pixels.  

iv) After processing all the tiles in the orthoimage file (approximately 59,000 tiles), 

build a mosaic containing the all the resulting post-processed predictions, and 

store these post-processed road surface area predictions in a networked spatial 

database that allows concurrent read and write access. 

The workflow of the described methodology is schematically represented in Figure 60.  

9.2 Large-Scale Implementation of the Proposed End-to-End Road 

Mapping Solution  

The road extraction solution proposed in Chapter 9.1 makes use of the DL operations 

described in Chapters 5, 6, and 8, and implements the resulting models as components. An 

extended graphical description of the workflow followed for the road mapping solution 
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can be found in Figure 61. The end-to-end solution can be applied to parallelise the road 

extraction from orthoimages covering the whole national territory and takes as input 

orthoimages with a resolution of 0.5 m/pixel, divided in tiles of size 256×256 pixels—these 

tiles will be processed with specialised DL models to extract the surface area of the road 

elements.  

Figure 60. Flowchart describing the proposed end-to-end road mapping methodology. 

The processing operations require considerable computational effort, and to ensure the 

computational requirements of the training step, we used the high-end 80-cores CPU 

described in Chapter 2.4.3. The processing environment has been configured with 

Anaconda [40], Python [41] and GDAL 3.0.2 to process the ECW images, vectorise, and store 

the results in a PostgreSQL [264]/ PostGIS [265] database. The GDAL/OGR [236], Urllib 

[266] and NumPy [46] libraries have been used to generate the training datasets, and to 

implement the proposed methodology in Python.



 

143 

 

Figure 61. Graphical overview of the implementation of the end-to-end road extraction solution proposed in Chapter 9.1. 
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9.2.1 Data 

In Chapters 5-8, we observed that one of the main drawbacks of the training processes was 

the lack of sufficient data (having used datasets containing around 10,000 tiles of 256×256 

pixels from representative areas of Spain).  

In order to improve the efficiency of our large-scale road extraction solution, we drastically 

increased the size of the dataset used for training by manually labelling samples from new 

regions of the Spanish territory until covering an area of approximately 20,800 km2 

(illustrated in Figure 62). The dataset generated from this tagging effort contains 

approximately 538,000 tiles of 256×256 pixels from the latest PNOA with a spatial resolution 

of 0.5 m, and covers a land area of approximately 20,796 km2 of the Spanish territory. The 

dataset contains main and secondary transport routes, urban and rural roads, and we 

believe it has a fundamental importance if the obtention of robust DL models, capable of a 

more efficient extraction of the road surface areas, is pursued. We plan to make the dataset 

openly available over the following period, so that more researchers working in the field 

can use it and test their road extraction implementations.  

 

Figure 62. Areas from the Spanish territory used in the labelling process to obtain the large-

scale dataset containing approximately 538,000 tiles of 256×256 pixels with road information. 

The dataset obtained was randomly split with a division ratio of 90:5:5% (allowing for more 

training data [201]) to generate the training set (containing 90% of data), the validation set 

(containing 5% of data), and the testing set (containing 5% of data). Details regarding the 

distribution of the tiles can be found in Table 27.  
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Table 27. Distribution of tiles in training sets obtained by applying the 90:5:5% split ratio 

to the large-scale dataset obtained from PNOA containing 𝑛 = 538,833 tiles of 256×256 

pixels with a spatial resolution of 0.5 m and covering a land area of 20,795.98 km2. 

Set  
① Road Recognition ② Semantic 

Segmentation 

③ Post-processing 

with Conditional 

GAN (Chapter 8.3) “No_Road” “Road” 

Train 
Nº of tiles 251,226 232,822 225,397 237,920 

Area (km2) 9,713.96 9,002.35 8,715.25 9,199.47 

Validation 
Nº of tiles 13,958 12,935 12,523 - 

Area (km2) 9,713.96 500.15 484.22 - 

Test 
Nº of tiles 13,957 12,935 12,522 

Area (km2) 539.66 500.15 484.18 

Total 
Nº of tiles 537,833 250,442 

Area (km2) 20,795.98 9,683.65 

Note: The data used for the road recognition task contains the same type of representations 

as the tiles presented in Figures 19 and 20. The road representations used for semantic 

segmentation are similar to the road data presented in Figure 31, while the data used for 

post-processing with cGANs is similar to the road data representations from Figures 46 

and 53.  

The total land area tagged is 20,795.98 km2. For the road classification operation, we have 

positive samples and negative samples (tiles labelled with “Road” and “No Road” 

categories). For the semantic segmentation, we applied a rule to eliminate the tiles where 

the road elements have a length lower than 50 m (to avoid training on extremely 

unbalanced classes) and use the resulting tiles, together with their corresponding 

segmentation masks, tagged at pixel level. For the final post-processing operation, we 

joined the training and validation set from task ②, in order to obtain more training data 

covering 9,199.47 km2 (as the unsupervised learning does not require a validation set) and 

used the same test to evaluate the performance of the trained cGAN.  

Next, we applied the processing methodology presented in Chapter 9.1 and Figure 61 on 

this large-scale dataset composed of 537,833 tiles that covers a land area of approximately 

20,800 km2.  

9.2.2 Road Classification Sub-operation 

For the first processing task ①, related to road recognition (tackled in Chapter 5 and [201]), 

we followed the training approach described in Chapter 5.4 to obtain the classification 

models specialised in road recognition. However, this time, we are designing a production 

model and we need to consider that ensembling (stacking multiple weak learners together) 

increases the computational needs and consequently, the evaluation (prediction) time. To 
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lower and optimise the computational requirements of an ensemble framework, we 

propose, and train two new neural network architectures based on VGGNet, named  

VGG-v1 (featuring 15,240,513 parameters), and VGG-v2 (featuring 25,733,953 parameters), 

presented in Table 28.  

Table 28. Description of the convolutional neural network architectures proposed for the 

large-scale binary classification of road elements. 

Architecture Learning aspects 
Filters/ conv 

(block) 

FC units 

(classifier) 

VGG-v1 
(1) Transfer learning: feature 

extraction using ImageNet 

weights 

(2) MSRA initialisation [60] for 

the first FC layer of the classifier 

Default VGG16 

configuration [67] 

512, 512, 1 

VGG-v2 3072, 3072, 1 

For comparison reasons, we also trained the original VGGNet [67] (featuring 65,058,625 

parameters for an input size of 256×256 pixels). Although the road recognition dataset 

presented in Table 27 is not completely balanced, it is important to note that we applied a 

weight matrix (calculated with Eq. 23) to increase the importance of the less represented 

(minority) class and decrease the importance of the majority class during training. This way, 

we dealt with the imbalanced class scenario, and allowed the model to correctly learn to 

recognise the road elements at the scale of the national territory. 

 𝑤𝑗 =
𝑛𝑠𝑎𝑚𝑝𝑙𝑒𝑠

𝑛𝑐𝑙𝑎𝑠𝑠𝑒𝑠 × 𝑛𝑠𝑎𝑚𝑝𝑙𝑒𝑠_𝑗
 (23) 

The weight 𝑤 for each class 𝑗 is the division of the total number of tiles in the dataset by the 

product of the number of classes in the dataset (two) and the number of tiles in the class 𝑗—

resulting, in our case, a weight matrix 𝑤𝑖,𝑗 = {1.040, 0.9634}.  

Similarly to the learning approach presented in Chapter 5.4 and [201], the model’s loss was 

calculated with Eq. 9 as the average negative log-likelihood for each event output value 

over a model target (depending on the actual and predicted probabilities). To reduce the 

computed loss, we applied stochastic gradient descent with backpropagation, and used the 

Adam optimiser with a learning rate (weight update rule) of 1 × 𝑒−5, the mini-batch size 

chosen being the maximum number of images allowed by the GPU. Regarding the weight 

initialisation, we applied transfer learning to VGG-v1 and VGG-v2, to re-use the features 

learned on ILSVRC [65] (and initialise the weights from previously trained parameters). In 

the case of the original VGGNet [67] trained from scratch, using random initialisation of 

weights. The training stopped when signs of overfitting behaviour were observed.  
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The experiments were repeated three times in order to obtain the mean values and the 

standard deviation of the performance metrics. The performance reported by the trained 

architectures can be found in Table 29 in terms of accuracy, precision, recall, F1-score, AUC-

ROC score, and loss metrics.  

Table 29. Mean (M) and standard deviation (SD) of the performance metrics obtained by 

the configurations trained for road recognition with 𝑛 = 484,048 tiles on the validation 

(containing 𝑛 = 26,893 tiles) and the test set (containing 𝑛 = 26,892 tiles). 

Performance  

Metric 

VGG-v1 VGG-v2 
VGGNet [67]  

trained from scratch 

Validation Test Validation Test Validation Test 

Loss 
M 0.3331 0.3387 0.3241 0.3264 0.3493 0.3518 

SD 0.014 0.018 0.010 0.010 0.015 0.019 

Accuracy 
M 0.8405 0.8358 0.8412 0.8385 0.8356 0.8358 

SD 0.002 0.002 0.003 0.001 0.001 0.003 

Precision 

(weighted) 

M 0.8468 0.8425 0.8438 0.8410 0.8358 0.8358 

SD 0.005 0.004 0.004 0.002 0.001 0.003 

Recall  

(weighted) 

M 0.8405 0.8358 0.8412 0.8384 0.8356 0.8358 

SD 0.002 0.002 0.003 0.001 0.001 0.003 

F1 score 

(weighted)  

M 0.8402 0.8355 0.8412 0.8384 0.8356 0.8357 

SD 0.002 0.002 0.003 0.001 0.001 0.003 

AUC-ROC 

score 

M 0.9372 0.9360 0.9387 0.9380 0.8951 0.9279 

SD 0.002 0.003 0.002 0.002 0.062 0.006 

The best performing road classification architecture was VGG-v2, because it achieved the 

lowest average loss and yields higher average accuracy, recall, F1 and AUC-ROC scores on 

the test set. The best performing VGG-v2 model obtained a loss value of 0.3165 on the 

validation set used during training, and accuracy, precision, recall, F1 score, and AUC-ROC 

score values of 0.8438, 0.8476, 0.8438, 0.8437, 0.9406, and 0.9396, respectively; and a loss 

value of 0.3186 on the test set containing unseen data, and accuracy, precision, recall, F1 

score, and AUC-ROC score values of 0.8395, 0.8433, 0.8395, 0.8395, and 0.9396, respectively. 

This network was trained for 40 epochs, with an average duration per epoch of 4,985 

seconds (approximately 1 hour and 23 minutes) and delivered significantly lower error 

ratios in the confusion matrices on the validation and test sets (as presented in Figure 63).  
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(a)       (b) 

Figure 63. Confusion matrices obtained by the VGG-v2 network (a) on the validation set 

containing 𝑛 = 26,893 tiles and (b) on unseen data (test set containing 𝑛 = 26,892 tiles). 

Analysing the error rates from the confusion matrix obtained by the best VGG-v2 model on 

the test set containing 26,892 unseen tiles (presented in Figure 63(b)), we can find that it 

correctly recognised 11,426/12,935 instances of “Road” (TP ratio of 0.883) and 

11,151/13,957 “No Road” instances (TN ratio of 0.799), while incorrectly labelling 

2,806/13,957 instances of “No Road” (FP ratio of 0.201) and missing 1454/12,935 instances 

of the “Road” class (FN ratio of 0.117). In the confusion matrix, FN and FP are the samples 

that were incorrectly classified and represent 16.05% of the predictions; while TN and TP 

are the samples that were correctly classified and represent 83.95% of the predictions. By 

comparison, on the validation set, the model correctly classified 84.38% of the tiles. We 

believe that levels of performance close to 85-90% can be expected when performing a real-

world large-scale recognition of road elements with deep learning models. 

Next, we trained the semantic segmentation model following the methodology described 

in Chapter 9.1 on a dataset composed of 250,442 tiles that covers a land area of 9,683.65 km2.  

9.2.3 Semantic Segmentation of Road Surface Areas Sub-operation 

As for the second subtask ②, related to the semantic segmentation of road surface areas, 

we built the segmentation networks using the deep learning "Segmentation Models" library 

[42] (based on Keras [13], with TensorFlow 1.14 [12] as backend), and modified the standard 

configurations of U-Net and LinkNet by replacing the default backbones, both in the 

encoder and the decoder parts, with networks that proved to be better suited for 

segmentation tasks of geospatial objects (as studied in Chapter 6.4). 

Note that the resulting networks have been only trained on tiles that contain road elements, 

due to the prior use of the road recognition operation (in which the 65,536 pixels of tiles 

that do not contain road elements are automatically tagged with the 0 label, corresponding 
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to the “No Road” category). To avoid training the semantic segmentation models on tiles 

where the classes are extremely unbalanced, we applied a rule to the to eliminate the 8,250 

images where the road elements have a length lower than 50 m. The resulting 250,442 tiles 

(down from 258,692 tagged in the “Road” category for road classification), together with 

their corresponding segmentation masks tagged at pixel level, were divided in training, 

validation, and test sets by applying the 90:5:5% division criteria (as presented in Table 27). 

The semantic segmentation models considered for training are following the architecture–

backbone configurations described next: U-Net [84] – SEResNeXt50 [103] (featuring 

34,594,177 parameters), LinkNet [85] – EfficientNet-b5 [102] (featuring 33,700,449 

parameters), together with the U-Net [84] as based architecture, coupled with Inception-

ResNet-v2 [74] (added in the later stages of the research project, featuring 57,868,721 

parameters) and the original U-Net [84] architecture. They represent state-of-the-art 

networks and follow the encoder-decoder learning structures described in Figure 32. 

Similarly to the road extraction operation applied in Chapter 6 and [224], we used Adam 

[214] with a variable learning rate to optimise the binary cross entropy Jaccard loss function, 

by measuring the similarity between prediction (𝑝𝑟) and the ground-truth (𝑔𝑡) using Eq. 

11, and reduce the classification error via stochastic gradient descent with backpropagation. 

To control the evolution of the training, we considered that the representation of the two 

pixel classes (“Road and “No Road”) are very unbalanced in all training scenarios (road 

pixels generally occupy around 5-10% of the pixels in any given tile), and computed 

performance metrics specific to image segmentation (e.g. IoU score), as machine learning 

metrics like accuracy, precision or recall can mislead regarding the performance of a model 

and are not suitable for defining the performance of the road extraction task. We repeated 

the training experiments three times to obtain their mean and standard deviation of the IoU 

score, F1 score and, loss performance values delivered by the implemented semantic 

segmentation models (the results are presented in Table 30).  

Table 30. Mean (M) and standard deviation (SD) of the performance metrics obtained by 

the semantic segmentation networks trained with 𝑛 =  225,397 tiles on the validation 

(containing 𝑛 = 12,523 tiles) and on the test set (containing 𝑛 = 12,522 tiles). 

Performance 

metric 

U-Net – 

SEResNeXt50 

LinkNet – 

EfficientNet-b5 

U-Net – Inception-

ResNet-v2 

Standard U-Net 

from scratch 

Validation Test Validation Test Validation Test Validation Test 

Loss 
M 0.5823 0.5743 0.5360 0.5271 0.5307 0.5230 0.7027 0.6944 

SD 0.042 0.045 0.009 0.008 0.017 0.017 0.057 0.053 

IoU 

score 

M 0.5039 0.5133 0.5360 0.5446 0.5352 0.5433 0.4371 0.4460 

SD 0.015 0.016 0.007 0.007 0.016 0.016 0.019 0.018 

F1 

score 

M 0.6045 0.6137 0.6364 0.6442 0.6345 0.6421 0.5475 0.5566 

SD 0.016 0.016 0.006 0.006 0.014 0.013 0.016 0.015 



 

150 

By comparison, the standard U-Net trained from scratch on the same training set, achieved 

loss, IoU and F1 scores of 0.7027±0.057, 0.6944 ± 0.053; 0.4371 ±0.019, 0.4460 ±0.018; and 

0.5475 ±0.016, 0.5566 ± 0.015, respectively, on same validation and test sets—considerably 

lower values than those obtained by the implemented hybrid segmentation models. 

In order to study the relationship between the error rates obtained by the neural networks 

trained in this work and the significance of the performance metrics, in Figure 64, we 

illustrate the confusion matrix obtained by the best performing model (U-Net [84] - 

Inception-ResNet-v2 [74]) when evaluating the test set containing unseen data (with a 

support of 𝑛 = 12,522 tiles, or 820,641,792 pixels). This network was trained for 81 epochs, 

with an average duration per epoch of 5,885 seconds (approximately 1 hour and 38 

minutes).  

 

Figure 64. Confusion matrix obtained by the best performing semantic segmentation 

architecture (U-Net [84] – Inception-ResNet-v2 [74]) when evaluation data unseen during 

training (test set containing 𝑛 = 12,522 tiles, or 820,641,792 pixels).  

U-Net [84] – Inception-ResNet-v2 [74] obtained a maximum IoU and F1 scores of 0.5501, 

and 0.6308, respectively, and a minimum loss of 0.5113. The results are aligned the ones 

obtained in Chapter 6 and we believe they are to be expected when performing a large-scale 

extraction of the road surface areas. In Figure 64, we can find that the best U-Net [84] - 

Inception-ResNet-v2 [74] model correctly recognised 124,236,723/ 125,563,589 pixels of 

“Road” (TP ratio of 0.989) and 559,43,3459/ 695,078,203 “No Road” instances (TN ratio of 

0.805), while incorrectly labelling 135,644,744 / 695,078,203 instances of “No Road” (FP ratio 

of 0.195) and missing 1,326,866/ 125,563.589 instances of the “Road” class (FN ratio of 

0.011). In the confusion matrix, FN and FP are the samples that were incorrectly classified 

and represent 16.69% of the predictions; while TN and TP are the samples that 

were correctly classified and represent 83.31% of the predictions. In this test set, 15.30% of 

the pixels belonged to the “Road” category, while the percentage of the negative samples 

was 84.70%.  
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The trained network has been exported in h5 format, to be used in compatible 

environments. Next, we post-processed the initial semantic segmentation predictions with 

the conditional GAN proposed in Chapter 8.3, following the methodology presented in 

Chapter 9.1 on a dataset composed of 250,442 tiles that covers a land area of 9,683.65 km2. 

9.2.4 Post-processing of the Initial Segmentation Masks with the Proposed 

Conditional Generative Adversarial Network 

Similar to [224], where we covered an in-depth investigation on the results that state-of-the-

art semantic segmentation architectures deliver when trained for the road surface area 

extraction task, we observed predictions that were not always satisfactory (presence of 

discontinuities, overlooked connection points, or isolated road segments). To improve the 

initial semantic segmentation results, we added a post-processing operation with 

conditional GAN, following the learning procedure explained in Chapters 8.3 and 8.4.  

The conditional model is trained via unsupervised learning from Gaussian noise 𝑧. The 

initial segmentation masks are added as a condition to the latent space 𝑧 and the training 

goal is to obtain improved road representations (similar to the ground-truth domain) via 

image-to-image translations operations. The cGAN features a generator 𝐺, based on U-Net, 

that is trained to produce realistic synthetic data, 𝐺(𝑧|𝑥), and a discriminator 𝐷 based on 

PatchGAN, that is trained to distinguish between real images (from the ground-truth 

domain, 𝑌) and the fake generated data (𝐺(𝑧|𝑥)). During training, 𝐺 will improve at 

generating realistic data, while 𝐷 will become better at differentiating synthetic data to the 

real data distribution (target domain containing ground-truth representations of roads). 

Details regarding the training procedure of the cGAN architecture proposed in Chapter 8.3 

can be found in Figure 57 and Table 25.  

The confusion matrix obtained by the best performing cGAN, trained on a dataset 

containing 𝑛 = 237,920 (covering a land area of 9,199.47 km2), when evaluating the test set 

containing 𝑛 = 12,522 unseen tiles (covering a land area of 484.18 km2) is illustrated in 

Figure 65. We can find that it correctly recognised 111,490,699/ 125,563,589 pixels of “Road” 

(TP ratio of 0.888) and 635,442,510/ 695,078,203 “No Road” instances (TN ratio of 0.914), 

while incorrectly labelling 59,635,693/ 695,078,203 instances of “No Road” (FP ratio of 

0.086) and missing 14,072,890/ 125,563.589 instances of the “Road” class (FN ratio of 0.112). 

In the confusion matrix, FN and FP are the samples that were incorrectly classified and 

represent 8.98% of the predictions; while TN and TP are the samples that 

were correctly classified and represent 91.02% of the predictions. 

From the confusion matrix presented in Figure 65, the following performance metrics were 

computed: mean IoU score, F1 score, accuracy, and precision and recall (defined in 

Chapters 3.7.1 and 3.7.2 and calculated with Eq. 1-5) for both the positive and the negative 

classes. The results are presented in Table 31. 
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Figure 65. Confusion matrix obtained by the conditional GAN architecture proposed in 

Chapter 8.3 trained on 𝑛 =  237,920 tiles when evaluating the test set containing 𝑛 = 12,522 

unseen tiles. 

Table 31. Comparison between the performance metrics obtained by applying the post-

processing operation with a conditional GAN trained on 𝑛 = 237,920 tiles and the best 

performing semantic segmentation model on the test set containing 𝑛 = 12,522 unseen 

tiles (covering a land area of 484.18 km2). 

Performance metric 

Semantic Segmentation 

Model: U-Net [84] -

Inception-ResNet-v2 [74] 

cGAN 

proposed in 

Chapter 8.3 

Improvement with 

respect to the initial 

segmentation results 

IoU score (positive class) 0.3864 0.5599 +17.35% 

IoU score (negative class) 0.7138 0.8666 +15.28% 

IoU score 0.5501 0.7133 +16.32% 

F1 score (positive class) 0.5001 0.6519 +15.18% 

F1 score (negative class) 0.7615 0.8762 +11.47% 

F1 score 0.6308 0.7641 +13.33% 

Accuracy 0.8331 0.9789 +14.58%  

Precision (positive class) 0.3895 0.7626 +37.31% 

Precision (negative class) 0.8844 0.8705 -1.39% 

Precision 0.6370 0.8166 +17.96% 

Recall (positive class) 0.8789 0.6014 -27.75% 

Recall (negative class) 0.7151 0.8828 +16.77% 

Recall 0.7970 0.7421 -5.49% 

In Table 31, we observe an improvement in the IoU score of 16.32% when compared to the 

best performing semantic segmentation models (which obtained an IoU score of 0.5501). 

These results are aligned with the ones obtained and discussed in Chapters 7.4 and 8.5 

(significant increases in F1 score and accuracy, together with the precision-recall trade-off 
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scenario, where 5.89% of the recall has been sacrificed to achieve gain in precision of 17.96%) 

and prove that the application of post-processing operation with conditional generative 

learning can drastically improve the performance values of the road surface area extraction 

operation. We strongly believe that this operation can deliver significant increases in the 

quality of results in tasks related to the extraction of geospatial elements. Next, we 

performed a qualitative evaluation by means of a large-scale evaluation of a new, unseen, 

and untagged area from Region of Murcia. 

9.3 Large-Scale Evaluation of a Single Plan Nacional de 

Ortofotografía Aérea File Covering 532 km2 

For a proof-of-concept pilot, we conducted a large-scale extraction of the road transport 

network from a selected territory in the Region of Murcia (the PNOA orthoimage 

corresponding to the area covered by the sheet 0997-Águilas of MTN50) to study, in a 

qualitative manner, the relationship between the error rates obtained by the neural 

networks trained in this research project and the significance of the performance metrics 

computed in Chapter 9.2. The selected PNOA orthophotograph covers a land area of 

approximately 28 km × 19 km, is georeferenced in ETRS89 (compatible with WGS84), UTM 

zone 31, and can be freely downloaded in the ECW file format from Centro de Descargas del 

CNIG (IGN) [244]. This land surface was chosen for its localisation within the 

Mediterranean region and features coastlines, and hilly regions, dry and green vegetation—

scenarios that are similar to the ones used for training the DL models. 

The area was evaluated with the processing procedure proposed in Figure 60 (based on 

disjointed execution of the road classification, semantic segmentation of road surface areas, 

and post-processing with cGAN sub-operations). In order to identify the strengths and 

disadvantages of the proposed end-to-end method, we also evaluated the full orthoimage 

with other a current road segmentation approaches, using the standard U-Net [84] trained 

from scratch in Chapter 9.2.3, and the hybrid semantic segmentation model U-Net [84] - 

Inception-ResNet-v2 [74] (the best performing semantic segmentation network).  

The results delivered in rural regions can be found in Figure 66—the first column represents 

the aerial orthoimages of the evaluation scenarios taken into account, the second column 

represents the road predictions on the considered evaluation scenarios delivered by U-Net 

[84] trained from scratch, the third column features the semantic segmentation prediction 

obtained with U-Net [84] - Inception-ResNet-v2 [74], while the fourth column presents the 

predictions obtained with the proposed end-to-end road surface area extraction solution 

presented in Chapter 9.1. Secondly, the results delivered in urban regions are presented in 

Figure 67—the first column represents the aerial orthoimages of the evaluation scenarios 

taken into account, the second column represents the road predictions on the considered 

evaluation scenarios delivered by U-Net [84] trained from scratch, while the third column 

features the predictions obtained with the proposed end-to-end road surface area extraction 

solution presented in Figure 61. 
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Figure 66. Rural scenarios considered in the qualitative evaluation of the road surface area extraction process from a PNOA orthoimage covering 532 km2.  
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Figure 67. Urban scenarios considered in the qualitative evaluation of the road surface area extraction process from a PNOA orthoimage covering 532 km2.
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9.3.1 Advantages of the Proposed Solution 

It is clear that the traditional methodology applied for the road extraction, based on 

semantic segmentation with U-Net trained from scratch, delivered the lowest quality 

predictions as the evaluated area presents high rates of FP and FN (as found in Figures 

66(b) and 67(b)). The resulting road geometries would require a lot of debugging by a 

mapping operator to generate a final road extraction dataset. The hybrid semantic 

segmentation model U-Net [84] - Inception-ResNet-v2 [74] obtained higher quality results 

(Figure 66(c)), but these two approaches also involved the unnecessary processing of all the 

tiles with the semantic segmentation network (known to be computationally more 

expensive)—if we extrapolate to the level of the whole national territory, it will result in 

unfeasible computational requirements and processing times, while delivering high error 

rates.  

In comparison, our road extraction solution included a filtering of the tiles to be 

semantically segmented by means of a binary classification network of roads that reduced 

the rates of FP and FN. It discarded the tiles that do not contain roads, or those that fall 

outside the administrative boundaries (e.g. coastal areas). The semantic segmentation step, 

carried out with a hybrid semantic segmentation model, is performed only on tiles where 

roads are found, while the post-processing step significantly improves the initial 

segmentation masks (as found in Figure 66(d) and Figure 67(c)). The proof-of-concept 

experiment supported the performance metrics values achieved throughout the project; the 

workflow proposed in Chapter 9.1 delivered significantly improved road mapping results. 

As for the development and efficiency of the proposed solution, the increased processing 

complexity resulted from applying the three DL sub-operations, was counterbalanced by 

the delivery of a significantly higher quality road predictions in a processing procedure that 

requires fewer debugging hours from part of a human operator (resulting in decreased 

overall processing times). Therefore, although the processing times the total processing 

time has not significantly decreased, the quality of the results delivered in unquestionably 

higher.  

Another important advantage of the proposed solution is the easy parallelisation of the 

extraction procedure to the level the entire national territory, as this processing procedure 

only needs to be replicated for the rest of 1,061 PNOA orthoimages covering the entire 

Spanish national territory. From a technical point of view for data processing, the proposed 

methodology and the developed components make use of all the computing resources 

available on a machine, and scale effectively, as the processing jobs can be run in parallel 

into several machines using the same processing environment, and the results can be stored 

in a centralised geospatial repository. However, due to the large processing times and the 

additional computational power required, the processing of the whole national territory 

falls beyond the objective of this research, but the proof-of-concept experiments carried out 

proved the feasibility of the task.  
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Finally, it is worth mentioning the versatility of the end-to-end solution, as the featured 

components can be easily replaced by newer models. This way, we provide a processing 

framework that can evolve to include future developments in the field to increase the 

quality of the predictions delivered.  

9.3.2 Challenges Posed by the Proposed Solution 

We believe that, in a future approach, we should consider the implementation of multiple 

specialised models, to tackle the downsides of the “one-model-to-process-everything” 

approach. For example, we observed important inaccuracies in the road extraction from 

urban and hilly areas, due the natural under-representation of the mentioned areas in 

datasets covering extended territories. Furthermore, considering the increased difficulties 

of the road extraction in such urban regions (e.g. the materials used in pedestrian 

pavements have similar spectral signatures), we consider that a future update of the 

solution should include at least an additional semantic segmentation model specialised in 

extracting road elements from urban areas.  

In relation to the sub-operations of the proposed solution, we noticed that, sometimes, road 

elements occupy a very small part of the road (in the corners of tiles, etc.), and this aspect 

can have a considerable influence on the results delivered in the road classification model. 

We believe that additional research on the influence of a tile’s size should be carried out, as 

FP and FN errors might be reduced by working with higher tile resolutions, that can contain 

more road information (e.g. 512×512, or 1024×1024 pixels).  

Regarding the segmentation operation, we observed significant predictions artefacts in tiles 

where the representations of the classes were very unbalanced (when more than 95% of the 

tiles belonged to a certain class). The IoU score is very sensible in such scenarios, and the 

lower performance score computed can influence the evolution of the training, and the 

learned road representations. We strongly advise on removing this type of image data from 

the training set, because of its observed negative influence on the learning process (resulting 

in higher ratios of FP and FN). 

Regarding the final post-processing sub-operation, the main challenge was the 

unsupervised nature of the conditional GANs, where we cannot intervene in the learning 

evolution (except for adding the conditional information to the Gaussian noise), which 

made a difficult interpretation of several post-processing scenarios where road geometries 

were counterintuitively deleted.  

Another challenge was caused by that fact that existing orthophotographs are not 

radiometrically, and optically homogenous and, we believe that some the artefacts and FN 

and FP errors observed are attributable and caused by imperfections present in the existing 

orthophotographs. To reduce this effect, the networks were trained with significant data 

augmentation levels (especially random changes in brightness, contrast and gamma shifts, 

and grid and optical distortions) to expose the model to more aspects of data. In addition, 

the available cartographic support does not have a uniform spatial resolution and the road 
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representations present in cartographic support do not always cover the full road surface 

area. On a more profound level, we must reflect on properly providing a uniform road 

definition and symbolisation and use consistent representations that enable a homogeneous 

extraction of the road transport network. 

In this line, we also need to also consider that many imperfections arise from the very 

complex nature of the geospatial object. Roads have different spectral signatures, 

depending on the material used in pavements and do not feature a consistent geometry. 

Furthermore, there are other similar geospatial objects that can confuse the neural networks 

trained because of the similar shapes (e.g. rivers), or spectral signatures (e.g. canals, or 

railroads). We think that inaccuracies in the extracted elements will be present even if state-

of-the-art model components are trained on large-scale datasets. 

To tackle the above-mentioned challenges, we consider that the training dataset should be 

further improved, especially on the ground-truth component, because the supervised 

learning is highly dependent on the input data (the computed metrics that define the 

evolution of the networks intersect the ground-truth and semantic segmentation masks), 

and it needs to feature high-quality road representations as input. After training on the 

improved dataset, another processing of the orthoimages should be performed with the 

newer models. We also believe that the results delivered by the proposed DL solution 

should still be systematically revised by a specialised operator to remove false predictions 

from a cloned layer of the results; a task that would nonetheless require far less working 

time when compared to having to manually generate the road representations from scratch. 
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10. Conclusions 

 

We made steps towards reducing the tedious and time-consuming task of obtaining road 

representations from aerial orthoimagery data by proposing a large-scale road extraction 

solution based on the consecutive execution of ① road recognition, ② semantic 

segmentation of road surface areas, and ③ post-processing with conditional generative 

learning sub-operations within a common processing workflow. Different from existing 

road extraction solutions (generally based on semantic segmentation models), in this 

processing approach, the semantic segmentation task becomes a sub-operation in the road 

extraction process—it is preceded by a road classification task that helps reducing the 

unnecessary processing of areas that do no containing road elements, and the FP and FN 

ratios, and succeeded by a conditional Generative Adversarial Network trained with 

unsupervised learning techniques to post-process the initial results and improve the 

extracted road representations.  

In this PhD thesis, we presented deep learning model components that improve upon 

existing state-of-the-art performance results and form a road extraction solution capable of 

extracting high-quality road representations from aerial orthophotographs. In this regard, 

the road recognition was tackled in Chapter 5, the semantic segmentation of road surface 

areas was approached in Chapter 6, and the post-processing with conditional generative 

learning was addressed in Chapters 7 and 8, while the end-to-end road extraction workflow 

was described in Chapter 9. We believe that this research project has the potential to 

improve the utility of the aerial imagery projects for automatic mapping of the road 

transport network and can provide a technical base for other large-scale mapping projects 

where the requirements are related to assigning pixel information with geographical 

information.  

To the best of our knowledge, our proposed solution is the first intent of road surface area 

extraction solution verified at a such a large scale and can be considered an incremental 

advance in the field of road extraction with deep learning techniques. Nonetheless, it is 

important to note that extracted results are not perfect, and we believe that the extraction 

operation cannot be achieved by means of the existing state-of-the-art technologies and AI 
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techniques. In this chapter, we focus on presenting our findings and on proposing future 

areas of research that have the potential to improve the road mapping operation from aerial 

orthoimagery with deep learning models. The contributions and findings of this PhD thesis 

are to be applied to geospatial object recognition, classification and post-processing in 

cartography using remotely sensed data and deep learning techniques and are summarised 

as follows.  

10.1   Related to Road Recognition 

In Chapter 5, related to the ① road recognition sub-operation, ensembling multiple models 

proved to be a powerful technique to improve the performance of our deep learning system 

for recognising road elements in aerial orthophotography. We observed that by nesting the 

weak learners proposed in Chapters 5.3.1.1 – 5.3.1.4 and applying transfer learning 

techniques, our two framework candidates built for the road classification obtained an 

increase of 2-3% in performance when compared to the state-of-the-art convolutional neural 

networks trained from scratch, and achieved average AUC-ROC scores superior to 0.991 

and mean accuracy scores superior to 0.95 (as found in Table 11).  

The results demonstrated the effectiveness of tackling the road recognition task with the 

proposed approach based on nesting techniques; at the end of the training process, the two 

proposed frameworks were able to generalise better to previously unseen data. These high 

performance scores (the first variant of the ensemble, Ensemble-V1, reached maximum 

accuracy and AUC-ROC score levels of 0.9639 and 0.9923, respectively, with a minimum 

loss of 0.1168, as found in Table 15) can also be considered an indicator of the 

appropriateness of approaching the road extraction task with a classification sub-operation. 

The generalisation scores showed a low level of overfitting and proved that the 

characteristics needed for recognising the road elements were included in the training 

dataset. However, we also noted that a production model used to detect roads would 

require a bigger initial dataset, with much more variation in the data.  

The main contributions are:  

(1) We designed two novel framework candidates based on deep convolutional neural 

networks to classify road elements in high resolution aerial orthoimagery and 

observed increases in performance of 2-3% when compared to the state-of-the-art 

architectures trained for the same task. The two frameworks proposed in Chapter 

5.3 integrate modified configurations of three of the most popular CNN 

architectures for computer vision problems (focusing on improving the 

computational efficiency), together with a convolutional neural network especially 

built for this task.  

(2) We studied how different architectural tweaks and changes in default 

hyperparameters affect a base model’s performance in the road classification task 

and proposed new, optimised weak learner architectures. 
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(3) We contrasted the performance of state-of-the-art CNN architectures and deep 

learning techniques in recognising road elements in high resolution aerial imagery 

under multiple training scenarios. We carried out the experiments on a new dataset 

composed of sampled locations with ground-truth labels obtained by dividing the 

aerial orthoimage in tiles of 256×256 pixels and manually annotating them.  

(4) Different from the previous works, we focused on challenging situations, where the 

borders of the roads are easily confused with the surroundings and in remote 

sensing scenes that include shadows and occlusions, which further complicate the 

road recognition operation. 

10.2   Related to Road Surface Area Extraction with Semantic 

Segmentation 

In Chapter 6, we implemented hybrid semantic segmentation configuration, analysed the 

effect of the interaction between the architectures and the base networks (backbones), and 

contrasted their performance with state-of-the-art semantic segmentation architectures, 

trained for same the road surface area extraction objective. The segmentation architectures 

were trained on a new dataset containing aerial road information and ground-truth road 

masks tagged at pixel level from representative areas of the Spanish territory.  

The best performing implemented hybrid model (with U-Net as segmentation architecture 

and SEResNeXt50 as backbone network) was trained with feature mapping techniques, and 

obtained average IoU and F1 scores of 0.5644 and 0.6988, respectively, and a minimum loss 

of 0.5178. It achieved average gains in performance metrics in the order of 3.5% when 

compared to the state-of-the-art semantic segmentation architecture trained from scratch 

for the same task on a dataset containing 𝑛 = 5,580 tiles (as found in Table 16). 

The predictions obtained by the best U-Net - SEResNeXt50 model when extracting road 

elements at a large scale using a proposed web platform were promising, but we identified 

various factors that influenced the model’s predictive behaviour, such as obstructions and 

occlusions in the scenes, or other geospatial elements with similar hyperspectral properties 

(e.g. dry riverbeds, railroads, or irrigation canals). We also have found that sometimes, the 

model failed to segment all roads within an area, or would omit connection segments, or 

would classify pixels to the wrong class. These limitations were subsequently addressed in 

the following chapters with post-processing operations, as the web platform allows an easy 

integration of additional processing algorithms.  

The main contributions are: 

(1) In contrast to current works tackling the road extraction with semantic 

segmentation models (discussed in Chapter 4.2.2 and 4.3), we focused on 

challenging scenes where shadows and occlusions were present, and took into 

account road elements present on a variety of soil types, that are easily confused 
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with the surroundings, further complicating the continuous geospatial object’s 

extraction process.  

(2) We implemented fifteen different hybrid semantic segmentation architecture, 

trained them using feature mapping techniques, and studied the interaction of the 

backbone and base architectures and statistically contrasted their performance with 

those obtained by state-of-the-art semantic segmentation models trained from 

scratch. In Table 23, we can find that the best performing U-Net - SEResNeXt50 

obtained IoU and F1 scores of 0.5790 and 0.7120, respectively, and a minimum loss 

of 0.4985 when trained on dataset containing 𝑛 = 6,200 tiles and achieved a 

maximum improvement of 5.5% in the IoU score when evaluating an unseen test set 

containing 𝑛 = 1,550 tiles, or 101,580,800 pixels, the model correctly classifying 

97.87% of the sampled pixels. 

(3) We performed the extraction operation at large-scale, in an intent to obtain a 

production model capable of successfully reducing the human participation in the 

road extraction task by carrying out the semantic segmentation experiments on a 

new dataset composed of 𝑛 = 7,750 tiles with a spatial resolution of 0.50 m and their 

corresponding reference masks annotated at pixel level, covering representative 

areas of the Spanish national territory. 

(4) To visually check the validity of our contributions, we built a system that combines 

the model's predictions with existing data. The web platform allows the users to 

assess the quality of the segmentation results and naturally detect the limitations of 

the study, in order to propose future directions. 

10.3   Related to Road Post-Processing with Deep Inpainting 

In Chapter 7, to overcome the road extraction deficiencies caused by via semantic 

segmentation, we proposed a conditional GAN architecture and trained it to reconstruct 

road geometries via deep inpainting procedures on a new dataset containing unlabelled 

road samples from challenging areas present in official cartographic support from Spain. 

The goal was to improve the initial road representations obtained with semantic 

segmentation models via conditional generative learning.  

The proposed cGAN model obtained a maximum improvement of 1.28% in the IoU score 

on unseen test data when compared to the initial segmentation masks results and 

outperformed another state-of-the-art model trained for the same deep inpainting objective. 

The qualitative assessment conducted on several scenarios demonstrated the relevance of 

the reconstruction approach and asserted the performance improvements observed in the 

metrical comparison—the generated tiles feature road representations that are more similar 

to the road distribution present in official cartographic support.  

However, as in the case of most deep learning models, the quality of the generated machine 

predictions was highly dependent on the quality of the conditional training data, and our 
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model is sensitive to the number of holes in the data, the most important source of error 

being the imperfections present in official cartography. We observed that in tasks involving 

the extraction of unbalanced classes (like the road extraction, even small increments in 

performance metrics can result significant, and an additional qualitative evaluation is 

required on unseen areas. 

These results demonstrate the effectiveness of applying conditional generative learning for 

post-processing image segmentation masks of roads extracted from aerial orthoimages. 

Although there is room for improvement, our proposal shows the benefit of deep inpainting 

operations with generative learning as a technique applied to reconstruct gaps in extracted 

remote sensing objects caused by occlusions in the scenery. The proposed cGAN model is 

applicable to binary segmentation results of roads delivered by any segmentation model 

(where discontinuities are present), and we expect similar improvements over the results. 

The main contributions are: 

(1) We implemented a cGAN model for the deep inpainting task to improve the initial 

semantic segmentation predictions of roads. In Chapter 7.3, we proposed novel 

generator 𝐺 and discriminator 𝐷 architectures in order to make the training better 

suited for our learning objective. 𝐺 is a U-Net-like network, heavily modified for 

computational efficiency, while 𝐷 is a modified PatchGAN [260], adapted to process 

images of 256×256 pixels.  

(2) We trained the model on a new dataset composed of 𝑛 = 6,784 real segmentation 

maps of roads present in official cartography and validated the model on a new test 

set composed of 𝑛 = 1,696 real semantic segmentation predictions obtained by a 

state-of-the-art semantic segmentation network (with U-Net [84] as base 

architecture and SEResNeXt50 [103] as segmentation backbone).  

(3) During training, we applied randomness in the form of synthetic gaps to the input 

for training 𝐺 (that resulted in many possible corrupted images [124]). This source 

of randomness applied to the conditional information allowed 𝐺 to output realistic 

images.  

(4) We studied the suitability of applying generative learning with inpainting 

operations for the task of road post-processing by evaluating the model’s ability in 

generating new samples from the learned domain and conducting metrical 

comparison and perceptual validation operations. The cGAN proposed in Chapter 

7.3 achieved a maximum increase of 1.28% over the IoU score obtained by the 

semantic segmentation model.  
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10.4   Related to Road Post-Processing with Image-to-Image 

Translation 

In Chapter 8, we presented an effective image-to-image translation approach for post-

processing road segmentation masks in an adversarial way using a cGAN architecture 

based on Pix2pix, greatly modified for computational efficiency. The conditional GAN 

implemented was trained to learn the distribution of roads present in official cartography 

in an unsupervised setting and successfully translated the initial road representations 

resulted from the semantic segmentation operation to the target domain of road elements 

present in official cartographic support.  

We demonstrated the effectiveness of the cGAN architecture defined in Chapter 8.3 by 

training and testing the model on the same dataset used in Chapter 7 (containing initial 

road surface area obtained with U-Net - SEResNeXt50). The proposed cGAN architecture 

delivered significant improvements—the metrical comparison presented in Table 26 shows 

that the model achieved an average increase of 11.27% over the IoU performance metric 

obtained by the semantic segmentation architecture, and an average IoU score increase of 

7.29% when compared to the cGAN proposed in Chapter 7.3, trained for deep inpainting. 

When compared to original Pix2pix architecture, our proposed cGAN obtained an 4.04% 

increase in the IoU score, while achieving a 92.4% reduction in the numbers of parameters 

in 𝐺 and a 61.3% decrease in the number of parameters in 𝐷.  

To identify the strengths and weaknesses of the proposed method in very complex 

scenarios and gain a better intuition of the model’s behaviour when performing a large-

scale post-processing with generative learning and image-to-image translation procedures, 

we also evaluated the performance of the network using a qualitative perceptual validation 

and observed important improvements in the generated data that proved the efficacy of the 

network—we presumed that the quality of these predictions can be further improved by 

using a bigger dataset. 

The main contributions are: 

(1) We proposed a conditional GAN architecture based on Pix2pix (which we heavily 

modify for computational efficiency) to post-process binary semantic segmentation 

predictions of road surface areas. Our Generator 𝐺 is based on the U-Net [84] 

architecture (modified to reduce the number of parameters by 92.4%), while our 

Discriminator 𝐷 is a modified version of PatchGAN [128], which allows the 

processing of larger patches of images (128×128, instead of 32×32), while reducing 

the number of parameters with 61.3%. The cGAN achieved an 11.27% increase over 

the IoU score obtained by the semantic segmentation model. 

(2) During training, we applied randomness in the form of Gaussian noise to the input 

to allow 𝐺 to generate realistic images via unsupervised learning. The proposed 

architecture was trained on a new dataset composed of 𝑛 = 6,784 real segmentation 

maps tagged at pixel level (representing our target domain) and their corresponding 
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initial segmentation masks (representing our conditional information) obtained 

with a state-of-the-art segmentation model.  

(3) We studied the appropriateness of applying image-to-image translation techniques 

for post-processing initial semantic segmentation predictions of road surface areas 

by conducting a metrical (IoU score) comparison and a perceptual validation on a 

very large test set, unseen during training composed of 1,696 real segmentation 

maps (111,149,056 pixels) and their correspondent semantic segmentation 

predictions. The cGAN achieved an average increase of 11.27% over the IoU score 

obtained by the semantic segmentation model.  

To the best of our knowledge, this was one of the first attempts for a large-scale post-

processing of initial road segmentation with operations based on generative learning to 

reduce the imperfections found in the initial semantic segmentation predictions (e.g. 

discontinuities and gaps) in an adversarial way.  

We performed the training and testing operations at large-scale, in an attempt to obtain a 

production model capable of successfully reducing the human participation in the road 

extraction task. The results obtained in Chapter 7 and 8 demonstrate the effectiveness of 

applying conditional generative learning for post-processing image segmentation masks of 

roads extracted from aerial orthoimages. In both cases (deep inpainting and image-to-

image translation), the generated tiles feature road representations that more similar to the 

target domain (road distribution present in official cartographic support)—the cGAN 

trained for image-to-image translation operation in Chapter 8 delivered significantly better 

results. 

10.5   Related to the Proposed End-to-End Road Extraction Solution 

In Chapter 9, we proposed an end-to-end methodology featuring deep learning 

components, capable of extract road features on a large scale. The proposed solution is 

based on the disjointed execution of road recognition via classification, road surface area 

extraction via semantic segmentation and road post-processing via conditional generative 

learning sub-operations and achieved improvements in the quality of the extracted road 

surface areas from the Spanish peninsular territory when compared to other state-of-the-

art implementations, while reducing processing artefacts and errors. The solution requires 

models trained on large-scale datasets; however, it is important to note is that once the 

training is completed, the models perform the evaluation in very short times (by the orders 

of milliseconds, for any given new tile of 256×256 pixels).  

In relation to the results obtained, we observed significant increases in the performance 

metrics (gains in the IoU score of +16.32% when compared to the state-of-the art U-Net [84] 

- Inception-ResNet-v2 [74]), a significant reduce in the FP errors, together with a significant 

increase in the TN ratios, in line with our findings from Chapters 5-8. In the qualitative 

evaluation of extended unseen areas, we observed that the prediction have notably 



 

166 

improved when compared to other state-of-the-art implementations based on semantic 

segmentation.  

The versatility and flexibility of the solution given by the disjointed execution of the three 

separate sub-operations proved its effectiveness and enables the integration of a web 

application that alleviates the manipulation of geospatial data, while allowing for an easy 

integration of future models and algorithms. Furthermore, the proposed end-to-end road 

surface area extraction solution was validated on very large areas and eliminates the 

complexity of computationally expensive attention mechanisms. However, we believe that 

the introduction of a module that allows the human factor to intervene in the road mapping 

process is necessary in a future update to solve artefacts predicted in complex area and to 

discard FN and FP errors.  

The main contributions are: 

(1) We designed a methodology that combines image classification, semantic 

segmentation, and post-processing operations and delivers considerably improved 

results when compared to other state-of-the-art models trained for the same task of 

road surface area extraction from HR aerial orthophotography. The solution is 

capable of delivering results in the GeoTIFF format, compatible with geodatabases, 

which further increases its applicability and allows for an easy actualisation of its 

deep learning components to take advantage of novel advances in the field.  

(2) We performed the training of the deep learning components on a very large scale, 

using a dataset covering more than 537,500 tiles of 256×256 pixels covering 

approximately 21,000 km2 from the Spanish territory, tagged at pixel level. The 

trained deep learning models displayed a stable behaviour during training thanks 

to the utilisation of the learning techniques tested in Chapter 5-8. 

(3) We evaluated the applicability of proposed end-to-end solution on a very large 

scale, by conducting a metrical comparison on a novel test set containing more than 

12,500 tiles of 256×256 pixels, covering approximately 485 km2 and a qualitative 

assessment on a single unseen, orthoimage covering 351 km2, to identify and discuss 

the advantages and challenges posed by the proposed processing workflow. 

The results obtained in this investigation prove the suitability of applying this end-to-end 

extraction solution for large-scale road mapping purposes, and we also strongly believe 

that it can be used to enhance other similar extraction tasks of continuous geospatial 

elements (such as the mapping of riverbeds, or railroads), or serve as base for developing 

additional extraction workflows of geospatial objects from remote sensing images. 
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10.6   Review of the Tested Research Hypotheses 

After presenting and discussing the results obtained in Chapters 4-9, we can review the 

research hypotheses introduced in Chapter 1.2. To facilitate the review of research 

questions, the issues raised in Chapter 1 are represented as the answers are argued—briefly, 

all tasks and objectives raised in Chapter 1.2 and 2.3 have been successfully accomplished. 

In relation to Hypothesis#1, the results reported in “A Deep Convolutional Neural 

Network to Detect the Existence of Geospatial Elements in High-Resolution Aerial 

Imagery”, “Evaluation of Transfer Learning Techniques with Convolutional Neural 

Networks (CNNs) to Detect the Existence of Roads in High-Resolution Aerial Imagery”, 

and “A framework based on nesting of convolutional neural networks to classify secondary 

roads in high resolution aerial orthoimages”, by Cira et al. (MDPI’s “Remote Sensing”, 

2020), validate the appropriateness of using new weak learner architectures to construct a 

road recognition model. The two framework candidates proposed in Chapter 5.3 formed 

by computationally efficient weak learners, and trained with ensembling techniques 

combined with transfer learning, achieved increases in performance metrics by the order of 

2-3% on new, unseen tiles when compared to state-of-the-art CNNs trained from scratch 

for the same task (as found in Chapter 5.5). Ensemble-V1 was able to successfully recognise 

road elements in high resolution aerial orthophotography enabled a more efficient semantic 

segmentation operation. 

All the associated specific objectives and tasks required to test Hypothesis#1 have been 

accomplished, in accordance with the information presented in Tables 1 and 2. Therefore, 

the results described in Chapter 5 validate Hypothesis#1. It must be noted, however, that 

a large-scale road recognition procedure requires considerable amounts of labelled data for 

the supervised learning procedures.  

In reference to Hypothesis#2, the results reported in the paper “A Deep Learning-Based 

Solution for Large-Scale Extraction of the Secondary Road Network from High-Resolution 

Aerial Orthoimagery” by Cira et al. (MDPI’s “Applied Sciences”, 2020), and in the 

JIIDE2020 proceedings communications of Spanish: “Soluciones a los desafíos encontrados 

durante la aplicación del aprendizaje profundo a la segmentación de viales secundarios a gran 

escala”, and Spanish: “Propuesta de flujo de trabajo para la segmentación semántica de viales”, 

also by Cira et al., validate the possibility of extracting road surface area approximations 

using supervised segmentation techniques. In the mentioned works, we improved the state-

of-the-art results by maximum 5.5% in the IoU score on unseen data. The implemented 

hybrid semantic segmentation model (where the default backbone networks used in the 

encoder and decoder are replaced by neural networks specialised in extracting features), 

trained with feature mapping techniques, correctly classified 97.87% of the sampled pixels.  

The subsequent mounting of the best performing model on a proposed a web application 

to carry out the large-scale extraction of road surface area and the results delivered validate 

Hypothesis#2. This validation was also supported by the completion of the associated 
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specific objectives and tasks from Hypothesis#2 (defined in Chapter 2.2.2). However, the 

large-scale extraction operation proved the dependability of the supervised learning 

models on large amounts of training data, and it opened the consideration of applying 

unsupervised learning techniques to solve the extraction errors and challenges detected. 

In regard to Hypothesis#3, a part of the results and findings were reported in the article 

“Generative Learning for Post-Processing Semantic Segmentation Predictions: A 

Conditional Generative Adversarial Network based on Pix2pix to Improve the Extraction 

of Road Surface Areas” by Cira et al (MDPI’s “Land”, 2021). Due to the reduced time 

window of the PhD period, and the length of peer reviewing processes, a second article 

entitled “Improving the Road Surface Area Extraction via Semantic Segmentation with 

Conditional Generative Learning for Deep Inpainting Operations”, by Cira et al., based on 

Chapter 7, was submitted for peer review to MDPI’s “ISPRS International Journal of Geo-

Information” (ISSN 2220-9964), but is not yet accepted for publication.  

The results obtained by the conditional GAN architectures presented in Chapter 7 and 8 

validate Hypothesis#3 and prove that the application of conditional generative learning 

improves the initial road surface areas predictions extracted with the best performing 

semantic segmentation network using deep inpainting and image-to-image-translation 

operations. In this regard, we achieved maximum improvements in the IoU score of 11.3% 

over the performance value obtained by the best performing hybrid semantic segmentation 

architecture. The validation of Hypothesis#3 is also supported by the successful 

completion of all associated specific objectives and tasks described in Chapter 2.2.3 (related 

to the testing of Hypothesis#3). 

Lastly, in respect to Hypothesis#4, the findings are to be reported in the manuscript entitled 

“A novel large-scale road surface area extraction approach based on deep learning models 

for road recognition, semantic segmentation of road elements, and post-processing with 

conditional generative learning operations”, by Cira et al., an article still found in 

submission process for peer review to Taylor & Francis’ “European Journal of Remote 

Sensing” (EISSN 2279-7254) (as it depends on the publication of the previous part). The 

mentioned paper is based on Chapter 9, where we demonstrated that the proposed end-to-

end road extraction solution can deliver improved results when compared to existing 

implementations applied for the same large-scale extraction task.  

The results obtained in Chapters 9.2 and 9.3 prove the suitability of approaching the road 

surface extraction task with the processing workflow proposed in Chapter 9.1 and validate 

Hypothesis#4. The performance metrics obtained when training the component models are 

aligned with those obtained in Chapter 5-8 in each of the processing sub-operation, and 

display considerable increases in performance. It is important to mention that the task of 

extracting features on a large scale with deep learning models requires training datasets as 

complete and varied as possible. Once the deep learning components are trained, the end-

to-end solution works by consecutively executing the sub-operations, and the solution can 

be easily updated to include other advances in the technologies, but we must consider that 
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a higher amount of computational resources are needed for it to be effective in reasonable 

times. The proposed processing strategy delivered high quality results during the 

evaluation of extended, unseen areas. In Chapter 9.3, we observed great improvements 

with respect to other state-of-the-art road extraction implementation used in specialised 

literature, results that also prove its easily scalability and flexibility.  

In this PhD thesis, the testing of the proposed hypothesis has been carried out according to 

methodologies accepted by the scientific community. In this regard, we developed 

experiments and validation processes in real-life remote sensing scenarios, featuring 

processing methodologies specific to the case study approach. In this research project, we 

used real data related to the road transport network that enables the proposed solution to 

be extended from a theoretical stage to a real engineering product. As demonstrated in this 

investigation, the experiments and findings are validated and evaluated through 

appropriate statistical techniques. The proposed end-to-end road surface area solution and 

its deep learning components have been implemented as a production system; the general 

conclusions being extracted from repeated observations in relevant remote sensing scenes. 

It is important to note that the results and knowledge acquired from testing Hypothesis#1, 

Hypothesis#2, Hypothesis#3, and Hypothesis#4 do not establish new design laws or 

imply the need of redefining existing road extraction solutions—they establish findings 

applicable to the application scenarios where the proposed deep learning-based processing 

solution and components have been successfully deployed. In this regard, if a replication 

of the proposed processing procedure is pursued, it is important to select applications that 

are represented and relevant to the experiments carried out in this PhD thesis. 

10.7   Publications  

During the course of the PhD period, the author has published a number of manuscripts 

and participated in several national and international congresses and conferences, with 

results directly and indirectly related to the PhD research, contributing to validate the 

proposed solution. A more detailed overview of the contributions related to the PhD thesis 

can be found in Tables 32-36. 
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Table 32. Contributions I: Articles directly related to the PhD thesis published in journals 

with impact factor indexed in Journal Citation Reports (JCR).  

Title 
A framework based on nesting of convolutional neural networks to 

classify secondary roads in high resolution aerial orthoimages 

Authors 
Calimanut-Ionut Cira, Ramón Alcarria, Miguel-Ángel Manso-Callejo 

and Francisco Serradilla 

Journal Remote Sensing (MDPI) 

ISSN 2072-4292 

Impact Factor (JCR) 4.848 (Q1) [JCR 2020 – Geosciences, Multidisciplinary] 

Publisher Multidisciplinary Digital Publishing Institute 

Volume 12(5) 

Article number 765 

Year 2020 

DOI 10.3390/rs12050765 

Title 

A Deep Learning-Based Solution for Large-Scale Extraction of the 

Secondary Road Network from High-Resolution Aerial 

Orthoimagery 

Authors 
Calimanut-Ionut Cira, Ramón Alcarria, Miguel-Ángel Manso-Callejo 

and Francisco Serradilla 

Journal Applied Sciences (MDPI) 

ISSN 2076-3417 

Impact Factor (JCR) 2.679 (Q2) [JCR 2020 – Engineering, Multidisciplinary] 

Publisher Multidisciplinary Digital Publishing Institute 

Volume 10(20) 

Article number 7272 

Year 2020 

DOI 10.3390/app10207272 

Title 

Generative Learning for Post-Processing Semantic Segmentation 

Predictions: A Conditional Generative Adversarial Network based on 

Pix2pix to Improve the Extraction of Road Surface Areas 

Authors 

Calimanut-Ionut Cira, Ramón Alcarria, Miguel-Ángel Manso-Callejo, 

Teresa Fernández Pareja, Borja Bordel Sánchez and Francisco 

Serradilla 

Journal Land (MDPI) 

ISNN 2073-445X 

Impact Factor (JCR) 3.395 (Q2) [JCR 2020 – Environmental studies] 

Publisher Multidisciplinary Digital Publishing Institute 

Volume 10(1) 

Article number 79 

Year 2021 

DOI 10.3390/land10010079 
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Table 33. Contributions II: Articles directly related to the PhD thesis found in peer-review 

processes in journals with impact factor indexed in JCR. 

Title 

Improving the Road Surface Area Extraction via Semantic 

Segmentation with Conditional Generative Learning for Deep 

Inpainting Operations 

Authors 
Calimanut-Ionut Cira, Martin Kada, Miguel-Ángel Manso-Callejo, 

Ramon Alcarria and Borja Bordel Sánchez 

Status 

Submitted for peer review to MDPI’s “ISPRS International Journal of 

Geo-Information” (ISSN 2220-9964): 

JCR Impact Factor: 2.899 (Q2) [JCR 2020 – Computer Science, 

Information Systems] 

Title 

A novel large-scale road surface area extraction approach based on 

deep learning models for road recognition, semantic segmentation of 

road elements, and post-processing with conditional generative 

learning operations 

Authors 
Calimanut-Ionut Cira, Miguel-Ángel Manso-Callejo, Ramon Alcarria, 

Tudor Salagean, Tomás Robles Valladares 

Status 

In the process of submission for peer review to Taylor & Francis’ 

“European Journal of Remote Sensing” (EISSN 2279-7254):  

JCR Impact Factor: 3.647 (Q2) [JCR 2020 – Remote Sensing] 
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Table 34: Contributions III: Articles indirectly related to the PhD thesis published in 

journals with impact factor indexed in JCR. 

Title 
Optimizing the Recognition and Feature Extraction of Wind 

Turbines through Hybrid Semantic Segmentation Architectures 

Authors 
Miguel-Ángel Manso-Callejo, Calimanut-Ionut Cira, Ramón 

Alcarria and José-Juan Arranz-Justel 

Journal Remote Sensing (MDPI) 

ISSN 2072-4292 

Impact Factor (JCR) 4.848 (Q1) [JCR 2020 – Geosciences, Multidisciplinary]  

Publisher Multidisciplinary Digital Publishing Institute 

Volume 12(22) 

Article number 3743 

Year 2020 

DOI 10.3390/rs12223743 

Title 

First dataset of wind turbine data created at national level with 

deep learning techniques from aerial orthophotographs with a 

spatial resolution of 0.5 m/pixel 

Authors 
Miguel-Ángel Manso-Callejo, Calimanut-Ionut Cira, Ramón 

Pablo Alcarria Garrido and Francisco Javier González Matesanz 

ISSN  1939-1404, 2151-1535 

Journal 
Journal of Selected Topics in Applied Earth Observations and 

Remote Sensing (IEEE) 

Impact Factor (JCR) 3.784 (Q2) [JCR 2020 – Remote Sensing; Geography, Physical] 

Publisher Institute of Electrical and Electronics Engineers 

Volume 14 

Page number 7968-7980 

Year 2021 

DOI 10.1109/JSTARS.2021.3101934 
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Table 35. Contributions IV: Participation in national and international congresses and 

conferences with preliminary results directly related to the PhD thesis. 

Title 
A Deep Convolutional Neural Network to Detect the Existence of Geospatial 

Elements in High-Resolution Aerial Imagery 

Authors 
Calimanut-Ionut Cira, Ramon Alcarria, Miguel-Ángel Manso-Callejo and 

Francisco Serradilla 

Conference II Geomatics Engineering Conference (CIGeo 2019), Madrid, Spain 

Journal Proceedings (MDPI) 

ISSN 2504-3900 

Publisher Multidisciplinary Digital Publishing Institute 

Volume 19(1) 

Pages 17-21 

Date 26-27 June 2019 

DOI 10.3390/proceedings2019019017  

Title 

Evaluation of Transfer Learning Techniques with Convolutional Neural 
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10.8   Future Lines of Investigation  

This part discusses the research lines related to the contributions described in this PhD 

thesis that are planned in the future and that could help with further improving the results 

presented. Throughout this research project, we have determined that the automation of 

the road mapping task can be considered very challenging, but we believe that, in a world 

where autonomous vehicles gain in increased importance, the way state administration 

handles official road cartography must evolve and change from simple road cartographic 

symbolisation to having complete and openly available road surface area cartography. We 

plan to keep improving the road extraction using deep learning approaches, as the end goal 

is to design a solution that can successfully extract the element from extended areas, while 

correctly preserving the topological properties of the geospatial element. Next, we will 

mention the future lines of research related the extraction of roads from aerial orthoimages 

that we plan to approach—we begin with discussing the more immediate investigations, 

while additional suggestions will be mentioned from a more conceptual perspective.  

Firstly, we are working towards making the dataset used for training the deep learning 

components from Chapter 9.2 publicly available to help researchers working in the field 

test their own implementations. Furthermore, we plan to make the learned weights resulted 

from the training processes carried out on a dataset containing more than 537,000 tiles, 

available on open repositories to help specialists that work in similar projects with a reliable 

starting point by applying transfer learning techniques.  

Secondly, considering the results obtained in this PhD thesis, and as a natural continuation 

of the research conducted, we have started exploring the extraction of representative lines 

that define the roads as a continuous geospatial object. It is important to mention that the 

labelling effort required is considerably higher, but this line of research can enable the 

generation of more detailed road cartography containing symbolisations of continuous and 

discontinuous road marking lines (road axis), forks and junctions, pedestrian crossings, and 

multi-polygon road marking objects (horizontal markings such as signs depicting “stop”, 

speed limitations, or navigation arrows indicating the direction of traffic). For this task, we 

are employing neural networks specialised in semantic segmentation and we are already 

achieving remarkable results in the first experiments—an example of the road markings 

extraction results using a model implemented in Chapter 6 can be found in Figure 68. This 

line of research could enable applications such as automatic lane detection, or identification 

of road markings and edges, horizontal road signs and pedestrian crossings, and 

acceleration and deceleration hatches. We believe that, with appropriate post-processing 

operations based on spatial queries and focused on smoothing the polygons using spatial 

algorithms, we could also determine special spatial conditions at curves and roundabouts 

to calculate the radius of curvatures, longitudinal slopes, or transverse profiles. 

Thirdly, we believe that the image resolution of tiles might have an influence on the quality 

of the results delivered by the proposed solution, and we plan to study the effect by training 

the implemented models with different tile sizes (e.g. 512×512, or 1024×1024 pixels) to find  
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Figure 68. Graphic describing an active future line of research: results delivered by one of 

the semantic segmentation networks implemented in Chapter 6.3 when extracting road axis 

lines, forks, and junctions from an extended area containing a marked highway. 

the one that delivers less processing artefacts [267]. A different take to decreasing extraction 

artefacts would be the exploration of different overlap ratios and techniques between 

neighbouring tiles to reduce the errors found near the borders of the tiles, together with the 

exploration of other labelling thresholds or schemes. 

Another important active line of research is related to the study of unsupervised learning 

with super-resolution techniques for making the spatial resolution of the available 

orthoimages uniform and achieving spatially homogenous training datasets [268], [269]. 

This has the potential to enable a higher quality extraction of the road elements, and reduce 

the artefacts caused by the different PNOA spatial resolutions delivered the Spanish 

autonomous communities (the spatial resolution of the provided PNOA orthoimages vary 

from 15 cm in Balearic Islands, to 20 cm in Canary Islands, and 25 cm in rest of the territory), 

and the effect that radiometric errors have on the deep learning predictions. In this line, we 

began testing the super-resolution methodology with satellite images such as those 

provided by Pleiades [270], to improve the spatial resolution using upscaling techniques 

and make the spatial resolution of the aerial imagery uniform—the initial results look very 

promising [271]. 

We also plan to investigate on the extraction of road elements using strictly unsupervised 

techniques, and in particular, by applying the image-to-image translation technique [128] 

in a stand-alone manner, as the results delivered in Chapter 8 and 9.2.3 are truly 

remarkable. We also leave for a future study the integration in the proposed extraction 

solution of deep learning models specialised in extracting road elements from urban and 

hilly areas, or maybe areas where multiple land cover classes are present [272].  

A recent, important, supervised application is the extraction of the road’s centreline as a 

vector via cascaded networks [273]. This type of neural network could help with joining 

road geometries from adjacent tiles and could enable the application of topological rules to 

fill out the missing parts and the obtention of continuous vectors, while preserving the 

topological properties of the roads. This application can also allow the development of post-

processing algorithms based on topological rules specific to roads to improve the 
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predictions and obtain a more efficient joining of neighbouring tiles, automatically filling 

of interrupted parts and deletion of unconnected parts.  

In Chapters 7 and 8, we noted that conditional learning can play an important part in 

reducing the effect of the errors delivered by supervised learning, and we believe that the 

application of newer stochastic models like MisGAN [274] for the deep inpainting task 

could result in a more accurate learning of the road distribution. In parallel, we want to 

explore other unsupervised image reconstruction techniques with general methods that 

solve inverse problems and models that are not specific to inpainting, but can handle 

different types of corruption (similar to the approach proposed in [275]).  

We also propose the use of evolutional learning [276] to overcome the limitations observed 

in state-of-the-art models and possibly obtain new NN architectures automatically. In this 

line, de la Fuente et al. proposed a bio-inspired genetic algorithm approach for building 

new artificial neural networks architectures [181]. A different road extraction approach 

would be the proposal of novel Deep Recurrent Neural Network (DRNN) [277], CNN-

LSTM (Long Short-Term Memory) [278], or Recurrent Attention Model [279] architectures 

for the road classification and extraction, as the mentioned solutions seems to deliver high 

quality results. Another interesting line could be the instance segmentation [280], where we 

can segment geospatial objects and predict which pixels belong to a certain road. 

Finally, we believe that an ideal solution requires a good balance between machine-

generated features and manual mapping, and a road extraction system should include 

scenarios where humans intervene. We will continue to improve the implemented solution 

to make the road extraction process smoother by designing an extension to solve incidents 

by an operator, this way introducing humans into the decision-making process [281], [282]. 

It is important to study the quality of the predictions in additional RS scenarios, and add a 

more user-friendly interface that enable the average user to intervene in an otherwise 

difficult operation [283]. In this line, we are also working towards improving the quality of 

the training dataset and plan to design a crowdsourcing project aimed at generating a larger 

dataset by deploying a web application in which volunteers can learn about the objective 

and impact of their contributions [284].  

The end goal is to achieve a robust system capable of monitoring, detecting, and mapping 

the occurring changes in road transport network’s layout for the whole national territory, 

reducing this way the human factor in updating existent road cartography. As the project 

progresses, we will continue investigating on an alarm system that is capable of detecting 

changes in the cartography layout and can send a notification to human operators about 

the occurring changes. 

The solution proposed in this PhD thesis proved to be useful in the road extraction and we 

strongly believe that it could be used as a base for developing other geospatial extraction 

workflows. In fact, we have actively been applying the experiences obtained in this research 

to the extraction of point elements such as wind turbine features, and we believe that the 

workflow can be adapted to the extraction other objects whose abstraction is a multiline 

surface feature (such as solar panels, swimming pools, etc.).  
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