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Resumen

La tomografía computerizata de haz cónico, en ingés cone-beam computed tomography
(CBCT), se ha convertido en una de las principales herramientas usadas en la práctica
dental. Por ello, el análisis y segmentación correcta de estructuras dentales usando
esta modalidad de imágen se ha convertido en un campo de estudio relevante en
los últimos años. La dificultad de segmental manualmente y la presencia común
de artefactos debido a las condiciones de adquisición, son mayor motivación para
desarrollar métodos automáticos que consigan la segmentacion de estructuras.

Con el surgimiento de las redes neuronales convolucionales, los últimos desarrollos
en este área se han movido de los métodos tradicionales de visión por computador a
usar estas herramientas. Aunque efectivos, estos métodos son muy dependientes del
tamaño y calidad del conjunto de datos de entrenamiento, lo que complica en mayor
medida la tarea de dessarrollarlos usando datos médicos.

Este trabajo presenta un método para detectar y segmentar estructuras dentales
automáticamente, proporcionando además la clasificación individual de los dientes
en la imagen. El tamaño minúsculo de nuestro conjunto de datos anotado también
ha motivado el desarrollo de técnicas de aumentado de datos específicas para este
problema, con la intención de aumentar la capacidad de generalización de nuestro
modelo. Adicionalmente, se presentará una evaluación de las deficiencias de usar
una arquitectura basada en Mask R-CNN para este problema.
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Abstract

Cone-beam computed tomography (CBCT) has become one of the main tools used in
dental practices. Due to this, accurate analysis and segmentation of dental struc-
tures using this image modality has grown into a relevant field of study in recent
years. The difficulty of the manual segmentation task and the common presence of
image artifacts due to acquisition conditions, further motivates the development of
automatic methods to accomplish structure segmentation.

With the advent of convolutional neural networks (CNNs), recent developments in
this area have shifted from traditional computer vision approaches to using these
tools. However effective, these methods are heavily dependent on the size and quality
of the training dataset, which further complicates the task of developing them when
employing medical data.

This work presents an automatic method to detect and segment dental structures,
providing also individual classification of the teeth in the image. The miniscule size
of the annotated dataset use has also motivated the development of problem-specific
data augmentation schemes to increase the generalization ability of the deep learning
model. Additionally, an assessment of the shortcomings of using a Mask R-CNN
based architecture for this kind of tasks will be presented.
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Chapter 1

Introduction

Cone-beam computed tomography (CBCT) has become the most popular diagnostic
imaging modality in dental practices, with some surveys estimating up to 76 % clinics
reporting having one machine, and 33 % performing at least one scan in that year
(Yalda et al., 2019).

Due to the ability of CBCT to yield a volumetric reconstruction of the patient, it is
commonly employed in implant planning, impacted tooth and temporomandibular
joint evaluation (Pakchoian DDS, 2016). However, the characteristics of the ma-
chinery, and therefore, the energy spectrum used in this modality leads to a higher
expression of image artifacts. This is specially accentuated in cases where the patient
has some form of dental implant constructed with dense and highly attenuating ma-
terials. As a result of these phenomena, the manual obtention of volumetric masks
of dental structures such as teeth, bone or sinuses, is often time-consuming and
requires a dental practitioner.

Automatic segmentation of tomographic modalities such as computed tomography
(CT) and magnetic resonance imaging (MRI), has been extensively researched, em-
ploying both classical computer vision and machine learning approaches (Lenchik
et al., 2019). Yet, most of these methods cannot be directly translated to CBCT due
to the prevalence of the previously mentioned artifacts, and the smaller spatial reso-
lution compared to both clinical CT and MRI machines.

The advent of convolutional neural networks (CNNs) in computer vision applications
has led to the creation of powerful tools that often outperform traditional methods.
One of the main advantages of these networks is their ability to be trained on big
datasets to obtain robust representations of features, and then be fine-tuned with
a novel dataset. This practice has shown to be advantageous regardless of the new
dataset size, leading to smaller training times and better cost function asymptotes
(Goyal et al., 2017).

The transition to the use of CNNs can also be observed in the field of CBCT seg-
mentation, with most of the recent state-of-the-art contributions implementing some
variant of the U-Net (Hegazy et al., 2019), Mask R-CNN (He et al., 2017) or MS-D (Pelt
and Sethian, 2018) architectures. Nevertheless, these projects often focus on either
the segmentation of individual teeth, whole dentures or bone, with very few using
multitask approaches.
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1.1. Objectives

For the previous reasons, this project presents a CNN based solution to simultane-
ously automatically detect, segment and classify multiple dental structures in a CBCT
slice. Due to the difficulty of annotating this kind of data, this project accounts with
a single patient volume, therefore in order to increase the variability of the training
data, this work will also present novel problem specific image augmentation methods.

1.1 Objectives

Taking into consideration the preceding motivation, the objective of the project can
be broken down as:

• Developing an automatic method to accomplish classification, localization and
segmentation of multiple types of oral structures simultaneously.

• Decrease overfitting and overcome data scarcity through the implementation of
data augmentation transforms specific to our problem.

1.2 Structure of the document

Chapter 2 presents all necessary concepts for the development of the project, mainly:
cone-beam computed tomography (CBCT), convolutional neural networks (CNNs),
CBCT segmentation and image data augmentation.

Chapter 3 details the development of the project. It includes descriptions of the
dataset, the CNN architecture and the data augmentation techniques used.

Chapter 4 displays the results obtained from the evaluation of the CNN architecture
and the generalization ability of the model after introducing data augmentation.

Chapter 5 discusses the results presented in Chapter 4, giving a visual comparison
between the segmentation results of the data augmentation experiments.

Chapter 6 gives a brief summary of the developments of the project and introduces
possible future developments to overcome some of its flaws.
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Chapter 2

Background

This chapter serves as a primer on the concepts needed for the development of this
project, mainly dental cone-beam computed tomography (CBCT) and convolutional
neural networks (CNNs). Additionally, it presents a review of the state-of-the-art
methods that tackle similar problems as the one proposed in this work, those being:
automatic segmentation of dental CBCT and image data augmentation.

2.1 Dental CBCT

This section will build up the definition of cone-beam CT (CBCT), by first introducing
the concept and formation of X-rays, their role in producing radiographic images, and
how the latter are used to construct tomographies or slice images of the patient.

X-rays are a form ionizing electromagnetic radiation, meaning, light waves ener-
getic enough to strip electrons from atoms. Their wavelengths are in the order of
Angstrøms (10−10 m), and consequently, their photons’ energy is in the range of the
keV, where 1 eV = 1.602 × 10−19 J. These photons are generated using X-ray tubes,
vacuum tubes with an anode and a cathode at each end. Within them, electrons are
accelerated from the cathode towards the anode with an electric potential termed the
tube voltage, expressed in kV or kVp. The sudden deceleration of these charged par-
ticles as they hit the anode, produces a spectrum of electromagnetic radiation with
energies up to the maximum tube voltage in keV. The quantity of photons, or the
intensity of the spectra, also depends on the amount of accelerated electrons, i.e.,
the tube current, commonly given in mA.

Radiographic imaging modalities capture the attenuation in intensity of an incoming
X-ray beam as it interacts with the patient’s tissues, yielding a projection of their
volume. This change in intensity is governed by three possible interactions between
the photons and the patient’s atoms: absorption or the photoelectric effect, inelastic
or Compton scattering, and elastic or Rayleigh scattering. A diagram of the former
two can be found in Figure 2.1. However, at a macroscopic level, the total attenuation
of the light ray follows the exponential Beer-Lambert law (Beer, 1852):

I =

∫ Emax

0
I0(E) exp

(
−
∫

μ(x,E) dx

)
dE (2.1)
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2.1. Dental CBCT

where I0 is the normalized spectrum of the incoming X-ray beam and μ represents the
linear attenuation coefficient, a quantity that encapsulates the attenuating properties
of the patient in that point of space and at that energy level.

(a) Photoelectric effect (b) Compton scattering

Figure 2.1: Schematic representation of the (a) absorption and (b) inelastic scattering
phenomena that contribute to intensity attenuation in radiographic images. Source:
Manninen (2014).

Traditional radiography delivers a projection of the volume of the patient in a partic-
ular direction. For a single slice, f(x, y), stacking its projections around a rotation
axis is equivalent to computing its Radon transform (Radon, 1986):

p(r, θ) =

∫ ∫
f(x, y) δ(x cos(θ) + y sin(θ)− r) dxdy (2.2)

where δ represents the Dirac delta function. The result of this transform is known as
the sinogram of a slice, an example of which is portrayed in Figure 2.2.

Figure 2.2: Example slice of a simulated phantom (left) and its corresponding sino-
gram (right).

4



Background

Computed tomography (CT) harnesses the relations between a sinogram and the slice
of interest to reconstruct the volume of a patient from its projections. Said inverse
Radon transform can be derived from the relation between both functions in the
Fourier space (Suetens, 2009). However, due to the presence of artifacts, direct
Fourier reconstruction has been superseded by other techniques such as filtered
backprojection (FBP) and iterative reconstruction (Seeram, 2016).

Regarding the amount of detector arrays and the geometry of the X-ray beams, one
can establish three types of CTs: single-slice, multi-slice and volumetric. Single-slice
CTs use a single array of detectors, and scan the patient with consecutive circular
motions or in a single helical continuous rotation. The beams within single-slice
CTs can adopt a parallel or fan-beam geometries, illustrated in Figure 2.3. Multi-
slice CTs employ multiple rows of detector arrays, increasing the projected area, but
still requiring a circular or helical scan to obtain the complete volume. Volumetric
CTs expand on the approach of multi-slice CT, acquiring the complete volume of the
patient in a single rotation through 2D projections.

CBCT is an instance of volumetric CT, where the X-ray beam adopts a cone-beam
geometry, depicted in Figure 2.3c. CBCT has become a popular imaging modality in
dental practices due to the limitations of classical 2D and panoramic radiographies,
and its reduced cost compared to clinical multi-slice CT machines (Kaasalainen et al.,
2021). The latter is mainly derived from lower output requirements of the X-ray tube
compared to clinical CTs, as the small field-of-view allows for lesser voltages and
amperage. The layout of these acquisitions is better illustrated through Figure 2.4.

(a) Parallel-beam (b) Fan-beam (c) Cone-beam

Figure 2.3: X-ray beam geometries. Source: Maier et al. (2018).

However, due to the lower voltage and the presence of implants, dental CBCTs are
subject to two common types of artifacts often found together: beam hardening and
scatter (Nagarajappa et al., 2015). Beam hardening induces darker regions or streaks
in the image (Barrett and Keat, 2004). It is caused by the increase of the mean energy
of the X-ray spectrum, as low-energy photons are attenuated by high atomic number
materials. This leads to the creation of projections where some regions show lower
attenuation than expected. Moreover, this can also introduce scatter artifacts, as
higher energy X-rays are more likely to produce Compton scattering, reaching the
detector at a wrong position. This appears as bright streaks around high attenuating
objects. Figure 2.5 shows examples of two dental CBCT reconstructions where both
of these effects are visible.
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2.2. Convolutional neural networks

Figure 2.4: Dental CBCT acquisition layout. Depicted are the irradiated regions
in the patient, as well as, the field-of-view (FOV) that results from the volumetric
reconstruction. Source: Kaasalainen et al. (2021).

Figure 2.5: Examples of artifacts in a CBCT caused by metal implants, outlined in
red. The red arrows point to dark regions caused by beam hardening, while the green
arrows show bright strikes produced by scattering.

2.2 Convolutional neural networks

Similarly to the previous section, this part will hierarchically build the concepts that
are involved in explaining convolutional neural network (CNN). First, an outline the
basic definition of machine learning and deep learning will be given. It will then
describe traditional neural networks and overview their training mechanism. Lastly,
it will present CNNs, their design paradigms and additional uses.

Machine learning is a field of artificial intelligence aiming to create methods that can
improve their performance on certain task by learning from data (Michalski et al.,
2013). Deep learning encircles the family of machine learning approaches that form
complex algebraic circuits with tunable weights in their connections (Russell and
Norvig, 2022). The methods within this category are often referred to as neural net-
works, due to their superficial resemblance to the biological behavior of neurons.
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Background

Traditional neural networks, termed feedforward networks or multi-layer perceptrons
(Rumelhart et al., 1986) form directed acyclic graphs, where the flow of information
occurs from an input layer towards an output layer. Each node, or neuron, evaluates
prior information as:

a
[l]
i = g(W

[l]
i a[l−1] + b

[l]
i ) (2.3)

where a
[l]
i is the activation of the ith neuron at the lth layer, g is a non-linear acti-

vation function, Wi and bi are the neuron’s weights and biases and a[l−1] are all the
activations of neurons in the previous layer. This forms fully-connected layers, illus-
trated in Figure 2.6, where all neurons in adjacent layers share a connection, and
there is no connection between neurons within the same layer.

Figure 2.6: Diagram of a feedforward network with fully-connected layers.

As in classical linear regression, the weights of a neural network can be iteratively
tuned to minimize certain loss function. This often involves gradient descent algo-
rithms, and therefore, the calculation of the partial derivatives of the loss with respect
to each of the models’ parameter. As networks become deeper, computing naively
these derivatives becomes unfeasible, leading to the use the back-propagation algo-
rithm, first introduced by Rumelhart et al. (1986). This algorithm leverages the rela-
tions between the partial derivatives of adjacent layers given by their chain rule ex-
pansion. It is then able to obtain these derivatives by performing two passes through
the network: a forward one in which it obtains the activations of each layer and a
backward pass in which it propagates the error of the loss function.

CNNs emerge as the adaptation of fully-connected neural networks to high dimen-
sional data such as images. Weights and biases are expressed as kernels, that are
convolved with the activations of the previous layer, producing feature or activation
maps. This leads to two fundamental consequences: local connectivity and trans-
lation covariance. The first, refers to the restriction of connections of each neuron
to a neighborhood of inputs, resembling the concept of receptive fields in neurology
(Géron, 2019). The second, is a result of weight sharing between neurons, prompting
the same response in different neurons towards a feature detected in two separate
locations of the input (Russell and Norvig, 2022).
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2.2. Convolutional neural networks

Apart from convolutional layers, one may encounter: pooling layers, whose purpose
is to reduce the dimensionality of feature maps, and fully-connected layers, often
employed at the network’s head as classifiers (Li et al., 2022). Figure 2.7 shows an
example of a simple CNN architecture as described in this section.

Figure 2.7: Simple CNN architecture constructed with two convolutional layers, two
max-pooling layers and a fully connected dense layer at the head.

Even though the first CNN was presented in LeCun et al. (1989), it was not until
the 2010s that CNNs began to outperform traditional computer vision algorithms
in image recognition tasks (Szeliski, 2022). After this point one can define three
paradigms in the development of CNN architectures: the search for depth, the search
for efficiency and neural architecture search (NAS).

The search for depth starts with the steep decay in classification error posed by the
8-layer AlexNet (Krizhevsky et al., 2012) on the ImageNet Large Scale Visual Recog-
nition Challenge (ILSVRC) (Russakovsky et al., 2015). This prompted the develop-
ment of other notable architectures such as VGG (Simonyan and Zisserman, 2014),
GoogleLeNet (Szegedy et al., 2015), ResNet (He et al., 2016), ResNext (Xie et al., 2017),
DenseNet (Huang et al., 2017) and SENet (Hu et al., 2018).

With the advent of deeper and more computationally costly networks, to allow de-
ployment in mobile and embedded devices, the focus shifted to reduced size and
efficiency (Szeliski, 2022). MobileNet (Howard et al., 2017) represents one of the first
major contributions to this paradigm. Its main two main points being: depthwise
separable convolution (DwSC) and hyperparameters to tune the width and resolution
of the network. DwSC results in 10% the number of parameters and operations com-
pared to traditional convolutions, while generally granting greater performance. This
can be seen in Xception (Chollet, 2017), a ResNet like architecture employing DwSC,
ESPNet (Mehta et al., 2018) and ESPNetv2 (Mehta et al., 2019), which also adopt this
idea by applying pyramids of DwSC.

NAS embodies the automatization of the manual labor of creating architectures, by
optimizing the network topology and parameters themselves (Szeliski, 2022). Some of
the most influential contributions being NASNet (Zoph et al., 2018) and EfficientNet
(Tan and Le, 2019).

Furthermore, after being trained with a large enough database, CNNs can act as
feature extractors (Deng and Yu, 2014), learning to create high-level representations
of the input data. This leads to two use cases for these networks: transfer learning
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and backbones. In transfer learning, the aforementioned pre-trained models are
used as an initial point for training on new, and often smaller datasets, yielding
higher convergence and performance than training from scratch (Géron, 2019). On
the other hand, using these networks as backbones involves incorporating them as
feature extractors in more complex architectures.

2.3 Automatic segmentation of dental CBCTs

Dental structure segmentation constitutes a pivotal step towards 3D reconstruction
for computer-assisted treatments. The majority of state-of-the-art automatic segmen-
tation methods use CBCTs due to their wide availability in clinical practice (Pauwels
et al., 2015).

This section will outline some of the most relevant contributions made to automatic
segmentation of dental CBCTs, subdividing said methods into two categories: al-
gorithms that utilize traditional computer vision approaches, and machine learning
algorithms. Furthermore, due to the differences in quality and artifacts of the result-
ing images (Kiljunen et al., 2015), this work will not consider the contributions that
use multi-slice CT.

2.3.1 Traditional computer vision approaches

This work will regard traditional techniques as those that do not involve machine
learning. Although some examples presented may depend on a database, they do so
to create initial states or templates on which to evolve towards a solution on a target
image or volume.

Level set methods represent most of the literature on automatic dental CBCT seg-
mentation using traditional means. These algorithms belong to the family of contour
tracking methods or active contours (Blake and Isard, 1998). They extract bound-
aries of interest by performing iterative modifications on the zero crossing of a higher
dimensional function (Szeliski, 2022). One of the first contributions to solely use
CBCTs was by Gao and Chae (2010), who proposed a 2D level set method that lever-
ages shape and intensity information of the previous slice to refine the individual
tooth boundaries. Yau et al. (2014) used the latter level set method for the segmen-
tation of teeth roots, performing data fusion and registration with dental plasters to
obtain the crowns. Ji et al. (2014) expanded on the contribution of Gao and Chae
and applied it to segment anterior teeth. Gan et al. (2018) followed a similar slice-
by-slice segmentation approach as the previous techniques, but accomplishing the
segmentation of both individual teeth and alveolar bone.

Likewise, contributions using statistical shape models (SSMs) follow the notion of
deforming a high-dimensional structure to fit the morphology of a target. However,
these techniques rely on the construction of an atlas (Lamecker et al., 2006), a sta-
tistical distribution that retains the geometric properties of a set of training sam-
ples. Lamecker et al. (2006) first applied the latter to mandible segmentation through
CBCTs. Kainmueller et al. (2009) improved on the previous contribution, refining the
localization of the mandibular nerve in the segmentation. Duy et al. (2012) expands
on Kainmueller’s method, including the automatic classification of individual teeth.
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2.3. Automatic segmentation of dental CBCTs

Keustermans et al. (2012) integrates SSMs with graph cuts, a machine learning ap-
proach, therefore it will be further developed in later subsections.

Lastly, the watershed method, a classic non-semantic segmentation technique has
also been applied to this problem. This algorithm uses local minima of the image
as basins and iteratively fills them to create the segmented regions (Szeliski, 2022).
Fan et al. (2019) used a template image with manually drawn markers, these image
is then registered with the target one and the marked regions are dilated using the
watershed algorithm.

2.3.2 Machine learning approaches

Machine learning methods in computer vision enact predictions or decisions through
the features of input images without explicit programming. Their performance is tied
to the data with which they are trained.

One such method are Markov random fields (MRF), probabilistic graphical models
that can extract and represent knowledge from data (Bielza and Larrañaga, 2020). In
the case of images, they can derive relations between pixels and therefore be used
to cluster or segment them. Among the algorithms created to optimize MRFs for
segmentation, graph cuts can be found in our problem’s bibliography, first employed
by Hiew et al. (2010) and later combined with SSMs by Keustermans et al. (2012), as
mentioned in the previous subsection.

Alternatively, the mean-shift algorithm, an unsupervised non-parametric clustering
method, has been widely used to segment images (Szeliski, 2022). It does so by
treating the features of each pixel as a single data point and iteratively moving them
closer to regions of higher density of data points. Mortaheb et al. (2013) applied this
technique to CBCT teeth segmentation, using the CIELUV color space as their feature
space.

Additionally, metaclassifiers, ensembles of individual classifiers combined to achieve
greater performance (Bielza and Larrañaga, 2020), have also been utilized in dental
CBCT segmentation. Wang et al. (2015) employed random forests, metaclassifier
themselves, and combined them sequentially to segment mandibles in CBCT images.

However, deep learning techniques are currently the most popular in computer vision
applications, including segmentation tasks (Bengio et al., 2021). This notion is rein-
forced by the high number of recent contributions in segmentation of dental CBCTs
employing these methods, more specifically CNNs. These publications can be further
grouped into three main base architectures: U-Net (Ronneberger et al., 2015), MS-D
(Pelt and Sethian, 2018) and Mask R-CNN (He et al., 2017).

U-Net based architectures, fully convolutional symmetric CNNs for semantic segmen-
tation, represent most of the contributions to CBCT segmentation. Their primary idea
being the concatenation of earlier lower-level features present at the first half of the
network with later higher-level ones at the second half (Figure 2.8). Hegazy et al.
(2019) utilized a U-Net based architecture to segment metal implants in CBCTs with
the purpose of metal artifact correction. Lee et al. (2020), another U-Net based ar-
chitecture for the segmentation of the whole denture. Rao et al. (2020) employed a
network to perform instance segmentation of teeth by modifying U-Net with bottle-
neck blocks inspired by ResNet, later refining the output probability maps with dense
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conditional random fields (Lucchi et al., 2011). Jang et al. (2021) combined a region
proposal network for ROI localization with a 3D version of the U-Net architecture to
segment and classify individual teeth. Chen et al. (2020) employed V-Net (Milletari
et al., 2016), a 3D variant of U-Net and post-processed its output with a watershed
transform, performing an instance segmentation of the teeth. Lastly, Zheng et al.
(2021) proposed Dense U-Net, an anatomically constrained version of FC-Densenet
(Jegou et al., 2017) to perform a multiclass semantic segmentation of lesions, mate-
rials, bone and teeth.

Figure 2.8: Diagram of the U-Net architecture. Source: Ronneberger et al. (2015).

Mixed-scale dense networks (MS-D) uses mixed-scale dilated convolution and dense
connections. The notion behind this architecture is a reduction in parameters and
feature maps for better training in small datasets, while maintaining the shared in-
formation between lower and higher-level features (Figure 2.9). (Wang et al., 2021)
implements this network for teeth and mandible multiclass segmentation.

Figure 2.9: Diagram of the MS-D architecture. Source: Pelt and Sethian (2018).

Mask R-CNN is an instance segmentation architecture based on the two-stage object
detection network Faster R-CNN (Ren et al., 2015), and belonging to the family of
Region-based Convolutional Neural Networks (R-CNNs) (Girshick et al., 2014). Both
Faster R-CNN and Mask R-CNN have a deep backbone as feature extractor, a region
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2.4. Data augmentation

proposal network, a bounding box regressor and a classifier head, however, Mask-
RCNN incorporates a segmentation branch that learns per label segmentation without
inter-class competition. The architecture, as well as its train and evaluation behavior,
will be further discussed in the next chapter. Cui et al. (2019) proposed ToothNet,
a CNN that inputs the output of a fully-convolutional network (Long et al., 2015)
without skip connections into a Mask R-CNN based network, performing instance
segmentation of individual teeth.

2.4 Data augmentation

The performance of deep learning models, and in general all machine learning ones,
rely on their training dataset. Depending on how accurately these models make
predictions through these samples and other unseen data, we can define two situa-
tions: underfitting, when the model is not complex enough to fit the training data, or
overfitting, when the model is not able to generalize the predictions learned through
the training data on new samples (Géron, 2019). Overfitting often involves either
an excess in complexity of the model compared to the data or a training set that is
not representative of the unseen data. A model that overcomes overfitting is said to
generalize. This generalization can be aided through regularization techniques, de-
scribed as those that restrict the complexity of the model (Russell and Norvig, 2022).
However, data augmentation methods, i.e., the synthetic generation of new train-
ing data samples, has also been considered a regularization technique (Géron, 2019;
Shorten and Khoshgoftaar, 2019), as it not only increases the performance of the
model through the increment of the training set, but also aids with its generalization.

This section will overview current techniques for image data augmentation in deep
learning, merging the taxonomies set by Shorten and Khoshgoftaar (2019) and Chlap
et al. (2021) in their surveys on this topic. These methods will therefore be categorized
as image transformations, deep learning approaches and meta-learning applied to
either one. Each level of this classification will be briefly described. Moreover, their
use in dental CBCT segmentation will be outlined.

2.4.1 Image transformations

Geometric transformations represent one of the most basic image manipulation
methods employed in data augmentation. These can range from linear affine transfor-
mations such as scaling, translation, rotation, shear or flipping, to linear non-affine
like perspective transformations. Regarding their use in dental CBCT segmentation,
geometric transformations such as random rotations (Chen et al., 2020; Rao et al.,
2020; Zheng et al., 2021), translations (Rao et al., 2020; Zheng et al., 2021), scaling
(Chen et al., 2020; Zheng et al., 2021) and/or horizontal and vertical flipping (Chen
et al., 2020; Hegazy et al., 2019; Zheng et al., 2021), are the most prevalent in the
literature.

Another widely used data augmentation method is cropping, which can be performed
randomly or around points of interest, producing multiple patches from a single sam-
ple image. This can be found in contributions to dental CBCT segmentation in the
form of random 2D (Lee et al., 2020) and 3D patch cropping (Cui et al., 2019).

Noise injection consists in the addition of noise to the image through random vari-
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ables generated from a known probabilistic distribution. This technique has been
especially popular in the field of medical imaging (Chlap et al., 2021), exploiting the
notion of replicating the unideal conditions of imaging systems and the noise that
they can lead to. Only one state-of-the-art contribution to dental CBCT segmentation
employed this data augmentation scheme (Lee et al., 2020), injecting Gaussian noise
to their sample images.

Some other basic image manipulation methods that have seen no use in dental CBCT
segmentation are color space transformations, kernel filters, image mixing and ran-
dom erasing. Color space transformations alter the intensity values of the image,
either with RGB or HSV values. Kernel filters use traditional convolution filtering to
perform alterations like sharpening, blurring or exchanging pixels in a n × n neigh-
borhood. Image mixing consists in obtaining new samples from previous ones, such
as combining intensity values or stitching image patches together. Lastly, random
erasing occludes m× n sized patches in the sample image at random locations.

Moreover, deformable image transformations represent a relevant field in data aug-
mentation, especially in medical imaging (Chlap et al., 2021), even though these tech-
niques have not been applied to dental CBCT segmentation. These data augmentation
approaches often involve the use of constraint elastic, i.e., non-linear deformations
on the image space to account for patient variability.

2.4.2 Deep learning approaches

Deep learning methods leverage the advances in CNNs to synthesize new image sam-
ples (Chlap et al., 2021). None have been encountered in contributions to dental
CBCT segmentation, however they have been extensively used in other disciplines in
the medical imaging field (Yi et al., 2019).

The most prevalent tool in this category are generative adversarial networks (GANs)
(Goodfellow et al., 2014), described as generative models constructed through ad-
versarial training. They can create new instances of the dataset through training
a generator and discriminator CNN simultaneously. When applied to segmentation,
GANs must create both the synthetic image and its respective pixel labels, which can
be accomplished through the generation of the image label pairs with random vec-
tor inputs to the GANs (Bowles et al., 2018). Another possibility is the construction
of synthetic images through the adaptation of the domain of the semantic labels or
masks (Shin et al., 2018). The contributions to image segmentation data augmen-
tation have been found to mainly use GAN architectures such as CycleGANs (Zhu
et al., 2017), conditional GANs (CGANs) (Mirza and Osindero, 2014) and Progres-
sively Growing GANs (Karras et al., 2018).

On the other hand, feature space augmentation represents a combination of tra-
ditional augmentation applied to the high-level features extracted by CNNs. This is
often implemented with auto-encoders, having a first half that encodes the image into
features to be transformed and augmented, and later decodes those features into a
new image. However, this technique introduces interpretability difficulties due to
the unknown nature of the labels being extracted by the network. Additionally, data
space augmentations generally outperform feature space ones (Wong et al., 2016).

Among the methods not employed in medical imaging one can highlight neural style
transfer (Gatys et al., 2015). The main idea behind this technique being the transfer
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of the style of an image onto another one, without losing the contents of the latter.

2.4.3 Meta-learning augmentations

All the previous methods should be modelled towards the problem being tackled, as
poorly posed data augmentation schemes can lead to the loss of the image labels or
even more overfitting (Shorten and Khoshgoftaar, 2019). To overcome this, one could
employ meta-learning, a concept that is often used in the context of optimizing a
neural network through another (Zoph and Le, 2016). However, this definition could
be extended to methods that employ any kind of search algorithm to optimize a data
augmentation scheme, traditional or deep learning alike.

An example of such is the search of the combinations of traditional data augmenta-
tion transformations and their respective parameters through a reinforcement learn-
ing algorithm. Cubuk et al. (2018) proposes a controller recurrent neural network as
the search algorithm to explore a search space of two sequential geometric transfor-
mations with their associated hyperparameters.

Another approach is neural augmentation (Perez and Wang, 2017), which applies
meta-learning to neural style transfer networks, effectively learning how transfer the
style among images from the same class to generate new samples for a classification
network. Using a similar notion, smart augmentation (Lemley et al., 2017) employs
a CNN to learn the optimal combination between two samples of the same class,
creating a new one.
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Chapter 3

Methods

This chapter introduces the data and tools developed for the fulfilment of the project’s
objectives. This will be organized into three sections: dataset description, deep learn-
ing implementation and data augmentation.

3.1 Dataset description

The dataset used in this project comprises 512 CBCT slices from a single patient,
acquired using an Orthophos SL 3D CBCT machine. The volume projections were
obtained using a tube voltage of 85 kVp and a current of 5 mA. The resulting images
were quantized to RGB PNGs (UINT8) and scaled to a size of (512, 512) pixels.

Annotations were performed using COCO Annotator (Brooks, 2019), an online tool
for image segmentation and object detection annotation. Each of these annotations
belonged to one of five object categories: tooth, metal, maxilla, mandible and max-
illary sinus. Additionally, teeth or implants were labelled using the FDI / ISO 3950
notation (International Organization for Standardization, 2016), better seen in Fig-
ure 3.1. The total dataset size after annotation consisted of 384 images and 4124
annotations. Figure 3.2 shows two example slices with their corresponding labelled
segmented regions and teeth.

3.2 Deep learning implementation

In order to achieve instance segmentation of teeth, metal, maxilla, mandible and
maxillary sinus, we decided to employ Mask R-CNN as a baseline architecture. An
overview of the flow of information through this network during inference can be seen
in Figure 3.3.

This section will develop the changes and considerations taken when adapting the
base Mask R-CNN to our project objectives. The main two being: tuning the resolution
of certain components such as the anchor generator and the RoIAlign operator, and
including a tooth classification branch alongside the segmentation one.
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Figure 3.1: FDI notation for permanent teeth. Source: Cui et al. (2019).

Figure 3.2: Examples of annotated slices.

3.2.1 Network architecture description

From the original implementations presented by Mask R-CNN authors, we chose a
ResNet-50 Feature Pyramid Network (FPN) as our Feature Extractor, instead of deeper
ResNet or ResNeXt backbones. The reasoning being that increasing the complexity
and depth of the components in our network may lead to worse generalization capa-
bility due to overfitting on the extremely low amount of data available for training.
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Figure 3.3: Diagram of Mask R-CNN during inference. Trainable layers are high-
lighted in colour, while operations on the intermediate results are shown in grey.

This FPN is a fully convolutional network that produces feature maps at different
scales, which can then be leveraged by both the Region Proposal Network and Mask
R-CNNs heads. As shown in Figure 3.4, this network uses the intermediate outputs
of a deep CNN, convolves them with 256 kernels of size 1 and produces feature map
outputs by upscaling and summing them. An additional level, P6, is also obtained
through downsampling P5.

Figure 3.4: Diagram of the ResNet-50 FPN. Shown in colour are the convolution
operations. The white dotted boxes describe the inputs and outputs names and
dimensions.

Each of the resulting feature maps (P2-P6) are associated with a bounding box scale
in the original image. The higher the dimensionality of these feature maps, the lower
the receptive field, therefore, they are assigned smaller bounding boxes.

The anchor boxes that will be refined using the Region Proposal Network (RPN) out-
puts are produced through an Anchor Box Generator. These boxes are created at
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the centre of pixels in the image separated by a stride, and defined through a box
scale and aspect ratio (width-height). The ratios used in this project were the origi-
nal (0.5, 1.0, 2.0) employed in Faster R-CNN and Mask R-CNN. However, in order to
obtain anchor boxes of relevant size to our problem, the average size of the bounding
boxes in the dataset was evaluated, and found to be in two size ranges: from 16 to
64 pixels and from 256 to 512 pixels. This is consistent with the expected size of
the structures being evaluated, i.e., metal implants and teeth in the first range, and
bigger structures (maxilla, mandible and maxillary sinus) in the second range. Due
to this, the scales used for P2, P3, P4, P5 and P6 were 16, 32, 64, 256 and 512 pixels,
respectively.

The RPN is fed the output feature maps from the Feature Extractor, producing: ob-
jectness scores and anchor box deltas. Objectness scores express the confidence of
the network of finding an object in an anchor box. Anchor box deltas are regressed
values that convey the difference between the ground truth bounding box and said
anchor box. Having bounding boxes in the form (x, y, w, h), where the first two values
are the upper rightmost corner and the second two are the width and height, deltas
can be obtained as:

tx = (x− xa)/wa,

ty = (y − ya)/ha,

tw = log(w/wa),

th = log(h/ha),

(3.1)

where (xa, ya, wa, ha) represents the anchor box. Bounding box proposals are then
obtained by using the inverse of these formulae on the anchor boxes. Following that,
non-maximum suppression (NMS) is performed on the refined proposals, with an
intersection-over-union (IoU) threshold of 0.7. The complete process is illustrated in
Figure 3.5.

Figure 3.5: Diagram of the RPN and box refinement. Shown in colour are the convo-
lution operations.

The box proposals after NMS are fed into the RoIAlign operator (He et al., 2017).
Within it, a feature map from P2 to P5 is chosen based on the size of the predicted
box, and then, using normalized box coordinates, a region is cropped, interpolated
and resized. These cropped feature maps are then fed into the classifier and regressor
heads and the segmentation head.
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From this point onwards, the network experiences an asymmetry between its be-
haviour during inference and training. During inference, the feature maps of size
(7, 7, 256), flow into the classifier and regression heads. The object categories and
their bounding box deltas are obtained, refined and then input into NMS. These final
proposals are used to crop higher resolution feature maps that are introduced into
the segmentation branch. On the other hand, during training, both the upper (clas-
sification and regression) and lower branches use the same proposals, cropped and
resized to the two RoIAlign feature map sizes.

Figure 3.6 shows the flow of information during training through both of the head
branches. As it can be seen, being C the number of classes undergoing classifica-
tion, for each box proposal resulting from the NMS RPN outputs, the network heads
produce a tensor of length C of class scores, and a tensor of shape (4, C) of per-class
bounding box deltas. The bigger RoIAlign size in the original Mask R-CNN baseline,
was (14, 14), however, to reduce contour errors when upscaling the resulting mask
to its original size, we increased it as much as the capabilities of our training equip-
ment allowed. This produced feature maps of size (28, 28, 256), that result in output
tensors of shape (56, 56, C) in the segmentation head, where each channel learns
to segment a class decoupled from the predictions produced in the classifier head.
Additionally, to reduce the impact on video memory due to the increased resolution,
our implementation halves the amount of transpose convolution filters, from 256 to
128.

Figure 3.6: Diagram of the Mask R-CNN classifier, regressor and segmentation heads
during training. Shown in blue is the classifier and regressor branch, and in green
the segmentation branch.

An additional part of training to take into consideration is the presence of sampling of
the proposals both for the RPN and heads training. This is done to ensure the correct
distinction between objects and background, as it has to be noted that C represents
both the classes in the dataset and the background class, i.e., C = CD + 1.

Furthermore, the NMS used during inference at the end of the classifier and regressor
branch, has been altered. Originally, it performed NMS in a per-label basis, which
would not make sense in the case of teeth and metal, as these objects are found in
the same RoI. Because of this, all other labels undergone NMS separately, but teeth
and metal implant detections were clustered together before NMS.
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3.2.2 Individual tooth classification branch

Besides tooth, metal, maxilla, mandible and maxillary sinus classification and seg-
mentation, we strived for the identification of teeth, both for natural ones and those
replaced by metal implants.

This target may have been achieved using the aligned features obtained by our net-
work and the object class as inputs of any machine learning classifier, creating an
ensemble. However, using Multi-task Learning (Standley et al., 2020), we could not
only train end-to-end all classification, regression and segmentation tasks, but also
we might induce an increase in performance on the previous baseline Mask R-CNN
tasks.

Furthermore, to harness the asymmetry of Mask R-CNN, this new classifier branch
was introduced alongside the segmentation one. This leads to two consequences: a
higher amount of feature inputs due to the dimensionality of the aligned map, and
higher quality proposals during inference due to the NMS in the upper branch. The
tooth branch first averages over the width and height of the feature maps, reducing
their dimensions by a factor of 4, and then uses three fully convolutional layers to
classify the resulting input features.

Moreover, the classifier was constructed to distinguish between the 32 tooth labels
from our dataset and background, as this could have a positive effect on the other
classification task. A complete overview of this branch can be seen in Figure 3.7.

Figure 3.7: Diagram of the tooth branch. Shown in green is the segmentation branch,
and in red the layers belonging to the tooth classification branch.

3.2.3 Training details

To accomplish acceptable performance with our small dataset, we initialized the
weights of our model from one pre-trained on the COCO dataset (Lin et al., 2014).
To leverage those well-initialized weights as much as possible, only the last classifier,
regressor and segmentation layers were reinitialized, as they needed to adapt to our
number of object classes. The tooth branch was randomly initialized, with no prior
COCO weights.

To reduce overfitting on our dataset, the pre-trained ResNet-50 FPN was frozen and
used as a fixed feature extractor. The rest of the network was trained end-to-end
using Nesterov Accelerated Gradient (NAG) with a learning rate of 5×10−3, L2 regu-
larization with a decay rate of 5×10−4 and a momentum of 0.9.

The multi-task loss employed during training can be expressed as L = Lrpn + Lhead.
The RPN loss, Lrpn, was kept as presented in Ren et al. (2015). The head loss, Lhead,
used the baseline multi-task loss found in He et al. (2017): Lcls + Lbox + Lmask, with
modifications to the mask loss and the addition of a categorical cross-entropy loss
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for tooth classification, Ltooth. Lmask was originally implemented as the binary cross-
entropy loss of the predicted masks of each RoI, however, an additional loss term
was added to produce higher quality masks. The final mask loss is a combination of
binary cross-entropy loss and Dice loss (Sudre et al., 2017) of the form:

Lmask = Lbce + Ldice

Lbce(y, ŷ) = −y log ŷ − (1− y) log (1− ŷ)

Ldice(y, ŷ) = 1− 2yŷ + 1

y + ŷ + 1

(3.2)

where y is the binary pixel value of the true mask and ŷ is the softmaxed predicted
value of that pixel for the class being segmented.

Training was performed on an NVIDIA RTX 2070 SUPER with 8 GB of VRAM. Due
to the high memory consumption of this model, images were fed in batches of 2, but
gradients were accumulated 4 times before performing back-propagation, leading to
a theoretical batch size of 8.

3.2.4 Evaluation details

Having only one patient leads to a high amount of covariance between several slices
in the dataset, which makes using a classical training/testing split infeasible. To
obtain more honest results for our method, training and testing was done using a
4-fold cross validation scheme.

However, to ensure all categories were present in the training and validation sets, we
performed a stratified cross-validation by encoding each multilabel image as a single
multiclass label. Then each multiclass label group was shuffled, split and appended
to a fold.

To evaluate the resulting detections, we employed five metrics:

1. Mean average precision (mAP). Performance measure that evaluates the object
detection and classification capabilities of the method, using the mean area
under the precision and recall curve. This metric was implemented following
the guidelines given for evaluation of the COCO dataset, using an IoU range of
0.5 to 0.95 in steps of 0.05.

2. Sørensen-Dice coefficient (DSC). Metric used to measure the similarity between
a predicted segmentation mask and its target. It is obtained as the ratio between
two times the intersection of the masks and the sum of the cardinality of both
masks.

3. Hausdorff distance (HD). Measures the similarity of the boundaries of both the
predicted and target masks by reporting the maximum of the minimum Eu-
clidean distances between both sets of points.

4. Average symmetric surface distance (ASSD). Metric that also handles the bound-
ary similarity between the predicted and target masks, but measures the average
Euclidean distance between both sets of points.

5. Tooth accuracy. Ratio between correct and total predictions in the tooth classi-
fication branch.
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3.3 Data augmentation

Five data augmentation transforms were used to increase the generalization ability
of our model. Following the notions set by Shorten and Khoshgoftaar (2019) and
Wong et al. (2016), we implemented data augmentation schemes that resemble inter-
patient or inter-acquisition differences, those being: image random rotation, random
horizontal flipping, random horizontal and vertical shift, per-tooth random rotation
and scaling.

The first three transforms could be considered non problem-specific, and as described
in Chapter 2 have been extensively used in data augmentation for computer vision
implementations. Image rotation was performed by generating a random angle from
a uniform distribution spanning -10 to 10 degrees. The angle was chosen to be
big enough to cause variations in the samples, but not so much so that it does
not resemble a real CBCT acquisition. Random horizontal flipping was performed
with a 0.5 probability. When the image was horizontally flipped, all the teeth IDs
where changed to resemble those of their sagittal counterparts, with the intention
of exploiting the symmetric morphology of the mouth region. Random horizontal
and vertical shifting was implemented by generating a random percentage of pixels
between ±5% to translate in the X and Y axes.

Two per-tooth random transforms were developed. The first one generates a random
state for each tooth, performing the rotation with a 0.5 probability. If a tooth is to be
rotated, the target mask is morphologically dilated to ensure all the tooth is extracted
from the image. This tooth is then rotated a random angle from a uniform distribution
between -30 and 30 degrees, and placed on its original region. The difference between
the cut region and the rotated mask is inpainted using the biharmonic operator pre-
sented in Chui and Mhaskar (2010). Figure 3.8 shows a schematic representation of
the described tooth augmentation transform.

Lastly, per-tooth random scaling is implemented using the same random state notion
as the random teeth rotation, and generating a percentage of up or downscaling lesser
or equal to 20% of the original tooth size. This transforms also uses inpainting to
decrease the errors left in the region where the teeth were extracted, and similarly
performs dilation and erosion on the mask. The complete pipeline of this transform
is outlayed in Figure 3.9.

3.3.1 Evaluation details

Due to the high amount of correlation between slices, the generalization difference
due to the data augmentation could not be measured through a 4-fold cross valida-
tion training. To overcome this, five additional slices from a different patient were
annotated to be used as a final test set. These slices were chosen to be at different
points of the volume, and to contain the relevant categories of said regions.

This test set was evaluated against the model trained on the whole dataset in five
different experiments: (1) a baseline with no data augmentation, (2) only random
tooth rotation, (3) only random tooth scaling, (4) both random tooth augmentations
and (5) all augmentations.
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Figure 3.8: Diagram of the random tooth rotation augmentation method.

Figure 3.9: Diagram of the random tooth scaling augmentation method.



3.3. Data augmentation
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Chapter 4

Results

This chapter will present the results of the 4-fold cross validation evaluation of the
deep learning model and the evaluation of the data augmentation techniques.

4.1 Model performance evaluation

The aforementioned 4-fold cross-validation results will be laid out in three categories:
object detection, segmentation and teeth classification.

4.1.1 Object detection

As mentioned in the previous chapter, the evaluation metric used for object detec-
tion is the mean average precision (AP) as presented in the COCO benchmark. The
only state-of-the-art method that uses object detection metrics for its evaluation is
the work of Jang et al. (2021). However, their publication presents the AP at IoU
thresholds of 0.6, 0.7, 0.8 and 0.9. In order to compare our results, these thresholds
were also used for the AP computation. Table 4.1 shows the previously mentioned
comparison. Margins of errors were not presented in their work, so they are omitted.

Table 4.1: Comparison of AP results with state-of-the-art methods

AP60 AP70 AP80 AP90

Jang et al. (2021) 88.11 86.41 79.62 68.54
Ours 96.73 ± 3.58 92.70 ± 5.86 82.71 ± 9.02 44.94 ± 13.07

4.1.2 Segmentation

The evaluation of the segmentation was found in most of the state-of-the-art contri-
butions, mainly in the form of a mask overlap evaluation through metrics like the
DSC or the quality of the mask contours using the HD or ASSD. Due to the dif-
ferent focus of the papers tackling CBCT segmentation, the results will include all
segmentation metrics presented in the previous chapter, omitting them from certain
contribution if it is not given. Table 4.2, Table 4.3 and Table 4.4 show the compari-
son of our segmentation results on the five annotated categories with state-of-the-art
machine learning approaches. Wang et al. (2021) and Zheng et al. (2021) perform

25



4.1. Model performance evaluation

segmentations on the complete jaw, therefore they will be represented as combining
maxilla and mandible.

Table 4.2: Comparison of DSC results with state-of-the-art methods

Tooth Metal Maxilla Mandible Sinus

Wang et al.
(2015)

− − 0.93 ± 0.02 0.96 ± 0.02 −
Cui et al.

(2019)
0.93 − − − −

Hegazy
et al. (2019)

− 0.96 ± 0.02 − − −
Lee et al.

(2020)
0.94 − − − −

Rao et al.
(2020)

0.92 − − − −
Chen et al.

(2020)
0.94 ± 0.01 − − − −

Wang et al.
(2021)

0.95 ± 0.02 − 0.93 ± 0.02 −
Jang et al.

(2021)
0.94 ± 0.03 − − − −

Zheng et al.
(2021)

0.81 ± 0.06 0.82 ± 0.11 0.89 ± 0.06 −

Ours 0.91 ± 0.03 0.92 ± 0.02 0.86 ± 0.04 0.88 ± 0.07 0.93 ± 0.02

Table 4.3: Comparison of HD (mm) results with state-of-the-art methods

Tooth Metal Maxilla Mandible Sinus

Wang et al.
(2015)

− − 0.62 ± 0.19 0.67 ± 0.21 −
Rao et al.

(2020)
1.18 − − − −

Jang et al.
(2021)

1.34 ± 0.86 − − − −

Ours 0.61 ± 0.26 0.71 ± 0.37 6.66 ± 0.91 5.86 ± 6.15 2.41 ± 2.08

4.1.3 Teeth classification

The resulting accuracy of the tooth classifier branch in the 4-fold cross validation was
99.84 ± 0.68. The two contributions that also have been found to tackle this issue,
use precision and recall to gauge the performance of their classifier. Table 4.5 shows
a comparison of said works with our cross validation results.
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Table 4.4: Comparison of ASSD (mm) results with state-of-the-art methods

Tooth Metal Maxilla Mandible Sinus

Wang et al.
(2015)

− − 0.31 ± 0.10 0.35 ± 0.15 −
Rao et al.

(2020)
0.25 − − − −

Chen et al.
(2020)

0.36 ± 0.15 − − − −
Wang et al.

(2021)
0.20 ± 0.06 − 0.39 ± 0.09 −

Jang et al.
(2021)

0.27 ± 0.12 − − − −

Ours 0.19 ± 0.04 0.21 ± 0.05 0.79 ± 0.12 0.80 ± 1.07 0.47 ± 0.29

Table 4.5: Comparison of classification results with state-of-the-art methods

Precision Recall

Lee et al. (2020) 92.40 93.20
Jang et al. (2021) 96.18 ± 4.67 93.17 ± 5.83

Ours 99.95 ± 0.18 99.95 ± 0.19

4.2 Data augmentation evaluation

As mentioned in the previous chapter, the data augmentation transforms were eval-
uated through five different training experiments involving the whole dataset and a
new test set. This section will present the results of said experiments.

The data augmentation results are displayed in four tables. Table 4.6 shows the
object detection metrics for all five experiments using the COCO IoU thresholds.
Table 4.7, Table 4.8 and Table 4.9 represent the segmentation results for the four
categories present in the test volume. Note that the patient did not have any metal
implants.

Table 4.6: mAP results on the test set

AP AP50 AP75

Baseline 53.36 ± 15.67 74.39 ± 16.19 66.71 ± 19.73
Teeth rotation 38.14 ± 12.95 58.96 ± 21.17 46.81 ± 29.18
Teeth scaling 48.73 ± 17.21 71.54 ± 17.96 57.19 ± 24.71

Teeth augments 42.91 ± 20.11 62.06 ± 19.68 50.11 ± 27.59
All augments 43.42 ± 5.11 72.85 ± 17.16 36.76 ± 20.47

To assess the decrease or increase in performance, the relative difference between the
mean results for the baseline and the all augmented experiments were also obtained.
Table 4.10 shows this comparison, with negative percentages meaning a decrease in
performance of the model trained with augmented data compared to the baseline.
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Table 4.7: DSC results on the test set

Tooth Maxilla Mandible Sinus

Baseline 0.89 ± 0.05 0.68 ± 0.09 0.61 ± 0.27 0.76 ± 0.0
Teeth rotation 0.88 ± 0.07 0.70 ± 0.10 0.57 ± 0.29 0.81 ± 0.0
Teeth scaling 0.86 ± 0.09 0.70 ± 0.10 0.59 ± 0.28 0.83 ± 0.0

Teeth augments 0.88 ± 0.08 0.68 ± 0.14 0.60 ± 0.28 0.81 ± 0.0
All augments 0.87 ± 0.06 0.72 ± 0.11 0.80 ± 0.09 0.84 ± 0.0

Table 4.8: HD (mm) results on the test set

Tooth Maxilla Mandible Sinus

Baseline 1.67 ± 0.96 7.40 ± 0.83 14.71 ± 5.13 15.33 ± 0.0
Teeth rotation 1.60 ± 1.01 8.33 ± 0.83 12.86 ± 0.28 9.52 ± 0.0
Teeth scaling 1.65 ± 0.91 6.18 ± 0.35 12.65 ± 2.31 8.55 ± 0.0

Teeth augments 1.46 ± 0.97 7.13 ± 2.24 9.53 ± 2.49 14.44 ± 0.0
All augments 1.30 ± 0.71 6.92 ± 0.74 12.77 ± 2.56 14.83 ± 0.0

Table 4.9: ASSD (mm) results on the test set

Tooth Maxilla Mandible Sinus

Baseline 0.39 ± 0.13 1.18 ± 0.25 2.47 ± 1.38 2.56 ± 0.0
Teeth rotation 0.39 ± 0.17 1.02 ± 0.21 2.12 ± 0.78 1.34 ± 0.0
Teeth scaling 0.41 ± 0.17 0.99 ± 0.24 2.30 ± 1.06 1.14 ± 0.0

Teeth augments 0.38 ± 0.19 0.98 ± 0.30 1.98 ± 1.14 1.58 ± 0.0
All augments 0.37 ± 0.14 1.06 ± 0.37 2.00 ± 0.76 1.65 ± 0.0

Table 4.10: Relative difference of baseline and all augments experiments

Relative difference (%)

mAP -21.31
DSC 9.86
HD 8.41

ASSD 23.03

The low amount of images prompted for the obtention of the confusion matrix of the
tooth classifier instead of an accuracy metric. Figure 4.1 shows the confusion matrix
from the baseline experiment, and Figure 4.2 the one using all data augmentations.
The tooth labels are shown using the FDI numbering, and the 0 label refers to a
non-tooth detection.
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Figure 4.1: Confusion matrix of the baseline model.



4.2. Data augmentation evaluation

Figure 4.2: Confusion matrix of the model trained using all data augmentations.
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Chapter 5

Discussion

The results presented in the previous section confirm the fact that the low amount
of images used and their high correlation, most likely lead to a model with poor
generalization ability. Our k-fold cross validation results, however, show that the
architecture is indeed able to learn the features needed to accomplish its function,
even if these outcomes are invalid for real-world evaluation due to the previously
mentioned overfitting.

Section 4.1 presents a comparison of our k-fold cross validation results with state-of-
the-art machine learning methods, as a means to gather some baseline performance
metrics and assess the potential of our method. These results cannot be used to
derive conclusions on higher performance of our method, since they are probably
tainted due to a high degree of overfitting.

Table 4.1 shows high object detection performance of our method at lower IoU ranges,
and a decrease in IoUs greater than 0.9. The other state-of-the-art work presenting
object detection results (Jang et al., 2021) does not experience that steep decrease in
performance at higher IoUs. This could be a result of the diversity of bounding box
dimensions in our annotated dataset, as opposed to only detecting teeth.

The segmentation performance (Table 4.2) on smaller categories (tooth and metal) was
in the ranges expected for the state-of-the-art mean, being 0.93 % lower for teeth and
3.37 % higher for metal. Bigger categories like maxilla and mandible produced worse
results when compared to works that accomplished their segmentation separately
and those that segment the whole jaw. On the other hand, segmentation of the
sinuses cannot be compared to prior works, as they have not been performed.

Performance on the segmentation contours (Table 4.3 and Table 4.4) show similar
results to the DSC for maxilla, mandible and sinus. However, teeth contours achieve
a 48.30 % and 5.00 % smaller HD and ASSD in mm compared to the best state-of-
the-art results.

We expect the deviations in segmentation performance of bigger structures to be
caused by the generation of masks that encompass the RoI, and which are created at
a lower resolution of 56×56. This could mean that any small mistake in the contour
of the generated mask is made more severe when it is upscaled back to its intended
size.
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Our presented problem specific data augmentation techniques have also shown
promising results when generating higher quality masks, not only for teeth and metal
implants, but for other categories. The observed 23.03 % increase in ASSD, suggests
the generation of masks with a less error-prone contour. On the other hand, the
reduced object detection performance reinforces the idea that even though the model
is likely learning from other high-level features compared to the baseline one, these
features are specific to our training set and do not translate to the test set.

Figure 5.1 shows the comparison between the ground truth masks, the baseline seg-
mentation results and the ones using the data augmentation transforms. Figure 5.1g
and Figure 5.1l display how a visible improvement in the detection and segmentation
of the mandible, coloured light yellow. Similarly, Figure 5.1i and Figure 5.1n demon-
strate a higher coverage of the maxilla when using data augmentation, shown in
green. On the other hand, the use of data augmentation leads to the generation of a
higher amount of false positives for metal instead of teeth. This is specially apparent,
as the test patient did not have any implants. The false positives are probably due to
the higher diversity in the location of implants after augmenting the images, which
forces the model to learn from other, likely translation invariant, features. However,
the amount of annotated metal implants seems to be insufficient for the generation
of robust detections.

Tooth classification using an additional convolutional branch has also shown promis-
ing results, as it mostly produces accurate classifications on the test set. Moreover,
most of the wrong classifications yield a prediction of a tooth which is either the
sagittal or transversal opposite, meaning the classifier is likely able to distinguish
between different tooth morphologies. This can be better seen in the previously pre-
sented confusion matrices (Figure 4.1 and Figure 4.2).
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Chapter 6

Conclusion

This project presented a deep learning based method for simultaneous instance seg-
mentation of dental structures and tooth classification. We developed our architec-
ture using Mask R-CNN as a baseline and introducing the pertinent changes to adapt
it to our purpose. Additionally, due to the lack of data for training, we also developed
two problem specific data augmentation transforms to increase the generalization
ability of our model. All implementations done during this project can be found in
our GitHub repository (https://github.com/CursedMuffin/cbctorch).

The evaluation of our method has confirmed that our dataset was insufficient for
producing a model usable in a clinical environment. However, cross validation results
show that the model is likely to yield state-of-the-art results if trained with more
patient volumes. On the other hand, our data augmentation scheme displays greater
segmentation performance, creating masks with up to a 23.03 % increase in ASSD.

Some of the most notable drawbacks of the proposed CNN architecture is the exac-
erbation of contour errors in bigger dental structures (maxilla, mandible and sinus),
caused by the generation of smaller masks and then their upscaling. On the other
hand, the Faster R-CNN notion of using a region proposal network and then per-
forming the pertinent detections on the detected RoIs, seems to be successful in our
implementation. Therefore, future developments may benefit from preserving that
two-stage detection strategy but incorporating a way of feeding multi-scale RoIs into
the segmentation branch to avoid upscaling.
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