
Universidad Politécnica
de Madrid

Escuela Técnica Superior de 
Ingenieros Informáticos

Master in Data Science

Master Thesis

A Deep Learning Stacking Ensemble 
Algorithm for Stock Market 

Classification and Risk Management.

Author: Carlo Magnani

Madrid. June, 2022



 

i 

This Master Thesis has been deposited in ETSI Informáticos de la 
Universidad Politécnica de Madrid.  
  
 

Master Thesis 
Máser en Ciencia de Datos 
 
Title:  A Deep Learning Stacking Ensemble Algorithm for Equity Index 

Classification and Risk Management. 
June, 2022 

Author: Carlo Magnani 
 
  
Supervisor:   

 
Co-supervisor:  

Caraça-Valente, Juan Pedro Pérez Pérez, Aurora  
ETSI Informáticos  
Departamento de Intelligencia 
Artificial. 
UPM  

ETSI Informáticos  
Departamento de Intelligencia 
Artificial. 
UPM  

 
 
 
 
 
 
 
 
 
 
 



 

ii 

Abstract 
Stock Market forecasting has been historically considered one of the most 
challenging issues in time series due to its inherent characteristics such as low 
signal-to-noise, multiple forces competing for performance and basic non-
existence of arbitrage. 

Artificial Neural Networks, and specifically Long Short-Term Models, are 
powerful tools for unveiling hidden relationships in data and have become a go-
to technique for applications in finance and asset management.  

Nonetheless, there seem to be a big gap between industry and academia, where 
the first have been leveraging these types of models for at least a decade, while 
the same can’t be said for papers on the subject which are few in number and 
tend to be quite more recent. 

When looking at the portfolio of available techniques even less research has 
been done on the use of ensembles for regression or classification problems in 
finance.  

Trying to bridge this gap and contribute to the field we develop a Deep Learning 
stacking ensemble model to classify the sign of the future SP500 Index return; 
we do that by leveraging a heterogeneous set of classifiers and a proprietary 
dataset based on trend following technical analysis indicators. 

When back testing our model, we find evidence of outperformance for our 
strategies against a naïve buy-and-hold, but we note how the stacking ensemble 
algorithm isn’t adding any value as is relying entirely on the prediction coming 
from one specific classifier. 

When considering the LSTM classifier though, we find both higher return and 
higher Sharpe Ratios for the two strategies generated with the predictions; both 
strategies also exhibit lower Drawdown compared to the Naïve buy-and-hold for 
the period we studied. 

While the use of ensembles doesn’t seem to have increased model quality, we 
acknowledge more research is needed on the topic like focusing on enhancing 
the dataset at hand, leveraging homogeneous rather than heterogeneous 
classifiers or making use of actual output probabilities.  
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1 Introduction 
 
Stock Market prices forecasting has been historically considered one of the most 
challenging issues in time series due to their inherent characteristics such as 
low signal-to-noise, multiple forces competing for performance and basic non-
existence of arbitrage. Therefore, due to the irregular fluctuations, chaotic 
dynamics and constantly changing patterns of financial time series it is quite 
challenging for traditional statistical models to produce an accurate prediction 
in this domain [1]. 
 
Research in the field has largely focused on trying to forecast future returns by 
making use of quantitative techniques, of which machine learning and artificial 
intelligence algorithms are one of the most promising streams; financial markets 
participants all around the world leverage such techniques to try and predict 
future prices to generate returns for their clients and themselves. 
 
Among all classes of investors in financial markets “Hedge Funds” are 
considered the most advanced type: a Hedge Fund is an investment vehicle 
whose manager uses a wide range of complex strategies (e.g., short selling, 
derivatives etc.) to obtain uncorrelated and consistent returns [2]. Within the 
hedge fund space some strategies would employ machine learning and Neural 
Networks for automated investment management or to enhance more 
“fundamentally driven” investment processes. 
 
While the first case includes successful stories on the likes of Renaissance 
Technologies and D.E. Shaw, the second case is relatively more recent where 
these types of “Quantamental” investment strategies leverage quantitative 
techniques to enhance return profiles of portfolios created by humans e.g., 
dynamically adjusting weights according to insights drawn from Machine 
Learning algorithms (the most prominent example in this field is the Hedge 
Fund Citadel). 
 
Within this type of analytical use cases, trying to forecast the sign of future 
returns has been a less explored field of research and has historically been 
relying on old approaches which fall under the umbrella of “trend following” [3] 
and “technical analysis” [4], where market direction is inferred from relatively 
simple rules drawn from past price movements. 
 
Integrating such an approach with modern time series data mining techniques 
can be not only extremely useful for Risk Management purposes (e.g. protect 
investment portfolios from unforeseen losses), but can also generate actionable 
investment strategies able to outperform naïve buy-and-hold [5]. 
 
As the increase of computing power and data availability have caused the shift 
to the extensive use of artificial neural networks (ANN) for financial data 
forecasting, empirical results [6] seem to suggest ANN outperform linear 
statistical models in classification of financial time series. 
 
For the purpose of this work, we will try to classify future returns for an equity 
index. We will focus our work on the SP500 Index (time series started in 1927 
with daily data), the longest standing and most representative index in the world. 
 
We show how a stacking ensemble classifier, built out a set of heterogeneous 
classifiers and stacked using a Deep Neural Network can outperform a naïve 
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buy-and-hold strategy while allowing for both higher returns and downside 
protection. 
 
This master thesis will be structured as follows: in section two we will review 
literature on time series classification for financial data and machine learning 
techniques relevant for our work, we will then present our model in section three 
along with an extensive description of the implementation and finally discuss 
results in and draw conclusions in section five. 
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2 Master Project’s Content 
 

2.1 Literature Review 
 

Over the past 40 years, many published studies attempted to forecast stock 
markets accurately by developing all sorts of sophisticated forecasting models, 
with some reporting how their models were able to make profits [7], [8]. 

It is generally accepted though that stock market prediction is one of the most 
relevant but highly challenging task in financial research which draws its root 
into the so-called efficient market hypothesis. 

Eugene Fama [9], in 1970 established the efficient market hypothesis (EMH), 
which assumes that the market price follows a random walk, i.e. future changes 
in the market’s price cannot be predicted using existing information. In 
particular, the EMH distinguishes three forms of market efficiency: weak-form, 
semi-strong form and strong efficiency. 

Without diving into the topic too much these three forms respectively state that 
1) prices can’t be predicted with historical information 2) prices reflect all 
publicly available information therefore leveraging fundamental information 
can’t lead to outperform buy-and-hold and 3) all information (including insider 
information) is reflected into prices precluding, according to this theory to 
consistently achieve higher expected return than the market. Basically, the 
EMH in its strongest form states that returns in the stock market are 
unforecastable [10]. 

Over time there have been increasing challenges to the efficient market 
hypothesis and the fact that markets are priced rationally [11]. There have been 
published evidence of several market anomalies such as price 
over/underreaction [12], existence of momentum [13] long term reversal or the 
low volatility anomaly [14] which can’t be explained without violating the 
hypothesis for markets to be rational (i.e. existence of risk premia or behavioural 
anomalies explain abnormal returns). 

Because of the fact that market anomalies may exist, it is unsurprising that a 
large number of market participants use information of past prices (e.g. 
company-specific information such as past earnings or “factors”) to build their 
expectation about future prices. 

In stock market prediction studies two main approaches are usually exploited: 
fundamental analysis and technical analysis.  

The first focuses on fundamental information: in case a company’s stock price 
or return is forecasted, fundamental information is, for instance, a company’s 
revenue and expenses and other information contained in financial statements 
or reports [15]. 

Conversely, technical analysis is the study of historical stock price and volume 
data to predict the movements of the stock price; for the purpose of this work, 
we will focus on this second approach. 

Most previous studies applied statistical time-series methodologies based on 
historical data to forecast stock prices and returns; among them, ARIMA models, 
moving averages and exponential smoothing were the most popular techniques.  

Later, with the introduction of Machine Learning and Artificial Intelligence 
(which allows to handle non-linear, chaotic, and noisy relationships in stock 
market prices) researchers were able to deliver more effective predictions [16]. 
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Machine learning is defined as the study of compute algorithms that can 
improve automatically through experience and use of data; it’s aim is to extract 
knowledge from data. Among all machine learning approaches, we will focus on 
Supervised Learning which is the most widely used approach for time series 
forecasting. Moreover, we will focus our work on classification trying to forecast 
the sign of our future market returns as it seems to be a less explored use case 
compared to regression. 

In the literature, several variants of machine learning techniques have been 
developed for application to stock market predictions. Among them, artificial 
neural networks (ANNs) [17], Support Vector Machines (SVMs) [18] and decision 
trees [19] have been widely studied. 

More recently, with the increase in computational power and analytical tools 
availability, deep learning has become central for quantitative finance 
applications to regression and classification problems. 

Multi-Layer Perceptron networks (MLP) and Recurrent Neural Networks (RNN) 
have been employed to forecast returns with various degrees of success. Within 
the family of RNNs, Long Short Term Memory models (LSTM) are considered the 
best suited for time series forecasting as allow for past information to be stored 
in the cell “remembering” past behaviour. 

Fisher and Krauss in [20] apply LSTM to the direction of the SP500 index from 
1992 to 2015; they use the model to generate a strategy and find the LSTM-
generated strategy to outperform other up to 2010. After that period, they claim 
the edge of LSTM seem to be arbitraged away but are able to generate a rule-
based strategy from their findings which outperforms naïve benchmarks. 

Bao, Jue and Rao [21], leverage stacked autoencoders and long short-term 
memory to forecast returns of six market indices and build a trading strategy 
on the back of it. Results for the strategy are impressive, with the flagship model 
producing 8 times the return of a naive buy-and-hold on the SP500 and 4 times 
more than a normal LSTM. The authors use a regression problem to create a 
classification trading strategy which isn’t optimal (model is trained on an RMSE 
loss rather than binary cross-entropy), the training data seem extremely small 
and finally they do not discuss the LSTM architecture therefore making the 
exercise impossible to replicate. 

Results on LSTM for stock prediction seem to produce good results when 
compared to other machine learning algorithms; studies though are performed 
on a variety of financial data, time periods and using a plethora of different 
flavours. Finally, often the implementation is not transparent. Several show 
opaque or conflicting results, and some researchers argue that replicability is 
an issue. 

As an example, Roondiwala, Patel and Varma [22] use LSTM to forecast the 
NIFTY 50 stock return and seem to yield extremely good results; nonetheless 
results look difficult to replicate and the authors’ approach is cursed of look-
ahead bias. Nelson and Pereira [23], in a conference paper try to classify returns 
for a set of stocks in the Brazilian Stock Exchange by leveraging LSTM and 
technical indicators; they forecast the 1-day ahead return (which in a live 
trading environment would be useless due to latency in availability of 
information) and report an average accuracy of 55.6% which is comparable to 
the accuracy achieved by classifying all observation to one class (“market down”). 

Di Persio and Honchar [24], apply several Neural Network architectures to the 
classification of the SP500 1-day ahead return; they train an LSTM for the 
period 1950 - 2015 and report an out of sample accuracy of 61%. Besides the 
fact that the authors normalize data therefore cursing the model to suffer of 
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look-ahead bias, it is not clear which approach they use to randomize train-dev-
test sets as there is no complete information on the input tensor size for the 
network. We tried the same architecture on the same set and were not able to 
replicate results, reaching an out of sample accuracy of 52%. 

Statistical models are prone to sampling and modelling uncertainty which can 
affect forecast accuracy and robustness; moreover, evidence seem to suggest 
that forecasting models have a varying relative performance over time [25]. To 
deal with this type of problems, Ensembles can be an effective solution. 

Ensemble methods are learning algorithms that construct a set of classifiers 
and then classify new data point by taking combination of their predictions. 
Besides the empirical evidence that confirms how a variety of classifiers make 
uncorrelated errors and therefore by using a set of them is possible to improve 
the overall classification accuracy, literature also suggests ensembles can 
outperform single classification techniques [26]. 

Borovka and Tsiamas [27], uses this approach to classify intraday stock market 
returns while using a large variety of technical analysis indicators as network 
inputs. The author focuses on homogeneous ensembles, therefore training 
different flavours of the same model (12 LSTM) to then stack them together with 
a weight proportional to the average area-under-the-curve (AUC) score for the 
ensembles do all testing periods. Results show a substantial increase in 
performance versus simpler models such as Lasso and Logistic Regression. 

In the remained of this chapter we will present the theory behind the single 
classification techniques we employed while also discussing ensemble methods. 

2.2 Long Short-Term Memory  

We hereby present LSTMs following the structure of [28]. Recurrent Neural 
Networks (or RNN, a class of artificial neural networks which allow to exhibit 
temporal dynamic behaviour by “storing” past information) can in principle use 
their feedback connections to store representations of recent input events 
(“short-term memory", as opposed to “long-term memory" embodied by slowly 
changing weights). This is quite significant for many applications including 
speech recognition. The most widely used algorithms for learning what to put in 
short-term memory, however, take too much time or do not work well at al. This 
is known as the “vanishing gradient problem”. 

 

Hochreiter and Schmidhuber in 1997, proposed a novel recurrent network 
architecture to solve this problem [29]: Long Short-Term Memory networks. 

Long Short-Term Memory networks (LSTMs) are a special kind of RNN, capable 
of learning long-term dependencies; they work extremely well on sequences of 
data and therefore became the favourite go-to architecture to study time series 
problems. 

 

The structure of Recurrent Neural Networks is always based on the same form: 
a chain of repeating modules of neural network. In standard RNNs, the module 
will have a not so complex structure (an example Is shown in Figure 1) like 
represented by a simple tanh activation function. 
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Figure 1: RNN Module - Single Layer 

 

LSTMs exhibit the same structure as RNNs, with the main difference being 
based on the fact that the module repeating itself is engineered with a different 
structure. Rather than having a single neural network layer, four layers are 
present; those layers interact with each other in a specific way as shown in the 
picture below: 

 

 
Figure 2: LSTM Module - Four Layers 

The key idea in an LSTM module is the cell state; it runs through the whole cell 
with little linear interactions applied to it and allows for information to pass 
through unchanged if necessary (Figure 3): 

 
Figure 3: Cell State 

The LSTM can add or remove selected information to the cell state by leveraging 
“gates” (the pink circles above which represents pointwise operations). Gates 
include sigmoid activation functions which allow to selectively pass information: 
the sigmoid layer outputs numbers between zero and one, enforcing how much 
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information of each component should be pass to the next part. There are three 
gates in a LSTM neuron. 

 

2.2.1 LSTM components 
 

An LSTM “process” is comprised of four steps which we will review below. 

The first step is to decide what information to forget from the cell state. This 
decision is made leveraging a sigmoid layer, also called the “forget gate layer.” It 
looks at  (output from previous layer) and  (input), and outputs a number 
between 0 and 1 for each number in the cell state . A 1 allows all past 
information to pass through while a 0 means the output of the previous cell 
state is completely forgot. 

 

 
Figure 4: Forget Step 

The second step consists in deciding what new information to store in the cell 
state. This step is comprised of two parts:  

 First, a sigmoid layer called “input gate layer” decides which values will 
be updated.  

 Next, a tanh layer creates a vector of new candidate values, : this 
represents the values which could be added to the state.  

 
In step three, the two layers are combined into a new, updated state. 

 

Figure 5: Input Step 

The update step consists in updating ,, into the new cell state  based on 
the calculations from previous steps. We multiply the old state by  (the “forget 
state” sigmoid), forgetting the things the previous state didn’t let pass through. 
Then we add  .  This is the new candidate value, scaled by how much we 
decided to update each state value (based on the sigmoid output ) . 
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Figure 6: Update Step 

Finally, the last step is the output step. The output will be based on the cell 
state but will be a filtered version of it. First, a sigmoid layer is run to decide 
what parts of the cell state is going to be output. Then, the cell state passes 
through a tanh (to rescale the values between -1 and +1) and multiply it by the 
output of the sigmoid gate, to output just selected parts. 

 

 
Figure 7: Output Step 

 

As it is probably now clear LSTM are well suited for solving problems where 
temporal dependency is involved. For that reason, this type of neural network 
has been used (more or less successfully) in financial application by 
practitioners mostly as we will do. 

 

2.3 Multilayer Perceptron 
 
Following [30] we hereby present some basic concepts of Artificial Neural 
Networks. This type of technique is inspired by the structure of the brain; It all 
started with a basic structure, one that resembles brain’s neuron. 

In the early 1940’s a model of how brains work was created. It was a simple 
linear model that produced a positive or negative output, given a set of inputs 
and weights. Building on this work, Rosenblatt [31] developed the perceptron. 

Rosenblatt’s perceptron machine relied on a basic unit of computation, 
the neuron. Just like in previous models, each neuron has a cell that receives a 
series of pairs of inputs and weights. 

The major difference in Rosenblatt’s model is that “inputs are combined in 
a weighted sum and, if the weighted sum exceeds a predefined threshold, the 
neuron fires and produces an output”. 

The threshold that we defined above is called the activation function. This 
function makes the system work as follows: If the weighted sum of the inputs is 
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greater than zero the neuron outputs the value 1, otherwise the output value is 
zero. 

 

 
Figure 8: Structure of a Perceptron 

Just by looking at this structure is clear that a Perceptron can be used as a 
binary classification model. It needs a decision boundary, an optimization 
function, and an activation function (the function which determines if the 
neuron will fire or not). Initial perceptron models used the sigmoid function: a 
function with values between 0 and 1 and with a nonlinear shape. 

The sigmoid activation function though is not that efficient and becomes useless 
when the net increases in size; for that reason, modern Perceptron use another 
activation function: Rectified Linear Unit (ReLU). 

The reason why ReLU became more adopted is that “it allows better optimization 
using Stochastic Gradient Descent (the first optimization algorithm), more 
efficient computation and is scale-invariant, meaning, its characteristics are not 
affected by the scale of the input or the scale of the network”. 

Although it was said the Perceptron could represent any circuit and logic, the 
biggest criticism was that it couldn’t represent the XOR gate, or exclusive OR, 
where the gate only returns 1 if the inputs are different. 

The Multilayer Perceptron (MLP) was developed to overcome this limitation [32]. 
“It is a neural network where the mapping between inputs and output is non-
linear”. 

The structure of a Multilayer Perceptron is comprised of several layers: an input 
layer, an output layer and hidden layers which can be one or more; all those 
layers are stacked together (therefore has a minimum of three layers). “While in 
the Perceptron the neuron must have an activation function that imposes a 
threshold, like ReLU or sigmoid, neurons in a Multilayer Perceptron can use any 
arbitrary activation function”. We show in Figure 9 the structure of a Multilayer 
Perceptron, again following [30]. 
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Figure 9: Structure of a Multilayer Perceptron 

Multilayer Perceptron, just like the normal Perceptron combines input based on 
initial weights making use of a weighted sum and then applies an activation 
function to the result. The difference lies in the fact that this linear combination 
is propagated throughout the network from a layer to the next. 

“If the algorithm only computed the weighted sums in each neuron, propagated 
results to the output layer, and stopped there, it wouldn’t be able to learn the 
weights that minimize the cost function. If the algorithm only computed one 
iteration, there would be no actual learning”. 

Using a more formal language, we can say that any neural network architecture 
aims at finding a mathematical function y= f(x) able to map attributes (x) to the 
output (y). The accuracy of this function (i.e., mapping) differs depending on the 
distribution of the dataset and the architecture of the network employed. The 
function f(x) can be arbitrarily complex.  

The Universal Approximation Theorem states that Neural Networks can be 
universal approximators: the function f(x) is irrelevant as there will always be a 
network that can approximate the result of f(x). This result holds for any number 
of inputs and outputs and make neural networks (specifically Deep Neural 
Networks) well suited for finance problems where the function f(x) is extremely 
complex and not known. 

 

2.4 Logistic Regression 
 

Logistic regression is one of the oldest classification techniques in statistics. 
Developed in its latest form as an alternative to probit function in the forties by 
Joseph Berkson despite its name, is a classification model rather than 
regression model. Logistic regression is a simple and efficient method for binary 
and linear classification problems. It is a classification model, which is intuitive 
and achieves very good performance with linearly separable classes.  

Logistic regression is based on the sigmoid  function, an S shaped curved with 
values between 0 and 1 fit to the dataset observations; this represents the 
probability of an observation to belong to one of these two classes (sigmoid 
function equation shown below). 
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This function derives from linear regression after we have computed odds and 
x represents our linear regression coefficients.  

The other difference with linear regression is the estimation method: as we’re 
trying to fit a non-linear function, we use Maximum Likelihood and log-loss as 
our function to minimize. 

Logistic regression is still extensively employed as an algorithm for classification 
in several industries such as medicine and social sciences. It is usually used in 
finance as a base model to benchmark other models with when encountering 
classification problems. 

2.5 Support Vector Machine 
 

Support vector machines (SVM), as discussed in [33] fall into the category of 
supervised classifiers; this method works by structuring a function which maps 
an input to an output [34]. SVM is a technique extensively used in classification 
problems and has been experimented in finance for stock price classification 
with mixed results [18]. 

The SVM algorithm leverages a hypothetical classifier called the maximal margin 
classifier (also known as hard margin); it works generating a distance from the 
“decision boundary” for Each example in a dataset and using this distance to 
classify. The better the distance, the better the classifier is handling that specific 
observation. 

When thought in a Cartesian plane, you can think of the boundary as a line. 
Moving to three-dimensional space instead this becomes a plane but, after that, 
it becomes difficult to conceptualize the shape of this boundary. 

This boundary is also known as the “separating hyperplane”: it is used to divide 
the dataset observations into categories. Mathematically speaking, there are an 
infinite number of separating hyperplanes that could be drawn for a given 
dataset but for the sake of our classification problem what interests us will be 
the “best” one, that is the one which will yield to the minimum classification 
error. This is called the “maximal margin hyperplane” and is the one with the 
largest minimum distance from each datapoint in the training set. By using this 
hyperplane to classify datapoints in the test set, the maximal margin classifier 
is obtained. 

This new approach, which is an enhancement of the maximal margin classifier 
is known as the support vector classifier (SVC) or soft margin classifier. The 
main idea of this classifier is to allow for some observation to be “wrong” in the 
sense that they sit in the other side of the margin (this is done to get an 
acceptable classification). 

In practice the algorithm solves a second optimization problem, similar to the 
first but relaxing some constraints and introducing “slack variables”: these 
variables will assign a penalty to the observations on the wrong side of the 
margin which will increase with the distance from it therefore measuring the 
degree of misclassification. 

 



 
 

12 
 

 
Figure 10: Hard and Soft Margin SVM 

Finally, SVM can be extended to solve nonlinear classification tasks when the 
set of samples cannot be separated linearly. By applying kernel functions, the 
samples are mapped onto a high-dimensional feature space, in which the linear 
classification is possible. A kernel function k(x,y) is an inner product between 
the samples where k(x,y)= ϕ(x),ϕ(y) . 

By using the kernel function, a nonlinear version of SVM can be developed by 
changing the optimization function.  

Many different kernels exist including the RBF kernel, graph kernels, the linear 
kernel, polynomial kernel. For example, the linear kernel compares a pair of 
data points by using their bivariate correlation. The polynomial kernel attempts 
to fit an SVC in a higher dimensional space. A support vector classifier is the 
same as using an SVM with a polynomial kernel of degree 1. 

As discussed above several attempts in using SVMs for stock price classification 
exist in literature, mostly leveraging nonlinear SMV. To the purpose of this 
thesis, we will use the same approach to generate a base classifier. 

 

2.6 Decision Trees 
 
In machine learning, decision trees are a decision support tool, that can be used 
for both classification and regression problems and that leverages a tree-like 
model to profile decisions and possible consequences. It falls under the category 
of supervised learning, therefore observations in the dataset are continuously 
split according to a parameter to group them according to the classification 
variable. Trees have the following components: 

 Nodes: specify a test for the value of an instance. 

 Edges/Branches: correspond to one of the possible values of this 
attribute and connects to the next leaf or node. 

 Leaf Nodes: provides the classification of the instance; it represents class 
labels or class distributions. 

An example of a classification tree from [35] can be found below; this specific 
example is built through a process called binary recursive partitioning (first 
examples of this type of algorithm date back to the 80s). More specifically it is 
an iterative process as each sub-population can be slit an indefinite number of 
times following the branches until the process terminates after a stopping 
criterion is reached. 
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Figure 11: Basic example of a classification tree for sex [] 

Instances in the training dataset are broken down into increasingly smaller 
subsets; with this process the algorithm develops a decision tree incrementally. 
Once the learning process finishes the algorithm returns a decision tree 
generated with the training set. 

The key idea then is to use this tree to partition the data at hand into either 
clustered (dense) or empty (sparse) regions. 

Unseen instances then are classified according to the tree: these are sorted 
throughout the tree from root to a leaf node testing a specific attribute at each 
node, where this attribute has been developed in training. Once the leaf is 
reached the classification is obtained. It is important to note that these tests are 
organized in a hierarchical way from the root to the leafs. 

A big advantage of decision trees compared to other machine learning 
techniques lies in its interpretability. The logical rules generated by a decision 
tree are much easier to interpret than e.g. hyperplanes in Support Vector 
Classifiers or weights of the connections between nodes in a neural network. 
Therefore, decision makers tend to feel more comfortable to use models that 
they can understand. 

As discussed in [36], heuristics are needed to construct robust decision trees. 

When a tree is trained two major phases come into place: these are called the 
growth phase and the pruning phase. The growth phase requires “recursive 
partitioning”; it is done on the training data and ends with a Decision Tree where 
either each leaf node has one single class or, if further partitioning were 
executed, the child nodes would result in being below a specified threshold. 

The second phase or pruning phase has the objective of generalizing the 
Decision Tree generated in the phase before. This is done by generating a sub-
tree that doesn’t overfit training data; if a tree is grown deep enough it can 
perfectly classify all training examples but in this case we would most likely also 
learning the noise and therefore we wouldn’t be able to generalize the model. 

As it is probably clear now, the main choice in learning a tree is finding the best 
split. Each split results in partitioning the sample into two or more parts with 
each subject of the partition having one or more classes in it. 

Splitting metrics in decision trees are typically based on information theory 
where the most widely used metric is information gain (Gain): 

 
Besides discrete classes, partition trees are also able to handle continuous 
variables, after applying a technique called discretization. 
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Finally, as we will discuss in the paragraph below, decision trees have been 
widely used in conjunction to ensemble methods. 

2.7 Ensemble Methods 

Ensemble methods are a family of machine learning techniques which leverage 
multiple learning algorithms to obtain better predictive performance compared 
to what would have been the result of using the single constituents’ classifiers 
alone. A machine learning ensemble consists of only a concrete finite set of 
alternative models, but within this finite set it allows for quite some flexibility in 
terms of model choice. 

The motivation for such an approach can be found in the “no free lunch theorem” 
[37] in machine learning: there is not a learning algorithm that in any domain 
always induces the most accurate classifier. 

Each algorithm converges to a different solution and fails under different 
circumstances (exhibit idiosyncratic errors); even when refined for a validation 
set, there may exist samples where it is not accurate. Perhaps, for those samples 
there exists another algorithm which is well-behaved and would work better. 
Therefore, the idea is to search for algorithms that make different decisions to 
complement each other. 

Each paradigm (algorithm) can be associated to a decision region of some kind. 
Then, when combining different paradigms, we try to obtain a suitable decision 
region for the problem. If a dataset has complex decision boundaries, we can 
use different classifiers that provide complementary information: they are more 
useful if combined.   

The basic idea is to use either different feature spaces (i.e., different datasets) 
or the same feature space: in this case it is possible to use different kinds of 
classifiers (e.g. classification trees, logistic regression...), the same type trained 
on different samples (random as bagging or serially stressing on those 
misclassified by the previous classifier as boosting) or the same type trained on 
different parameters (e.g. training different flavours of MLP). 

When picking the best set of component classifiers, two dimensions need to be 
considered [38]:  

 Accuracy: each classifier needs to have higher accuracy than random 
guessing. 

 Diversity: each classifier needs to make different errors in predicting the 
target class. If all of them produce the same output, nothing is gained by 
combining them. 

Finally, there are different ways of characterizing ensembles: 

 Parallel: results of each classifier are passed to the combiner (e.g., voting, 
stacking). 

 Serial: each classifier is invoked sequentially and uses the results from 
the previous classifier (e.g., boosting). 

 Hierarchical: are combined hierarchically, with outputs feeding as inputs 
to a parent node. 
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Ensemble methods tend to be divided into basic methods and advanced 
methods; we will cover a subset of those more relevant for this work in the 
paragraphs below. 

2.7.1 Fusion of label outputs 

This basic type of ensemble can be used for both labels and continuous 
variables problems. In the case of labelling problems, different types of majority 
voting are usually employed (e.g., simple majority, weighted majority...). For 
continuous variables problems instead, a plethora of metrics is available (e.g., 
Maximum, Minimum, simple average, weighted average...). 

2.7.2 Stacked generalization 

As we saw above, model averaging ensembles combines the predictions from 
multiple trained models by computing their average prediction (this can be used 
for both probabilities and real numbers i.e., classification and regression 
problems). 

This approach has several limitations, first of which consisting of the fact that 
each model will contribute to the ensemble prediction by the same amount, no 
matter how the model performed in training. To account for this drawback 
weighted averages can be used with the weighting of the classifier consisting of 
the expected performance of the algorithm. This would clearly put more weight 
on better performing models whereas having poorly performing ones contribute 
less. 

A further generalization would be to replace the weighted sum (e.g. the result of 
a regression model) used to combine the classifiers with any other machine 
learning algorithm. Such an approach is called stacked generalization or 
stacking. 

The idea behind stacking is to have an algorithm consume the outputs of a set 
of other sub-models as input for its learning, to learn how to combine the sub-
models’ predictions to yield to a better output. 

In order to conceptualize the paradigm might be helpful to think of the 
procedure as made of two levels: level 0 and level 1. 

 Level 0: At level 0, the training dataset is used to learn level 0 models 
which then make predictions on data. 

 Level 1: At level 1, the meta-model input is the output of level 0 (the level 
0 models’ predictions); this is one model which will output level 1 
predictions (i.e. the final predictions we will use). 

As is probably trivial, is important for level 1 learners to not use the same data 
used to train the base learners because stacking just wants to correct their 
biases; learn how they make errors. 

As discussed above, some examples of stacking have been used to try and 
classify stock returns by making use of a set of homogeneous classifiers 
(different flavours of the same MLP) to then weight them according to different 
metrics. We will try to follow a different approach and use a set of heterogeneous 
classifiers to then stack them using a Deep Learning ML as level 1 classifier.  
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2.7.3 Bootstrap Aggregating and Randomization 

Bagging is a type of parallel ensemble which can be trained concurrently; it aims 
to produce an ensemble model which is more robust than the individual models 
composing it. It leverages bootstrapping, a statistical technique consisting in 
generating samples of size B (called bootstrap samples) from an initial dataset 
of size N by randomly drawing with replacement B observations. 

It is a type of voting method whereby base learners are made different by 
training them over slightly different training set obtained using bootstrapping. 
It makes sense when used with unstable classifiers as those exhibits high 
variance: slightly changing the input may easily cause big difference in the 
output, the generated classifier. The most widely used method leverages 
classification trees. 

In its most basic form, it follows the following process: 

 Draw a bootstrap sample from the training set (where k is the number 
of classifiers). 

 Learn a classifier  by using such sample . 
 Add to the metaclassifier. 
 For each classifier, predict the label for x using each model. 
 Return the class label with more votes. 

While bagging introduces randomness into the learning algorithm’s input, there 
are other ways of creating diversity; one of them is randomization. 

Those two methods can be combined if they introduce randomness in a 
complementary and different form. The most prominent example of such an 
approach is Random Forests [39]. 

“Random forests are a combination of tree predictors such that each tree 
depends on the values of a random vector sampled independently and with the 
same distribution for all trees in the forest. The generalization error for forests 
converges to a limit as the number of trees in the forest becomes large. The 
generalization error of a forest of tree classifiers depends on the strength of the 
individual trees in the forest and the correlation between them.” 

The random vector may consist of: 

 Randomness in the instances. 
 Randomness in the variables 
 Both, by randomizing the tree in each iteration of bagging. 

A strength of this methodology is that it can be applied to many classifiers, 
unstable classifiers included (even if the seminal paper uses classification trees).  

We will be leveraging this methodology as one of the level 0 classifiers in our 
classification model. 
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2.7.4 Boosting 

Boosting is a type of serial ensemble algorithm; like bootstrap aggregating and 
randomization leverages a set of homogeneous base classifier but rather than 
giving the same weights to all classifier, the final prediction is based on its 
accuracy. 

This type of ensemble method builds incrementally, adding one classifier at each 
iteration. Boosting actively tries to generate complementary base learners by 
training the next learner on the mistakes of the previous one. Starting from a 
training dataset, the training set for each base learner is selectively sampled: 

 At the beginning, all instances have the same probability of being chosen. 
 The misclassified instances in previous iterations increase the probability 

of being chosen in later iterations. 

AdaBoost [40] is probably the most famous implementation of Boosting; we will 
be leveraging this algorithm as level 0 classifier in our classification model. 

To conclude this part, we highlight how this thesis mostly builds on the back of 
research related to LSTM for stock price classification and stacking ensembles 
and has three distinguishing features when compared to the contributions 
outlined above: 

 Uses a heterogeneous set of classifiers as base learners, including 
randomization and boosting as level 0. 

 Uses deep neural networks stacking method (and compare them with 
Boosting and Logistic Regression stacking for benchmarking purposes). 

 Builds the model on the back of a somehow novel and proprietary dataset 
based on extensive feature engineering. 
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3 The Methodology 
 

Our methodology consists of several steps. We first build our dataset from the 
historical price of the SP500 Index; data goes from January 1927-to-date (more 
than 32000 data points). We then divide our dataset into training testing and 
validation. Third, we provide a description of our single classifiers structuring 
and results (LSTMs, MLPs, boosted trees, random forest, SVMs and Logistic 
Regression). Finally, we present results for our ensemble algorithm and back-
test our strategy against a naïve buy and hold. 

 

3.1 Generation of the dataset 
 

As we discussed in our introduction, market participants tend to follow two 
families of approaches when trying to forecast future returns: either leverage 
“fundamental” information or “technical analysis” signals.  

We define technical analysis as a trading discipline employed to evaluate 
investments and identify trading opportunities by analysing statistical trends 
gathered from past information such as price movements (therefore 
differentiates from fundamental analysis by focusing on the study of price rather 
than business results). 

Across the industry, there are hundreds of patterns and signals that have been 
developed by researchers to support technical analysis trading. Some indicators 
are focused primarily on identifying the current market trend while others are 
focused on determining the strength of a trend and the likelihood of its 
continuation. Commonly used technical indicators include trendlines, channels, 
moving averages and momentum indicators [41]. 

The first analysis of technical analysis indicators comes from Charles Dow [42] 
and continued throughout the decades to form the framework which is used by 
the industry today. Professional analysts typically assume that “the past will 
repeat itself” which is why they study historical trends to try to forecast future 
events. 

One of the basic principles of technical analysis is that certain price patterns 
consistently reappear and tend to produce the same outcomes. Another basic 
principle of technical analysis says that “prices move in trends”. Consequently, 
trend following is the most widespread market timing strategy; it tries to jump 
on a trend and ride it. Specifically, when stock prices are trending upward 
(downward), it is time to buy (sell) the stock. We therefore follow [43] and focus 
our dataset development on trend following indicators based on moving 
averages. 

Moving averages are computed using the averaging window of size n. Specifically, 
a moving average at time t is computed using the last closing price Pt and n
lagged prices Pt i,i n . Generally, each price observation in the rolling 
window of data has its own weight in the computation of a moving average: 

 

The weighting function of a moving average fully characterizes its properties and 
allows us to estimate the average lag time of the moving average. The idea 
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behind the computation of the average lag time is to calculate the average “age” 
of the data included in the moving average. 

 

Besides the average lag time, the other important characteristic of a moving 
average is its smoothness. The Smoothness of a time series is often evaluated 
by analysing the properties of the first difference of the time series. The idea is 
that the smoother the time series, the lesser the variation in its first differences. 

To the purpose of our work, we will be focusing on two types of moving averages: 
Simple Moving Averages (SMA) and Exponential Moving Averages (EMA). 

SMAs compute the arithmetic mean of n prices (each price observation has the 
same weight): 

 

While EMAs allow for a higher degree of flexibility. An Exponential Moving 
Average is computed as: 

 

where 0 < λ ≤ 1 is a decay factor. When λ < 1, the exponentially weighted moving 
average assigns greater weights to the most recent prices. By varying the value 
of λ, one can adjust the weighting to give greater or lesser weight to the most 
recent price. When λ approaches unity, the value of EMA converges to the value 
of the corresponding SMA. When λ approaches zero, the value of EMA becomes 
the last closing price.  

3.1.1 Trading Signals Generation 

Once defined our two main statistical metrics, we structure our “signals”: a 
trend following strategy is typically based on switching between the market and 
the cash depending on whether the market prices trend upward or downward. 
Specifically, when the strategy identifies that prices trend upward (downward), 
it generates a Buy (Sell) trading signal. A Buy signal is a signal to invest in the 
stocks (or stay invested in the stocks), whereas a Sell signal is a signal to sell 
the stocks and invest in cash (or stay invested in cash). The signal for the period-
ahead is defined as below: 
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Momentum Rule: This rule might seem unrelated to moving averages, but it is 
possible to demonstrate that a Momentum Signal can be represented as a SMA. 
The Momentum rule represents the simplest and most basic market timing rule. 
In this rule, the last closing price Pt is compared with the closing price n − 1 
periods ago, Pt−n+1. Formally, the indicator is computed as:  

 

Where Moskowitz and Pedersen in [44] discuss optimal definitions of N. We 
employ in our dataset 4 different definition of Momentum:  

 MOM 120: today’s close minus last year’s close. 
 MOM 121: last month’s close minus last year’s close. 
 MOM 61: last month’s close minus last six months close. 
 MOM 1: today’s close minus last month’s close. 

This set of metrics show a material degree of correlation among them but can 
pick different changes in market dynamics and therefore potential 
multicollinearity problems are discounted considering the clear forecast benefits. 

Moving Average Change of Direction Rule: less widely used than Momentum, 
the idea behind is states that if market prices are trending upward (downward), 
the value of a moving average of prices tends to increase (decrease). In this rule, 
the most recent value of a moving average is compared with the value of this 
moving average preceding period: 

 

We employ 2 different definitions of MA in our dataset:  

 MA 200: today’s MA value minus last year’s MA’s value (long term). 
 MA 20: today’s MA value minus last month’s MA’s value (short term). 

Price Minus Moving Average Rule: the PMA is the oldest and one of the most 
popular trading rules that use moving averages; Gartley [45] defines it in 1935. 
The principle behind this rule is based on the lagging property of a moving 
average; when stock prices are trending upward, the moving average lies below 
the price. In contrast, when stock prices are trending downward, the moving 
average lies above the price. Therefore, to identify the direction of the trend, in 
this rule the last closing price is compared with the value of a moving average. 
A Buy signal is generated when the last closing price is above the moving 
average. Otherwise, if the last closing price is below the moving average, a Sell 
signal is generated. Formally defined as follows: 

 

We employ 3 different flavours of PMA in our dataset: 

 PMA 20: today’s price minus MA 200. 
 PMA 100: today’s price minus MA 100. 
 PMA 200: today’s price minus MA 20. 
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Moving Average Crossover Rule: as most analysis argue that the price is a 
noisy indicator and therefore that PMA rules tend to give many false signals has 
been suggested to use two moving averages in the generation of a signal: one 
shorter average with window size of s and one longer average with window size 
of l > s. This technique (MAC) was already considered in Gartley, with a different 
name. The signal is defined as follows:  

 

A crossover occurs when a shorter moving average crosses either above or below 
a longer moving average. The most widely used combination is to use two SMA 
with window sizes of 50 and 200 days. 

We employ 2 different definitions of MAC in our dataset: 

 MAC 3 10: MA 3 minus MA 10. “Fast” signal which is used to pick up 
sudden changes in a trend. 

 MAC 50 200: MA 50 minus MA 200. “Slow” signal, able to pick up more 
stable trends. Compared to a PMA of similar window size tends to 
generate 75% less sell signals. 

Moving Average Convergence/Divergence Rule: A different approach to the 
generation of trading signals is proposed by Gerald Appel [46]. Specifically, he 
proposed the Moving Average Convergence/Divergence (MACD) rule which is a 
combination of three EMAs. First step is to compute the regular MAC indicator 
using two EMAs: 

 

Which computes a first signal; a buy (sell) signal is generated when MAC 
increases (decreases) specifically the shorter moving average increases in this 
case. 

 

It was noted that this version of the MAC rule generates many false signals. 
Then, to reduce the number of false signals, a directional movement in MAC 
must be confirmed by a delayed and smoothed version of MAC. As a result, in 
the MACD rule the technical trading indicator is computed as: 

 

MACD is most suited when the price trend often changes its direction (contrary 
to the signals we’ve seen so far). 

We employ 1 definition of MACD in our Dataset: 

MACD 50 200: MAC EMA 50 minus MAC EMA 200 (EMA Alpha = 0.095) 
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3.1.2 Volatility Forecast Generation 

There is evidence in financial literature [47] for a double relation between 
volatility and returns in equity markets. Longer-term fluctuations of volatility 
mostly reflect risk premiums and hence establish a positive relation to returns. 
Short-term swings in volatility often indicate news effects and shocks to leverage, 
causing to a negative volatility-return relation. While distinguishing the two is 
important for using volatility as a predictor of returns, there’s certainly some 
causality between these two phenomena. 

 

Figure 12: Interactions between return and volatility 

Therefore, as volatility forecast might be a useful tool to help predict future 
market states, we develop a simple forecasting model based on RiskMetrics [48]; 
precise volatility forecasts are out of scope for the purpose of this thesis 
therefore we employ a less-than state of the art model based on Exponentially 
Weighted Moving Average (EWMA) volatility estimates, applying a decaying 
factor of 0.91 as suggested in the RiskMetrics paper for weekly returns. 

We plot weekly volatility forecast and next week return in the chart below; 
nonetheless, rather than using the volatility forecast itself, we turn to changes 
in predicted volatility as our additional variable. 

 

 

Figure 13: lead return and volatility forecast  

3.1.3 Other Variables 

Autocorrelation in returns is a well-known stylized fact in financial time series 
[49] as shown by the autocorrelation and partial autocorrelation plots charted 
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below (ACF and PACF); therefore, on top of a volatility forecast variable, we add 
to our dataset lagged return classes for 1 day and 1 week. 

 

Figure 14: ACF and PACF for lag_weekly_ret 

 

3.1.4 Final Dataset and training setup 

The final dataset is comprised of 14 variables, and 23495 observations: 

 mom_121_rule 
 mom_61_rule  
 mom_1_rule 
 ma_200_cd_rule 
 ma_20_cd_rule  
 pma_20_rule 
 pma_100_rule 
 pma_200_rule  
 mac_3_10_rule  
 mac_50_200_rule 
 macd_50_200_rule  
 log_ret_class 
 lag_weekly_ret_class 
 ewma_var_ch 

After some data inspection the variable momentum_120_rule and 
momentum_1_rule were dropped as they are highly collinear (correlation .98) 
with pma_200_rule, the first, while multicollinear (correlation -1) with 
ma_20_cd_rule, the second.  

For an effective investment strategy to be deployed, several dimensions ought 
to be considered: the very aim of an investment strategy is to beat a benchmark, 
in this case the SP500 index; in our model this is done by buying and selling 
the index itself every time a trade signal is generated: buying and selling 
financial instruments carry a cost, which if done too frequently will erode the 
potential return generated by the strategy itself making it worthless.  

Moreover, as we highlighted in the section above, moving averages have a 
certain lag (i.e., for a SMA the higher the time window, the higher the lag) in 
picking up changes in market behaviour and are better suited for forecasting 
robust trends rather than sudden market corrections.  



 
 

24 
 

When taking these two considerations into account, becomes evident how, 
trying to forecast the 1-day ahead market sign becomes a futile exercise. We 
therefore rely on the 1-week ahead SP500 Index return sign, rolling daily as our 
target variable. By using it we are implicitly lowering the strategy turnover (high 
autocorrelation in the target variable allows for much less changes in the return 
sign), and enable the model to target a more stable, longer-term variable than 
daily.  

We show in the chart below the correlation matrix for our Dataset vs. the target 
class lead_weekly_ret_class (figure 15). 

 

Figure 15: Final Dataset correlogram 

By examining the correlogram we can appreciate several points:  

 Ewma_var_91 correlation to lead_weekly_ret_class is almost 0; this was 
not the case for the weekly lead return itself, somehow generating second 
guesses over the usefulness of our forecast volatility variable in the 
context of classification.    

 Ma_cd_20_rule and mom_1_rule show a correlation of -1 suggesting how 
the sign for those two strategies is always opposite (which isn’t the case 
for the reading itself). As discussed above, to avoid overcomplicating our 
dataset we decide to remove one of those. 

 Correlation with our target class doesn’t get above .06 for any of our 
dataset variables, suggesting weak linear causal relationships with 
future market sign. 

 The correlation sign for our variables vs. the target variable is what we 
expected from literature review. 
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Finally, we prepare the Dataset for the level 0 and level 1 classifiers training and 
testing. Level 0 classifiers are trained over 75% of the whole dataset in a 
randomized fashion (18433 observations) while level 0 testing is done on 20% 
of the whole dataset (4609 again randomized); it is important to note that level 
0 testing will then become level 1 training, while level 1 testing is done on the 
last 250 trading days, to be able to generate a “live” back test. It is trivial to 
highlight we have used the same observations for all the same-level classifiers. 

In the follow paragraph we will present each level 0 and level 1 classifier set up 
and briefly discuss additional modelling features. 

3.2 Single Classifiers 

In this section we will discuss results from the training of our level 0 classifiers; 
we will show how the learners were structured and trained while also providing 
some accuracy metrics. To the purpose of our model development our code was 
developed in Python 3 leveraging the Google Collab professional environment 
(GPU + High RAM), Tensorflow/Keras and scikit learn libraries [50]. 

3.2.1 Long Short-Term Memory 
 

We introduced Long Short-Term Memory models in the previous section and 
highlighted how this neural network architecture is ideally suited to handle time 
series. The peculiarity of this architecture requires input data to be in the three-
dimensional tensor format where each dimension corresponds to a model 
characteristic: 

Dataset Length (training or testing length, which corresponds to 18.433 and 
4.609 observations for our model) – Dataset time steps (length of the past 
observations LSTM will learn from at each observation; measures how far back 
will the LSTM go to learn historical relationships, 200 observations in our case) 
– Dataset number of variables (or 13 in our case). 

 

The network architecture leverages 3 hidden layers, with 100 neurons each. 

Besides setting our three-dimensional tensor size, we structured our model by 
making use of a couple of techniques to control for potential overfitting:  

 

 Dropout: Dropout is a regularization method that approximates training 
many neural networks with different architectures in parallel. During 
training, some number of layer outputs are randomly ignored or “dropped 
out.” This has the effect of making the layer look-like and be treated-like 
a layer with a different number of nodes and connectivity to the prior 
layer. In effect, each update to a layer during training is performed with 
a different “view” of the configured layer. Dropout simulates a sparse 
activation from a given layer, which interestingly, in turn, encourages the 
network to learn a sparse representation as a side-effect. Because the 
outputs of a layer under dropout are randomly subsampled, it has the 
effect of reducing the capacity or thinning the network during training. 
As such, a wider network, e.g., more nodes, may be required when using 
dropout. We set Dropout ratio as 0.3 

 Early Stopping: A major challenge in training neural networks is how 
long to train them. When training a large network, there will be a point 
during training when the model will stop generalizing and start learning 
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the statistical noise in the training dataset. A solution for this problem is 
early stopping. During training, the model is evaluated on a holdout 
validation dataset after each epoch. If the performance of the model on 
the validation dataset starts to degrade (e.g. loss begins to increase or 
accuracy begins to decrease), then the training process is stopped. This 
procedure is perhaps one of the oldest and most widely used forms of 
neural network regularization. We set our threshold as 5 iterations. 

 

Finally, as we’re dealing with a classification problem, we set the loss function 
as binary cross entropy; we leverage the “adam” optimization algorithm as it is 
thought to be the best solution to train deep neural networks and is constantly 
updated by the academic community [51]. 

Below we show the python cell with the detailed LSTM architecture while in the 
chart after it we highlight train and test losses for increasing epochs. 

 

 

 
Figure 16: LSTM Loss Curves 

It is interesting to note how the training loss is probably overfitting, mostly since 
by randomizing train and test we’re allowing the algorithm to learn “correlated” 
observations, therefore implicitly giving the algorithm hints on unknown 
observation still present in the dataset. Whereas this can be a problem during 
model training, we run a “live” back test by looking at consecutive observation 
never seen by the algorithm as final evaluation metric. 

 

We report both the confusion matrix and the classification report for the testing 
dataset. Accuracy looks quite high as there might be some type of look-ahead 
bias in this phase of the training process; we still retain the model as level 0 
classifier as we will evaluate our final model based on “live” data. As we 
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discussed in a previous paragraph we’re extremely interested in correctly 
classified “market down” instances since our model will be used as a risk 
management tool; both precision and recall are of interest for us signalling good 
result for this level 0 classifier. 

 0 1 

0 1300 770 

1 483 2056 
Figure 17: LSTM Confusion Matrix 

 

 
Figure 18: LSTM Classification Report 

3.2.2 Multi-Layer Perceptron 
 
We presented MLP in section 2 and discussed how might be useful for 
applications in finance. As a second, level 0 classifier we fit a 4 hidden layers 
MLP with 100 neurons each. Our network has more than 3 hidden layers, 
therefore it can be classified as a Deep Neural Network and exposed to the 
vanishing/exploding gradient problem. For this reason, we employ Rectified 
Linear Unit. (ReLU) as activation function for all the hidden layers in our 
network; this is a piecewise linear function that will output the input directly if 
it is positive, otherwise, it will output zero. It has become the default activation 
function for many types of neural networks because a model that uses it is 
easier to train and often achieves better performance. 

It overcomes limitations of Sigmoid and Tanh activation functions which can 
“saturate” or become insensitive to changes when far away from the function 
mid-point. 

Finally, we maintain the tools we employed for the LSTM classifier such as 
Dropout and Early Stopping; the loss function and the optimizer we used were 
also the same. 

 



 
 

28 
 

 
 

We plot in Figure 19 the loss curves for our train and test Datasets. 

 

 
Figure 19: MLP Loss Curve 

 

Results for this classifier are less promising than LSTM even though accuracy 
is higher than a naïve method. We want to stress again that, a strategy such as 
this can still be profitable even with an accuracy equal or slightly lower than a 
naïve method as another important aspect to consider is the magnitude of the 
market move and therefore the profit or loss generated by classifying the move. 
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  0 1 

0 32 2038 

1 15 2524 
Figure 20: MLP Confusion Matrix 

Whereas recall for negative instances is low, the model achieves an accuracy of 
61% as highlighted in the classification report below. 

 

 
Figure 21: MLP Classification Report 

3.2.3 Random Forest Classification Tree 
 
Random Forest level 0 classifier is implemented via scikit learn. We presented 
Random Forest in the second paragraph: it is an ensemble of decision tree 
algorithms. Unlike normal decision tree models, such as classification and 
regression trees (CART), trees used in the ensemble are unpruned, making them 
slightly overfit to the training dataset. This is desirable as it helps to make each 
tree more different and have less correlated predictions or prediction errors. As 
we’re dealing with a classification problem Prediction is the majority vote class 
label predicted across the decision trees. 

Randomness is used in the construction of the model. This means that each 
time the algorithm is run on the same data, it will produce a slightly different 
model. The scikit learn library allows to control several hyperparameters such 
as: 

 Number of estimators: we fix it at 100 
 Split criterion: we use Gini impurity 
 Maximum tree depth: we allow for arbitrary depth 
 Minimum split samples: we fix it at 2 

 

Results for this classifier are highlighted below; this level ‘s classifier doesn’t 
achieve high accuracy, even though is able to predict positive instances better 
than a naïve method. We keep this classifier and will use it as input for our level 
1 algorithm as we believe it can allow for diversity in the learning algorithm. 

 

 

 



 
 

30 
 

 

  0 1 

0 927 1143 

1 1072 1467 
Figure 22:Random Forest Confusion Matrix 

 

 
Figure 23: Random Forest Classification Report 

3.2.4 AdaBoost 
 
Another ensemble method, AdaBoost is one of the first implementations of 
boosting. AdaBoost combines the predictions from short one-level decision trees, 
called decision stumps, although other algorithms can also be used. Decision 
stump algorithms are used as the AdaBoost algorithm seeks to use many weak 
models and correct their predictions by adding additional weak models. The 
algorithm was developed for classification and involves combining the 
predictions made by all decision trees in the ensemble. Scikit learn AdaBoost 
implementation allows for hyperparameter control such as:  

 Base estimator: we maintain standard Decision Tree Classifier as base 
estimator. 

 Number of estimators: number of estimators at which boosting is 
terminated; we keep default setting of 50. 

 Learning rate: weight applied to each classifier at each iteration. A higher 
rate increases the contribution of each classifier. We set the learning rate 
as 0.1 as suggested in [52]. 
 

By inspecting the Classification report we notice this level 0 classifier achieves 
similar accuracy results to Random Forest; this is somewhat expected mostly 
as these two ensembles try to solve very similar problems and both use 
classification trees as base classifiers (even though Random Forest is deployed 
in parallel while AdaBoost employs a sequential method).  

  0 1 
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0 58 2012 

1 66 2473 
Figure 24: AdaBoost Confusion Matrix 

 

The differences in the two algorithm’s approaches can be appreciated more if 
examining the confusion matrix. Differences are material when looking at recall: 
while Random Forest predictions are more balanced, AdaBoost does seem to 
achieve a slightly higher of correctly classified instances, even if almost entirely 
for the “market up” class which coincidentally is also the most frequent class in 
the Dataset. 

 

 
Figure 25: AdaBoost Classification Report 

3.2.5 Support Vector Machines 
 
We leverage scikit learn implementation of Support Vector Classifiers (SVC); 
following previous paragraphs we acknowledge how financial time series tend 
not to have linearly separable hyperplanes and therefore employ Nu-Support 
Vector Classification along with a polynomial kernel. Results for our effort are 
highlighted in the tables below. 

 

  0 1 

0 1009 1061 

1 1199 1340 
Figure 26: SVC Confusion Matrix 
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Figure 27: Classification Report 

The classifier would seem to produce similar results in terms of accuracy and 
classification distribution to Random Forest. We still retain the classifier as we 
expect this can be provide uncorrelated, even if weak predictions to use as input 
for our stacking algorithm. 

 

3.2.6 Logistic Regression 
 
We finally train Logistic Regression on our Dataset. As expected, results come 
out as quite poor with our classifier not able to achieve even a 50% accuracy 
while being dominated by all other techniques in terms of performance. As a 
modelling choice we train an implementation of Logistic Regression able to 
downweigh redundant variable (i.e., L2 Penalization Regression) to try and 
counter potential collinearity problems, which for regression techniques can 
impact results (theoretically speaking forecasting accuracy shouldn’t be 
impacted by collinearity but by taking care of this problem our model would 
achieve more stable results out of sample). 

  0 1 

0 9 2061 

1 25 2514 
Figure 28: Logistic Regression Confusion Matrix 

 

 

 
Figure 29: Logistic Regression Classification Report 

 
We conclude this paragraph highlighting how Artificial Intelligence algorithms 
do seem to outperform both classical machine learning techniques and 
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classification ensembles. A hint might come from potential in sample look-
ahead bias in the training set, from the fact that Artificial Neural Networks are 
able to unveil more subtle relationship in data and in the fact that, at the 
current stage the Dataset used to train the model doesn’t seem to have any 
strong causal relationship with our target variable. 

 

3.3 Stacking Ensemble 
 
After generating a set of level 0 classifier we then move to training our stacking 
ensemble algorithm. We do retain all models for this purpose as we leverage a 
Deep Neural Network architecture for this purpose which, by construction 
should be able to pick the best predictor according to data rather than using 
Majority voting which instead would be penalized by having poor classifiers. 

We pick three different stacking methodologies and train our level 1 classifiers 
on the second partition of our dataset (which we used for validation at level 0); 
at this stage we deploy the new level 1 classifier by testing it on an out of sample, 
“live” time series of level 0 classifiers covering the last year’s of trading for the 
SP 500 index. 

We highlight our “live” or testing dataset level 0 classification predictions in the 
correlation matrix below. It is trivial to note how, at this stage our classification 
dataset doesn’t comprise of technical indicators anymore but uses predictions 
for the class variable return generated training the 6 level 0 classifiers.  

 
Figure 30: Level 1 Correlation Matrix 

We observe how: 

 

 MLP and Logistic Regression classify everything as “market up” in the 
“live” set and therefore can’t account for a correlation coefficient with 
other variables. 

 AdaBoost is highly collinear to Gradient Boosting (this level 0 classifier 
has not been used in the set and is reported here for educational 
purposes only) which seem intuitive as the algorithms employ very 
similar approaches.  
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 While accuracy metrics for Random Forest and AdaBoost did look 
extremely similar on the previous dataset partitions, they are providing 
slightly negatively correlated predictions and therefore seem good 
candidates as input for our ensemble algorithm. 
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4 Results and conclusions 
 

We produce our stacking ensemble classifier by training a Deep Neural Network 
on level 0 predictions for the “live” partition of our Dataset; we structure it as a 
5 hidden layers network and 100 neurons with all layers having a ReLU 
activation function. For benchmarking purposes, we compare our Deep 
Learning Ensemble performance with two other ensembles generated via 
AdaBoost and Logistic Regression. Finally, we back test our classifier against a 
naïve buy-and-hold. 

As highlighted below by the network’s training and testing losses the algorithm 
doesn’t seem to be improving when increasing the epoch. Accuracy for testing 
does remain stable during the training process which would suggest our 
algorithm isn’t learning how to generalise for the Dataset partition we’ve been 
using. 

 

 
Figure 31: Deep Neural Network Losses 
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We report the “live” confusion matrix below, while also reporting statistics for 
both Neural Network performance and for the two alternative methodologies we 
employed as benchmark. 

 

  0 1 

0 52 60 

1 51 91 
Figure 32: Neural Network Ensemble Confusion Matrix 

We first notice how the algorithm has a quite low accuracy for negative instances 
or “market down”; this isn’t inherently a problem as we would need to know the 
magnitude of the moves forecasted to understand whether the algorithm is able 
to outperform or not. We also notice how, from the table below we can see all 
three algorithms are yielding the same results (as they also have the same 
confusion matrices). This result is unexpected, as we would have thought a 
Deep Learning Neural Network would have outperformed less sophisticated 
techniques. 
 

  Precision LSTM AdaBoost Log. Reg.   
  Positive  0.5 0.5 0.5   
  Negative 0.6 0.6 0.6   
  Accuracy 0.55 0.55 0.55   
            
  Recall LSTM AdaBoost Log. Reg.   
  Positive 0.46 0.46 0.46   

  Negative 0.64 0.64 0.64   
  Accuracy 0.55 0.55 0.55   
            

Table 1: Performance Statistics 

The next step in the analysis is to back test our model. To do this we develop 
four strategies and compare cumulative returns for them over the past year (254 
trading days). 

 

 Naïve: we look at the cumulative return of the SP500 Index; this would 
represent an investor buying the index in  and keeping it for the whole 
period. 
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 Stacked: we multiply our Ensemble’s prediction by tomorrow’s Index 
returns and compute cumulative performance for that. This would 
represent an investor dynamically changing allocation between the Index 
and Cash according to the model prediction. 

 Stacked_ls: we modify our Ensemble’s prediction by changing 0 into -1 
and multiply our Ensemble’s prediction by tomorrows Index returns. This 
strategy represents an investor which dynamically change its positioning 
between going 100% Long and 100% short the index (via selling index 
futures) according to our Ensemble’s prediction. 

 Lstm: we multiply our level 0 LSTM prediction by tomorrow’s Index 
returns and compute cumulative performance for that. This would 
represent an investor dynamically changing allocation between the Index 
and Cash according to the level 0 best performing model. 
 

We report back testing results for the four strategies in Figure 33 and comment 
results. As highlighted, we find evidence of outperformance for the classification 
models over the “live” testing period, with Stacked_ls generating the highest 
return. 

Our stacking ensemble doesn’t seem to provide any additional predicting power 
compared to the level 0 naïve LSTM model for the “live” testing period; it would 
seem the Deep Learning Neural Network is allocating 100% of the weight to the 
LSTM classifier, completely discarding others. 

The long-only (Stacked) strategy does seem to provide downside protection from 
market drawdowns: we find evidence of the classifier correctly predicting at least 
four drawdown episodes, As highlighted by the red circles below. This makes 
the strategy suited for at least risk management purposes. 

The long-short (Stacked_ls) strategy, while providing the highest return of the 
group it also showcases the biggest fluctuation in terms of return volatility. 

Finally, predictions would seem to struggle during periods of up trending 
markets, mostly since they might misclassify a trend, but then provide higher 
returns during periods of market stress, correctly forecasting material 
drawdowns. 

 

 
Figure 33: Strategy Back Test Results 

We provide more colour around our back test results by computing return and 
risk statistics for the three strategies in Table 2. 
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  Cum. Ret. Volatility Sharpe Ratio Max. 
Drawdown 

Naive -2% 14.20% -0.14 -14% 
Stacked 
(LSTM) 

7.20% 11.04% 0.65 -9.5% 

Stacked_ls 15.10% 14.20% 1.06 -13% 
Table 2: Performance Statistics 

 

As Expected, Stacked shows the lowest volatility in the set as allocating to cash 
(which is a risk-free asset) will by definition decrease the overall volatility; 
Stacked_ls does report the highest Sharpe Ratio (defined as Annualized Return 
/ Annualized Risk, where risk is the equally weighted daily standard deviation 
annualized) while the Naïve strategy showcases the highest Maximum 
Drawdown. 

 

This set of results is somewhat consistent throughout different randomized 
permutation of the train-test split (we run the same model changing the Seed to 
verify whether the result was to be considered a corner case) and is probably 
highly dependent on the specific “live” set we have been using for back testing 
the strategy. 

Artificial Neural Networks, and specifically Long Short-Term Models are very 
powerful tools for unveiling hidden relationships in data and have become a go-
to technique for applications in finance and asset management.  

There seem to be a big gap between practitioners and academics, where the first 
have been leveraging these types of models for at least a decade, while the same 
can’t be said for papers on the subject which are few and tend to be quite more 
recent. 

When looking at the portfolio of available techniques even less research has 
been done on the use of ensembles for regression or classification problems in 
finance.  

Trying to bridge this gap and contribute to the field we develop a Deep Learning 
stacking ensemble model to classify the sign of the future SP500 Index return; 
we do that by leveraging a heterogeneous set of classifiers and a proprietary 
dataset based on trend following technical analysis indicators. 

When back testing our model, we find evidence of outperformance for both the 
Stacked and Stacked_ls strategies while noting how the stacking ensemble 
algorithm isn’t adding any value as is relying entirely on the prediction coming 
from the LSTM classifier. 

Reasons for this might be researched in the quality of the dataset, as variables 
do seem to have little causal relationships with the target variable and therefore 
more classic machine learning techniques struggle more in learn useful features. 

Nonetheless, when considering the LSTM classifier, we find both higher return 
and higher Sharpe Ratio for the two strategies generated with the predictions; 
both strategies also exhibit lower Drawdown compared to the Naïve buy-and-
hold for the period we studied. 
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While machine learning algorithms used as ensemble methods don’t seem to 
yield to any better result compared to LSTMs for the dataset at hand more 
research needs to be done to focus on the following topics: 

 Enhance the Dataset by incorporating other relevant variables which 
were currently unavailable at the time the model was developed (e.g., 
daily volumes, concentration metrics and index valuations). 

 Modifying the train-test-validation split by adding more “live” partitions, 
leveraging the expanding window method. 

 Training homogeneous classifiers at level 0: as we saw how LSTM can be 
an effective prediction technique, training different flavours of this very 
same classifier might yield in better model performance. 

 Enhancing the trading strategy by making use of actual probabilities 
rather than binary classes: model probabilities can be effectively 
employed by creating “overrides” if the probability of a change of state 
doesn’t pass a threshold, this way allowing for lower turnover while trying 
to increase performance. 
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