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Resumen 
Las criptomonedas son cada vez más importantes en el mundo moderno, por lo que, si se 
quiere que sean un método de pago global, se necesita que funcionen rápidamente a escala 
planetaria. 

HotStuff es una biblioteca de replicación de máquinas de estado BFT adecuada para 
construir criptomonedas de consenso híbrido. Cuando se ejecuta en un escenario en el 
que las diferentes máquinas están dentro del mismo centro de datos se obtiene un buen 
rendimiento. Sin embargo, cuando se ejecuta en un escenario en el que las diferentes 
máquinas están repartidas por todo el mundo, el rendimiento empeora considerablemente. 

Si se siguen los métodos habituales para hacer que una aplicación funcione a escala 
planetaria, el primer método que deberíamos aplicar es aumentar el tamaño de la ventana 
TCP. Un segundo enfoque habitual para este problema es utilizar varios sockets TCP por 
cada par de nodos de la red. Sin embargo, ninguno de estos métodos funciona en HotStuff, 
ya que el algoritmo de consenso utiliza un lote de transacciones que es mucho menor que 
la ventana TCP. Por lo tanto, para resolver este problema, este estudio propone sustituir 
estos lotes de transacciones por un streaming. 

En esta solución, hay una red diferente para el streaming de transacciones. Cuando un 
nodo recibe una solicitud, utiliza esta nueva red para enviarla. A través de esta nueva red, 
el nodo también recibirá mensajes periódicos de acuse de recibo de los otros nodos con 
el número de transacciones recibidas. Una vez que el líder decida que es el momento 
adecuado para hacer un consenso, enviará un mensaje de propuesta por la red principal 
con un número entero que se calcula como el mínimo de las n-t réplicas más rápidas.  
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Abstract 
Cryptocurrencies are becoming more and more important in the modern world, so if we 
want this to be a global payment method, we need to have them work fast at a planet-
scale level. 

HotStuff is a BFT state machine replication library suitable for building hybrid consensus 
cryptocurrencies. When we run it in a scenario where the different machines are within 
the same data center it performs well. However, when we run it in a scenario where the 
different machines are spread around the world, performance worsens considerably. 

If we follow the usual methods to make an application work on a planetary scale, the first 
method we should apply is to increase the TCP window size. A second common approach 
to this problem is to use several TCP sockets for each pair of nodes in the network. How-
ever, neither of these methods works in HotStuff, since the consensus algorithm uses a 
batch of transactions that is much smaller than the TCP window. Therefore, to solve this 
problem, this study proposes to replace these batches of transactions with streaming. 

In this solution, there is a different network for transaction streaming. When a node re-
ceives a request, it uses this new network to send it. Through this new network, the node 
will also receive periodic acknowledgment messages from the other nodes with the num-
ber of transactions received. Once the leader decides that it is the right time to make a 
consensus, it will send a proposal message over the main network with an integer that is 
computed as the minimum of the n-t fastest replicas. 
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1 Introduction 
 

1.1 Motivation 
Over the last few years, cryptocurrencies have become more and more important. Their 
main advantage is that transactions are fast, digital, secure, and worldwide. For this 
discussion, these are cryptocurrencies with smart contracts, which means that at a given 
point in time the network participants need to agree on the state of their public ledger 
using a consensus algorithm. 

If we want cryptocurrencies to be a global payment method, we need to have them work 
fast at a planet-scale level, which means we need high throughputs like 100.000 
transactions per second. Therefore, the main goal of this project is to take an existing 
system (HotStuff)  and make it run efficiently on a planet scale. 

 

1.1 Goals 
1. Demonstrate that by default HotStuff is not efficient at a planet-scale level. 

2. Use common approaches to make an application efficient at the planet scale level. 

3. Develop my own solution to make HotStuff efficient at a planet-scale level. 

4. Implement a prototype to prove that the solution would work in the real HotStuff. 
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2 State of the art 
 

2.1 HotStuff  
During this project, we have worked with the C++ code that can be found on the reposi-
tory on GitHub under the name libhotstuff: https://github.com/hot-stuff/libhotstuff 

This repository provides a general-purpose byzantine fault tolerance state machine repli-
cation library suitable for building hybrid consensus cryptocurrencies. 

Features: 

 Simplicity. 

 Modular design. The code is well modularized so that a developer can use ab-
straction from the lowest level (core protocol logic) to the highest level (state ma-
chine replication service with network implementation) in their application or 
override the detailed behavior to customize the consensus part. 

 Liveness property is separated from safety property. A developer can imple-
ment his own liveness algorithm by changing the “PaceMaker” and the safety 
property will always be intact. 

 Favorable to blockchain systems. A PaceMaker can potentially be Proof of 
Work based, which makes it easier to build a hybrid consensus system or use it at 
the core of some cryptocurrencies. 

 Minimal. The project aims to keep the code base small and implement just the 
basic functionality of state machine replication, which is to deliver a consistent 
command sequence to the library user. 
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2.2 State machine replication
The state machine replication or SMR approach is a general method for implementing a 
fault-tolerant service by replicating the servers and coordinating the client interactions 
with these server replicas.

A state machine stores the state of the system at any point. It gets a set of inputs (normally 
called commands) and after applying them in a sequential order using a transaction func-
tion it generates an output and an update of the state.

The state machine in cryptocurrencies is their public ledger. The state consists of the set 
of public keys along with the associated amount of cryptocurrency. The input (or com-
mand) is a transaction between two participants in the network. And the transition func-
tion to apply is a function that determines whether a transaction is valid.

2.3 Byzantine fault tolerance
The Byzantine fault tolerance or BFT feature aims to reach a consensus even when some 
of the nodes in the network fail.

The term comes from an imaginary situation called the Byzantine Generals Problem:
Each general has an army and a location surrounding a fortification, and they must decide 
as a group to attack or retreat. If they all make the same decision, they are successful. 
However, if a miscommunication or disloyalty is causing some generals to attack while 
others retreat, they lose.

Figure 1: The Byzantine Generals Problem [online] Available at: 
<https://en.wikipedia.org/wiki/Byzantine_fault> [Accessed 12 June 2022].
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In a computer system that has several nodes, each node can be considered a general, and 
the system’s Byzantine Fault Tolerance refers to whether it can keep working even when 
some nodes crash or intentionally try to mislead it. 

Decentralized cryptocurrencies are distributed computer systems: their networks are 
formed by individual nodes operated by independent people or organizations that com-
pete to process transactions and add them to the blockchain. These nodes are independent 
of each other or any central authority, therefore it is impossible to surely know which 
nodes are giving faulty information about transactions, by accident or maliciously.  
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3 Development 
Throughout this chapter, the steps followed during the development of the project are 
detailed. The first step was to demonstrate that HotStuff was not efficient at the planetary 
level by default. Then, the usual methods for making an application efficient on a 
planetary scale were followed. And finally, a new solution was implemented. 

 

3.1 Demonstration that HotStuff is not efficient at 
a planet-scale level by default 

As mentioned before, the first step in this project was to show that by default HotStuff is 
not efficient on a planet scale. 

We first ran it in a scenario where the different machines were inside the same data center 
using AWS servers (EC2). We had 4 different machines (1 leader and 3 replicas) and a 
TCP window size of 16384 bytes. In specific, the experiment was run in Europe 
(Frankfurt) requesting 5 spot instances (1 client and 4 replicas) with Ubuntu Server 20.04 
LTS of size c5.xlarge. 

Specifications for the size c5.xlarge are:    

- Virtual CPU: 4 

- Memory: 8 GiB 

- Storage: EBS-only 

- Dedicated EBS Bandwidth: Up to 3,500 Mbps 

- Network Performance: Up to 10 Gbps 
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After the experiment, we saw that the bandwidth and roundtrip between the machines led 
to a good performance of HotStuff with a low latency of 0,008 milliseconds and a very 
high throughput. Which is a really good performance for this system considering that we 
used the default settings in which the batches are forced small because it is what a regular 
user will use. If the initial settings for the system are changed, throughput can reach up to 
100.000 transactions per second. 

Table 1 shows a summary of the obtained results. 

 

Average roundtrip (usec) 1832 

Average bandwidth (MB/s) 598,54 

Latency (ms) 0,008 

Throughput (transactions/s) 477,389 

Table 1: Results for HotStuff at a datacentre scale 

 

However, cryptocurrencies usually work in planet-scale scenarios where the different 
machines are spread around the world, therefore the next experiment was to run HotStuff 
in the planet-scale scenario with machines in: 

- Europe (Frankfurt): eu-central-1 

- EE.UU East (North of Virginia): us-east-1 

- Africa (Cape Town): af-south-1 

- Asia Pacific (Tokyo): ap-northeast-1 

- Middle East (Bahrain): me-south-1 

For this experiment, we use the same type of instances in AWS (c5.xlarge), 4 different 
machines (1 leader and 3 replicas), one client in Frankfurt, and a TCP window size of 
16384 bytes. 

After running it, we saw that the performance got worse: the bandwidth and roundtrip 
between the different machines led to much higher latency of 0,316 milliseconds and 
lower throughput. 

Table 2 shows a summary of the obtained results. 
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Average roundtrip (usec) 200862,6

Average bandwidth (MB/s) 0,316

Latency (ms) 0,823

Throughput (transactions/s) 4

Table 2: Results for HotStuff at a planet-scale

Therefore, these results demonstrated that the initial hypothesis of HotStuff not being 
efficient at a planet-scale level was correct. More detailed results can be found in the 
appendices of this study.

The reason behind this phenomenon is that in the datacentre-scale scenario there are small 
roundtrip times and so there can be a lot of exchanged messages in the system. But in the 
planet-scale scenario, there is a much higher roundtrip time (as can be seen in Table 1
and Table 2) and therefore we have lower bandwidth.

A visual representation of this phenomenon can be seen in Figure 2.

Figure 2: The planet-scale problem
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3.2 Common existing solutions
A simple search on the internet would present different approaches to make an application 
work at a planet-scale level. Therefore, our next step was to try and implement these 
proposed solutions on HotStuff.

3.2.1 Increase TCP window size

The first approach recommended when making applications work at a planet-scale level 
is to increase the TCP window size.

The TCP window is a receive buffer for incoming data that has not been processed yet by 
the application. This buffer is limited, and given a certain node that is transmitting the 
messages it will have to get blocked at some point to wait for the acknowledgment of the 
remote node.

This performance-limiting phenomenon is known as head-of-line blocking and by 
increasing the size of the buffer, we expect to reduce the amount of time wasted waiting 
for the acknowledgments and therefore get higher bandwidth and lower roundtrip.

In Figure 3 we can see an example of the propagation diagram in the planet-scale scenario 
if we had a window size of three.

Figure 3: Propagation diagram with a TCP window size of three
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3.2.2 Use several TCP sockets per connection

A usual second approach for this problem is to use several TCP sockets per pair of nodes 
in the network. Split the packet into several chunks and send them in parallel to reduce 
the effects of the head-of-line blocking phenomenon.

This approach is essentially the same thing as the previous one. When we have a number 
n of TCP sockets with a sending window of b bytes, they behave almost as if they were a 
single TCP socket with a sending window of n*b bytes. We can see this illustrated in 
Figure 4.

Figure 4: TCP window size vs number of TCP sockets
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3.3 The problem for the existing solutions:  
batching

However, none of these approaches worked on HotStuff as the consensus algorithm uses 
a batch of transactions on top that is much lower than the TCP window, and therefore any 
changes made to either the TCP window or the number of TCP sockets, have no 
significant improvement on the system.

In the Appendices chapter, we can see some of the results that we had trying the proposed 
solutions, and we can see how they did not cause any significant change in the 
performance of the system: latency and throughput were always similar.

Figure 5: Propagation diagram with batching

Batching is a common practice in distributed computing when sending messages. Big 
batches are normally used to maximize the input, but finding a good batch size is very 
difficult, i.e., if the batch is too large you will increase the latency a lot because a request 
may stay too long in the main pool before being sent.
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In Figure 6 we can see the scenario illustrated.

Figure 6: Propagation diagram with batching

Having this in mind, a naive first solution could be to use larger batches of transactions 
but still, we would have to spend a large amount of time waiting for the acknowledgments 
in the consensus algorithm where nothing happens. Meaning that the bandwidth is being 
wasted. In Figure 7 we can see an illustration representing the problem.
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Figure 7: Use of bandwidth in the original HotStuff

3.4 My contribution: streaming instead of 
batching

In this subchapter of the development, we will detail the proposed solution to make a 
system like HotStuff efficient at a planetary scale.

3.4.1 Motivation

Given that the original version of HotStuff completely wastes bandwidth waiting for the 
proposal acknowledgments, one approach that might work to make it more efficient 
would be to use those periods to send transactions.

As you can see in Figure 8, in this solution whenever we have a new request for a 
transaction, it is immediately sent to the replicas. This behavior makes use of the 
bandwidth while waiting for the proposal.
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Figure 8: Propagation diagram with streaming

3.4.2 Implementation

In this solution for the example (Figure 9) we have three machines (one leader and two 
replicas).

We have a different network for the streaming of transactions so that a proposal message 
doesn’t get behind the queue.

As soon as a node gets a request it uses this new network to send it, removing the times 
when nothing was happening because the node was waiting for the acknowledgment of a 
proposal.

Through this new network, the node will also receive periodic acknowledgment messages 
from the other nodes with the number of transactions received. This means that these 
acknowledgments are for several stream requests.
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Finally, once the leader decides it is the right time to do a consensus, it will send a 
proposal message with the minimum stored number of transactions that each replica 
received.

Therefore, instead of sending the requests it only sends one integer, which is computed 
as the minimum of the n – t fastest replicas. This is because we assume that we are not in 
an ideal scenario therefore t replicas might have crashed and never reply.

Figure 9: Implementation of the streamed version of HotStuff

Theoretically, the only changes that have to be made on the original code are in the initial 
broadcast and it could be done for any algorithm that has a big broadcast inside.
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3.4.3 Prototype with salticidae 

Implementing the solution in HotStuff is still a work in progress. Nevertheless, we did 
some preliminary tests on salticidae which is the asynchronous network library used in 
HotStuff to prove that the solution was enough. The repository on GitHub with this 
prototype can be found at https://github.com/sansive/salticidae 

Salticidae is an open-source minimal C++ asynchronous network library. It is used by 
HotStuff to implement the network and so we were able to build a prototype of HotStuff 
with it. 

This prototype only simulates the broadcast of a proposal by the leader as it is the part of 
the algorithm that is inefficient. 

To simulate the behavior of HotStuff, the program starts 4 nodes in a peer-to-peer (P2P) 
network with salticidae and makes one of them, the leader, generate the client transactions 
automatically. 

 

3.4.3.1 Exchanged messages 

In the default version of HotStuff, these are the following messages exchanged by the 
peers in the broadcast proposal: 

 Proposal: block of transactions proposed to add to the chain of blocks 

 Vote: node’s answer accepting or rejecting the proposal 

For our streamed version of HotStuff we want to implement the following messages: 

 Transaction (command) 

 Acknowledgment of received transactions 

 Proposal: block with the number of transactions proposed 

 Vote: node’s answer accepting or rejecting the proposal 

 

3.4.3.2 Networks 

If we keep sending all the messages through the same network, a proposal message can 
stay too long in the queue. An optimal solution sends this proposal message whenever it 
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is possible. Therefore, there was a need to create a second network to send some of the 
messages.

The first network, called the background network, is in charge of the streaming and 
sends the following messages:

Transaction

Acknowledgment of received transactions

The second network, called the foreground network, is in charge of the proposal step 
and sends the following messages:

Proposal: block with the number of transactions proposed

Vote: node’s answer accepting or rejecting the proposal

Now the use of bandwidth for the two networks can be illustrated like in Figure 10.

Figure 10: Use of bandwidth in the streamed version of HotStuff
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3.4.3.3 Micro-batching

Because the sockets in salticidae are not configured to do any additional buffering, in this 
prototype we also implemented a "micro-batching" for the stream of transactions to 
reduce the overhead when sending the transactions one by one.

Although it might seem otherwise, this “micro-batching” is not the same thing as the 
regular batch for two reasons:

1. The micro-batch is way smaller than the proposal batch.

2. You can still stream micro-batches without waiting for any answer, whereas in the 
original version, the leader had to wait for the proposal's votes.

3.4.3.4 Results

After implementing the prototype, we found out that our hypothesis was correct: by 
replacing this batched broadcast with streaming, we reduce the time wasted waiting for 
the acknowledgments of a proposal and therefore we get better performance. As you can 
see in Figure 11, we got three times better performance than the default behavior for 
a simulated network with 4 nodes and a latency of 500 ms.

Figure 11: Results for the prototype in salticidae
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To test the different versions of this prototype with a simulated network latency of 500 
ms we used the following commands in the root folder: 
 
 
$~  sudo tc qdisc add dev lo root netem delay 500ms 
$~  ./check.sh 
$~  sudo tc qdisc delete dev lo root 
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4 Results and conclusions 
Although the project has been finished, a final version of HotStuff with streaming 
transactions is not yet available due to time constraints. This work is intended to help 
future researchers in the task of making a more efficient consensus algorithm on a 
planetary scale and several conclusions can be drawn from the obtained results. 

 

4.1 Main points 
After carrying out the different experiments, two important points can be highlighted: 

 Usual methods to make an application work efficiently at a planet-scale do 
not work on consensus algorithms because of the batching. 

To recapitulate a little, the default solution implemented in HotStuff has a bad 
performance with high latency and low throughput. Increasing the TCP window 
size or using several TCP sockets per connection would only work for the 
transmission of transactions and not the consensus because of the batch. Using a 
large batch of transactions can’t work in the consensus algorithm because we still 
have to wait for the broadcast proposal, so we get a decent throughput but a bad 
latency. This leaves us with one solution with low latency and high throughput, 
which is using streaming instead of batching. 
 

Classic TCP window TCP sockets Large batch Streaming 
High latency 
Low throughput 

Does not work because of the 
use of batches 

Better throughput 
Still high latency 

Low latency 
High throughput 

Table 3: Comparative between the proposed solutions 
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 A possible working solution to this problem would be to replace the batching 
of transactions with streaming. 

This could be done for any algorithm that uses a broadcast inside. 

 

4.2 Review of goals 
 Demonstrate that by default HotStuff is not efficient at a planet-scale level. 

Done. Detailed in the subchapter “3.1 Demonstration that HotStuff is not efficient 
at a planet-scale level by default” in the chapter “3 Development”. 

 Use common approaches to make an application efficient at the planet scale 
level. 

Done. Detailed in the subchapter “3.2 Common existing solutions” in the chapter 
“3 Development”. 

 Develop my own solution to make HotStuff efficient at a planet-scale level. 

Done. Detailed in the subchapter “3.4.2 Implementation” inside “3.4 My 
contribution: streaming instead of batching” in the chapter “3 Development”. 

 Implement a prototype to prove that the solution would work in the real 
HotStuff. 

Done. Detailed in the subchapter “3.4.3 Prototype with salticidae” inside “3.4 My 
contribution: streaming instead of batching” in the chapter “3 Development”. 

 

4.3 Found problems 
Although theoretically, the only changes that have to be made in the original code of 
HotStuff are in the initial broadcast, changing this batching of transactions for streaming 
is not an easy task in practice because we also have to keep certain properties about 
distributed systems like the liveness ones. 

The liveness properties require a system to always progress even though its concurrently 
executing components may have to switch in critical sections. 
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4.4 Future work 
As the results given in this study are from the prototype built with salticidae, the next 
natural step is to implement this solution into the real HotStuff. 

However, keep in mind that results with the prototype in salticidae are proof enough that 
this approach would work because this library is essentially the same thing as HotStuff 
but without the consensus algorithm. 

  



 
 

22 
 

   

 

5 Impact analysis 
Due to the rise of distributed computing, consensus algorithms are increasingly used. One 
of the most well-known uses of these algorithms is in cryptocurrencies, which make more 
sense on a planetary level. 

 

5.1 Social impact 
Social impact can have several definitions. But for this project, it means any significant 
change in the individuals, families, or communities due to the results of this study. 

 

1.1.1 Collaboration in an open-source project 

HotStuff is an open-source library and by contributing to this project is expected to: 

1. Help future developers in the task of implementing more efficient consensus 
algorithms at a planet-scale level. 

2. Help the developers of the library code. 

 

1.1.2 The blockchain technology 

If we want to enjoy all the benefits that blockchain technology can offer us, we first need 
them to work fast and efficiently at a planet-scale level. And this study aims to facilitate 
the implementation of this technology at such scales. 

Some of these benefits are: 
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 Transparency  

 Supply chain management  

 Digital identity  

 Personal data protection  

 Legitimacy  

 Compliance  

 Trust  

 

 

1.2 Economic impact  
Many experts predict that the use of blockchain technology on a planet scale can 
potentially unlock billions of dollars. In this subsection of the study, we will briefly 
explain the possible consequences that having an efficient algorithm at a planet-scale can 
have on job markets, unstable domestic currencies, individuals, and small businesses. 

 

1.2.1 On job markets 

The use of cryptocurrencies at a planet-scale can create a new industry dedicated to 
supervising all the cryptocurrency exchanges that take place. Some companies have 
already been developed to rely on trading as their source of income. 

 

5.1.1 On unstable domestic currencies 

Another advantage of cryptocurrencies is that they are completely decentralized. This 
property of them allows people living in countries with currency instability to trade freely 
across borders with people of more wealthy countries, creating a level of economic 
equality.  
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5.1.2 Through low transaction costs 

Since cryptocurrencies and blockchain are decentralized it does not require any 
investment into a physical property, which makes that the transaction costs for most 
cryptocurrency users are minimal to none. 

 

5.1.3 Through transparency  

For instance, in cryptocurrencies and blockchain systems in general, transactions are 
recorded on a ledger that can never be manipulated by individuals, companies, or 
governments. 

This fact not only brings power and freedom to the people but also reduces the risk of 
corruption and fraud. 

 

5.1.4 For entrepreneurs 

By definition an entrepreneur is a person who builds a business or more, taking on 
financial risks hoping for a profit. 

With a cryptocurrency as a global payment method, entrepreneurs will no longer be 
subject to a national market but to one that is international and does not have the 
inconvenience of exchange rates or international law. 

 

5.1.5 On small businesses 

Supporting small businesses is more important than before now that big companies are 
taking over several markets. 

The main reasons for small businesses to accept cryptocurrencies are: 

 Low transaction fees. Traditional forms of currency like credit or debit cards can 
cost businesses high processing fees. 

 Cryptocurrency transactions can take place almost instantly. A credit or debit 
transaction can take one or two days to process completely. Moreover, by 
removing the third party in cryptocurrency transactions, this can happen faster. 
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 They open small businesses to broader international markets because they can be 
a global payment method.  
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Appendices 
 

A Results for the classic version of HotStuff 

A.1 Datacentre scale 

 TCP window size: 216 = 65536 B 

 Number of TCP sockets per connection: 1 

 Datacentre: Europe (Frankfurt) 

 

Roundtrip and bandwidth between machines 

Since all the machines are inside the same data center, all of them share similar values for 
the roundtrip and bandwidth. 

Roundtrip (usec) Bandwidth (MB/s) 

1832 558 

Table 4: Roundtrip and bandwidth between replicas for the classic version of HotStuff 
on a single datacentre 

  

Maximum resident size, latency, and throughput for HotStuff 

Maximum resident 
size (Kbytes) 

Latency (ms) Throughput (transactions/s) 

3604 0,004 485 

Table 5: Maximum resident size, latency, and throughput for the classic version of 
HotStuff on a single datacentre 
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A.2 Planet scale 

 TCP window size: 216 = 65536 B 

 Number of TCP sockets per connection: 1 

 Client: Europe (Frankfurt) 

 1st replica: EE.UU East (North of Virginia) 

 2nd replica: Asia Pacific (Tokyo) 

 3rd replica: Middle East (Bahrain) 

 4th replica: Africa (Cape Town) 

 

Roundtrip and bandwidth between machines 

 Roundtrip (usec) Bandwidth (MB/s) 

Frankfurt - N. Virginia 91963 0,602 

Frankfurt - Cape Town 158330 0,341 

Frankfurt - Tokyo 223017 0,236 

Frankfurt - Bahrain 119369 0,460 

N. Virginia - Cape Town 230745 0,236 

N. Virginia - Tokyo 170428 0,325 

N. Virginia - Bahrain 202857 0,273 

Cape Town  - Tokyo 374956 0,144 

Cape Town - Bahrain 282316 0,195 

Tokyo - Bahrain 154645 0,356 

Table 6: Roundtrip and bandwidth between replicas for the classic version of HotStuff 
on a planet scale 

 

Average roundtrip  = 200862,6 usec 

Average bandwidth = 0,316 MB/s 
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Maximum resident size, latency, and throughput for HotStuff 

Maximum resident 
size (Kbytes) 

Latency (ms) Throughput (transactions/s) 

3568 0,823 4 

Table 7: Maximum resident size, latency, and throughput for the classic version of 
HotStuff on a planet scale 
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B Results for increasing the TCP window size on 
HotStuff 

B.1 TCP window size of 16384 B 

 TCP window size: 214 = 16384 B 

 Number of TCP sockets per connection: 1 

 Client: Europe (Frankfurt) 

 1st replica: EE.UU East (North of Virginia) 

 2nd replica: Asia Pacific (Tokyo) 

 3rd replica: Middle East (Bahrain) 

 4th replica: Africa (Cape Town) 

 
Roundtrip and bandwidth between machines 

 Roundtrip (usec) Bandwidth (MB/s) 

Frankfurt - N. Virginia 97149 0,131 

Frankfurt - Cape Town 173775 0,075 

Frankfurt - Tokyo 235528 0,053 

Frankfurt - Bahrain 133195 0,102 

N. Virginia - Cape Town 239977 0,054 

N. Virginia - Tokyo 181700 0,073 

N. Virginia - Bahrain 220923 0,061 

Cape Town – Tokyo 370495 0,035 

Cape Town - Bahrain 299205 0,044 

Tokyo - Bahrain 157778 0,082 

Table 8: Roundtrip and bandwidth between replicas for a TCP window size of 16384 B 
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Average roundtrip  = 210972,5 usec 

Average bandwidth = 0,071 MB/s 
 
 
Maximum resident size, latency, and throughput for HotStuff 

Maximum resident 
size (Kbytes) 

Latency (ms) Throughput (transactions/s) 

3748 0,825 4 

Table 9: Maximum resident size, latency, and throughput for a TCP window size of 
16384 B 
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B.2 TCP window size of 262144 B 

 TCP window size: 218 = 262144 B 

 Number of TCP sockets per connection: 1 

 Client: Europe (Frankfurt) 

 1st replica: EE.UU East (North of Virginia) 

 2nd replica: Asia Pacific (Tokyo) 

 3rd replica: Middle East (Bahrain) 

 4th replica: Africa (Cape Town) 

 

Roundtrip and bandwidth between machines 

 Roundtrip (usec) Bandwidth (MB/s) 

Frankfurt - N. Virginia 91856 2,119 

Frankfurt - Cape Town 158248 1,194 

Frankfurt - Tokyo 220800 0,834 

Frankfurt - Bahrain 117950 1,633 

N. Virginia - Cape Town 230163 0,828 

N. Virginia - Tokyo 146493 1,296 

N. Virginia - Bahrain 203761 0,947 

Cape Town – Tokyo 353904 0,526 

Cape Town - Bahrain 282729 0,662 

Tokyo - Bahrain 165099 1,172 

Table 10: Roundtrip and bandwidth between replicas for a TCP window size of 
262144 B 

Average roundtrip  = 197100,3 usec 

Average bandwidth = 1,121 MB/s 
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Maximum resident size, latency, and throughput for HotStuff 

Maximum resident 
size (Kbytes) 

Latency (ms) Throughput (transactions/s) 

3724 0,827 4 

Table 11: Maximum resident size, latency, and throughput for a TCP window size of 
262144 B 
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C Results for increasing the number of TCP 
sockets per connection 

C.1 Two TCP sockets per connection 

 TCP window size: 216 = 65536 B 

 Number of TCP sockets per connection: 10 

 Client: Europe (Frankfurt) 

 1st replica: EE.UU East (North of Virginia) 

 2nd replica: Asia Pacific (Tokyo) 

 3rd replica: Middle East (Bahrain) 

 4th replica: Africa (Cape Town) 

 
Roundtrip and bandwidth between machines 

 Roundtrip (usec) Bandwidth (MB/s) 

Frankfurt - N. Virginia 91815 1,221 

Frankfurt - Cape Town 158398 0,703 

Frankfurt - Tokyo 222049 0,501 

Frankfurt - Bahrain 118063 0,938 

N. Virginia - Cape Town 231253 0,481 

N. Virginia - Tokyo 143369 0,772 

N. Virginia - Bahrain 204568 0,540 

Cape Town - Tokyo 351843 0,302 

Cape Town - Bahrain 282242 0,383 

Tokyo - Bahrain 163732 0,685 

Table 12: Roundtrip and bandwidth between replicas for 2 TCP sockets  
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Average roundtrip  = 196733,2 usec 

Average bandwidth = 0,652 MB/s 
 

Maximum resident size, latency, and throughput for HotStuff 

Maximum resident 
size (Kbytes) 

Latency (ms) Throughput (transactions/s) 

3724 0,827 4 

Table 13: Maximum resident size, latency, and throughput for 2 TCP sockets 
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C.2 Ten TCP sockets per connection 

 TCP window size: 216 = 65536 B 

 Number of TCP sockets per connection: 10 

 Client: Europe (Frankfurt) 

 1st replica: EE.UU East (North of Virginia) 

 2nd replica: Asia Pacific (Tokyo) 

 3rd replica: Middle East (Bahrain) 

 4th replica: Africa (Cape Town) 

 

Roundtrip and bandwidth between machines 

 Roundtrip (usec) Bandwidth (MB/s) 

Frankfurt - N. Virginia 91131 6,014 

Frankfurt - Cape Town 158636 3,505 

Frankfurt - Tokyo 222188 2,402 

Frankfurt - Bahrain 118379 4,701 

N. Virginia - Cape Town 231220 2,381 

N. Virginia - Tokyo 191197 3,529 

N. Virginia - Bahrain 203517 2,723 

Cape Town – Tokyo 353860 1,496 

Cape Town - Bahrain 285343 1,930 

Tokyo - Bahrain 155539 3,518 

Table 14: Roundtrip and bandwidth between replicas for 10 TCP sockets 

 
Average roundtrip  = 201101 usec 

Average bandwidth = 3,219 MB/s 
 



 
 

38 
 

Maximum resident size, latency, and throughput for HotStuff 

Maximum resident 
size (Kbytes) 

Latency (ms) Throughput (transactions/s) 

3724 0,827 4 

Table 15: Maximum resident size, latency, and throughput for 10 TCP sockets 
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D Results for the prototype with salticidae 
 

Type Ubatch Round Propose 

Classic - 24 704000 

Unbatch 1000 30 2238000 

Unbatch 300 30 2205900 

Table 16: Results for the prototype with salticidae 


