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Abstract 

This PhD Thesis proposes new and effective approaches to reduce and estímate the power 
consumption in processor-based architectures. This work targets embedded systems, in-
order and out-of-order processors, cache hierarchies and MPSoCs. Our approaches are de
signad to reduce or estimate the power consumption while keeping the performance con-
straints of the application and allowing the porting to other processor architectures without a 
hard effort by the designen 

In this context, a first work was the design of a cache power estimation tool (called IN^ 
CAPE), which works in parallel with the processor simulator. The power estimation utihty 
bases its results on an analytical power model, which has been fed with the expHcit calcula-
tion of the statistical switching activity. 

After that, reducing the power consumption in the register file of the processor architec-
ture was the goal of the research. Given that the register file is one of the most power-hungry 
devices, firstly an efficient hardware mechanism to tum the unused registers of the register 
file into a low power state has been described. A DVS technique is used to keep the Infor
mation stored in the registers while reducing the power consumption to a mínimum. This 
hardware technique has been compared to an approach based on a power-aware compiler, 
which modifies the register assignment to improve the results obtained with the banking of 
the register file, as well as to reduce the number of required ports. 

Out-of-order architectures have also been addressed, with a higher degree of complexity. 
For these systems, compiler and hardware approaches have also been proposed to efficiently 
reduce the power consumption of the register file. 

Finally, MPSoCs are also the new paradigm of high-performance microprocessor design, 
where the power dissipation becomes an even more dramatic problem. These architectures 
present complex design issues where the power-performance trade-off has to be carefully 
analyzed in order to bring efficient designs. The work presented in this Ph. D. aims at 
overcoming the limitation of theoretical and highly abstract models, unable to target the 



desired functional simulation and power estimation. This work also presents interesting 
results in terms of dynamic power management, voltage/frequency scaling and design space 
exploration in MPSoCs. 

Keywords: Low-power design, power estimation, register file, cache hierarchy, MPSoC, 
power-performance trade-oif. 
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1 
Introduction 

Where the world ceases to be the scene ofour 
personal hopes and wishes, where weface it as 

free beings admiring, asking and observing, there 
we enter the realm ofArt and Science. 

— Albert Einstein, 1879-1955. 
German-Swiss-U.S. scientist. 

Continuing advances in semiconductor technology have allowed dramatic performance gains 
for general-purpose microprocessors and embedded systems. These improvements are due 
both to increasing clock rates as well as to advanced support for exploiting instruction-level 
parallelism and memory locality taking advantage of the additional transistors available in 
each process generation. However, as a negative consequence, this causes a significant in-
crease in power dissipation, due to the fact that the dynamic power is proportional to both 
clock frequency and to switching capacitance (which increases as more devices and on-chip 
components are included). Thus, despite continuous attempts to reduce voltages and to de-
sign lower power circuits, power dissipation levéis have steadily increased with each new 
microprocessor generation [GBCHOl]. Moreover, a new problem arises because the power 
savings achievable with low level techniques are reaching their theoretical máximum. Fig
ure 1.1 shows the power consumptioii trend of processors introduced by Intel over the past 
15 years [GBCHOl]. As can be seen, the general trend is for máximum processor power 
consumption to increase by a factor óf a little more than 2X every four years. Also, modem 
UltraSparc III dissipating 70W at 600 MHz, and Alpha 21364 consuming lOOW at IGHz 
indícate that this trend is expected to continué [CBFOO]. 

Current generation high-end processors like the dual-core IBM POWER4™ [TDF+02] 

19 
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Figure 1.1: Trends in CPU power consumption [GBCHOl] 

are performance-driven designs where overall power densities are reportedly still below ac-
ceptable limits [ea02a], even though the net chip power is well over 100 watts [APKNOl]. 
Thus, it is worthwhile to devise microarchitectural techniques to reduce power and power 
density in the front-end, without sacrificing performance for high-end systems. 

Steadily increasing power consumption witii each successive generation of processors 
has started to affect the system size and costs so adversely that this power/performance trade-
off has become increasingly difficult to justify in a competitive market. A look at a trend Une 
borrowed from Intel (Figure 1.2) indicates the future power density of microprocessors ex-
ceeding the power density on the surface of the sun. 

The high complexity of the applications running in embedded and high-end systems, the 
increasingly popular multimedia and real-time processing applications, as well as the need of 
designing flexible and easily upgradable systems, can justify that most of them intégrate one 
or more processors. A clear example of this fact are the embedded systems used in alarm and 
detection devices, mobile telephony equipments, mobile computing, etc. Due to these inte-
grated high-performance processors, all of these embedded systems have strongly increased 
their operating capabihties, and they are currently able to execute complex applications inter-
acting with sensor and interface devices (speech recognizers, touch screens, keyboards, IRs, 
etc.). Moreover, these systems can be easily updated (software updates, operating system 
versión, or firmware) increasing in this way the Ufe period and allowing the interaction with 
new peripheral devices. 

This is the main context in which this Ph.D. Thesis can be described, the design of com
plex processor-based systems from the power minimization point of view. 

This chapter is a brief description of the most descriptive aspects in the development of 
power estimation and power reduction techniques for processor-based systems. The idea 
is to range the whole spectrum of those systems based on integrated processors: from the 
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Figure 1.2: Power consumption trends in microprocessors [GBCHOl] 

general-purpose processor, to the high-end embedded system and multi-processor system 
on-chip. 

Improvements in integrated circuit fabrication technology have enabled to raise the num-
ber of transistors in microprocessors to more than double witli every generation. At the same 
time, leakage current also increases with each technology generation. Thus, the energy con
sumption of electronic circuits and in particular of memory structures (main memory unit, 
caches, register banks, etc.) will increase dramatically with future process technologies. 

Power consumption in electronic systems can be classified into static power consump
tion and dynamic power consumption. In the past, CMOS devices have dissipated much 
less power than previous technologies. In fact, power consumption for CMOS devices was 
considered negligible during the idle or static periods (the device is not switching). How-
ever, this static power consumption has increased appreciably with the device speed and the 
integration technology. Figure 1.3 shows total chip dynamic and static power consumption 
trends based on 2002 statistics normalized to the 2001 International Technology Roadmap 
for Semiconductors (ITRS) [KAB+03]. The ITRS oversees a decrease in dynamic power 
per device over time. However, if we assume twice on-chip devices every two years, total 
dynamic power will increase on a per-chip basis. Packaging and cooling costs as well as the 
limited power capacity of batteries make this trend unsustainable. 

Figure 1.3 also shows exponential increases projected for the two main components of 
static power consumption: the subthreshold leakage (due to the weak inversión current across 
the device); and the gate leakage (a tunneling current that appears through the gate oxide 
insulation). 

The ITRS expects the rate of these increases to level out in 2005 but to remain substantial 
nonetheless. Even today, total power dissipation from chip leakage is approaching the total 
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Figure 1.3: Total chip dynamic and static power dissipation trends [KAB+03] 

from dynamic power, and the expected increases in off-state subthreshold leakage show it 
exceeding total dynamic power consumption as technology drops below the 65-nm feature 
size. 

On the other hand, processor-based systems run increasingly complex applications. This 
complexity leads to demand more computation resources. Obviously, the total power con
sumption in the system is one of the main problems that arise when the logic complexity is 
increased. In fact, power consumption impacts the system design in severa] ways: increases 
the área and weight of the system, the complexity and cost of the cooling mechanism, and 
the batteries. 

1.1. Ph.D. Overview 

Next sections will describe the main goals of this Ph.D. Thesis. Specifically, this Thesis will 
cover the power estimation and power minimization techniques in processor-based systems 
from several points of view, and it will propose estimation tools, compilation techniques and 
architectural modifications to reduce the energy consumption in such systems. 

First, low/medium complexity systems, like embedded systems with one integrated in-
order processor will be analyzed. For these systems, power estimation techniques in the 
cache hierarchy, as well as power minimization mechanisms, will be proposed. After that, 
power reduction techniques in médium complexity systems, like the embedded systems with 
one integrated out-of-order processor, will be presentad. Finally, high complexity systems, 
like multi-processor systems-on-chip, will be targeted. For these systems, the total power 
reduction will be the main goal but still achieving the power-performance trade-off set during 
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Figure 1.4: Schematic view of the Thesis' main goals 

the system specification phase. 
In this Thesis, different scopes will be followed to achieve the presented goals. Initially, 

the probiem of power estimation will be analyzed. Later, the set of power minimization 
techniques will be developed. Finally, the power-performance trade-off in complex systems 
and its management will be studied. 

Finally, the proposed approaches will be performed in two different scopes: the devel-
opment of techniques for local power minimization (in a specific hardware module), and the 
establishment of techniques for the global energy reduction. Figure 1.4 shows the integration 
and interaction of these points of view in a schematic way. 

This research topic is too wide and complex to be completely solved in this work. This 
Thesis will cover some of the problems that arise in the design of power-aware electronic 
systems, and will bring future research Unes. 

Next sections will describe in detail the main points on which the research work is fo-
cused. 

1.1.1. Power Estimation 
Power consumption has become a critical design issue in processor based systems. This fact 
is even more appreciable in mobile embedded systems, where the limited battery capacity, 
the portability of the devices and the packaging materials require low power consumption 
and energy dissipation. Indeed, power consumption can significantly impact on the system, 
increasing its size, weight and the size of the cooling system and batteries. Power optimiza-
tions have to be carried out on these different parameters to meet design constraints. In this 
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sense, it is well-known that algorithm transformations are more efficient than technological 
optimizations; furthermore, such modifications are less expensive and allow to restrict the 
design time. Therefore, it is very important to evalúate the consumption of a given imple-
mentation from the very beginning of the system design. 

In this context, VLSI designers need advanced techniques and tools for the early es-
timation of power consumption throughout the design flow, in order to satisfy the power 
constraints without significantly reducing the global performance. The designers have to an-
alyze múltiple hardware and software options by experimenting with different architectural 
and algorithmic tradeoffs. The goal is to meet the design time deadlines, while exploring 
the space of possible design altematives. Accuracy and efficiency of a high level analysis 
approach should be the "booster" to meet the power requirements, avoiding a costly redesign 
process and decreasing a key parameter, the time-to market. 

As designers began to place increasing emphasis on power as a figure of merit, it became 
clear that while there were tools to assist in estimating performance and área, relatively 
few addressed power. In the last years, the picture has improved significantly. Circuit and 
gate-level power analysis and estimation tools are now offered by almost every major EDA 
vendor. While the situation is clearly improved, the problem is still far from solved. Both 
academic and industrial experts have noticed that after exploiting the obvious technology 
and Circuit level optimizations, we are left orders of magnitude from where we need to be. 

Focusing on the design of embedded systems, two components have a key impact on the 
performance-power tradeoff: the target processor and the memory cache hierarchy [MoyOl]. 
Current tools for designing embedded systems do not include power estimation as a design 
constraint or do not perform an efficient and accurate power estimation. Available Utilities 
to estímate power dissipation in the datapath or the cache are not fully integrated in the 
design flow, or do not consider realistic processors as target architectures. Furthermore, 
existing power estimators for caches do not reflect the effect of inherent data correlation due 
to the lack of simulation Information at instruction level.. This situation usually conducts 
to big estimation errors that make difficult the design and analysis of low power policies, 
specially if worst case analysis is being carried out. It has to be noticed that relative valúes of 
power dissipation are more interesting than the absolute ones because the idea is to compare 
different design altematives of the design space. However, when the goal is the design of 
batteries or cooling mechanisms, the accuracy of the estimation cannot be neglected. 

Other important facet to address is that energy estimation should be highly integrated in 
a retargetable design tool chain. Not only all available processors should be included in the 
power and performance estimation tools, but also new architectures should be considered. 

Accuracy and efficiency of the high-level approaches are the key factors to meet the low 
power constraints. 

When working with embedded processors, there are several parameters with a direct re-
lation with the performance-power trade-off. Mainly, the specific integrated processor and 
the cache hierarchy. In this Thesis, an accurate tool for power estimation in the cache hier
archy will be presented. This tool is designed to be easily integrated in a cross-design flow. 
With this work, the main power dissipation sources in the processor system are completely 
characterized from the very early design stages and, in this way, the performed design will 
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include power dissipation as new design parameter. The proposed methodology can be ex
tended to novel architectures, providing a flexible and efficient environment for the design 
of embedded systems with low-power constraints. 

1.1.2. Power Optimízation 

In order to achieve significant savings in power aware architectures, it is necessary to se-
lect those devices and modules that have the greatest impact on power consumption. Such 
devices with high switching capacitance, or devices that, for any reason, are permanently 
working, are the hot points for these policies. Memories are a primary example of the for-
mer, while clock is an example of the latter. 

Clock power consumption reaches 32% of the total power consumption in Alpha 21364, 
and for previous generation Alpha microprocessors this amount was nearly 40%. The rea-
sons behind this fact are the long clock tree and the undesired switching activity of the 
devices driven by this network. Memory devices represent a large área in current micro
processors. These devices are not only the on-chip main memory and caches, but also the 
register file, the instruction and load-store queues, the re-order buffer and the branch predic-
tion tables. 15% of power consumption in Alpha 21364 comes from the 128 kB of on-chip 
cache [GBJ98] (see Figure 1.5). 

Duplícate resources in current microprocessors are a non-negligible source of power con
sumption. Integer and floating execution units add up to 20% of total power consumption 
in Alpha 21364 but rarely all of them are working'. These over-sized resources allow high 
performance and superscalar architectures, but they also represent a high penalty on power 

'Depending on program resource requests 
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consumption. 
Once the problem of power esümation has been partially analyzed, another goal is the 

reduction of the power dissipation in the system, targetting the most power-hungry devices. 
In embedded systems, the register file consumes a representative amount of the total power 
consumption, and becomes the main source of power dissipation after other power reduc
tion techniques have been applied. Moreover, although there is a wide previous work on 
power reduction techniques for the cache hierarchy, this cannot be said about the register 
file. The power consumption in the register file of embedded systems depends very much 
on the system configuration, primarily the number of integrated registers, the cache size and 
the existence of a branch target buffer (that is, it depends very much on the relative size of 
this device with respect to the other memory devices). The register file represents a 16% 
of the total processor consumption and a 42% of the datapath power consumption for the 
Motorola M.CORE's architecture. According to recent estimations, the register file power 
consumption reaches a 27% of the total power consumption for out-of-order processors with 
many registers, sometimes implemented within the re-order buffer (i.e., Pentium III). 

The power reduction techniques for in-order and out-of-order processors proposed in 
this Ph.D. Thesis are characterized by no performance penalty and a reduced impact on 
the design time. These techniques are based on the fact that a register is only used when 
an instruction reads from or writes to it, and it stays idle the rest of the time. If those idle 
registers are switched into a low-power state (drowsy state), a considerable amount of energy 
can be saved. As every issued instruction accesses a máximum of three registers, most of the 
registers in the register file are unused every clock cycle. 

Therefore, as was previously described in previous paragraphs, this Ph.D. Thesis will set 
up the basis of the power estimation and power minimization in processor-based systems 
from different complexity and abstraction levéis. Along this work, a set of techniques, tools 
and architectural modifications will be proposed to efficiently estímate the energy dissipation 
and to minimize the energy consumption without impacting the system performance. 

1.1.3. Power-Performance Trade-Off in MPSoCs 

Multiprocessor system on chip designs use complex on-chip networks to intégrate múlti
ple programmable processor cores, specialized memories, and other intellectual property 
(IP) components on a single chip. MpSoCs have become the architecture of cholee in in
dustries such as network processing, consumer electronics, and automotive systems. Their 
heterogeneity inevitably increases with IP integration and component specialization, which 
designers use to optimize performance at low power consumption and competitive cost. 

In this context, power (energy) estimation and reduction techniques for switches, links 
and processors, the core components of an interconnection network, gain added significance. 

Our research work conducted in this área is focused on system level analysis of processor 
interactions within a multi-processor system when voltage and frequency scaling techniques 
are applied to reduce the energy consumption in the chip. Specifically, the main factors to 
analyze will be the impact on global system performance, the energy dissipation and the 
energy-delay product. 



1.1. PH.D. OVERVIEW 27 

When one or several processors in a MPSoC work with a relative frequency faster or 
slower than the other processing units and tasks with high communication and inter-processor 
synchronization requirements are executed, it appears a negative impact on the bus utiliza-
tion. This effect is even more appreciable when more than one processor are working at 
different clock frequencies and the expected energy savings can be hidden due to the in-
crease in the execution time. 

The work presented in this research field will bring a set of design rules which enable the 
static selection of the working frequency for every integrated processor running a specific 
task, in such way that the energy minization and the system performance are assured. Also, 
the impact of the Operating System in the bus utilization and the improvements achieved 
when the clock frequency is selected attending to the processor workload, will be analyzed. 

Finally, the knowledge acquired during previous research stages (analysis and design) 
will allow the development of power control policies to save energy with performance con-
straints taking advantage of the use of selective voltage and frequency scaling of the proces
sors. 





2 
Related Work 

Technological progress is like an ax in the hands 
ofa pathological criminal. 

— Albert Einstein, 1879-1955. 
German-Swiss-U.S. scientist. 

This chapter reviews the related work published in the área of power estimation and power 
reduction techniques for processor-based systems. The main hmitations of the current ap-
proaches will be shown in the present chapter, with special emphasis on the topics that this 
Ph.D. will cover. 

2.1. Power Estimation 

During the last few years special emphasis has been put on power estimation and high-level 
optimization tools attending to the designers' demands. Some of these works are based 
on analytical power models that can predict with high accuracy the power dissipation in 
certain processor modules (cache, system clock, datapath, etc.)- INCAPE [ALV04b], the 
tool presented in this Ph.D. Thesis, uses the analytical power model for caches developed 
by Kamble and Ghose [KG97], widely used in previous works of power estimation in cache 
architectures. This model provides detailed analytical relations for estimating the energy 
dissipated in conventionally-organized caches as well as caches that are organized to have 
reduced energy dissipations. However, this model does not take into account the effect of 
parameters like the data correlation or the switching factor found in the cache lines, resulting 
over and underpredictions of the power consumption. The work proposed in this PhD Thesis 
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overcomes these limitations by feeding the model with detailed information of the code's 
statistical behavior. 

Current research on power estimation has moved to higher level and very early de-
sign phases. The aim of this shift is to accelerate the complex design flow of embedded 
systems and lead the designer decisions with power consumption constraints. Important 
research has been carried out in the área of high-level power estimation by macro-model 
characterization [LSJMOl], instruction characterization [NLOl] or VHDL description anal-
ysis [AVGDC02]. The problems with these approaches are, respectively, the extremely high 
dependence with the target architecture, the lack of simulation information (therefore, a sta
tistical homogeneous distribution is still assumed) and long simulation and design time due 
to the low-level description. Moreover, power simulators like Wattch [BTMOOb] or Simple-
Power [YVKIOO] achieve accurate power estimates in a short time, but they are still limited 
to simple and unrealistic target architectures. Therefore, the work presented here will target 
current-and-realistic processor systems. Moreover, it can support newly devised architec
tures, and provide for them accurate power estimates. 

Some efforts ha ve been applied to the estimation of power consumption in the cache hi-
erarchy. In [SBMOl] a methodology forproviding cycle-accurate simulation of performance 
and energy consumption in embedded systems is presented. The approach is dedicated to 
component-based embedded systems with an ARM processor. This work achieves good re-
sults in terms of power estimation, as well as simulation time, but it is strongly tied to the 
ARM architecture. Helkel et al. [LH98, HLOl] propose the use of analytical expressions 
to estímate the energy dissipation in the cache. This solution can speed up the estimation 
process orders of magnitude compared to simulation-based approaches. However, as this 
Ph.D. Thesis shows, there can be big deviations in the estimates due to the variations in data 
if no trace information is considered (this is due to the nonlinear behavior in cache accesses). 
Moreover, this approach was only devised to work with the simulator of a single processor, 
as is the case described in [SBMOl] and [DKZOl]. Additionally, some of those exploration 
techniques have been applied to the minimization of power consumption of memories in mul
timedia applications [MCGdM02]. However, a key issue for embedded system designers is 
the availability of retargetable tools, which ease the adaptation of a design flow to different 
processors or architectures, and this has not been addressed in the mentioned approaches. 

Power estimation tools working at the instruction level have been extensively proposed. 
Some of them achieve high accuracy in terms of energy estimation in a short simulation time; 
however, these approaches need of a deep processor characterization and their power results 
show big deviations with respect to the original behavior [KHH03]. Compiler [KKV"'"02] 
and source code [SJM02] estimation tools have also been proposed, which partially could 
solve the target dependence problem. However, they are still narrowly coated to a macro-
model target characterization where the module dependencies are not properly managed and 
the static analysis does not allow explicit calculation of statistical parameters. 

Our work shares common points with the work by Sami et al. [SSSZ02], where they 
develop an accurate energy model and tool for VLIW architectures. They also evalúate sec-
ond order effects on the estimation of the power consumption from the instruction level, like 
the inter-instruction power or the input data dependence. On the other hand, this work is 
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developed for the core of the system and VLIW-based systems, but not for the cache hier-
archy. Givargis et al. [GVHOl] also propose a similar approach based on the analysis of 
access traces and an analytical power model. This work is oriented to core power consump-
tion, not to the cache power consumption, and relies in the accuracy of the processor model. 
Therefore, the approach proposed in our work covers such limitations. 

The work proposed by Krashinsky et al. [KHZAOO] also provides a method for gener-
ating performance and power simulators from C++ descriptions. This technique does not 
include the generation of power siníulators for the cache hierarchy and also relies in the 
accuracy of the processor model. Actually, no evaluation of real architectures is reported 
due to the complexity of these models. Finally, Sam et al. [Sam03] propose a technique for 
estimating the power consumption in the cache hierarchy based on the collection of access 
traces and an analytical power model. However, the authors do not consider the effect of the 
switching factor in the total energy dissipated, ñor treat the task of the generation of traces. 
This point will also be studied in this Ph.D. and a solution will be proposed. 

Summarizing, it can be said that there is a lack of accurate and retargetable frameworks 
to design the cache hierarchy of embedded systems with both performance and power con-
straints. This is the goal of the estimation environment we propose, to provide a flexible 
framework for the joint analysis of power and performance of embedded systems. 

2.2. Power Minimization 

There has been a lot of interesting work on power oriented resource management in micro-
processors. lyer et al. [IMOl] propose a hardware approach to adjust the RUU (Register Up
date Unit) size and effective pipeline width to the program requirements, saving a consider
able amount of energy. This work is based on a previous one where Merten et al. [MTG'''99] 
propose a hardware scheme to detect hot spots^ in running programs. Maro et al. [MBBOO] 
followed an approach similar to ours to capitalize on this phenomenon of underutilization 
of resources. However, though they deal with reduction in power consumption, they focus 
on monitoring IPC variation and do not evalúate altemative power reduction approaches or 
model the power consumption in the power management logic. Our work will minimize the 
energy overhead of the extra logic implemented by means of simple designs which do not 
hide the energy savings achieved. 

Compiler optimization mechanisms have been proposed to reduce power consumption in 
microprocessors [KVIYOO], but these approaches only work on code optimizations and do 
not use hardware support. Also, there are solutions based on code versioning and selection by 
the compiler using heuristics and profile data [AIC+01]. The compiler approached proposed 
in this PhD Thesis will be also supported with hardware modification which improve the 
results in terms of flexibility and energy consumption. 

Compiler optimizations such as power-aware instruction selection, i.e., choosing the in-
struction sequence that will cause the lowest energy dissipation when the program is exe-
cuted, will not require changes in the hardware to reduce energy consumption [PKK+04]. 

' A collection of frequently executing basic blocks 
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Often, optimizing for performance will result in a program that also yields good energy re-
sults. There are cases, however, where these two goals will result in different instruction 
sequences. The compiler optimization technique register pipelining is an example for this 
effect. This particular example can be found in [SSWMOl]. Therefore, as was previously 
said, our work will consider both energy consumption and performance as target variables to 
be optimized with the proposed techniques. 

Another compiler-based optimization for power is instruction scheduling. Subsequent 
instructions are ordered so as to incur as little change in circuit state as possible. Some tech
niques, aimed especially at very long instruction word (VLIW) architectures, are described 
in [LLHTOO]. Besides these compiler-oriented optimizations, there is a further group of 
optimizations that combines architectural changes with modifications to the compiler. 

One architectural parameter that also requires compiler support is the register file size, 
which will be the main target of our power optimization approaches. There have been several 
approaches to allow compilers to adapt to different target architectures by supplying them 
with architectural Information about the target processor. In the Trimaran compiler [Hom03], 
the machine description language MDES is used to model the underlying hardware. A dif
ferent approach was taken in [Leu97], where a compiler can be retargeted to different proces-
sors of the digital signal processor (DSP) domain described in MIMÓLA [JM93], a VHDL-
like hardware description language. One publication by Brooks et al. [BTMOOa] presents 
a framework enabling power analysis and investigation of the effect of hardware modifica
tions as well as compiler optimizations. Their power analysis is based on parameterizable 
power models of common structures found in modem microprocessors. For VLIW archi
tectures, Zalamea et al. [ZLAVOl] provide results conceming cycle time, área, and power 
consumption for register files of different sizes. 

Finally, there are also several software approaches based on code profiling and code an-
notation [AIC+02], operating system management [SRG02], and circuit level optimizations 
on the register file [ZLAVOl]. 

As far as we know, it has not been proposed any approach that combines the flexibility of 
the software and compiler techniques with the reliability and effectiveness of the hardware 
modifications. The techniques proposed in this thesis will combine both worlds to improve 
the energy saving results and extend the scope of the approach to any interesting benchmark 
and underlying processor system. 

Many techniques have been proposed to reduce the área, energy, and delay of multiported 
register files. Some approaches split the microarchitecture into distributed clusters, each con-
taining a subset of the register file and functional units [STR02, ZKOl]. These schemes have 
the potential to scale to larger issue widths but require complex control logic to map instruc
tions to clusters and to handle inter-cluster dependencies. Altematively, other approaches 
retain a centralized microarchitecture, but divide the physical register file into interleaved 
banks, with fewer ports per bank [PPV02]. Provided the number of simultaneous accesses 
to any bank is less than the number of ports on each bank, the structure can provide the ag-
gregate bandwidth needs of a superscalar machine with significantly reduced área compared 
to a fully multiported register file. These banked schemes, however, require complex control 
logic with pipeline stalls that would likely limit the cycle time of a high-frequency design. 
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Recent research on this área has reponed significant energy savings (around 40%) but still 
the performance penalty could not be acceptable (IPC decreases around 5%) [TA03, KM03]. 
Also, joint efforts on decreasing the register file and the issue-queue energy consumption by 
means of adaptive approaches, reduce the impact on performance (around 1.77% IPC loss) 
while still achieve considerable energy savings [AG03b]. 

Other authors have investigated how to reduce the power and complexity of the register 
files. Cruz et al. [CGVTOO] proposed a multilevel register file organization for low complex
ity and fast access time to registers. Zyuban and Kogge [ZK98] studied the complexity of a 
centralized register file and proposed a scheme to distribute it. 

Our approach does not work with the register file itself, but modifies the assignment 
of free registers during the register renaming process. Therefore, it is orthogonal to those 
previous works and can be easily combined to achieve higher energy savings. 

The energy complexity of register files has been carefully studied in the last years. 
In [ZK98], Zyuban et al. compare various register file circuitry techniques for their energy 
efficiencies, as a function of the architectural parameters such as the number of registers and 
the number of ports. The dependence of register file access energy upon technology scaling 
was also studied by the authors. More recent approaches provide register file models for esti-
mating delay, energy consumption and área on complex implementations of the register file. 
The work in [RDK+00] shows that partitioning the register file following three axes reduces 
the cost of register storage and communication but with some performance impact. This 
work also develops a taxonomy of register architectures by partitioning and by optimizing 
the hierarchical register organization to opérate on streams of data. 

Some previous works have proposed hierarchical and banked architectures for the register 
file but in these cases, unlike our, the goal is to reduce the size and number of registers in the 
register file. Some examples are the works found in [BDAOl], [BMET02] and [CGVTOO]. 
Some compiler approaches have also been presented, like the work in [ZLAVOO] focused on 
VLIW processors. 

These previous approaches oriented to reduce área and complexity of the register file 
usually require substantial changes to the pipeline and have the potential to créate significant 
complications as noted in [PPV02]. The hardware modifications we propose will consider 
its performance implications and will avoid any performance penalty in the system, as well 
as complex redesigns of the processor architecture. 

In [PPV02], Park et al. propose to reduce the number of register ports through two 
proposals, one for reads and the other for writes. The first one needs of an extra pipeline 
stage, while the second approach performs bypass prediction. Both techniques can cause 
pipeline stalls due to mis-predictions, impacting negatively the system performance. 

The interest on banked register files arised years ago, when some partitioned architec
tures were proposed to reduce the complexity and área of the monolithic register file [JC95]. 
Those approaches did not consider the energy implications of the technique and the energy 
overhead of the extra logic. Late works have improved former approaches using compile-
time techniques for clustered processors to exploit the temporal locality of references to 
remote registers in a cluster [KFE02]. But neither this technique considers the use of low 
power techniques and the design of power-aware logic to reduce the energy consumption of 
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the register file as well as the number of ports. 
An interesting work by Tseng et al. [TA03] achieves quite good energy savings in a 

banked register file without compromising the IPC of the machine. However, the number of 
register file ports is not reduced and even increased since the main goal of these authors is 
not to reduce the register file complexity. 

Further, in [KM03] Kim et al. introduce techniques for reducing the number of ports 
in the register file by means of the addition of some auxiliary memory structures. This 
approach can effectively reduce the number of ports without noticeable impacting the system 
performance or IPC. However, the energy overhead of the extra hardware is not negligible. 

Finally, the presented approach uses the well studied technique of the voltage scaling 
to reduce the energy consumption in a larga range of electronic devices. Moreover, voltage 
scaling has emerged as the selective technique for power minimization in complex electronic 
systems from different abstraction levéis. [MSA+03, PLS03] 

To the best of our knowledge, no single approach has obtained both reduction in the 
number of ports and register file energy without dramatically impacting the performance 
penalty. The presented work covers this limitation of previous approaches. 

The work presented in this paper differs by proposing an energy management of the 
register file driven by the compilen The design of the new register file storage cell and 
related management policies reduce power and performance penalty in average execution. 

2.3. Multi-Processor System-on-Chip 

A survey of techniques for system level power optimization is reported in [BBDMOO, JhaOl]. 
The issue of voltage/frequency selection for single-processor systems is a mature research 
field: many run-time dynamic techniques have been proposed [KK03, PSOl], and validation 
tools [IM02] and hardware [ITS, PBB98, PLSOl] are available. 

On the contrary, in the multi-processor system domain, many approaches based on theo-
retical analysis and abstract simulation have been proposed, but lower level higher accuracy 
validation of the effectiveness of these techniques is still in its early stage. 

While methodologies for modelling and evaluation of architectures of processing ele-
ments are well known, modelling of an extensive range of on-chip communication inter-
connects and their integration into a single simulation environment combining processing 
elements and on-chip communication is still an active research área. [Zhu02] proposes a 
hierarchical modeling framework where new communication architectures can be developed 
by means of a library of reusable components. 

Efficient mapping of system communication requirements on target communication ar
chitectures is becoming an integral part of any system design ow. In [LRDOl] a two step 
systematic exploration of the communication architecture design space is addressed. Sim-
ilarly, the work in [KCZSOl] aims at selecting the communication infrastructure that best 
meets application communication requirements. 

The enabling technology for communication optimization is system-level performance 
analysis. To this purpose, several approaches have been proposed: 
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(i) The entire system can be simulated using models of the components and their communi-
cation at different levéis of abstraction [RSV97, HB97]. 
(ii) Static system performance estimation techniques including models of the communication 
time between system components. Time estimates are usually either optimistic (ignoring 
dynamic effects such as bus contention) [GG99] or pessimistic (assumption of worst case 
scenario) [YW95]. 
(iii) Intermediate approaches, deriving set of traces from an initial cosimulation of the system 
(assuming abstract data transfers), and forwarding them to an analysis tool that, for a speci 
ed communication architecture, comes up with system performance estimates [LRDOl]. 

In [LTK03] the problem of minimizing power of a multi-processor system using múlti
ple variable supply voltages is modelled as a mixed integer non-linear programming opti-
mization problem. The work in [LCB02] points out that minimizing communication power 
without considering computation may actually lead to higher energy consumption at the 
system level. An analytical approach is taken in [RPOO] to assign single optimal voltage 
to each processor present in an application-specific heterogeneous multi-processor system 
after allocation and scheduling have been performed. A heuristic to address the problem 
of energy-efficient voltage scheduling of a hard real-time task graph with precedence con-
straínts for a multi-processor environment is presented in [RKKY03], but it is limited to dual 
voltage Systems. The algorithm introduced in [SKC02] targets power utilization and perfor
mance of multi-processor systems wherein parameters such as operating voltage, frequency 
and number of processors can be tuned. The energy-aware scheduling algorithm presented 
in [YWM'^01] consists of a design-time phase, which results in a set of Pareto-optimal solu-
tions, and of a run-time phase, that uses them to find a reasonable cycle budget distribution 
for all of the running threads. The effect of discrete voltage/speed levéis on the energy sav-
ings for multi-processor systems is investigated in [ZMC03], and a new scheme of slack 
reservation to incorpórate voltage/speed adjustment overhead in the scheduling algorithm 
is also proposed. The approach to energy minimization in variable voltage MPSoCs taken 
in [ZHC03] consists of a two phase framework that integrates task assignment, ordering and 
voltage selection. 

The problem of minimizing power under performance constraints is a kind of constrained 
optimization problem recently addressed in the área of low-power electronic systems. A 
first rigorous mathematical formulation of the problem was proposed in [PBBM98] with 
a stochastic model, and providing a procedure to solve it in polynomial time by a linear 
optimization problem. This work was based on the theory of discrete-time Markov decisión 
chains. More recently, this early work was improved by Qiu et al., who proposed a new 
system model based on continuous-time Markov decisión processes (see [QP99]). Finally, 
the problem of energy minimization in system-level pipelines under latency constraints has 
also been addressed. In [QP98], the authors choose a voltage profile for every pipeline stage 
which optimally minimizes the energy consumption of the entire pipeline system. 

With respect to previous work, óur fesearch goes in the direction of gaining practical 
experience in the knowledge of system level interaction effects among múltiple variable fre
quency cores. The proper environment for functional and timing-accurate simulation is set 
up for this purpose, and detailed analysis of system level performance and energy implica-
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tions is carried out for different benchmark classes and system configurations. The proposed 
simulator can be used for the design and evaluation of power management policies, and al-
lows the verification of previous analytical approaches on an accurately modelled platform 
running real applications. Moreover, a novel power manager is described that effectively 
reduces energy consumption of the system and considers second-order effects appearing in 
multi-processor systems. 



3 
Basles on Advanced Computer 

Architectures 

The credit of advancing science has always been 
due to individuáis and never to the age. 

— Johann Wolfgang Von Goethe, 1749-1832. 
Germán poet novelist and dramatist. 

This chapter presents the basic architécture of superscalar processors. It introduces the main 
concepts that will be extensively used in the following chapters. Special focus will be put 
on the register renaming mechanism, the register file architécture and the issue poUcies in 
superscalar processors. The perfect understanding of these concepts will be required when 
describing the devised power reduction techniques. 

3.1. Introduction 

Non concurrent processors are generally limited to performance of greater than one CPI (cy-
cle per instruction) [Fly02]. In order to improve this performance metric, the processor must 
be able to execute múltiple instructions at the same time increasing the degree of concur-
rency over that found in simple pipeline processors. Concurrent processors are conceived 
as those capable of simultaneously executing múltiple operations and making simultaneous 
accesses to memory. 

Concurrent processors are significantly more complex than simple pipelined processors. 
While in pipelined processors performance is determined by basic technology, timing and 
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program behavior, in concurrent processors the compiler ability, execution resources, and 
memory system design play an important role. 

Two general approaches to implement concurrent processors are: the vector processor 
and the multiple-issue processor. Multiple-issue processors are further subdivided into VUW 
(Very Long Instruction Word) and superscalar processors. This Ph.D. Thesis will target in 
the foUowing chapters the power estimation and power minimization in superscalar proces
sors and superscalar processor-based systems. More specifically, in the register file of those 
architec tures. 

3.2. Superscalar Architectures 

Superscalar architectures can be classified into two categories: statically scheduled and dy-
namically scheduled. For both architectures, dependencies among groups of instructions are 
evaluated, and groups found to be independent are simultaneously dispatched to múltiple ex
ecution units. For statically scheduled processors, this detection process and the subsequent 
assignment to the processing units is done by the compiler. For dynamically scheduled pro
cessors, the detection of independent instructions may also be done at compile time and a 
first assignment to the processing units can be done. However, the ultímate selection of 
instructions is done by the hardware in the decoder at run time. 

The most distinguishing features of superscalar processors are the foUowing; 

• High-performance instruction fetching: which includes the capability of fetching múl
tiple instructions per cycle and the prediction of branches and jumps. 

• Dispatch and dependence resolution: including the elimination of "false" dependences 
like Write After Write and Write After Read and the register renaming mechanism. 

• Parallel instruction issue: including the out-of-order instruction issue. 

• 

• 

• 

Speculative execution: i.e. the early execution of code whose result may not actually 
be needed, by means of static branch predictions based on profile Information. 

The availability of parallel resources: functional units, paths, register ports. 

High-performance memory systems. 

• Methods for precise traps. 

Figure 3.1 shows a schematic view of a superscalar processor where the main functional 
blocks can be distinguished. The register file module, the register renaming mechanism and 
the issue policies are the main targets for the power reduction policies proposed in this Thesis 
and will be described with particular detall in the foUowing sections. 
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Figure 3.1: Schematic superscalar architecture 

3.2.1. Issue Policies 

In superscalar architectures, the processor must be able to identify instruction-level paral-
lelism and coordínate fetching, decoding and execution of instructions in parallel. The mo-
ment at which the instruction execution in the processor's functional units inits is known as 
instruction issue. The instruction issue policy is the protocol used to issue instructions. 

By means of the instruction issue policy, the processor tries to look ahead of the current 
point of execution to lócate instructions that can be brought into the pipeline and executed. 
The instruction issue policies can be grouped into the following categories: 

• In-order issue with in-order completion. 

• In-order issue with out-of-order completion. 

• Out-of-order issue with out-of-order completion. 

In-Order Issue with In-Order Completion 

This is the simplest policy only found in embedded and scalar processors. However, it is 
interesting to consider this policy for comparison with more sophisticated policies. 

Example: 
Let's work with a superscalar pipeline capable of fetching and decoding two instructions 

at a time. This architecture presents three sepárate functional units: integer arithmetic, float
ing point arithmetic, and two instances of the write-back pipeline stage. Let's also assume 
the following constraints on the six-instruction code fragment shown in figure 3.2: II re-
quires two cycles to execute, 13 and 14 conflict for the same functional unit, 15 depends on 
the valué produced by 14,15 and 16 conflict for a functional unit. 
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Figure 3.3: Code fragment for out-of-order architecture 

The analysis of this example shows that, if the instructions are fetched two at a time, and 
passed to the decode unit, the next two instructions must wait until the pair of decode pipeline 
stages has cleared. To guarantee in-order completion, when there is a conflict for a functional 
unit, or when a functional unit requires more than one cycle to genérate a result, the issuing 
of instructions temporarily stalls. Therefore, in-order execution hmits performance. 

In-Order Issue with Out-Of-Order Completion 

The out-of-order completion is used in scalar RISC processors to improve the performance 
of instructions that require múltiple cycles. 

Example: 
Considering the code fragment shown in figure 3.3, here, 12 is allowed to run to comple

tion prior to II. This allows 13 to be completed earlier, with the net savings of one cycle. 
Also, any number of instructions may be in the execution stage at any one time, up to the 
máximum degree of machine parallelism (functional units). In this case, the instruction is
suing is stalled by a resource conflict, a data dependency, or a procedural dependency. 

In addition to the aforementioned dependencies, a new dependency arises: output depen
dency (or Write After Write dependency). 
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II 
12 
13 
14 

R3 <- R3 op R5 
R4 <- R3 + 1 
R3 <- R5 + 1 
R7 <- R3 op R4 

12 cannot execute before II, because it needs the result in register R3 produced in II (true 
data dependency). Similarly, 14 must wait for 13. What about II and 13? There is no true 
data dependency. However, if 13 completes before II, then the wrong contents of R3 will 
be passed to 14 (those produced by II). 13 must complete after II to produce correct output. 
And the issue of the third instruction must be stalled. 

Out-of-order completion requires more complex instruction-issue logic than inorder com-
pletion. It is also more difficult to deal with interrupts (instructions ahead of the interrupt 
point may have already completed). 

Out-Of-Order Issue With Out-Of-Order Completion 

With in-order issue, the processor will decode instructions only up to the point of a depen
dency or conflict and no additional instructions are decoded until the conflict is resolved. 
Thus, the processor cannot look ahead of the point of conflict to subsequent instructions that 
may be independent of those already in the pipeline. 

To enable out-of-order issue it is necessary to decouple the decode and execute stages of 
the pipeline. This is done with a buffer referred to as an instruction window. After decoding, 
the processor places the instruction in the instruction window. As long as the buffer is not 
ful!, the processor can continué to fetch and decode new instructions. When a functional unit 
becomes available in the execute stage, an instruction from the instruction window may be 
issued to the execute stage (if it needs that particular functional unit, and no dependencies 
or conflicts exist). The processor has lookahead capability, and can identify instructions that 
can be brought into the execute stage. Instructions are issued from the instruction window 
with little regard for their original order. 

Example: 
The code fragment for this exarnple is shown in figure 3.4, where on each cycle, two 

instructions are fetched into the decode stage. Also on each cycle, subject to the constraint 
of the buffer size, two instructions move from the decode stage to the instruction window. 
In this example, it is possible to issue instruction 16 ahead of 15 (recall that 15 depends upon 
14, but 16 does not). One cycle is saved in both the execute and write-back stages. The 
end-to-end savings, compared with in-order issue, is one cycle. 

This policy is subject to the same constraints described earlier. An instruction cannot 
be issued if it violates a dependency or conflict. The difference is that more instructions 
are available for issue, reducing the probability that a pipeline stage will have to staU. In 
addition, a new dependency, called an antidependency, arises. This is illustrated in this code 
fragment: 
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Figure 3.4: Code fragment for out-of-order architecture 

II: R3 <- R3 op R5 
12: R4 <- R3 + 1 
13: R3 <- R5 + 1 
14: R7 <- R3 op R4 

13 cannot complete execution before 12 begins execution and has fetched its operands. 
This is because 13 updates register R3, which is a source operand for 12. The term antide-
pendency is used because the constraint is similar that that of a true data dependency, but 
reversed: instead of the first instruction producing a valué that he second instruction uses, 
the second instruction destroys a valué that the first instruction uses. 

3.3. Register File 
The Register File is the highest level of the memory hierarchy. In a very simple processor, 
it consists of a single memory location - usually called an accumulator. The result of ALU 
operations was stored here and could be re-used in a subsequent operation or saved into 
memory. 

In a modem processor, it is considered necessary to have at least 32 registers for integer 
valúes and often 32 floating point registers as well. Thus the register file is a small, ad-
dressable memory on top of the memory hierarchy. It is visible to programs (which address 
registers directly), so that the number and type (integer or floating point) of registers is part 
of the instruction set architecture (ISA). 

Registers are built from fast multi-ported memory cells. They must be fast: a register 
must be able to drive its data onto an intemal bus in a single clock cycle. They are multi-
ported because a register must be able to supply its data to either the A or the B input of the 
ALU and accept a valué to be stored from the intemal data bus (see Figure 3.5). 

Register files need at least 2 read ports: the ALU has two input ports and it may be 
necessary to supply both of its inputs from the same register. 

Example: 

add $3 , $2 , $2 

The valué in register 2 is added to itself and the result stored in register 3. So that both 
operands can be fetched in the same cycle, each register must have two read ports. 
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Figure 3.5: Register file organization 

In superscalar processors, it is necessary to have two read ports and a write port for each 
functional unit, because such processors can issue an instruction to every functional unit in 
the same clock cycle. 

The register file can be implemented as a separated table where the registers lie, or as 
a reorder bujfer (ROB, a kind of circular queue) where the register renaming mechanism 
can opérate in a simpler way. The reorder buffer implementation (adopted by some archi-
tectures like Pentium) presents some specific implementation issues and will not be covered 
in this work. The results presented in this Ph.D. Thesis will be related to the register file 
implementation as a separated table. 

3.4. Register Renaming l\/lechanism 

Register renaming is a standard technique for removing false dependencies, that is, WAR 
{Write After Read) and WAW {Write After Write) dependencies, among register data. This 
technique is applied in out-of-order architectures and it allows to have more physical than 
logical registers in the machine [Sim02]. 

Example: 

r 7 <- mem(r5+r2) 
r 7 <- r 7 * r 3 
r 3 <- r6 + 1 

If r 3 is modified out-of-order, multiply may read a wrong operand valué. 
As was previously commented, there are two different implementations of the register 

renaming mechanism, the first one uses the ROB entries to hold renamed bufferes, while 
the second one performs the renaming in the register file assigning physical registers to the 
logical registers (selected by the compiler). We will only consider that last method. There are 



44 CHAPTER 3. BASICS ON ADVANCED COMPUTER ARCHITECTURES 

also two other less common implementations of the register renaming mechanism: merged 
table of rename and architectural register file, and renamed valúes in reservation stations 
(e.g.. shelving buffers). These last possibilities will not be considered by the power reduction 
techniques devised in this work. 

Compilers can fix some WAR and WAW hazards, but not all. 
Example: 

r l <- X 
I f Y != O r l <- z 
r 3 <- r l + r 2 

There is WAW hazard on the taken path, but no hazard on the fall-through path. An 
instruction may also have a hazard with itself (with dynamic scheduling of loops). The 
renaming hardware can rename registers to fix WAR and WAW hazards. 

Example: 

t i <- mem(r5+r2) 
t 2 <- t i * r 3 
t 3 <- r6 + 1 

Let's consider the following example to understand how register renamming works on 
preventing pipeline stalls. 

Example: 

MUL 
ADD 
ADD 
DIV 

R2,R2,R3 
R4,R2,1 
R2,R3,1 
R5,R2,R4 

R2 
R4 
R2 
R5 

= R2 
= R2 
= R3 
= R4 

* 
+ 

+ 
* 

R3 
1 
1 
R4 

Let's consider one problem: instruction 3 cannot go ahead until instruction 1 has fin-
ished, and instruction 2 has started. This is because there is an output dependency between 
instruction 1 and 3 - both write to R2 - and an antidependency between instructions 2 and 3 -
instruction 3 overwrites instruction 2's argument. Now consider the same program, but with 
the registers labelled. 

MUL R2_b,R2_a,R3_a 
ADD R4_b,R2_b, 1 
ADD R2_c,R3_a, 1 
DIV R5_b,R2_c,R4_b 
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Now instruction 3 can start immediately, because it is using a "different" R2 from instruc-
tions 1 and 2. We are effectively using a history of the contents of each register - for example, 
R2_c is the newest versión of R2, then R2_b, followed by R2_a (the oldest versión). Specific 
details of the register renaming implementation will be given when the low-power policies 
will be described. 

3.5. Conclusions 
Previous sections allow us to develop a thorough understanding of high-performance com-
puter architecture, as a basis for informed software performance engineering and as a foun-
dation for advanced work in computer architecture, compiler design, operating systems and 
parallel processing. The perfect comprehension of the elements here described will stablish 
the basis for our work in power minimization in processor-based architectures. 





4 
Power Estimatíon 

Oh, how much is today hidden by science! Oh, 
how much it is expected to hide! 

— Friedrich Nietzsche, 1844-1900. 
German-Swiss philosopher and writer. 

This chapter presents the design and use of the tool INCAPE (INtegrated Cache Analysis and 
Power Estimation) [ALV04b]. The proposed tool integrales an extended analytical model 
for power estimation in caches within a retargetable cross-design environment. INCAPE has 
been used to perform experimental design space exploration and analysis of the main factors 
that strongly impact on the power dissipation of the cache hierarchy. The obtained results 
valídate the usefulness of the proposed methodology and allow the designer to efficiently 
design the cache hierarchy when low power constraints are involved. 

4.1. Introduction 

In this chapter the design and use of a retargetable and accurate estimation tool (INCAPE: 
INtegrated Cache Analysis and Power Estimation) for cache power consumption will be pre-
sented. The proposed methodology is extensible to new architectures, providing a helpful 
framework for the design of power-constrained embedded systems. The goal of this research 
work is to provide an accurate cache power consumption estimation tool highly integrated 
in a retargetable design tool chain. Such framework integrates the functional and cache sim-
ulators of the processor with a power estimation tool that can provide accurate estimations 
for many different real target architectures. Moreover, the overhead of this power estima-

47 
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tion must be very reduced in the design time or the design phases, but it must extend the 
simulator output with power results. The proposed methodology is also applicable to new 
architectures, providing a fast and useful procedure to analyze power consumption on the 
devised systems (i.e. fully extensible). 

In this way, the proposed simulation methodology provides an easy way for designers 
to evalúate múltiple design cholees with respect to performance and energy consumption 
constraints. The main advantages of this approach are: automatic generation of cross-design 
tools, parallel output of functional simulation and accurate cache power estimation, negli-
gible leaming time for the user and flexibility on the selection of the target processor. This 
is a very helpful environment for a designer, who can use INCAPE to perform design space 
exploration in different scenarios [ALVL03], as they are the modifications of the software 
code through compiler optimizations, the variation of the structure of the cache hierarchy, 
the different input data sets, etc. Such application will be described in detail in section 4.3.3. 

4.2. Design of the Tool 

The design of the tool INCAPE is based on CGEN ("Cpu tool GENerator") [GNU04a], 
a unified framework and toolkit for writing programs like assemblers, disassemblers and 
simulators. CGEN is centered around application independent descriptions of different CPUs 
(ARM, MIPS32, PowerPC...), many of them present in current embedded systems. 

Current CGEN-based simulators [GNU04a] achieve their speed by using GCC's "com-
puted goto" facility to implement a threaded interpreten The "main loop" of the CPU engine 
can be found within one function and the environment for running the program is reduced 
to about three host instructions per target instructión (one to increment a "virtual program 
counter", one to fetch the address of code that implements the next target instructión, and 
one to branch to it). Target instructions can be simulated with as few as seven instructions 
for an ADD (load address of srcl, load srcl, load address of src2, load src2, add, load address 
of result, store result). Therefore, ignoring the overhead (which is minimal for frequently 
executed code) the previous statement means that ten host instructions per typical target in
structión are needed. 

The CPU description file, as well as the modifications we have done to extend the CPU 
hardware description, are written in the CGEN's RTL language (subset of Scheme) and pro
vides: 

• elements of the CPU's architecture (registers, etc.) 

• elements of a CPU's implementation (e.g. pipeline) 

• mapping of the bits of an instructión word map to the instruction's semantics 

• semantic specification in a way that is amenable to being understood and manipulated 

• performance measurement parameters 
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• support for múltiple ISA variants 

• assembler syntax of the instruetion set 

• mapping of the bits of the instruetion word, and back 

• support for generating test files 

The present work is built over the CGEN core to genérate embedded system design tools 
with explicit information of power dissipation in caches. As CGEN successfully dees with 
cross-design tools, the cache power estimator can be automatically generated for the whole 
set of available target processors in order to free the designer from this annoying task. 

Before going into the details of the tool structure, the analytical model that is beneath 
this work will be briefly reviewed. 

4.2.1. Brief Descriptíon of the Analytical Model 

In the last few years special emphasis has been put on power estimation and high-level op-
timization tools attending to the designers' demands. Some of these works are based on 
analytical power models that can predict with high accuracy the power dissipation in cer-
tain processor modules (cache, system clock, data path, etc.) provided the access pattem is 
known. The tool presented in this paper uses the analytical power model for caches devel-
oped by Kamble and Ghose [KG97]. As was previously said, in order to get an accurate 
estimation of cache power dissipation, the exact memory access pattem raust be known to 
feed the analytical model of power consumption. This model provides mathematical ex-
pressions for the severa! energy dissipation sources in the cache architecture and takes as 
arguments parameters of different kinds: architectural (cache size, way configuration, word 
line size, etc.), technological (Une and device input/output capacitors, etc.) and statistical 
(switching bus activity, cache accesses, etc.). 

The following paragraphs briefly describe the fundamentáis of this analytical model. 
For an m-way set associative cache, with a total data capacity of D bytes, a tag size of T 

bits and a line size of L bytes, the following expressions can be deñned. Let St denote the 
number of status bits per block frame. On the other hand, the number of sets, 5, is 7 ¿ ^ . 

Energy dissipated in the bítiines, E ^ Í due to precharging, readout and writes is given 
by: 

^rows — S 'Ncolumna = 171 • (8 • L + T + St) 

Ebit — Swf • V^¿ • ^Nbit^pr • Cbit,pr + -^bií.iü " Cbu^r/w + ^Ut,r " C'íní,r/tj;+ 

+ m-{S-L + T+St)-CA- Cg,Qpa + Cg,Qpb + Cg,Qp)] 

where Nbit,pr, ^bit.r and Nbit,w are the total number of bit line transitions due to precharg
ing, reads and writes. CA is the total number of cache accesses. 
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Energy dissipated in the word lines, E^m-d, including energy expended in driving the 
gate of the row driver. 

E^ord = Swf •V2i-CA-m-{8-L + T + St) • (2 • Cg,Qi + C ^ o r d w e ) 

Energy dissipated in the output Unes, Eoutput, is the energy dissipated when driving 
the interconnect Unes extemal to the cache towards the CPU side or the memory side. It 
includes: 

Eaoutput = SWf • V¿¿ • {Nout,a2m " Cout,a2m + Nout,a2c " Couí,a2c) 

Edoutput = Swf • V^ • {Nout,d2m " C'out,d2m + Nout,d2c " C'out,d2c) 

where Nout,a2m, Nout,d2m are the number of transitions on the memory-side address and 
data line drivers. Similarly, Nout,a2c, Nout,d2c are the corresponding terms for the CPU-side 
interconnect. 

Energy dissipated in the address input Unes, Eampuu is the energy expended in the 
input gates of the row decoder, 

^ainput ^ "^J • '^dd ' ^^ainput ' [v^ + i j • Z • O • ^in,dec i ^awirel 

where Nampat is the number of transitions in the address input lines, Cin,dec is the gate ca-
pacitance of first level of decoder, and Cawire is the wire capacitance of the common address 
lines feeding the decoder in each RAM bank. 

The total energy dissipation in a CMOS SRAM based set associative cache is thus given 
by 

^cache "~ ^bit ~r í^word T ¡^output i ^ainput 

Such analytical model uses expressions like the ones presented in equations 4.1 and 4.2 
for the energy dissipated per read and write access, where swf is the switching factor pa-
rameter, T (tag size), St (status bits per block frame), L (line size) and m (number of ways in 
a set associative cache) are architectural parameters, Cx are technology terms, and the rest 
are the statistical arguments that describe the access. Vdd represents the source voltage and 
Vs is the voltage swing on the bit lines during sensing. 

Ebit_r = swf -Vdd-Vs- Cut_rw " Narray_accs • 2 • TU • {T + St + 8 • L) ( 4 .1 ) 

Eut w = swf • Va dd {\ • Vdd - Vs) • Nut_^ + (^ • Vdd + Vs) • K,_^ Cut rw (4.2) 

These expressions can be deduced from the general equation for the power dissipation 
E = swf • C • V¿¿ taking into account the particular cache architecture and the statistics for 
the access pattem. 

While the technological and architectural parameters are known from the architecture 
design phase, the access pattem depends on the particular data in use. Furthermore, to cal
cúlate the exact valué of the switching activity, perfect knowledge of the transferred data and 
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addresses is needed. Such simulation detail can only be achieved at instruction level, when 
the memory and register contents are also available. 

The switching activity factor reflects the number of bit changes at the data or address bus 
divided by the bus width (bit change factor). The usual approach to deal with this unavailable 
term is supposing that half of the bits change their valué, what is far away from being true 
when strong (or weak) data or address correlation appears in the application and a reduced 
(or extense) number of bits switches. Therefore, over and underestimation on cache energy 
consumption can be explained by this limitation in the analytical model. The approach pre-
sented here overcomes this past limitation by explicitly calculating the switching activity 
term based on the information provided by the functional simulator. Therefore, simulation 
results improve the analytical expressions and reduce estimation errors, as will be show in 
section 4.3. 

4.2.2. Description of the Power Estimation Tool 

To have access information, the code running in the processor must genérate a detailed mem
ory trace (memory address accessed, data transferred, type of the access) per memory access. 
To get a machine independent implementation of this trace facility, the target machine has 
been supplied with four new virtual registers (trace registers) storing the trace information: 
t rO stores the memory address under access, t r l is a counter of the memory accesses, 
t r 2 is the bit flag that indicates a read or write access, and t r 3 stores the data read/written 
from/to memory. The counter t r 1 is needed to track the number of memory access instruc-
tions and genérate the required trace. These trace registers are identically defined in every 
target processor. In the same way, an identical approach is followed by the read and write 
operations in such trace registers. The specification of these four registers has been done us-
ing the CGEN's RTL language', like the simple modifications to the processor ISA. Both are 
automatically accomplished by a text parser. Figure 4.1 shows the specification of the trace 
registers and a traced l o a d instruction for a MIPS32 processor, where it can be observed 
how the description of the trace registers and their read and write operations are independent 
of the target processor (on condition that they are included in every memory access instruc
tion). Figure 4.2 shows the schematic view of the processor architecture, where the virtual 
trace registers, used only for simulation purposes, have been represented. 

The information stored in those extra registers can be read by the simulator as a normal 
hardware register. The simulator code in charge of reading this trace information and its 
analysis is also common for all the different target architectures, and only has to be coded 
in the simulator kemel. The trace information stored in these registers allows us to créate 
a trace file which feeds the Dinero IV [EH02] cache simulator tool. Dinero IV is a cache 
simulator for memory reference traces which simulates a memory hierarchy consisting of 
various caches connected as one or more trees, with reference sources (the processors) at the 
leaves and a memory at each root. Dinero IV works in parallel with the functional processor 
simulator. 

' A subset of the Scheme language. 
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(dnh h-tr "trace registers" 
O; attributes 
(reg¡sterWI(4)) 
(keyword "" ((trO 0) (tr1 1) (tr2 2) (tr3 3») 
0 0 

) 

(dni (.sym Id suffix) (.str "Id" sufflx) 
«PIPE O» 
(.str "Id" suffix • Sdr,@sr") 
(+ OP_2 op2-op dr sr) 
(sequence O 
(set (reg h-tr 3) (ext-op Wl (mem mode sr))) 
:data transfered 
(set dr (ext-op Wl (mem mode sr))) 
;execution 
(set (reg h-tr 1) (add (reg h-tr 1) (const 1))) 
;access counter 
(set (reg h-tr 0) (ext-op Wl sr)) 
:memory address 
(set (reg h-tr 2) (const 0)) 
:memorv read 
((m32r/d (unit u-load)) 
(m32rx (unIt u-load)))) 

Figure 4.1: RTL tracing code 
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The flow of the code that performs memory tracing works as follows. For every new 
instruction, the trace registers are read to retrieve their Information. If a new memory access 
happens, the trace information is stored in a file and sent to the Dinero IV cache simulator 
when the size of this package of traces reaches a minimum valué. 

Figure 4.3 shows the pseudo-code that performs the memory traces. As can be seen, the 
simulator overhead is minimal by performing the computationally hard work in a parallel 
process; therefore, no time penalty should be noticed. 

The Dinero IV functionality has been extended to perform the estimation of cache power 
consumption. The analytical power model has been coded in the simulator kemel and cal-
culates the following energy expressions: energy consumption associated with the bit line 
precharge, energy consumption associated with the data read and write, energy dissipated in 
the data and address buses and energy consumed by the combinational logic (sense ampli-
fiers, latches, address decoders...). The architectural parameters used in these expressions are 
based on a cache implementation of [WJ94]. Moreover, the statistical parameter switching 
activity has been explicitly calculated, what allows a more accurate estimation. The calcu
las of the switching activity parameter is obviously enabled the detailed tracing output and 
allows to obtain the temporal evolution of the energy consumption with respect to the data 
and address correlation. 

The described functionality is already available for the whole set of processors which are 
described in the CGEN suit, but the designer could obtain functional and power estimations 
for any new designed architecture by means of providing the machine description for this 
processor. 

Figure 4.4 shows the proposed extended cross-tool generation for the design of embed-
ded Systems with explicit cache power estimation. As can be noticed, the designer must only 
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for ( eve ry_ ins t ruc t ion ) 
{ 

r e a c i _ t r a c e _ r e g i s t e r s ; 
i f (new_memory_access) 
{ 

store(generate_trace); 
counter_trace++; 
if (counter_trace == package_size) 
{ , 
cali(Dinero, package); 
counter_trace = 0; 

} 
} 

} 

Figure 4.3: Cache simulator pseudo-code 

provide the hardware description of the new target architecture (if it is a real one or a virtual 
architecture) which will be the core processor of the embedded system. This hardware de
scription is automatically extended with the tracing registers and, from there on, the rest of 
tools are generated. The flexibility of the approach comes not only from the perfect integra-
tion into the current design methodology, but also from the fact that the simulator's code is 
once written and automatically extended for every ported architecture. 

Moreover, the presented design flow can be applied to future developments of processor 
architectures provided the system description is done according to the especification rules 
and sintax of the CGEN's RTL language. 

Figure 4.5 shows the design flow corresponding to a typical cross-design environment 
(host and target machine are not the same) with the particularity of functional and power 
simulation in parallel. This design flow is the one followed by the designer to perform the 
design space exploration of the application of interest. In this case, the designer must only 
provide the source code for the benchmark, as it is the common case. This source code is 
cross-compiled and linked and, after that, simulated for the target processor with INCAPE. 
In this way, the simulation output provides performance statistics and has been upgraded 
with power consumption Information. In detail, this power information corresponds to peak 
power consumption, cumulative power consumption and time evolution (graphically and nu-
merically) of the power dissipation. All these valúes are given for different types of accesses 
(read and write) and cache modules (address bus, data bus, bit-line, etc.) and provide all the 
information that is usually required by an embedded system designer. 

4.3. Experimental Results 
INCAPE has been applied to different real benchmarks from the MiBench suite [eaOl], com-
piled on an x86 machine for a MIPS 32 target processor. However, any processor among 
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Figure 4.4: Cross-tool generation 

Openrisc, ARM, PowerPC or others could have been selected with similar results; moreover, 
a new virtual architecture could have been described in the CGEN's RTL language and the 
power estimation for this could have been obtained. The simulation time has also been an-
alyzed resulting on a low overhead for the power estimation with respect to the functional 
simulation. This estimation overhead is directly related to the desired granularity (power 
estimation per number of simulated instructions) and to the quality of the implementation. 
A simulation time with power estimation information in the same order of the functional 
simulation time has been obtained.'̂  

The previously described environment has been used to analyze several case studies on 
power consumption in the cache hierarchy when modifying several parameters as they are 
compiler optimizations or data correlations. INCAPE has been generated for a MIPS32 
target processor with the cache hierarchy described in table 4.1, typical for embedded pro-
cessors. 

Before attempting any exploration of the design space, the importance of having a correct 
valué of the switching activity will be studied. This phase of the work will show how the data 
correlations aggressively impact the total power consumption thorough the switching activity 
valué. This effect is particularly influential with strongly or weakly correlated pattems. 

^These performance figures could be easily improved with parallel programming techniques. Code decom-
position of the tracing and estimation algorithm into parallel tasks will speed up the simulation time efficiently. 
Section 4.4 summarizes the execution time of the tool for some of the analyzed benchmarks. 
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Figure 4.5: Extended design flow 

After that, to describe the usefulness of the simulation as a design space exploration tool, 
we will work on tiiree different scenarios: 

• The first analyzed scenario will be a Worst Case Analysis (WCA), which reflects the 
importance of designing attending to the input data correlation when low-power is a 
design constraint. 

• Secondly, the impact of software modifications will be studied by means of the op-
timizations applied by the compiler (however, the analysis would be the same in the 
case of changes to the algorithm). 

• Lastly, different configurations of cache hierarchies will be explored. The spread spec-
trum of design options as the cache levéis, the associativity or the memory size will be 
taken into account as a main power consumption factor. 

Before attempting any exploration of the design space, the importance of having a correct 
valué of the switching activity will be studied. This phase of the work will show how the 
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Level 
Ll data 

Ll ¡nstruction 
L2 

Size 
8k 
16k 
0 

Block Size 
16 
32 
0 

Table 4.1: Cache Hierarchy 

data correlations aggressively impact the total power consumption thorough the switching 
activity valué. 

4.3.1. Switching Activity 

For the whole set of benchmarks, the improvement on accuracy related to the exact calcula-
tion of the switching activity has been first analyzed. 

Figure 4.6a shows the percentual difference between the average valúes of energy dissi-
pation on this data cache for the write operation. To build this graph, the energy consump
tion for every benchmark has been calculated supposing either a homogeneous distribution 
of data and explicitly calculating the switching activity. After the simulation, the average 
energy valúes obtained are subtracted and the result is presented in the plot. Positive valúes 
mean overestimation of the energy consumption by the homogeneous model, while negative 
valúes mean underestimation of the energy consumption. It can be observed how the simpli-
fied model overestimates the power consumption in most cases because it is not able to take 
into account data correlations which appreciably reduce the switching factor. On the other 
hand, there are two cases {rijndael and CRC32) where data presented extremely low corre-
lation and, therefore, the real switching factor is bigger than the homogeneous assumption. 
This underestimation gives rise to bigger power dissipation than the predicted by the simpli-
fied model. This situation is specially undesirable in the design of embedded systems with 
power constraints, since it can cause malfunctioning of the system and only can be avoided 
when the expected peak power consumption (one of the outputs of INCAPE) is known in 
ad vanee. 

Also, the same figure 4.6a shows the strong effect of the power consumption in the data 
bus (where the switching activity is explicitly calculated) in the total power consumption. 
The big differences between both distributions confirm this fact. The exact valúes of power 
dissipation in the different cache modules will be later described and summarized in ta-
bles 4.2 and 4.3. 

Figure 4.6b shows the percentual difference between the standard deviation of both 
data distributions (exact model and homogeneously distributed model) measured for sev
era! benchmarks. This metric has been selected to analyze how spread the power distribution 
is. As can be noticed, the big errors exhibited by some of the benchmarks are due to the fact 
that the real power distribution is far away from a homogeneous distribution. 

From the whole set of experiments carried out, two benchmarks have been selected to 
analyze in depth. One of them is stringsearch, a test that searches given words in phrases, 
and the other one is susan, an image recognition package. 
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Figure 4.6: Computation of the Switching factor: exact valúes vs. homogeneous distribution. 
a) Difference between average valúes; b) Difference between standard deviations 

Switching Activity 

Now the effect of the explicit calculation of the switching activity on energy consumption 
will be analyzed. Figures 4.7a and 4.7b show the energy bitline consumption per write access 
in data cache when using the calculated valué of the switching activity or the homogeneous 
distribution, respectively, in the susan benchmark. The X axis represents the evolution in 
time every 1000 memory accesses, while the Y axis represents the valué of the energy con
sumption in Joules. Both of these tests have been compiled without compiler optimizations 
and they have been simulated for 5 millions of memory accesses. 

As can be noticed for the susan benchmark, the exact switching factor not only reflects 
an appreciable difference in the energy consumption per write access (1 • 10~^ J on average 
for the exact versión, and 4 • 10"'̂  J on average for the homogeneous versión), but also a 
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+ + +Hhf + •Ĥ -̂».•̂ *̂'• ++++++ -i(. ++ +i4- + +̂ + + + + -H- -tu, 
•HHW-+ + + + -H+ + ++ ++H*t ++++++++* "V + +-j*H-¥++ *-^A 

% 

^y*-^ / * i - #irf* \ ** ^^^u"** f***^+** * H f + * « - M 

* twi>»il*»ili'i*f%WW'«>>'«*WllWiii|*<i»WM>W»i*i#WWI|liNl»|l<i<>i(ii#>»fl 
,^¡,,,^IPMMll|llll|lill»>»lH»>^ll#ll#*l«W«liW>li»W^ 

I M I M M * I M M W « M Í M M < M I < ^ ^ 
^|^^!l«ll<^l>|||>lh*||«^rtllWlllVlll»l*ll^ti^*^l^p^*l#ltlrtllltl*^ll^ttf»|llll^llrl|^»^'*lll^n*i^ 

Nittflíi iía*tH in iijHii wiimiH^iii ttî  riiih^tliM imirttHliii î iiiiii'it (timilliii iiiiiiiill ii IHIHHÎ IHIIII HHUI^M 
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Figure 4.7: Write operation: a) Susan: exact switching factor; b) Susan: homogeneous switch-
ing factor. 

more accurate profile of the energy consumption evolution (increasing low-energy valúes for 
the earlier memory accesses, when the image file is being read from disk and written into 
memory). Similar behavior can be found for the stringsearch benchmark showing, in this 
case, 7-10"^ J on average for the exact versión and 3 • 10~^ J on average for the homogeneous 
versión. 

The effect of the switching factor in the energy consumed can be also measured for 
the read operation, which is less influencing. The reduced correlation on the read accesses 



4.3. EXPERIMENTAL RESULTS 59 

exhibited by the simulated applications, the linear product of the switching factor in the 
mathematical expressions, and the small valúes involved (energy per read access is much 
smaller than energy per write access) explain such difference. 

It is also easy to show how the effect of the switching factor in the energy consumed 
per read operation is less influencing as the detailed analysis of the analytical expressions 
and the small valúes involved can explain. Figures 4.8a and 4.8b show the energy bitline 
consumption per read access when using the exact calculated valué of the switching activity 
or the homogeneous distribution of this, respectively, in the same susan benchmark. 

4.3.2. Influence of Data Correlation 

The embedded system designer has to check if a given application meets the performance 
constraints for all possible input data while keeping the energy consumption under tight 
control. This is the goal of the WCA {Worst Case Analysis) carried out in this phase. 

Again, the benchmark selected for performing the first analysis has been susan, the image 
recognition package coming from the MiBench suite [eaOl]. In particular, the benchmark has 
been run up to completion when performing a smoothing task over different input images. 

To explore the influence of data correlations, two input images with the same size in 
pixels have been used for the experiments. The first one is a gray scale figure with high data 
correlation (Figure 4.9), while the second one is a chess board figure with a mínimum of data 
correlation (Figure 4.10). 

Figures 4.11a and 4.11b show the total energy consumption when the input data is the 
gray scale figure or the chess board figure, respectively. As can be noticed, for a same size 
input, the low data correlation of the chess board figure impacts on energy consumption by 
powering this from 36.266 mJ to 39.095 mJ (7.8% increase) for the whole running. 

Most energies involved in the total energy consumption (i.e. energy per read access, en
ergy per write access, energy consumed in the data bus, energy consumed in the address bus, 
etc.) are affected by the switching factor valué (and, consequently, by the data correlation). 
However, energy consumed in the data bus is the energy factor which most aggressively 
changes with strongly correlated input data. This is easy to understand since the data bus 
presents a strong relation with the switching factor (reducing the switching factor decreases 
the number of bit commutations at the data bus), and quickly reduces its energy dissipation 
when the switching activity becomes smaller. In this example, total energy consumed in the 
data bus during the whole running increases from 25.453 mJ to 28.040 mJ (10.16% increase) 
when the strongly uncorrelated input image is used, which represents a 91.44% of the vari-
ation in the total energy consumption. Table 4.2 shows the energy distribution in the cache 
modules for two different input images with low data correlation (gray scale) and high data 
correlation (chess board). 

4.3.3. Influence of Compiler Optimizatlons 
It is well known that the selection of compiler optimizatlons impacts the energy dissipated 
by the system when running the code. The compiler selected for this set of experiments is 
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34.942 
12892 
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7.8369 
38.067 
1569.6 
7.3069 
31.496 

0.077614 
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599.69 
10.935 
7263.2 
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8.3707 
40.695 
1645.4 
7.4941 
32.303 

0.079864 
1479.41 
624.70 
11.216 
3841.3 
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8.6789 
44.959 
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7.4935 
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0.080838 
1401.94 
699.33 
11.215 
4014 
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71.482 
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69.796 
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0.15274 
2548.32 

1227 
21.327 
7134.9 

-03 
15.704 
72.976 
3336 

14.248 
61.416 
15.363 

2320.16 
1304.3 
21.326 
7161.5 

Table 4.2: Energy valúes {^.J) in the main cache elements (effect of compiler optimizations) 
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Figure 4.8: Read operation: a) Susan: exact switching factor; b) Susan: homogeneous switch-
ing factor. 

the GNU compiler gcc 3.2. In reallity, gcc is an integrated distribution of different com-
pilers targeting several major programming languages. The compiler consists of a "front 
end" specific for every programming language. Among others, gcc includes front ends for 
C, C++, Java, Fortran and Ada. On the other hand, the "back end" of the compiler is the 
language-independent component that includes the majority of optimizers and the genera-
tion of machine code for various processors. Many embedded and high-end processors are 
currently targeted by the gcc compiler, as they are Alpha, IA64, Motorola 68000, Motorola 
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Figure 4.9: Gray scale image Figure 4.10: Chess board image 

68HC11,1-386 or MIPS [GNU04b]. 
This flexibility in terms of supported architectures and programming languages, as well 

as the quality of the generated code, has determined the selection of the gcc compiler for the 
following study. 

The proposal of this set of experiments is to analyze the effect of compiler optimizations 
on the energy consumption. In this case, the two input images and the four compiled ver-
sions of the susan code have been used. The code for susan, as well as the other benchmarks, 
has been compiled with the cross-version of the GCC compiler with different levéis of opti
mizations. In this way, susanjOO has been generated with the -OO compiler option which 
means without optimizations. In the same way, susanjOl, susan_02 and susan_03 have 
been generated with the - 0 1 , -02 and -03 compiler options, respectively. 

The use of input flags to the compiler controls the applied optimizations [GNU04b]: 

• - 0 1 : optimizes branch jumps, guesses branch probabilites, copy-propagates register 
valúes, merges constants, loop optimizations, etc. 

• -02 : performs common subexpression elimination, loop strength reduction, re-runs 
loop optimizations, optimizes sibling and tail recursion calis, aligns loops and labels, 
etc. 

• - 0 3 : renames registers, inlines functions. 

The compiler optimizations have a dramatic impact on the total energy consumption by 
reducing the number of cache accesses. Figure 4.12a shows the total energy consumption 
when the susanjOO benchmark (without compiler optimizations) performs a smoothing task 
with the gray scale image, while Figure 4.12b corresponds to the total energy consumed 
by susan_03 with the same input image. Both figures represent the evolution in time for 
the total energy consumption every 1000 cache accesses. As can be noticed, the cache ac
cesses of the unoptimized benchmark are less power-consuming than the cache accesses of 
the optimized benchmark (0.50027 fiJ on average as opposed to 1.0492 ¡iJ, 109.72% in-
crease). Although the total number of cache accesses are highly reduced with the compiler 
optimizations, the total energy consumption for the whole running is increased from 26.732 
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Figure 4.11: a) Total energy per access (gray scale image); b) Total energy per access (chess 
board image) 

mJ for susanjOO to 36.266 mJ for susan_02 (35.66% increase). However, it is expected 
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that a longer program execution would compénsate the reduced number of cache accesses 
with the increase on energy dissipated per access. That is the case of, for example, the data 
encryption standard des, belonging to the PowerStone [MMCOO] benchmark suite, where the 
132.80 mJ of energy consumption for the unoptimized code is reduced to 115.71 mJ for the 
code compiled with the -03 option. 

Different optimization levéis in this benchmark ( -01 , -02) have sUghter effect on total 
energy consumption, and this is only noticeable during the processing of the image. The 
first benchmark we have selected (smoothing task of an image by the susan package) has 
reduced processing complexity with respect to the load of the input image into the cache 
hierarchy. Other algorithms with more complex processing of the input data will present 
stronger dependence of the energy consumption with the optimization levéis. That is the 
case for the same susan benchmark but performing an edge detection task over the chess 
board image, where the 10.114 mJ for susanjOO are reduced to 9.672 mJ (4.37% decrease), 
7.1349 mJ (29.45% decrease) and 7.1615 mJ (29.19% decrease) for susanjOl, susan_02 
and susan_03 respectively. 

The same analysis has also been performed with other complex algorithms: FFT (a 
Fast Fourier Transform algorithm), basicmath (a mathematical computation program), qsort 
(quick sort algorithm), reed (a Reed-Solomon encoder and decoder) and dijkstra (an algo
rithm to find the shortest path from a point in a graph to a destination). The energy reduc-
tion or increase achieved with the compiler optimizations for the whole set of benchmarks 
is presented in figure 4.13a. Also, the execution time for every compiled versión of the 
benchmarks has been measured, and it is presented in figure 4.13b. The benchmark susanl 
corresponds to the edge detection task with gray scale image, while susanl corresponds in 
this case to the smoothing task with the same image. Finally, reedl is the Reed Solomon 
encoder, while reed2 is the decoder. 

As can be observed in these figures, the use of compiler optimizations reduces in gen
eral terms both power consumption and execution time. More intensive optimizations (-03) 
are not always translated into lower power consumption or faster execution; the optimum 
compiler option for power or time optimization depends very much on the running applica-
tion. Higher levéis of optimization split loops looking for parallel processing (which cannot 
be always managed by the underlying processor architecture) increasing the code size, the 
execution time and power consumption (both of them due to the extra memory accesses). 

Optimizing for low-power is not always the same than optimizing for high-performance, 
as was pointed out in previous works [SBMOl, HLOl]. The compiler optimization that 
achieves highest power reduction could not coincide with the one that achieves faster ex
ecution (for instance, - 0 1 for power and -02 for time in the case of the reedl benchmark). 
This situation is even more critical in several cases when attending to only one of the metrics 
(power or performance) could severely damage the other. This is the behavior exhibited by 
susanl which executes faster with the - 0 1 compiler optimization but increases the power 
consumption of the unoptimized versión. For this kind of applications, the designer must 
jointly analyze both power and performance from the very early design phases. 

The jointly effect of input data correlations and compiler optimizations is not only ap-
preciable in the total power consumption, but also in the different hardware modules that the 
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Figure 4.12: Influence of compiler optimizations: total energy per access a) susanjOO; b) 
susan_03 

cache hierarchy consists of. This issue has to be taken into account by the designer in order 
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Figure 4.13: Effect of compiler optimizations. a) Energy reduction; b) Execution time 

to develop strategies for minimizing any undesired effect (for example, if the power dissipa-
tion in the data bus is increased by means of the compiler optimizations, this can be managed 
by an accurate coding policy of the transferred data). Table 4.3 shows these detailed valúes 
for the two different input images considerad in the previous experiments, as well as the four 
optimization levéis. 
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4.3.4. Inf luence of the Cache Hierarchy 

The last scenario that has been analyzed is the modification of the cache hierarchy. The 
configuration of the cache in one or two levéis, the size of the memory banks and the use 
of a fully-associative or a set-associative cache, has a strong relation with the performance 
(number of cache misses and memory accesses) as well as the power consumption. 

In order to evalúate the effect of cache configuration in the power consumption of the 
system, four different memory hierarchies have been evaluated. These conñgurations are 
perfectly suitable for embedded systems and can be found in Table 4.4. As can be seen, 
results for a very small memory (256 words) have been included, representing these results 
the mínimum of energy consumption but the máximum of execution time. 

For these four cache configurations, the power dissipation of the different compiled ver-
sions of the susan benchmark performing an edge detection task has been evaluated. Also, 
the performance of these hierarchies in terms of clock cycles has been measured. Fig
ure 4.14a represents the absolute energy consumption in the different cache configurations 
and benchmark compilations, while Figure 4.14b shows the execution time increase or re-
duction for the same cache hierarchies. 

As can be noticed in these figures, the power consumption is very dependent on the cache 
hierarchy. In general terms, bigger memory size (both Ll and L2 levéis) imply higher energy 
dissipation as usually happens in memory devices. However, looking for smaller memories 
to save power can negatively impact on performance increasing the execution time by cache 
access misses and fetches from the main memory (CONF 4 is the best configuration in terms 
of power consumption but it also presents the worst performance behavior). The designer 
has to trade off both metrics (power and execution time) by attending to this Information 
during the design specification phase. 

4.3.5. An Example of Design Space Exploration 

An important part of the design of complex systems is the evaluation of a large number of 
potential altemative designs. Due to the number and complexity of design parameters, this 
design space is potentially huge and very complex. Automating part of the design explo
ration task can be a valuable help in finding the optimal or near optimal settings of design 
parameters. This last section shows an example of how INCAPE can be used to help the 
designer when finding the specific set of parameters that satisfies the design constraints. 

The benchmark susan has been selected to present the Information coUected by INCAPE 
in a Pareto curve (Figure 4.15). This figure shows the design points obtained (execution time 
and energy consumption) when the compiler optimizations and the cache configuration are 
tuned. Attending to this graph, the designer can select those cache configurations, as well 
as compiler optimizations, in order to satisfy the performance (execution time) or energy 
constraints. Those points in the down right side comer represent configurations with a mín
imum of energy consumption (absolute valúes plotted in mJ) but a máximum of execution 
time (relative valúes plotted as a percentage of the máximum). On the other hand, those 
points in the up left side comer represent configurations with a mínimum of execution time 
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Figure 4.14: Different cache configurations. a) Energy reduction; b) Execution time 

but a máximum of energy consumption. The región in the middle of the graph shows those 
points with a balanced energy/time trade-off. It can also be observed how the selection of 
the compiler optimizations for the benchmark can tum a power-aware configuration into an 
optimal configuration for performance. 



4.4. OVERHEAD OF THE SIMULATION TIME 71 

180000 1 

160000 -

140000 

120000 

100000 -

80000 -

60000 -

40000 

20000 -

0 -

5 

• 0 1 ! 
Oí a—• 

¡ 
02 ' 
Ó3 §03 

01^02 

¡ 02 1 
0 3 » 

! V 

0 60 70 

-"^ „ QO 

O0^""~« 

• 01 

\ ^ 0 0 00 
• • .' 

, 03 
02 

80 90 100 110 

- • - C 0 N F 1 

- ^ - C O N F 2 

••••& CONF 3 

—M-- CONF 4 

Figure 4.15: Párete curves 

4.4. Overhead of the Simulation Time 
The on-line generation of memory traces, as well as the estimation of the power consumption 
in the cache hierarchy, introduces an overhead in the simulation time for the application. 
This overhead can be negligible for those benchmarks with a reduced percentege of memory 
accesses, or more appreciable when the memory accesses determine the program execution. 

Table 4.5 shows this performance overhead for the whole set of benchmarks presented in 
previous sections. 

Benchmark 
dijkstra 
reedl 
reed2 
qsort 

basicmath 
FFT 

susanl 
susan2 

Overhead 
5.4% 
12.6% 
8.4% 
3.7% 
9.1% 
13.5% 
37.7% 
39.1% 

Table 4.5: Overhead of the simulation time 

If the overhead of the simulation time cannot be acceptable, there are some posibili-
ties that allow to improve these marks. First of all, there are works that currently present 
techniques to compress the size (number) of the generated memory traces by clusteriza-
tion [LJ04] as well as those that perform a partial generation of traces [Ple94]. Both tech
niques will reduce the simulation time by improving the trace generation. 

Also, the application of parallel programming techniques [Pac96] to parallelize the im-
plementation of both the trace generation and the power estimation tasks are able to decre-
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ment the performance impact of our approach. This will be one of the future goals of our 
reseach work in this topic. 

4.5. Conclusions 

Embedded systems designers need high-level tools for the estimation of power dissipation 
during the design phases. The early information on power consumption allows to satisfy the 
power constraints without reducing significantly the global performance. A unified frame-
work of cross-design tools has been presented, which suppües a helpful environment for the 
efficient design of power-aware embedded systems, providing power dissipation information 
from the very early phases of the design flow. Furthermore, INCAPE, which is automatically 
generated, allows free selection of the main power consumers in embedded systems, i.e. the 
target architecture and the cache hierarchy. Only by providing energy information in parallel 
with performance simulation, the designers can lead their decisions based on both constraints 
without appreciable computing overhead. Moreover, the design flow presents high flexibil-
ity since the power estimation for the cache hierarchy can be performed for different target 
processors. 

The design of the cache power estimation tool has been carried out using the unified 
environment of GNU cross-design tools. The power estimation utility bases its results on 
an analytical power model, which has been fed with the explicit calculation of the statistical 
switching activity. 

INCAPE has proved its effectiveness with real benchmarks from the MiBench test suite 
cross-compiled for a MIPS32 target processor, obtaining excellent results. Switching ac
tivity, input data correlations and compiler optimizations have been identified as high-level 
factors with strong influence on power consumption. Interesting results have been obtained 
when tuning these factors, and power dependencies have also been found. The results and 
conclusions collected from this work enable the design of new compiler optimizations ori-
ented to low-power issues, outline the utility of taking advantage of inherent data correla
tions, and valídate the increased accuracy of the presented estimator which associates the 
functional simulation with the power estimation. 

The design of INCAPE, as well as some of the experimental works conducted with the 
tool, have been published in[ALV03a], [ALVL03], [ALV03b] and [ALV04b]. 



5 
Power Minimization Techniques for 

In-Order Processors 

The press, the machine, the railway, the telegraph 
are premises whose thousand-year conclusión no 

one has yet dared to draw. 
— Friedrich Nietzsche, 1844-1900. 

German-Swiss philosopher and writer. 

The register file is a power-hungry device in modem architectures. Current research on 
compiler technology and computer architectures encourages the implementation of larger 
devices to feed múltiple data paths and to store global variables. However, low power tech
niques are not able to appreciably reduce power consumption in this device without a time 
penalty. This chapter introduces an efficient hardware approach to reduce the register file 
energy consumption by tuming unused registers into a low power state and a power-aware 
reconfiguration mechanism in the register file driven by a compiler. Both approaches reduce 
energy consumption without impacting on the system performance. 

5.1. Introductíon 

The register file consumes a sizable fraction of the total power in embedded processors and 
becomes a dominant source of energy dissipation when other power saving mechanisms have 
been applied. Register file power consumption in embedded systems depends very much on 
system configuration, mainly on the number of integrated registers, cache size and existence 
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Processor 
ARM 

Power PC 
XScale 

Transmeta Crusoe 

Integer RF 
32 
32 
32 
64 

Floating RF 
8 

32 
32 
64 

Table 5.1: Register file size 

of a branch predictor table (i.e. depends on the relative size of other memory devices). In 
the Motorola's M.CORE architecture, the register file energy consumption could achieve 
16% of the total processor power and 42% of the data path power [Gon99]. In out-of-order 
processors with a large number of physical registers which are implemented as part of the 
Re-Order Buffer (in Pentium III, for example), this structure dissipates as much as 27% of 
total energy according to some estimates [FGOl]. 

Many recent compiler optimization techniques increase the register pressure, and there is 
a current trend towards implementing larger register files. Large register files present several 
advantages: decreased power consumption in the memory hierarchy (cache and main mem
ory) by eliminating accesses, improved performance by decreasing path length and memory 
traffic by removing load and store operations. Early work showed that the existing compiler 
technology could not make effective use of a large number of registers [MCCH92], and the 
industry followed this statement implementing most processors with 32 or fewer registers. 
However, current research in this área [PGMOO] and the efforts on optimizing spill code in
dícate the need of more registers. Sophisticated optimizations can increase the number of 
variables and the register pressure [Llo96]; furthermore, global variable register allocation 
can increase the number of required registers. The number of registers in recent architec-
tures has grown considerably. The number of registers, the register pressure and the aggres-
sive compiler optimizations (by allocating global variables, promoting aliased variables and 
inlining) lead to increase the energy consumption. 

This Ph. D. Thesis proposes hardware (architectural modifications) and software (com
piler optimizations) techniques to efficiently reduce the energy consumption in the register 
file of in-order processors without dramatic impact in the system performance. 

Table 5.1 shows the register file size for several modem processors clearly showing a sig-
nificant increment in size. This motivates the need for efficient techniques to reduce register 
file energy consumption in embedded systems. This thesis introduces a new technique which 
is characterized by an absence of performance penalty. It is based on the observation that a 
register is only used when an instruction reads from it or writes to it, the register is "idle" at 
all other times. By keeping the idle registers in a low power (or "drowsy") state a significant 
amount of energy can be saved. Most registers are idle in any given cycle since at most three 
registers are accessed by an issued instruction. The architectural and compiler modifications 
we propose in this thesis allow the drowsy registers to be tumed back to the "active" state as 
the instruction accesses them. 

The structure of this chapter is the following. First, a brief overview of the register file 
architecture and the role it plays in the processor architecture will be performed. Then, the 
basics on the energy reduction techniques to be applied to the register file will be described. 
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Figure 5.1: Register file block diagram 

Finally, both hardware and software approaches devised to minimize the energy consumption 
will be presented. 

5.2. Register File Design Overview 

In a typical configuration, the register file is an array of N words by M bits. Any of the N 
words can be simultaneously accessed by two read ports and a single write port. A block 
diagram of the register file, shown in Figure 5.1, shows that the register file contains seven 
distinct types of functional blocks [SteOl]. These are the memory cell array, the read address 
decoders and word line drivers, the write address decoder, the bit line drivers, the sense 
amplifiers, the output latches, and the comparators. 

The memory cell array stores the bits of data. It is arranged in a grid of N rows by M 
columns of memory cells. When any of the ports accesses the memory cell array, the read or 
write operation is performed on every memory cell in the selected row simultaneously. Each 
read address decoder is responsible for decoding a log2N-hit address to determine which of 
the rows is selected for each read operation. The read word line drivers are responsible for 
driving the read word Unes accordingly. The write address decoder selects the row to be 
written. The write enable circuit determines whether or not a write operation takes place. 
If so, the write address is decoded to select the memory cell row in which new data will 
be written. The write word line drivers are responsible for driving the write word lines 
accordingly while the bit line drivers provide input data to the memory cells during write 
operations. The sense amplifiers detect the valúes on the read bit lines and transíate them into 
differential voltages corresponding to two data words. The comparators are used to detect 
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whether or not a write operation is happening in for a row that is being read by either read 
port. Finally, the output latches are responsible for selecting and storing the appropriate data 
from either the sense amphfiers or the bit Une drivers based on the results of the comparators. 
The independen! read and write address decoders allow parallel access to up to three register 
operands of an instruction. The rest of the register file components and operation are not 
described in this paper due to space limitations. Readers interested in a deeper knowledge 
on register file structure are referred to [SFK97]. 

5.3. Background on Energy Reduction 

It has been shown that current processors have a large register file. Nevertheless, this device 
is underutilized most of the time. Embedded processors are rapidly becoming wide issue 
and speculative. The register file is ene of the units which limits the clock frequency in wide 
issue processors. With i instructions or micro-operations issued per cycle each consuming 
(up to) two operands and producing (up to) one result, the register file needs to support 2/ 
reads and i writes per cycle. High clock frequencies require deeper pipelines combined with 
wide instruction issue and increased depth of speculation cali for an even larger number of 
physical registers. Unfortunately the silicon área, the energy consumption and the access 
time of the register file are proportional to the number of write and read ports and the total 
number of physical registers. 

The 2i+i registers have to be on to provide the source operands and store the results in a 
given cycle. But the rest of the N registers do not need to be on and are unused but energy-
hungry resources. They are not being read or written by any instruction and should be tumed 
into a low-power state. 

Tuming memory devices into a low-power state is not a brand new idea. Previous re-
search has focused on tuming off unused memory banks (or other resources) by gating the 
power source. When the objective is a memory device, the cost of recovering the lost Infor
mation could hide any power saving or, at least, represent a very significant time penalty'. 
When working with the register file, there is no way to recover data from memory without ex
tra accesses to the cache, and something has to be done in the unused registers to prevent the 
Information from being lost. Tuming these unused registers into a low-power state {drowsy 
state) the power consumption can be reduced to a mínimum without data lost [HHA+01]. 

The Information in a memory cell is preserved while it is in the drowsy state. However, 
the data Une must be restored to a high-energy mode before its contents can be accessed. 
One circuit technique for implementing drowsy memory devices is adaptive body-biasing 
with multi-threshold CMOS (ABB-MTCMOS), where the threshold voltage is increased dy-
namically to yield reduction in leakage energy. This leakage reduction technique requires 
that the voltages of the N-well and of the power and ground supply rails are changed when-
ever the circuit enters or exits the drowsy mode. Since the N-well capacitance of the PMOS 
devices is quite significant, this increases the energy required to switch the memory cell to 
high-power mode and can also significantly increase the time needed to transition to/from 

'For example, to load the data from the main memory. 
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drowsy mode. A more efficient approach to achieve the drowsy state is proposed by Flautner 
et al. [FKM"'"02], where a dynamic voltage scaling (DVS) technique is exploited to reduce 
static power consumption. Due to short-channel effects in deep-submicron processes, leak-
age current is significantly reduced with voltage scaling. The combinad effect of reduced 
leakage current and voltage yields a dramatic reduction in leakage power. This is the solu-
tion used in our approach to reduce energy consumption. 

The method proposed by Flautner et al. utilizes DVS to reduce the leakage power of 
cache cells. By scaling the voltage of the cell to approximately 1.5 times Vt, the state of 
the memory cell can be maintained. Due to the short-channel effects in high-performance 
processes, the leakage current will dramatically reduce with voltage scaling. Since both volt-
age and current are reduced in DVS, a dramatic reduction in leakage power can be obtained. 
Since the capacitance of the power rail is significantly less than the capacitance of the N-
wells, the transition between the two power states occurs more quickly in the DVS scheme 
than the ABB-MTCMOS approach. A possible disadvantage of the drowsy circuit is that it 
has increased susceptibility to noise and the variation of Vt across process comers. The first 
problem may be corrected with careful layout because the capacitive coupling of the lines 
is small. The second problem, variation of Vt, may be handled by choosing a conservative 
VDD valué. 
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Figure 5.2: Register file cell 

Figure 5.2 shows the modified register file cell used to support the drowsy state. As can 
be observed, the dual power supply is switched to low VDD when the cell is in drowsy 
state. It is necessary to use high — Vth devices as pass transistors because the voltage 
on bit lines could destroy the cell contents. Before a register cell can be accessed, the 
power supply has to be switched to high VDD to restore the contents and allow the access. 
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Figure 5.3: Pipeline configuration 

An extra read_enable/write_enable gating circuit assures the memory cell is not accessed 
(read/written) while being in drowsy state. 

5.4. Hardware Approach 

Here, the use of pre-decoding techniques [ALVVL03] will be described as an efficient mech-
anism to reduce the energy consumption of the register file for in-order architectures. 

5.4.1. System Design 

Due to the necessity of restoring the register contents previously to the access, the accessed 
registers must be known at least one cycle before the access happens. 

In a typical pipehne organization (Figure 5.3) the register read access occurs during the 
same clock cycle than the instruction decode. Therefore, the register power supply must be 
switched to high VDD prior to this phase: the fetch cycle (we are assuming no renaming phase 
in an embedded in-order processor). In some pipelines, e.g. ARMIO, there is a prefetch cycle 
which allows to detect branch instructions ahead of the fetch stage, predict those branches 
that are likely to be taken or remo ve those branches that are not likely to be taken [ARMOI]. 
However, this stage is only used when a new instruction has to be reloaded from memory 
instead of I-cache, and it may not be available in all architectures. 

During the fetch stage the instruction is loaded from I-cache into the instruction register. 
Our approach takes advantage of this fact by forwarding the operand fields of the instruction 
to the register ñle address decoders. This is possible due to the fixed instruction format used 
by RISC processors shown in Figure 5.4. The register designators are in a fixed position and 
can be easily extracted for the current instruction. This intermediate step can be performed 
in the issue stage of the pipeline. If the issue stage is not present in the processor pipeline, 
the time required to complete this simple decoding can be overlapped with the delay between 
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Figure 5.4: General instruction format 

the availability of the cache data and the completion of the tag comparison. 

In order to reduce the complexity of the additional logic and to assure the register iden-
tification in the shortest possible time (and before the starting of the next clock cycle), the 
register predecode cannot make use of any memory access to help the decoding. Therefore, 
in our approach only the address decoders present in the register file architecture are used. 
The delay of these decoders is small enough to identify the accessed registers before the end 
of a clock cycle and, therefore, to tum these on before the following access. 

An interesting point to outline is that the current executed instruction may not corre-
spond to the general instruction format presented in Figure 5.4, i.e. may not include the 
three register fields, or these fields may have a different meaning (memory address or imme-
diate operand), but this is only known when the instruction decode has been accomplished 
(unless predecoded info is stored in the I-cache). Therefore, the predecode logic will be fit 
to the general instruction format (three operand registers) and, when the instruction shows a 
different configuration the effect will be the awakeness of registers that are not used. Con-
sequently, several registers that could be kept in the low power state are activated and extra 
power is consumed. This effect will be analyzed in detall in section 5.4.2, let us say for now 
that the worst case involves waking up three registers when none is used. The overall energy 
savings from our approach are still significant. 

So far we have discussed dealing with register reads. The register write access happens 
after the memory stage by which time the write register designator is known in any case. Thus 
the register to be written can be tumed on after the execute or memory stage (depending on 
the pipeline structure) and written in the write-back stage. 

Figure 5.5 represents the general architecture of the processor supporting the proposed 
power aware register file. The bypasses required by our technique have been represented 
shadowed. 

As can be noticed, the main advantages of this approach are the no-time penalty on the 
predecode stage, the simplicity of the extra logic (only a few modifications to the memory 
cell, the gating circuit and the bypass network) that means small energy and área overhead 
and, finally, the possibility of applying this approach to different microprocessor architec-
tures present in many embedded systems. The downside of the approach is that the extra 
dynamic consumption (wake-up cost) has to be amortized over a small number of accesses. 
Flautner et al. [FKM+02] have estimated this valué to be around seven accesses. Taking into 
account the number of drowsy registers per instruction in the register file (all of them but the 
three accessed and the control registers), this cost has not a big impact on the power savings 
of our approach. 
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Figure 5.5: Schematic of the general architecture 

5.4.2. Experimental Results 

The architecture described in the previous paragraphs has been vahdated with a simulator 
derived from the SimpleScalar tool suite [ALE02]. SimpleScalar is an execution-driven 
simulator that implements a derivativa of the MIPS-IV instruction set. The versión used in 
these experiments is 3.0c. The compiler/architecture reserves four registers for special use. 
These are the stack pointer, the zero register, the retum address register and the retum valué 
register. These registers will be left in the active state permanently. 

The baseline system models a typical architecture of a high-performance embedded sys-
tem. It is then modified to support the power aware register file. The compiler reserves four 
registers for the stack pointer, the zero register, the retum address register and the retum valué 
register. Table 5.2 presents the main characteristics of the baseline embedded architecture. 

Figure 5.6 shows the energy savings obtained in the register file of the modified archi
tecture running programs from SPEC2000, MediaBench, and MiBench benchmark suites. 
All results are normalized with respect to the register file power consumption in the baseline 
architecture. In these experiments it has been assumed that the energy consumption of a 
drowsy register is negligible. This assumption is based on the results published by Flautner 
et al., who show a 2% of energy consumption during the drowsy state for a cache memory 
cell [FKM+02]. Also, área and energy overhead due to the extra logic (gating circuit) is 
completely negligible and has not been considered in the results. 

As can be seen, the register file power consumption is reduced by nearly 84%, on average. 
The results are very similar for all benchmarks because the number of active registers per 
clock cycle is always the four reserved registers and up to three register operands. The 
slight differences between benchmarks are due to the variations in the number of register file 



5.4. HARDWARE APPROACH 81 

Baseline archítecture 
Pipeline 
Clock 
Data Width 
Scheduling 
Decode width 
Issue width 
Commit width 
Fetch width 
Functional Units 

Register File 

in-order 
600 MHz 
32 bits 
in-order 
2 insts/cycle 
2 insts/cycle 
2 insts/cycle 
2 insts/cycle 
1 integer ALU 
1 integer multiply/divide unit 
1 FP ALU 
1 FP multiply/divide unit 
32 + 32 registers 

Tabie 5.2: Baseline processor configuration 

accesses and instruction type distribution. 
It should be noted that for out-of-order systems which have a large number of physical 

registers (80 in the case of Alpha 21264) even higher total energy savings are expected. This 
will be carefully analyzed in chapter 6. In addition, the register file may be implemented as 
part of the Reorder Buffer (ROB) in which case the energy savings are still higher. In this 
case, tuming physical registers into the drowsy state also allows the rest of the ROB to be 
more energy efficient by tuming off unused memory cells and ports [KPG02]. 

5.4.3. Accuracy of the Approach 

As was explained in section 5.4, the predecode logic assumes that a three register operand 
instruction is always executed, what could not be true. In order to analyze how far is our 
approximation to the real execution, the following analysis has been performed. 

If no register operand is required by any instruction, the register file power savings would 
go up to H = 94% (4 awake reserved registers per instruction). This is the theoretical 
máximum we have on power saving. Figure 5.7 shows the number of erroneous register 
awakeness normalized to the total number of required registers during program execution. 
A 100% valué in this graph would mean that every instruction requires no register operand. 
However, on average only a 9% of registers are erroneously awaken, what means that the 
máximum power savings expected in the register file would be less than 88% on average, 
only 1% higher than our approximation. This has been calculated relating the máximum 
power savings expected (94%) with the average power savings obtained (83.6% as Figure 5.7 
shows) and the erroneously awaken registers: (94 - 83.6) • -^ ^ 1%. 

This behavior will vary slightly depending on the processor and the corresponding ISA 
(Instruction Set Archítecture), but it is expected to be similar for other machine configura-
tions. Figure 5.8 shows comparable results for an Alpha 21264 processor. Even for the ex
tended ISA of this processor our approach achieves results that are quite near to the MIPS-IV 
case. Now, collected stats show how a 20% of the awake registers could have been avoided. 
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Figure 5.6: Register file energy savings 

keeping these registers into the drowsy state and saving a little more extra energy than our 
approach (2% for 32 integer and 32 floating-point registers). 

As can be observed the presented hardware approach is able to efficiently reduce the 
energy consumption of the register file without impacting the performance of the system. 
In this way, it can be said that the energy savings come for free provided the architectural 
modifications are implemented by the processor designer. 

5.5. Compiler-Based Approach 

In this section we describe another technique based on a power-aware compiler and where 
no architectural modifications are needed. 

It is assumed that the ISA is extended with one instruction to tum a set of registers on 
and off. The compiler is responsible for using these instructions to manage the register file. 
It selects a section of code where N registers are used and inserts an instruction to tum others 
registers off. 

This register file management technique requires a code generation phase that marks the 
code sections where the register file reconfiguration should be performed. This phase has 
to detect those frequently executed code sections with reduced number of required registers 
and mark the beginning and end of such portion of code. The run-time management and the 
compiler-driven approach are described below. 
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5.5.1. Descriptíon of the Modifíed Compíler 

The new register file management policy needs few ISA modifications. It only needs a signal 
mechanism to mark the beginning and the end of a code section. This signal mechanism is 
performed by incorporating a new instruction that signáis when tuming registers on and off 
has to be performed. After register allocation, the compiler knows exactly which registers are 
used by instructions, and can specify the register requirements per function (or loop inside 
the function if a lower granularity is used) in a new instruction that tums the unused registers 
into the drowsy state. After this optimized portion of code, the same instruction tums on the 
unused registers. ARM Thumb uses a similar approach for changing the execution context 
toasecondISA[KG02]. 

The main objective of the compiler approach is to select the optimum configuration for 
the register file satisfying one important constraint: not to increase the code size by inserting 
new instructions. A similar problem arises in the área of code-size reduction techniques. 
One approach used for reducing code size employs a dual instruction set, one of them with 
shorter operation code and limited number of accessible registers. Obviously, the processor 
architecture has to support this dual instruction set [HSB+02]. A mode instruction is used to 
switch between the two sets. We use a similar instruction to alter register file configuration. 

Several RISC processors for embedded systems implement this functionality: ARM7-
TDMI from ARM Inc., STIOO Core from ST Microelectronics or Tangent-A5 from ARC. 
One example of this is the 16 bit Thumb instruction set in ARM processor core. By using the 
Thumb instruction set it is possible to obtain significant reductions in code size in comparison 
with the ARM code. As a result of the reduction in code size, the instruction cache energy 
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Figure 5.8: Erroneous register awakeness (Alpha 21264) 

expended in Thumb mode is also significantly lower. However, many times this reduction 
in code size is obtained at the expense of a significant increase in the number of instructions 
executed by the program [KG02]. Also, these architectures do not employ any power saving 
mechanism with the unused registers in the register file. 

As has been previously discussed, this approach requires a compilation support that se-
lects, after a code analysism, the code sections of interest (those that can bring high energy 
savings with low performance impact) to perform the register file reconñguration. Profil-
ing Information can also be used to improve the compilar decisions. In this section we will 
outline the main ideas of this compiler environment. 

The compiler approach involves the foUowing tasks: 

1. A first phase in which the compiler marks the sections of code that can be optimized 
in register usage (functions, loops or code blocks which are supposed to be frequently 
executed). This compilation phase has been provided with several options selected by 
the user at the command Une: perform the reconfiguration at the most frequently exe
cuted function (selected by the user), perform the reconfiguration at any code function, 
perform the reconfiguration at any code loop 

2. A second phase in which the profitability of reconfiguring the register file is analyzed. 
The number of unused registers inside the selected sections are counted and if this 
number is above a constant threshold (also defined by the user and hopefully based on 
a previous profiling phase) the reconfiguration is effectively performed. If the number 
of unused registers does not reach this user-defined mínimum, the compiler looks for 
any loop inside the function to perform the reconfiguration to a lower granularity level. 
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3. A last phase that inserts the marking instruction at the beginning and the end of selected 
code sections. This compilation phase writes assembler instructions into the code, 
which will be translated into object code by the next compilation phase. 

Figure 5.9 represents the simplified flow graph for this compilen 

This power aware compiler has béen built over the GNU compiler, gcc. The main compi
lation phases available in gcc that have been modified were the basic-blocks analysis and the 
assembler generation. It is not expected a big penalty on compilation time if the profitabil-
ity analysis does not fail. However, if the compiler has to look for any inner loop where to 
perform the reconfiguration, some of the compilation phases have to be run again, sensibly 
increasing the compilation time. Therefore, the user can allow or disable such functionality 
of the compiler. 

There is a tradeoff in the granularity and the obtained energy savings, and the compiler 
has to analyze the options in order to obtain optimal results. Higher granularity is usually 
translated into higher energy savings because the portion of code for which the register file 
size is optimized is also larger. This reduces the overhead of tuming registers on and off. 
Therefore, a function-level granularity should lead to the best results in power consumption. 
However, this is not true because the whole function may require more registers than are 
specified by the user. In such case, feducing the granularity level could help finding time-
consuming loops inside the function that can be mapped onto a smaller number of registers. 
To achieve this functionality, a profiling phase that characterizes the execution frequency 
in the code can be used. This is the approach that has been followed in the experiments 
described below. 
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5.5.2. Experimental Methodology 
The approach presented in this paper was modeled via simulation. The simulator used in this 
work is derived again from the SimpleScalar tool suite [ALE02]. We have included in the 
simulator the foliowing enhancements: 

• Register file management architecture 

• Register file reconfiguration by cede annotation 

The power models used to valídate the ideas come from Wattch [BTMOOa], an extensión 
of the SimpleScalar simulator capable of estimating power consumption at the architectural 
level. Wattch has also been modified to take into account our reconfiguration policies and 
the overhead from the new reconfiguration logic: CACTI [WJ94] models for the register file, 
parameterized to work with the run-time reconfiguration. 

The baseline configuration of the processor we used for our tests is given in table 5.3. 

Baseline architecture 
Clock 
Data Width 
Scheduling 
Decode width 
Issue width 
Commit width 
Functional Units 

Register File 

600 MHz 
32 bits 
in-order 
2 insts/cycle 
2 insts/cycle 
2 insts/cycle 
1 integer ALU 
1 integer multiply/divide unit 
1 FP ALU 
1 FP multiply/divide unit 
64 registers 

Table 5.3: Baseline processor configuration 

The proposed architecture and compiler have been applied to different real benchmarks 
from the MiBench suite [eaOl], compiled on an x86 machine for the target processor previ-
ously described. 

Granularity is an important issue in these experiments. As a first approach and in or-
der to keep consistency between experiments, a single-function level granularity is selected. 
However, some cases require a more careful management. There are cases when the whole 
function cannot be mapped into the number of registers allowed by the user. If the most time 
consuming function that is considered for the reconfiguration contains any time consuming 
loop, reducing the granularity to the loop-level and performing the register file reconfigura
tion in this portion of code can allow to use a smaller number of registers and saves an extra 
amount of energy. 

Finally, if more than one function is selected to perform the register file reconfiguration, 
higher energy savings are expected with minimal performance overhead. This case has also 
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Figure 5.10: Reduction in the register file energy consumption when the descend into granu-
larity is disabled 

been analyzed in the following experimental outcomes through the selection of two target 
functions. 

5.5.3. Results 

For the first set of experiments, the compiler is not allowed to descend into the function 
granularity in case of the number of registers is above the user-defined threshold .̂ 

Figure 5.10 shows a reduction in the total energy consumption in the register file achieved 
with this approach. As can be observed in the graph, the total energy consumption in the 
register file has been reduced in more than 43% on average. We can observe benchmarks 
with really high energy savings (from 70% to 95%); these correspond to those with a function 
which dominates the execution time and has low register usage (under 15 registers). There 
are also some benchmarks which achieve lower energy savings (from 10% to 23%); these 
correspond to those without a function which dominates the execution time. In this last case, 
higher power savings can be expected if the reconfiguration policy is not restricted to only 
the most time consuming function (the profiling results show that 90% of execution time is 
expended in 2 or 3 functions.). 

Two of the benchmarks in Figure 5.10, susan and FFT, cannot be executed with only 
15 registers as the user setting requires. Therefore, the compiler is not able in this case to 
insert the reconfiguration instructions, and no energy savings are obtained. These are good 
candidates for a lower granularity compilation approach. 

^Set, in this case, to 15 registers. 
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Figure 5.11: Reduction in the register file energy consumption when the descend into granu-
larity is allowed 

For the second set of experiments, the previous analysis is repeated but allowing the 
compiler to descend into the function granularity in case the number of registers is above the 
user-defined threshold. Obviously, only two benchmarks are expected to show any change 
on the energy savings achieved. Figure 5.11 shows the new energy savings achieved after 
the new compilation flow. As can be observed, susan and FFT benchmarks fit now the 
user-defined threshold and the register file reconfiguration has been performed for the most 
time consuming loop inside the most time consuming function. With this second approach, 
the energy consumption for the whole set of benchmarks can be reduced on nearly 50% on 
average, at expense of longer compilation time when descending into granularity is needed. 

Finally, the last set of experiments has been run selecting the two most time consumming 
functions to perform the reconfiguration, and enabling as well the ability to descend into 
the granularity level. Figure 5.12 shows the energy savings in the register ñle after this new 
simulation process 

As can be seen, several benchmarks increased the energy saving achieved after perform-
ing the reconfiguration for the two most time consumming functions (susan, fft, etc). Some 
of them have significantly increased the energy savings {crc32, for example), due to the re
duced register usage but intensive execution of the second function selected. On the other 
hand, some benchmarks have not modified the energy saving achieved (dijkstra, bitcount) 
because there is only one time-consumming function in the source code. Overall, energy 
savings grow up to 65% on average when selecting two target functions to perform the re
configuration. The drawback of this approach is the increased compilation time for enabling 
the ability to descend into the granularity level and perform the extended compilation flow 
for two functions. 



5.6. CONCLUSIONS 89 

Bacdúiit: '̂Qsórt S i dn SSM GSM Ayérage' 
coder decoder 

Figure 5.12: Reduction in the register file energy consumption when the descend into granu-
larity is allowed and two target functions are selected 

5.6. Conclusions 

The register file is a power hungry device in modem embedded processors. At the same 
time, current research on compiler technology and computer architecture encourages the im-
plementation of an increasing number of registers. Thus, the register file power consumption 
becomes a significant factor. The number of registers actually used per instruction is very 
small: less than or equal to three. This fact is exploited by the techniques proposed in this 
chapter to save power by tuming the unused registers into a low-power state. They are then 
awakened before being accessed by an instruction. 

An efficient hardware mechanism to tum the unused registers into a low power state has 
been described in this chapter. This is performed at the micro-architecture level for each 
instruction. A DVS technique is used to keep the information stored in the registers while 
reducing the power consumption to a:minimum. The required extra logic has been simplified 
to reduce the predecode access time to the specific register. 

The proposed hardware technique reduces the register file power consumption by 84%, 
on average, when running benchmarks on embedded processors. Assuming all instructions 
use three register operands results in 9% of extra register wake-ups over the theoretical mín
imum. Therefore, the optimal case where only the required registers would be awakened 
would only save an additional 1% over the proposed approach. The presented technique has 
no performance penalty and the area/energy overhead is negligible. 

This hardware approach devised for the power reduction in the register file of in-order 
processors has been published in [ALWL03] and [ALVVL05]. 

The hardware technique has been compared with an approach based on a power-aware 
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compiler, which reaches a 65% of energy savings in the register file when the most time-
consuming function is selected to perform the reconfiguration, and without any performance 
overhead. In many cases, these results can be improved if a lower granularity in the code 
section is selected by the compiler. 

While the hardware approach achieves higher energy savings with respect to the compila-
tion technique and presents optimal results for every benchmark, the former requires several 
architectural modifications to the processor architecture that not always can be afforded by 
the designer. On the other hand, the proñling phase required by the compilation setup is 
avoided by the pre-decode approach, targeting a broader spectrum of applications without an 
off-line analysis. 

This compiler-based approach devised for the power reduction in the register file of in-
order processors has been published in [AV02] and [AVLV03]. 

The simplicity of the approaches and the minimal additional logic required make them 
an effective low-power technique for embedded processors. Future work will combine both 
approaches to increase the expected energy savings. 



6 
Power Mínimízation Techniques for 

Out-Of-Order Processors 

When we can drain the Ocean into mill-ponds, 
and bottle up the Forcé ofGravity, to be sold by 

retail, in gasjars; then may we hope to 
comprehend the infinitudes ofman 's soul under 
formulas ofProfit and Loss; and rule over this 

too, as over a patent engine, by checks, and 
vahes, and balances. 

— Thomas Carlyle, 1795-1881. British historian 
and essayist. 

In pursuit of higher performance through higher clock rates and greater instruction level 
parallelism (ILP), modem microarchitectures are buffering an even greater number of in-
structions in the pipeline. The larger window of in-flight instructions offers to the microar-
chitecture hardware more opportunities to discover independent instructions to issue simul-
taneously. However, maintaining more instructions requires a corresponding increase in the 
buffering structures; in particular, a larger physical register file where generated results can 
be hold. 

In high performance wide-issue microprocessors the register file often plays a critical 
role in determining the cycle time, directly through its access time and indirectly through 
its size. Furthermore it accounts for a significant fraction of the processor core's power 
consumption. These register files need to be large to support múltiple in-flight instructions 
and multiported to avoid stalling the instruction issue. In the Alpha 21464, the register file 
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design was several times larger than the 64 KB primary caches [ea02b] and was split to 
reduce cycle time impact. Both large size and high number of ports result in slow access 
and high energy dissipation. Additionally, that structure is one of the processor hotspots. 
Thus, reducing power consumption in this power hungry structure is critical not only from 
the energy standpoint but also from the temperature standpoint [AG03a]. 

This chapter presents an efficient multi-banked architecture of the register file, and a 
low-power compiler support which reduces energy consumption in this device by more than 
a 78%. The key idea of this work is based on a quasi-deterministic interpretation of the 
register assignment task, and the use of voltage scaUng techniques. 

Also, the high complexity of the register file in terms of number of ports is analyzed, and 
a mechanism to reduce this complexity is presented. 

6.1. Baseline Architecture 

In this section we will describe the fundamentáis of register renaming and the microarchi-
tectural design of the baseline architecture used in the present approach. 

6.1.1. Background on Register Renaming 

Register renaming is a standard technique for removing false data dependencies, that is, 
WAR {write after read) and WAW {write after writé) dependencies, among register data [Sim02]. 
Register renaming may be implemented either statically or dynamically. In the case of static 
implementation, register renaming is carried out during compilation. This technique was 
flrst introduced in parallel compilers for pipelined processors, and later in superscalar pro-
cessors. When register renaming is implemented dynamically, renaming takes place during 
execution. Obviously, this requires extra circuitry in terms of supplementary register space, 
additional data paths and logic [SFK97]. Our research work is oriented to the power reduc-
tion in processors with dynamic (hardware) register renaming, as usually can be found in 
high-performance processors. 

Next paragraphs will describe the actual implementations of the hardware register re
naming as well as the detailed behavior of this technique. 

The layout of the rename buffers establishes the actual framework for renaming. Its 
three basic components are the type and the number of the rename buffers as well as the 
basic mechanism which is used for accessing rename buffers. The chosen type of rename 
buffers determines where the intermedíate results of the instructions are to be written into or 
read from. Certainly, the most extended approaches in modem superscalar processors are the 
sepárate register file (when rename buffers are implemented separately from the architectural 
registers; i.e, rename register valúes are held in a sepárate register file), and the reorder bujfer 
(when this structure is used to implement rename buffers). Alpha 21464 is an example of 
processor using the former approach, while Pentium IV is an example of the later. 

The approach presented in this paper is developed for the sepárate implementation of the 
rename buffers. In our discussion about the implementation of register renaming altematives 
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Figure 6,1: Allocation of a new rename buffer to the destination register 

we will consider only one aspect: the allocation of a free rename buffer to a destination 
register. Whenever an instruction referencing a destination register is issued, a new rename 
register needs to be allocated to the destination register concemed. This allocation is per-
formed by looking for and reserving a free entry, and properly initializing its fields, in a 
FIFO of free registers (see Figure 6.1). 

When a new entry is required, the entry indicated by the head pointer is selected for use 
and the pointer is stepped. If an entry is no longer needed, this entry is deallocated by updat-
ing the tail pointer. During allocation of a new rename register, the following updates have 
to be accomplished: setting the Entiiy valid and Latest entry bits', copying the destination 
register number into the corresponding field and resetting the Valué bit. 

The baseline architecture we have selected for the experimentation has 256 rename buffers 
(and, therefore, the same number of positions in the FIFO of free registers), and 64 logical 
registers assigned by the compilen Half of these registers are Floating Point registers, while 
the other half are Fixed Point registers. This configuration represents a typical configuration 
for current-trend high-performance processors. 

6.1.2. DynamJc Voltage Scalíng 

The proposed solution deals with the "scalable" register file as follows. Instead of working 
with the whole register file, only the registers belonging to one (or more) of the pre-defined 
banks will be kept on. Once the register file bank that contains the required registers is 
known, the other registers are tumed into a low power state by keeping the corresponding 

'Latest bit is necessary because a particular destination register may be renamed repeatedly. 
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Figure 6.2; Bank of registers 

banks in the drowsy state. In this way, the power consumption is reduced to a minimum and 
the clock distribution network is gated as well (see Figure 6.2). 

The amount of power that can be saved will be determined by the number of banks kept 
in the low-power mode. Several experiments we carried out show that the compiler assigns 
correlative registers and, consequently, only one of the register file banks has to be on most 
of the time, increasing the power savings. A power-aware compiler designad to maximize 
the locality (proximity) of assigned registers would improve the power saving results. 

As a result, the product VM X /̂ d is reduced for all the register banks kept in the drowsy 
State due to the decrease in the voltage power supply, and thus the total static power con
sumption is also reduced. 

The independent control of every register in the register file would allow higher energy 
savings (in this case, only three registers per instruction would be on, the two sources re-
quired by the current instruction and the destiny required by the former instruction in the 
pipeline). However, the complexity of the required logic needed to perform this approach, 
as well as the penalty on energy and área due to the extra logic and routing, advises against 
this. 

Due to the necessity of restoring the register contents previously to the access, the ac-
cessed registers must be known at least one cycle before the access happens. However, the 
allocation of a free register is a non deterministic task and it is not possible to know in ad-
vance the rename buffer assigned to a destination register. The main goal of this work is to 
reduce this indetermination so that the required rename buffer can be known in advance to 
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Figure 6.3: Modified allocation of free registers 

be tumed on. 

6.2. Designed Archítecture 
As has been previously explained, the objective of this approach is to keep the unused reg
isters in a low-power state, and switch these back on before they are required. In order to 
accomplish this goal, the allocation of free registers has to be modified to reduce the inde-
termination related to this task. Therefore, attending to the logical registers coded in the 
instruction word, the set of physical registers possibly assigned during the renaming phase 
will be known in advance. The banks of registers will be kept on, while the other banks of 
registers will be tumed into a low-power state to save power. 

There are two main changes in the processor architecture that have to be performed by 
the proposed approach: firstly, to modify the FIFO of free registers found in the register 
assignment module; and secondly, to deal with the new power aware policy in the pipeline 
execution. Next two sections will describe this. 

6.2.1. New FIFO structure 
The first step is to split the 256-position FIFO of free registers into four 64-position FIFOs. 
The size of these FIFOs has to be large enough to provide rename buffers to the destination 
registers but avoiding to become empty .̂ In this way, the problem of indetermination has 
been mostly solved. Instead of assigning free rename buffers from the same FIFO to the 
whole set of logical registers, the first set of 16-logical registers is assigned to the first FIFO, 
the second set to the second FIFO, the third to the third one and the last set of 16-logical 
registers is assigned to the last 256-position FIFO (Figure 6.3). 

Splitting the FIFOs can represent a small penalty in terms of energy and área due to 
the need of an extra port. This extra port allows to assign a free register for every one 
of the three possible operands in an instruction word, while the register assigned to the 
former write instruction in the pipeline is freed. To check these possible side effects we have 

^The correctness of the 64-position choice lias been validated by simulation, as will be lately shown. 
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Access time (ns) 
Total área {cm^) 
Total power (nj) 

256-position 
2.08988 

0.013766 
0.595781 

64-position 
1.54804 

0.008798 
0.275265 

Table 6.1: Delay, área and energy for the two FIFO configurations 

operand 1 operand 3 operand 2 

Condition Opcode 

•M 

Rs 

-^"^ 

Rt 

- • - ' ^ 

Other 

^-

Rd 

Figure 6.4: General instruction format 

performed a comparative study between our approach and the conventional implementation 
of the register renaming. Table 6.1 shows the parameters obtained with CACTI [SJOl] for 
both FIFO configurations and for a 0.18/im technology. As can be seen, the área and energy 
penalties are negligible compared with the total área and power consumption of the register 
file and renaming logic. On the other hand, the access time is decreased for the smaller FIFO, 
assnring in this way the delay is under the clock period threshold. 

Whenever a rename buffer has to be assigned to a destination register, the source FIFO 
providing the rename buffer is selected by a simple logic. This simple logic (a reduced 
number of gates) selects the corresponding FIFO by means of the 2-most significant bits of 
the logical registers coded in the instruction word (Rg, Rd and Rt). This simple logic has 
to be replicated for both source operands and for the destination registers, allowing in this 
way to tum the registers on for the read (decode stage) and write (write-back stage) of the 
operands. Also, those split FIFOs are designed with an extra port (4-port FIFOs) to allow 
concurrent access to the three possible operands of the executed instruction and the write 
back access of the former instruction in the pipeline. 

In this way, for every single destination register, the set of permitted rename buffers are 
known in advance, allowing to keep the other registers off and this set on. The best execution 
case is when all the operands coded in the instruction word belong to the same FIFO (con-
secutive assignment) and the energy savings are the highest expected. The worst execution 
case happens when every operand coded in the instruction word belongs to a different FIFO 
(spread assignment) and the expected savings are the lowest achievable. An intermedíate 
behavior is expected during normal execution. 

6.2.2. Pipeline sequence 

During the fetch stage the instruction is loaded from I-cache into the instruction register. Our 
approach takes advantage of this fact by forwarding the operand fields of the instruction to 
the FIFO selection logic. This is possible due to the fixed instruction format used by RISC 
processors shown in Figure 6.4. The register designators are in a fixed position and can be 
easily extracted for the current instruction. 
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Figure 6.5 shows the typical pipeline for the out-of-order processor considerad in this 
work. This figure also includes the suitable timing for the main tasks involved in the process, 
and that is explained in the following paragraphs. 

Fetch stage. The three operand labels coded in the instruction word are forwarded to the 
FIFO selection logic. The FIFOs associated to the destination registers are selected 
and the unselected rename buffers are kept off. 

Decode stage. The rename buffers are assigned to the destination registers. If any instruc
tion label was incorrectly considered as an operand (i.e. the instruction requires less 
than three operands but this case cannot be known before the decode phase happens), 
this is discarded and the associated rename buffers kept off (unless the former instruc
tion in the pipeline is requiring them). 

Issue stage. The rename buffers contended in the remaining selected FIFOs are tumed on 
one cycle before the reading access. 

Execute stage. The previously decoded output operand is sent to the FIFO selection logic. 

Memory stage. The registers included in the selected FIFO are tumed on one cycle before 
the writing access. 

Write-Back stage. The register to be written has been already tumed on and, therefore, no 
other action is required. ' 

Figure 6.6 represents the general architecture of the processor supporting the proposed 
power aware register file. The shadpwed modules are those modified or included in the 
presented approach to perform the energy-aware register renaming implementation. As can 
be seen, the FIFO selection logic has to be replicated to perform this task also during the 
write-back stage and, therefore, to tum on the required register bank before the write access. 
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Figure 6.6: Schematic of the general architecture 

6.3. Experimental Results 

The architecture described in previous paragraphs has been validated with a simulator de
rivad from the SimpleScalar tool suite 4.0^ [ALE02]. The baseline architecture has 256 
rename buffers and 64 logical registers (32 floating point and 32 fixed point registers). The 
compiler/architecture reserves four registers for special use. These are the stack pointer, the 
zero register, the retum address register and the retum valué register. These registers will be 
left in the active state permanently. 

The benchmarks used for the experiments belong to a precompiled set of the SPEC2000 
benchmark suite [PGL+00]. The benchmarks were run up to completion (about 100 million 
instructions), skipping the initiahzation part. 

Figure 6.7 shows the maximal occupation in the 64-position FIFOs of free registers. As 
can be seen, the maximal occupancy of these FIFOs is lower than 50% for the whole set 
of benchmarks. Therefore, the 64-position choice can be considered a right design cholee 
because it is not expected to be full-filled. In case these FIFOs were smaller than needed, the 
processor had to spill some registers to memory and free their assigned rename buffers. 

The theoretical máximum for the energy savings would be achieved if all the operands 
per instruction belong to only one of the FIFOs. Figure 6.8 shows the occupation for the four 
FIFOs of free registers. As can be seen, the average occupation is cióse to the theoretical 
máximum (only one FIFO used per instruction), and consequently slightly lower energy 
savings will be obtained due to this difference. The analysis of this figure reflects how most 
of the instructions require only one FIFO (1.3 on average for the whole running). 

Figure 6.9 shows the energy savings in the register file with the proposed approach. As 
can be seen, the achieved energy savings are above 60% on average. Differences between 

'in this section, the simulations have been conducted with the versión 4.0 of the SimpleScalar tool suite 
because of its improved capabilities to simúlate out-of-order architectures. 
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Figure 6.8: Occupation of the 4 FIFOs 

benchmarks and with the theoretical máximum'* correspond to instructions that access spread 
assigned destination registers. Our new research on compiler technology, optimizing the 
assignment performed by the compiler, can improve these valúes. 

6.4. Design of the Loop-Unroller 

The research and simulations conducted on this topic that have been presented in the previous 
sections, have shown how the presented approach can fail when the number of required 
registers cannot be satisfied by the register file bank. In those cases, the pipeline has to stall, 
reducing the system performance. This effect is particularly notorious inside loops when the 

All the registers coded in the instruction'word can be found in the same FIFO. 
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Figure 6.9: Energy savings in the register file 

compiler unrolls them. 
Loop unrolling intends to increase instruction level parallelism of loop bodies by un-

rolling the loop body múltiple times in order to schedule several loop iterations together. 
The transformation also reduces the number of times loop control statements are executed. 
As loop unrolling reduces execution time through effective exploitation of ILP from different 
iterations, it has been presented in the past as an effective compiler mechanism to reduce the 
energy consumption. 

However, loop unrollers perform better for in-order architectures. Current widely-available 
compilers are not able to exploit the dynamic scheduling facilities found in out-of-order pro-
cessors, and the ILP improvements are not so spectacular. On the other hand, the unroll of 
outer loops (or the unroll of inner loops by large factors) exploits the register requirements 
and increases the energy consumption on the register file. Recent research in modem ar
chitectures has shown how loop unrolling proved to have little effect in terms of program 
execution time [ST03]. Moreover, these works did not consider the increment on energy 
consumption due to the increased register usage when the unrolling takes place. 

This section presents a power-aware unroller mechanism to efficienüy reduce the energy 
consumption in the register file of out-of-order processors. The modified unroller considers 
the following altematives: 

• Selection of an unroll factor which fits the register requirements into the available 
register file bank. 

• Use of an unroll bank of registers to perform unrolling in a safe, energy-controlled 
space. 

• Deactivation of the loop unrolling optimization. 

All these different possibilities of implementing the unroller will be explained next. 
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6.4.1. Selection of the Unroll Factor 

Once register assignment is performed by the compiler and before any loop unroll has taken 
place, the number of required registeis inside the ness is perfectly known. The loop unroller 
exploits the register requirements by placing severa! copies of the same code and increasing 
in this way the register demands. Subsequent compiler optimizations (for example, software 
pipelining) will reduce the number of demanded registers by promoting unused registers or 
reusing operands. 

Therefore, though the exact number of required registers cannot be known in advance, 
this number can be estimated. Once the estimated number of required registers is known, 
the unroller can select the unroll factor which fits the register requirements into the available 
register file bank while the others remain off. 

6.4.2. Use of the Unroll Bank of Registers 

The previous phase can result in the selection of an unroll factor too small if the loop re-
quires a great amount of registers. This reduced unroll factor could determine a penalty in 
the system performance because other optimizations such as common-subexpresion elimi-
nation, induction-variable optimizations, instruction scheduling or software pipelining loóse 
effectiveness. For that reason, an unroll bank of registers will be considered. 

This unroll bank of registers consists of a bank with reservad registers, whose size is 
bigger than any of the register file banks, and that remains off during normal execution. 
When needed, the unroll bank has to be explicitly tumed on by the compiler, switching off 
the rest of register file banks (i.e. the working register file bank is reconfigured to a bigger 
one to be used during the loop). 

In order to perform this operation, the registers currently used as inputs inside the loop 
have to be moved to the unroll bank pf registers (the contents have to be copied). Also, when 
the loop exits, the output registers have to be moved to the register file bank they belong to. 
This requires some extra clock cycles to perform the operation, which negatively impact the 
system performance. Therefore, this compiler optimization will only be allowed in long and 
frequently executed loops with strong register requirements (i.e. those loops which represent 
higher energy savings and whose energy-execution trade-off is justified). 

6.4.3. Deactivation of the Loop Unrolling Optimization 

Previous compilation phases can retum an error result if the estimated unroll factor remains 
below a threshold, or the required registers inside a target loop cannot be fed by the unroll 
bank of registers. In those cases, provided that the main goal is the power reduction, the 
loop unrolling optimization will be deactivated for the considering loop. When the estimated 
unrolling factor is below the previously set threshold, the optimization will be deactivated. 
Therefore, the banked approach previously presented can perform without modification and 
the energy savings will correspond to those unused register file banks. The complete picture 
of the unrolling process is shown in Figure 6.10. 
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Figure 6.10: Loop unrolling mechanism 

6.4.4. Implementation and Experimental Results 

The architectural modifications proposed in the previous sections have been simulated with 
a simulator derived from the SimpleScalar 4.0 tool suite and the proposed loop unrolling 
modifications have been performed modifying the implementation of the GNU compiler gcc 
3.2. 

The simulated baseline configuration uses a multi-ported register file implementation 
with 256 registers and 6R/3W ports, e.g. it is configured for a 3-issue machine. The central 
implementation of the register file will be splited into 8 banks with 32 registers per bank. 

Next sections will describe the experimental results collected for every proposed com
piler modification. 

Selection of the Unrolling Loop 

As was previously explained, the banked architecture designed to reduce the complexity and 
energy consumption of the register file, fails on providing the required registers when the 
loop unrolling mechanism exploits the register demands. These failed cases are related to 
the specific register demands of every benchmark as well as to the loop's possibilities to be 
unroUed. 

Figure 6.11 shows the percentage of failed loops (those that exploit the register demands 
and cannot be fed by the register file banks) for some benchmarks selected from the MiBench 
suite. As can be seen, the behavior of every bechmark regarding the percentage of failed 
loops is quite different, ranging from the 2.2% of the susan benchmark, to the 24.6% of 
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Figure 6.11: Percentage of failed loops 
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Figure 6.12: Percentage of failed loops after factor selection (worst case estimation) 

bitcount. 

The selection of the loop unrolling factor mechanism has been implemented in two dif-
ferent ways in this first stage of research. Firstly, as the loop unrolling factor can be hardly 
estimated before the full compilation process has finished, the worst case estimation has been 
selected. The maximun unrolling factor used by gcc can actually be known from the com
pilar internáis before unrolling the loop. Using this estimation, the unroller factor is selected 
in order to keep the register demands fed by the register file bank and, at the same time, 
select always an unroller factor above 2 (to allow further compilation stages to increase the 
performance of the executed code). 

Figure 6.12 shows the percentage of failed loops after the unroller factor has been se
lected based on the worst case estimation. As can be seen, the percentage of failed loops has 
been reduced for every benchmark, raoving the average from 8.69% to 8.23%. The remain-
ing failed loops respond to the wrong estimation made by the worst case estimation case, and 
the impossibility to find a loop unroller factor above the threshold. 

Secondly, the loop unroller factor is estimated after a post-compilation stage. In this 
approach, the compiler is allowed to finish the compilation process and, after recovering the 
selected unroll factor, recompiled with the new selection. Figure 6.13 shows the percentage 
of failed loops after the untoller factor has been selected on the post-compilation estimation. 
As can be seen, those failed loops due to the wrong estimation of the unroller loop are 
corrected, and the average count of failed loops is decreased to 5.96%. However, the unroller 
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Figure 6.14: Percentage of failed loops after the use of the unroll bank of registers 

factor cannot always be effectively tuned and some failed loops still remain. 

Use of the Unroll Bank of Registers 

For this set of experiments, the architecture is extended with an extra bank of 64 registers. 
This unroll bank of registers will be used when the unroller factor cannot be conveniently 
selected. The post-compilation mechanism will be used to estímate the factor selected by the 
compiler. 

The use of an extra bank of registers requires to copy the register contents from the 
register file to this bank. In order to minimize the performance penalty incurred by this 
mechanism, just the most time-consumming loop inside the code will be selected. Previous 
profiling of the code has revealed this Information. 

Figure 6.14 shows the percentage of failed loops after compilation using the unroll bank. 
As can be seen, some of the benchmarks (those with a loop with represent a significant 
portion of the execution time) present in this approach a better behavior, while others (those 
where a significant loop cannot be found) have increased the percentage of failed loops. In 
average, the percentage of failed loops have been decreased to a 5.52%. 

For this approach, the performance penalty incurred by the extra dock cycles needed to 
use the unroll bank of registers has also been measured (Figure 6.15). In average, this does 
not represent more than a 3%. 
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Figure 6.15: Performance penalty after the use of the unroU bank of registers 
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Figure 6.16: Percentage of failed loops after deactivation of the loop unrolling 

Deactivation of the Loop Unrolling Optimizatlon 

Some of the benchmarks' loops cannot be fit in the register file banks by tuning the loop 
unrolling factor and meeting at the same time the defined threshold. For those loops, the 
loop unrolling optimizatlon is deactivated. The size of the register file banks (32 register) 
has been selected in the way that they can feed the register demands for every benchmarks 
when no un rolling is applied. Therefore, the percentage of failed loops after the deactivation 
of the unrolling is very reduced (Figure 6.16). 

Although the deactivation of this compiler optimizatlon could seem that strongly com-
promises the system performance, recent research for modem archltectures has shown how 
loop unrolling proved to have little effect in terms of program execution time [ST03]. 

6.5. Reduction of the Number of Ports in the Register 
File 

Figure 6.17 shows the effects of size and number of ports on access time, energy and 
área for 128-, and 256-entry register files having various combinations of read and write 
ports [ZK97]. The numbers were calculated using a modified versión of CACTI 3.0 [RJ99] 
assuming a 0.18 /xm technology. The authors conslder four configuratlons of the register file: 
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Figure 6.17: Effects of size and number of ports on access time, power and área 

one with 16-read and 8-write ports; another with 12-read and 6-write ports; other configura-
tion with 8-read and 4 write ports; and a last one with 4-read and 2-write ports. These are 
intended to support 8-, 6-, 4- and 2-issue machines respectively. These valúes are normalized 
against a 256-entry register file with 16R/8W ports. Figure 6.17 illustrates quite dramatically 
the penalty paid in access time, energy and área as the number of ports is increased. 

The current trend on superscalar machines is on designing multi-pipelined architectures. 
The improvements on technology integration and computer architecture enable this growing 
complexity, however, the bottleneck is clearly determined by the access time to the multi-
ported register file and the unfeasible complexity of this device. Therefore, important efforts 
have to be done on reducing the number of register file ports and energy consumption while 
keeping the performance features. 

The approach presented in this section uses the banked register file architecture described 
in previous sections, and proposes a compiler support where the register assignment has 
been modified to allow the reduction of the number of ports in the register file. Unüke 
previous approaches, this technique does not rely on additional memories or complex logic 
that increase the total energy dissipation on the system. Moreover, the proposed approach 
avoids any impact on the system performance by relying the complexity of the improvement 
on the compilation phase. 

Finally, the technique presented for reducing the complexity and number of ports of the 
register ñle is also combined with the studied low-power policy and shows optimum results 
on energy savings by means of a simple and reduced extra hardware. 
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6.5.1. Approach 

As was previously commented, there are two main goals of our approach: first, to reduce the 
number of ports of the register file in order to decrease the complexity and the access time 
of this module. Second, to reduce the energy consumption of the same device. 

These goals will be achieved by means of the modified register file architecture split 
into smaller banks with reduced number of ports, and a compiler support that modifies the 
register assignment in order to efficiently use those banks. Also, the low-power policy tums 
the unused banks per instruction into the low-power state to save as much energy as possible. 

The following section will describe the compiler modifications proposed in this approach. 

6.5.2. Register Assignment 

The compiler selected to perform the implementation of the improved register assignment 
policy is the GNU compiler gcc 3.2 which is publicly available, generales high quaüty code 
and supports múltiple embedded and high-performance processors. 

The compiler performs a first register assignment by translating the logical registers 
coded in the instruction word, into the physical registers available in the hardware, assign
ment is later modified by the register renaming hardware to avoid hazards. The approach 
presented in the paper assumes a banked register renaming hardware like the one previously 
proposed for saving energy. In this way, the compiler decisions are not destroyed by the 
renaming mechanism because it restricts the renaming to the register file bank. 

As was previously commented, this approach presents a static technique based on a mod
ified compiler together with a dynamic technique based on modification of the register re
naming hardware. Both schemes will be outlined in the following paragraphs. 

Gcc, when assigning an architectural register to the instruction operands, retrieves the 
first available register from a list (a FIFO) of free registers. The order of the registers inside 
the list is not representativa and depends on the specific hardware architecture. Since gcc 
does not consider any restriction on assigning the registers, these are selected consequently 
and, therefore, all the operands in our approach would come from the same register file bank 
if no modification to the register assignment algorithm is accomplished. 

The register assignment policy implemented in the compiler modifies the traditional as
signment by promoting every operand in the instruction to a different register file bank. With 
this modification, the number of ports in every register file bank is reduced since less accesses 
per bank are performed in parallel. 

The algorithm followed by the compiler to assign the architectural registers is shown in 
Figure 6.18. First, the first available register in the list of free registers is selected. This 
register is double-checked to be free and not system-reserved and, after that, compared with 
the registers assigned to the other operands of the instruction. If the register file bank for 
the operand under assignment coincides with any of the other operands of the instruction, 
this register is promoted to the next bank and the procedure is repeated. When the register is 
selected, the liveness of the register is calculated and the annotation is generated. 

After the register assignment is completed, it results that every operand of the instruction 
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Figure 6.18: Register assignment algorithm 

has been disposed in a different register file bank. 

The approach presented in this work is developed for the sepárate implementation of the 
rename buffers [SFK97]. In our discussion about the implementation of register renaming 
altematives we will consider only one aspect: the allocation of a free rename buffer to a des-
tination register. Whenever an instruction referencing a destination register is issued, a new 
rename register needs to be allocated to the destination register concemed. This allocation is 
performed by looking for and reserving a free entry, and properly initializing its fields, in a 
FIFO of free registers. 

The next step is to split the 256-position FIFO of free registers into four 64-position 
FIFOs. The size of these FIFOs has to be large enough to provide rename buffers to the 
destination registers but avoiding to become empty .̂ In this way, the problem of indetermi-
nation conceming the register renaming process has been mostly solved. Instead of assigning 
free rename buffers from the same FIFO to the whole set of logical registers, the first set of 
16-logical registers is assigned to the first FIFO, the second set to the second FIFO, the third 
to the third one and the last set of 16-logical registers is assigned to the last 256-position 
FIFO. 

Summarizing, the banked register file architecture is supported for a banked FIFO of free 
registers which assures that the renamed registers belong to a specific register file bank, and 
for a modified compiler which spreads the intruction operands among the different banks 
of the FIFO. Therefore, the assignment of physical registers is partially controlled from the 
compilation stage. 

^The correctness of the 64-positíon choice has been validated by simulation. 
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6.5.3. Implementation and Experimental Results 

The architecture previously described, as well as the compiler modifications, have been im-
plemented and simulated to verify the correctness of the approach and the energy savings 
obtained. The simulator has been derived from the SimpleScalar tool suite [ALE02]. Sim-
pleScalar is an execution-driven simulator that implements a derivative of the MIPS-IV in-
struction set. The versión used in our experiments is 4.0. 

In this section we will show the results for the reduction on the number of register file 
banks, the energy savings obtained with this reduction, and the energy savings also obtained 
when applying the low-power policy. Different configurations attending to the number of 
banks will be considered. 

The simulated baseline configuration counts with a multi-ported register ñle implemen
tation with 256 registers and 22R/11W ports (as found in many implementations, like x86) 
and it is configured as a 3-issue machine. 

4-Bank Configuration 

Initially, a 4-bank register file configuration has been selected to analyze the impact of the 
proposed approach in the reduction of register file ports and energy consumption. This con
figuration has been provided to the compiler to perfomn the modified register assignment that 
was explained in the former section. This initial point was selected to simplify the compiler 
implementation (the register assignment is easier when the number of banks is an integer 
divider of the number of architectural registers) and the expected energy savings (at least, 
25% because one bank per access can be tumed off) ^ are quite representative. 

The baseline configuration for the register file (Figure 6.19) with 22 read ports, 11 write 
ports and 256 architectural registers is tumed into four independent banks with 6 read ports, 
3 write ports and 64 architectural registers per bank. This configuration assures to satisfy 
the program requirements by meeting the performance constraints (no pipeline stalls are 
needed). 

The results presented in [ZK97] állow to quantify, among other interesting metrics, the 
energy savings obtained when reducing the number of register file ports. In this case, the total 
energy consumption of this hardware module is reduced to a 97.37%. It has to be noticed 
that the main goal of this first stage is to reduce the number of register file ports, not the 
energy consumption. Therefore, the energy reduction is achieved as a secondary effect. 

More interesting than the energy savings achieved is the reduction of complexity of the 
register file, which has moved from a 33-port implementation to a 9-port implementation. 
Obviously, this also reduces the access time as was suggested in previous works and enables 
the design of multi superscalar machines. 

It has to be noticed that the presented approach does not have any performance penalty, 
since the complexity of the register assignment algorithm is managed by the compiler. More-
over, the reduced access time to the register file banks permits a faster pipeline. 

^The worst case for the power consumption is an istruction requiring three operands. In this case, the fourth 
bank of the register file can be tumed off saving that 25% of energy. 
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Figure 6.19: Banked register file 

Once the proposed approach has been verified, the low-power policy is analyzed. In this 
case, the unused register file banks per every instruction are tumed into a low-power state to 
reduce their power consumption to a minimum. In this case, the energy savings depend on 
the access pattem to the register file, the number of required operands per instruction and, 
summarizing, the simulated source code. 

For this 4-bank configuration with the low-power policy enabled, the set of test-benches 
provided by the MiBench suite has been simulated. Figure 6.20 shows the reduced energy 
consumption for the benchmarks (for the sake clarity, only a sub-set of benchmarks is pre-
sented) as well as the average energy consumption. 

As can be noticed, the energy consumption is deeply reduced to a nearly 58% on average 
for the set of benchmarks, with some of them around a 50% of the baseUne consumption 
(those benchmarks with more instructions requiring only one operand). Similarly to the 
previous case where no low-power policy is applied, there is not performance penalty on 
splitting the register file into smaller banks. 

N-Bank Configuration 

It is clear that increasing the number of sub-banks of the register file, higher energy sav
ings are expected since a bigger portion of the register file can be kept into the low-power 
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Figure 6.20: Energy consumption for the 4-bank configuration 

State when it is not accessed. However, there are two main limitations to this idea. Firstly, 
sometimes when increasing the number of sub-banks from one configuration to another, the 
number of ports per bank has to be kept constant to meet the performance constraints and 
avoid pipehne stalls. The energy per access, which is related to the number of ports, does 
not decrease and the energy savings also decrease due to the increased number of banks. 
Therefore, some energy penalty can appear when increasing the number of banks. 

The second limitation is related to the alive registers required by the application before 
any of them can be freed (liveness). When the compiler assigns registers during the register 
allocation phase, it takes them from a list (or FIFO) of free registers, and gives them back to 
the list when the live period of the register has finished and it can be freed (see Figure 6.21). 
If the compiler does not find a free register in the list it has to insert no-operation cycles 
waiting for available registers. 

The analysis of the liveness of the registers assigned by the compiler shows which is the 
mínimum size of the sub-banks to assure that they will never run out of free registers. This 
analysis is performed as a previous phase to the compilation with the unmodified compiler 
(the register assignment policy is not modified), and can be dumped into a text file containing 
the liveness of every register and the beginning and ending instruction. 

The presented analysis has been performed for the whole set of benchmarks used in 
the simulations, showing that the máximum number of banks that meets the performance 
constraints in every benchmark is six. Thus, two new configurations have been implemented 
and simulated to obtain the energy savings: 5-bank configuration and 6-bank configuration. 

Attending to the impact of the number of ports in the energy consumption, for the 5-
bank configuration the total energy consumption of the register file is reduced to a 72.37% 
of the basehne configuration when splitting the register file into five banks. The 6-bank 
configuration shows an extra decrease on these savings (the total energy consumption is 
reduced to a 66.32% of the baseline configuration). It should be noticed that configurations 
with more banks could not improve these numbers. For example, the 7-bank configuration 
reduces the energy consumption to a 86.84% because the number of required ports per bank 
has to be kept equal to the 6-bank configuration (6 ports per bank in both cases). Tthis fact 
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Figure 6.21: FIFO of free registers 

reflects the first limitation on selecting the number of sub-banks, as was previously explained. 
Also, it has to be noticed how the complexity of the implementation and the access time to 
the register file have been dramatically reduced with these two last configurations. 

Equally to the 4-bank configuration, the low-power policy is applied later to obtain 
greater energy savings. Figure 6.22 shows the resulting energy consumption of the regis
ter file for the three analyzed configurations when the low-power policy is applied. As can 
be observed, the average energy consumption is heavily decreased in both configurations 
since a bigger portion of the register file can be tum into the low-power state when it is not 
required for any instruction. Those benchmarks with less energy consumption correspond to 
those with more instructions requiring only one operand, while the consumption is increased 
when more multi-operand instructions are executed. 

When increasing the number of register file banks (and thus, when decreasing the number 
of read and write ports) the pipeline could stall if the issue-width of the machine can not 
be fed by a sufficient number of register file ports. In the selected configurations, such 
behavior can be observed for the 6-bank configuration (Figure 6.23). As can be noticed, the 
performance penalty shown for the 6-bank configuration (2.3% on average) is in accordance 
with previous published works. [FJC96, JC95] 

It is interesting to remember that a configuration with no performance penalty and with-
out modification of the pipeline behavior can be selected for efficient reduction of the number 
of register file ports and significant energy savings. 
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Figure 6.22: Energy consumption for the N-bank configumtion 
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Figure 6.23: Performance penalty of the 6-bank register file 

6.6. Conclusions 

We have presented a novel scheme that dynamically reconfigures the register file in order to 
save power consumption in out-of-order processors. Attending to the facts that only three 
registers are accessed per instruction, and that the compiler usually assigns registers consec-
utively, we rearrange the register file in banks to keep the unused registers in a low-power 
State. The proposed approach modifies the allocation of free registers, accomplished during 
the renaming stage, to tum the drowsy registers on before they are required. In this way, no 
performance penalty is produced. 

The approach has been simulated and validated with benchmarks from the SPEC2000 
suite, showing power savings around a 60% of the total power consumption for the register 
file. Higher energy savings are expected by modifying the register assignment performed by 
the compiler. This is the hardware part, enabling compiler support. The compiler can and 
will assign registers to maximize bank reuse. It is currently under development and appears 
very promissing. 

These approaches devised for the power reduction in the register file of out-of-order 
processors have been published in [ALVV03] and [ALVV04]. 
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Moreover, the loop-unrolling optimization performed by the compiler has been modified 
in order to improve the results of our approach. This work has been published in [ALV04a]. 

Also, a banked register file architecture has been presented which reduces the number of 
ports in the device and greatly saves energy. The idea is based on the banked hardware and 
a modified compiler which performs the register assignment in an efficient way. 

The experimental results valídate the proposed architecture with compiler support and 
show the energy savings obtained when combining the approach with a low-power policy. 
Both register file ports and energy reduction are accomplished without any performance 
penalty. 



7 
Power-Pertormance Trade-Off in 

MPSoCs 

/'ve studied now Phüosophy and Jurisprudence, 
Medicine - and even, alas! Theology -from end 
to end with labor keen; and here, poorfool with 

all my lore I stand, no wiser than befare. 
— Johann Wolfgang Von Goethe, 1749-1832. 

Germán poet novelist and dramatist. 

Previous chapters have focused the scope of power reduction techniques in mono-processor 
Systems with increasing-complexity. Tiiis chapter will increase the complexity of the anal-
ysis targeting multi-processor systems, and will provide global power optimizations instead 
of local optimizations in the processor architecture. The simulation methodology, as well 
as the training on DVS techniques acquired in previous chapters will be used in the current 
research. 

As technology scales towards deep sub-micron, on-chip multi-processors are emerging 
as the reference solution to meet the requirements of computation-intensive parallel applica-
tions under power constraints. Voltage and/or frequency scaling and definition of múltiple 
Vdd regions are two widely used approaches to reduce power dissipation, and both result in 
múltiple cores on the same chip, running at different dock frequencies. This chapter fo-
cuses on the problem of voltage/frequency setting for on-chip multi-processors, and takes 
the approach of high accuracy functional simulation of complete MPSoCs featuring vari
able frequency/voltage cores. A SystemC-based multi-processor simulation environment is 
described, which exhibits unprecedented modelling capabilities including power estimation 

115 
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of all system components and cycle-accurate system performance characterization. This 
modelling infrastructure has been exploited to analyze in detail the interaction of variable 
frequency/voltage cores and their impact on power and performance in a MPSoC setting, 
pointing out a number of non-trivial deviations from ideality that traditional abstract and 
theoretical models are not able to capture. 

7.1. Introduction 

Computation-intensive parallel applications are pushing the development of complex multi-
processor Systems-on-Chip (MPSoCs), which rely on the high integration densities made 
available by deep sub-micron technologies. 

MPSoCs will be designed as communication-centric modular architectures with stan-
dardized interfaces to the cores in order to allow a plug-and-play design style. As an exam-
ple, the Nexperia multimedia processing platform developed by Philips [VOBOl] includes 
a MIPS 32 bit RISC CPU for general purpose tasks and a Trimedia VLIW CPU for media 
processing tasks. 

In the context of heterogeneous MPSoCs, performance and energy efficiency of each pro
cessing sub-system of the architecture cannotbe evaluated in isolation, since its effectiveness 
can be substantially impacted by the interaction with the other sub-systems. Therefore, many 
decisions about the core's features have to be made concurrently and jointly assessed. Setting 
the operating frequency of MPSoCs' processing elements is an example of such critical de
sign issues. Heterogeneous MPSoCs will intégrate several cores running at different speeds. 
The motivation for this trend resides in the following considerations: 

1. In order to increase SoC design productivity, there will be extensive re-use of pre-
designed and pre-verified cores, either in-house made or extemally supplied. There
fore, it will be common to have processors clocked at different frequencies onto the 
same hardware platform. 

2. Power consumption is becoming a key design constraint for MPSoCs, due to the power 
dissipation limits of cost-effective packages and to the concern of battery lifetime op-
timization for handheld devices [AEJJ+02]. The most widely used circuit-level power 
minimization techniques include: clock gating [BSDM94], dynamic voltage and fre
quency scaling [QuOl] and low voltage design with variable/múltiple Vdd/Vth con
trol [HIG+01]. 

Lowering supply voltage reduces power quadratically but also results in a performance 
degradation which can be tolerated only if it does not impact performance beyond a critical, 
application-dependent threshold. Many commercial processors such as Transmeta's Crusoe, 
Intel's Xscale and AMD's K6-IIIE-I- provide the necessary hardware support: setting the 
proper valué in dedicated system registers or data structures results into the desired clock 
frequency and voltage levéis. Furthermore, state-of-the-art CMOS technology allows múlti
ple voltages and clock frequencies to be specified on the same chip (see the voltage islands 
concept in [LZB+02]). 
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Performance reduction caused by voltage scaling transíales into a reduction of the pro-
cessor operating frequency at which functional correctness is guaranteed. Therefore, voltage 
scaling is usually associated with frequency scaling and vice versa. While the voltage and 
frequency setting of individual processors has been widely addressed in the open litera-
ture [JhaOl], and applied to various real-life systems, accurate understanding of the system 
level interaction among múltiple variable frequency cores is still an open issue. In particular, 
the impact of frequency scaling on performance-related cost metrics needs to be carefully 
investigated: in general, system performance is a non-additive metric, and the interaction on 
the system bus of traffic pattems generated by frequency scaled cores needs to be thoroughly 
understood to come up with guidelines for frequency (and consequently voltage) selection 
in a MPSoC setting. 

Researchers have traditionally tackled the issue of voltage/frequency setting for an on-
chip multi-processor by means of theoretical and highly abstract models [KSP04]. However, 
all the proposed approaches lack validation at the functional and timing level that only a 
MPSoC functional simulation and power estimation framework can pro vi de. 

The work presented in this Ph. 'D. thesis aims at overcoming this limitation, and its 
contribution is twofold: 

1. It introduces a full MPSoC modelling infrastructure. It is based on the MPARM multi-
processor simulation environment [LABB04], which has been enhanced with the hard
ware support for variable frequency/voltage cores. The unprecedented modelling ca-
pabilities of this tool include power estimation for all of the system components (pro
cessors, memories, communication architecture) combined with cycle accurate system 
performance characterization. 

2. By running extensive simulations on this modelling and simulation platform, the per
formance and energy implications of processor frequency/voltage scaling in a MPSoC 
setting have been thoroughly investigated under different workloads and system con-
figurations. The analysis sheds hght on a number of non-trivial deviations from ideality 
of some system cost metrics that the traditional abstract and theoretical analysis is not 
able to capture. 

7.2. Simulation Environment 
This work leverages a SystemC-based platform (called MPARM [LABB04]) to simúlate a 
complete on-chip multi-processor at the cycle-accurate and signal-accurate level. 

The architecture is composed of a configurable number of ARM processors, their prívate 
memories, a shared memory and interrupt/semaphore modules for inter-processor commu
nication and synchronization respectively. The system interconnect is a shared-bus instance 
of STBus, a communication architecture developed by STMicroelectronics [PGF+03]. A 
pictorial overview of the simulated architecture is reported in Figure 7.1. 

Processor cores are modeled by means of an adapted versión of a GPL-licensed ARM 
Instruction Set Simulator (ISS) called SWARM [SWA] and written in C-I-+. Since all of 
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Figure 7.1: General architecture. 

the hardware devices mentioned above, including the interconnection layer, are coded in 
SystemC, we embedded the ISS into a SystemC wrapper. 

The platform instantiates several memory devices, which can be used as prívate or shared 
memories. Their latency can be configured to explore interconnection performance under 
several conditions. Memories were kept as simple as possible and did not feature any kind 
of interna! buffering: every access, even when part of a burst, requires the same number of 
cycles. 

An interrupt device allows the processors to send interrupt signáis to each other. This 
hardware primitive is needed for interprocessor communication and is mapped in the global 
adressing space. For an interrupt to be generated, a write should be issued to a proper address 
of the device. A semaphore device is also needed for the synchronization among processors; 
it implements test-and-set operations, the basic requirement to have semaphores. 

The software support for the MPARM simulator includes a complete port of an embedded 
real-time operating systems (OS), callad RTEMS [RTE], which features native synchroniza
tion and inter-task communication primitives for a multi-processor environment. However, 
it is also possible to write standalone applications in C/Assembler without OS support. 

The output statistics of the MPARM simulator allow a complete power and performance 
characterization of an application running on top of the platform. Key performance metrics 
are made available on a cycle-by-cycle basis and therefore for the overall benchmark sim-
ulation: namely, individual execution times of the cores, number of bus transactions and of 
bus busy cycles, average, mínimum and máximum time for each transaction, etc. Similarly, 
power models for all system components are integrated into the simulation platform, and are 
relative to ARM cores, ARM caches, RAM memories and STBus interconnect. These power 
models have been provided by STMicroelectronics and are relative to a 0.13um HCM0S9 
technology. 
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7.2.1. Bus Architecture and Protocol 

STBus is a flexible communication architecture developed by STMicroelectronics. Its spec-
ification defines three different protocols; the simplest is called type 1 and supports simple 
load/store operations, type 2 adds more complex transfers, pipelining and split transactions, 
and ñnally type 3 adds out-of-order support. Our tests were based on type 3 protocol. 

The topology of a STBus interconnect is also very flexible and can range from a simple 
shared bus, like AMBA AHB [PGF+03], to a full crossbar. We analyzed performance ob-
tained from a variety of topologies, and energy consumption for different interesting bench-
marks. 

STBus features two data communication channels, one from initiators (e.g., processors) 
to targets (e.g., memories and dedicated hardware) and the other in the opposite direction. 
This allows an initiator to send a request while a target is sending a response. This overlap-
ping of transfers is a key performance enhancer. 

STBus features fast arbitration, and this makes possible to complete single read transfers 
in just two cycles, versus the three needed by AMBA - one cycle for arbitration/ sending 
addresses and another one for receiving data. When inserting a wait state, the mínimum 
latency becomes of three cycles. 

7.2.2. Benchmark Selection 

The objective of the experiments carried out in this work that will be presented is to cap
ture the implications of having múltiple cores working at different frequencies on system 
level performance and power. Several benchmarks have been employed for this purpose, 
representative of different traffic pattems generated by the cores and with different levéis of 
interaction among them. 

The benchmarks can be characterized by the processor workloads, that have been differ-
entiated into: 

• Independent tasks (IndTas). Ihdependent signal processing (image filtering) is per-
formed at each processor, involving no inter-processor communication. Operands are 
stored in the private memories pf the processors. 

• Mutually dependent tasks (DepTas). We execute a signal processing (voice filtering) 
pipeline: each processor performs signal processing on input data, and forwards the 
result to the logically following processor. The platform receives a continuous flow of 
frames and produces a continuous flow of output frames. This is a communication-
intensive benchmark wherein the workload for each processor tums out to be pretty 
balanced. 

• Unbalanced tasks (UnbTas). A video graphics pipeline has been selected as an ex-
ample of mutually dependent tasks with uneven computational workloads. Tasks per-
forming image filtering are the most computation-hungry. 
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• Constant Workload Benchmark (ConWork). We consider the FFT of a 16x16 mac-
roblock executed in the H.263 encoder. We have this computation performed by one 
processor, and then we progressively split this task among an increasing number of 
processors, so that the overall application-related workload stays constant. 

These benchmarks reflect the strong impact of the (in)dependence of tasks in the per
formance and consumption of the system due to the ammount of communicated data, the 
synchronization of the cores and the traffic on the bus. Finally, in order to evalúate the 
impact of the operating system, two versions of these benchmarks have been developed: OS-
assisted versus standalone C/Assembler code. Although functionally equivalent, the two im-
plementations rnake use of different low-level synchronization techniques for inter-processor 
communication. 
applications use 

While RTEMS exposes and implements high-level OS queues, standalone 
predefined memory áreas to exchange frames and directly access system 

semaphores for synchronization. Semaphore checking is performed by polling. 

7.3. Support for Variable Frequency Cores 
The MPARM MPSoC platform has been upgraded in this Ph. D. in order to allow the pro

cessor cores to 
implemented to 

work at different frequencies. 
enable this feature: 

Three main hardware modules have been 

• Variable clock tree generator; 

• Programmable register; 

• Synchronization module; 

The purpose of the clock tree generator is to feed the hardware modules integrated 
into the platforrri (processors, bus, memories, etc.) with independent and frequency scaled 
clock trees. Many current processor-based architectures already implement this functional-
ity, therefore thé design of this generator has been accomplished reflecting the real commer-
cial implementations. 

Thus, the frequency scaled clock trees are generated by means of frequency dividers 
(shift counters) whose delay can be configured by the user at design-time. As well as the 
MPARM platform is configurable in the number of integrated processors, the clock tree 
generator provides an independent clock signa! for every processing unit. 

For the current set of experiments, the working frequency of the integrated processors 
has been selectéd by hand in order to span meaningful points in the design space. However, 
the simulation platform has been upgraded in such a way that the operating system or a 
dedicated hardware module (monitoring system status) can select the working frequency. 
For this purpose, a set of programmable registers has been connected to the system bus, each 
one containing the integer divider of the baseline frequency for each processor. 

The programmable register keeps the frequency configuration for every processor in the 
system. It is attached to the communication bus and different ways to update its contents 
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have been implemented. First, the programmable register can be written by the user setting 
the input options. Second, this programmable device can also be written by the operat-
ing system and the dedicated. hardware which implements the dynamic power management. 
Therefore, the frequency settings for every processor can be changed during program execu-
tion. Finally, the contents of the programmable register can also be changed by means of a 
software interrupt called by the application. This last option allows the customization of the 
application in terms of working frequency. 

The synchronization module is needed because scaling the clock frequency of one or 
several processors creates a synchronization issue between these modules and the rest of the 
system. The processing cores and the bus interface communicate by means of a hand-shaking 
protocol, which assumes the same working frequency at both sides. Therefore, a hardware 
module for managing this situation has to be included. In detall, this synchronization module 
contains two dual-ported FIFOs wherein data and addresses sent by the bus interface to 
the processor and vice versa are stored, waiting for the assertion of the ready signáis. The 
synchronization module works wíth a dual clock: the clock feeding the core and the one 
feeding the bus interface (see Figure 7.3). 

Moreover, this module has also to take care of properly interfacing processor signáis 
(reflecting its pinout) to bus signáis: a hardware sub-module is implemented within the syn-
chronizer for this purpose. Figure 7.2 shows the schematic view of the MPSoC architecture 
where the hardware support for frequency-scaled cores has been shaded. 

clock generator 

_dlc 

Figure 7.2: Extended general architecture. 

7.4. Experimental Results 
The simulation runs have spanned the design space of MPSoCs with variable frequency cores 
in different scenarios. The underlying assumption is that a system reference clock does exist 
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Figure 7.3: Frequency scaled processor-bus interface synchronizer. 

(the system bus opérales at that speed), and that a variable number of selected processors are 
clocked at a different frequency. 

The foUowing sections describe the experimental results collected for the different sce-
narios designed. These scenarios are: 

1. MPSoC with a single frequency-scaled processor and a fixed number of integrated 
processors. In this set of experiments, a system with 4 processors is configured and 
just one of the processors' frequencies is scaled. For these experiments, the benchmark 
standalone DepTas will be run. 

2. MPSoC with a single frequency-scaled processor and a variable number of integrated 
processors. In this set of experiments just one of the processors' frequencies is scaled, 
while the sistem configuration varies in the number of integrated processors. For these 
experiments, the benchmark standalone DepTas will be run. 

3. Constant Workload Benchmark. In this scenario, the ConWork benchmark is run in a 
system with variable number of integrated processors. Also, the effect of frequency 
scaling is analyzed by shifting the working frequencies of every processor at the same 
time. 

4. OS support and unbalanced tasks. The operating system support is studied in this 
scenario by means of the DepTas benchmark running on a system with fixed number of 
integrated processors and just one scaled processor's frequency. On the other hand, the 
analysis of unbalanced tasks has been performed by running the UnbTas benchmark on 
a system with a ñxed number of integrated processors and where the processor running 
the most computation-intensive task is speeded up. 
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7.4.1. MPSoC with a Single Frequency-Scaled Processor 

A first set of experiments looks into the effects of slowing down (or speeding up) one core in 
a MPSoC. Simulation parameters are the frequency of the selected processor and the number 
of integrated cores. Moreover different memory access latencies have been considered. 

From the simulator statistics, the following metrics have been derived: overall execution 
time of the benchmark (in terms of system clock cycles), and bus utüization, expressed as 
the ratio between number of bus busy cycles and execution time. 

Figure 7.4 shows performance results relative to standalone DepTas. The Y axis repre-
sents the execution time in terms of number of clock cycles, while the X axis shows the ratio 
between the frequency of the core and the frequency of the bus (valúes higher than 1 mean 
that the core is speeded up). Also, different curves are plotted for several memory speeds 
(number of clock cycles to serve a read/write request). As expected, the overall execution 
time for a 4 processors architecture ihcreases when one processor (the first) is slowed down, 
so that the benchmark execution time is dominated by the execution time of the slowest 
processor. Similarly, the overall execution time remains almost constant when the selected 
processor is speeded up with respect to the others. A slight decrease can be observed for 
faster memories when the frequency is increased since the pipelined computation begins 
earlier. 
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Figure 7.4: Execution time on a MPSoC with single frequency-scaled core for different mem
ory latencies m. 

Figure 7.5 shows the number of system clock cycles during which the bus is considered 
busy (actual data transfers and memory wait states). The constant Unes refer to the stan
dalone IndTas, and their meaning is that the le,vel of bus occupancy is benchmark-dependent 
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and core-frequency independent. 
On the contrary, curved Unes refer to the standalone DepTas benchmark, and their higher 

corresponding bus utilization reflects inter-processor communication overhead. Interest-
ingly, the non-constant behavior of these curves as the frequency of the first processor scales 
shows the impact of a lack of synchronization among the cores. In fact, when one of the pro-
cessors is slowed down, the whole pipeline is stuck waiting for input data to be generated, 
and the polUng mechanism implemented to check this condition generates a remarkable bus 
traffic overhead. On the contrary, when the selected processor is speeded up, it spends more 
time in checking whether the consumer processor has read the previous output frame, since 
this latter works at a slower frequency Uke the rest of the pipeUne. This translates into a 
higher number of bus accesses for polUng, and therefore to an increase of bus busy cycles, 
even though at a 
was slowed down. 
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Figure 7.5: Number of bus busy cycles for standalone DepTas e IndTas. 

As regards bus utilization, when one of the processors is slowed down, memory latencies 
do not play any role since their effect on the number of bus busy cycles and execution time 
is the same, resulting in a constant bus utilization. On the other hand, speeding a processor 
up results in a different bus utilization for different memory speeds. Fast memories slightly 
decrease the overall execution time (which remains constant for slow memories) thus lead-
ing to a slightly higher bus utilization (almost 1.5% with respect to the slowest simulated 
memory). 

Finally, the same analysis has been performed for different numbers of integrated pro
cessors in the MPSoC. An 11.7% increase on the overall execution time is observed when 
the number of processors is scaled from 2 to 4 (and the working frequency for the slowed 
down processor equals one half of the system clock) and very fast memories are used, while 
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a 16.2% increase is found if very slow memories are used. The increase of the overall execu-
tion time when more processors are integrated can be explained by the addition of one extra 
pipeline stage and by an increased level of bus contention. 

7.4.2. MPSoC with n Frequency-Scaled Processors 

For the second set of experiments, a fixed 4 processor MPSoC architecture is assumed, 
wherein a configurable number of cores (the simulation parameter) can be frequency scaled 
at the same time. 

Figure 7.6 shows the overall exeqution time for the standalone DepTas benchmark. The 
Xaxis shows the ratio CLKcore/CLKbus for every processor in the system. It can be observed 
that the slope in the increase of the éxecution time is higher for a larger number of slowed 
down processors since a larger portion of the pipeline works at lower speed. 

7500000 

7000000 

6500000 

6000000 

W 5500000 

"ü 5000000 

O 4500000 

"o 4000000 
O 
Q 3500000 

3000000 

2500000 

2000000 

1500000 

1000000 

500000 

O 
2 1 0.5 0.33 

Core to System Frequency Ratio 

Figure 7.6: Éxecution time of DepTas for múltiple frequency-scaled processors. 

The analysis of bus utilization (Figure 7.7) points out a dramatic and beneficia! decrease 
of this metric as the processors become more and more synchronized, so that the mínimum 
is achieved when all cores are frequency scaled. 

The trade-off between éxecution time and bus utilization pointed out by the two previous 
plots suggests the analysis of system energy for a complete picture. Figure 7.8 reports the 
total energy consumption in the system when the frequency scaling policy is combined with 
voltage scaling. The nomenclature used in the X axis is as follows: the cardinal represents 
the number of frequency-scaled processors, while the ordinal represents the ratio between 
the frequency of the bus and the frequency of the processor (i.e., 2 half means that two 
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Figure 7.7: Bus utilization for múltiple frequency-scaled processors. 

processors have been slowed down to one half of the bus' frequency). Results are collected 
assuming a base ine working frequency of 300 MHz at 1.8 V and the supply voltage is scaled 
according to [Now02]. 

As can be observed, when just one processor is slowed down, the energy consumption 
increases linearly if its working frequency is reduced. Many mechanisms come into play to 
determine such an effect. Although frequency and voltage are scaled, their effect is counter-
balanced by longer execution times (see Figure 7.4). Moreover, bus-related energy increases 
as well, because of a longer activation time during which power is consumed also in idle 
State. 

However, as more processors are slowed down in the system, the energy consumption 
begins to reduce since more processors worií at a lower supply voltage and the execution 
time is only marginally degraded. In this case, it is also interesting to consider the energy-
delay product, which is reported in Figure 7.9. The leftmost point in the plot refers to the 
case when all cores work at the baseline system frequency, and the curved behavior shows 
how the energy-delay product is degraded as frequency and voltage scaling is applied. These 
plots demónstrate that performance and power cannot be investigated assuming the cores 
opérate in isolation, but their system interaction is critical. 

7.4.3. Corstant Workioad Benchmark 
The next set of simulation runs focuses on the problem of energy minimization in presence of 
performance constraints. In particular, the application to be executed represents a constant 
workioad for the system, and the designer has to select the optimal system configuration 
that minimizes energy dissipation while meeting execution time requirements. For instance. 
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Figure 7.8: Total energy consumption. 
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Figure 7.9: Energy-delay product. 

the workload could be split among a variable number of independent processors, thus mini-
mizing the overall execution time of the application. When the execution time requirement 
is met, the designer could try to further split the workload and to apply frequency/voltage 
scaling to save energy. The following results provide design guidelines for this case. 

Figure 7.10 presents the execution time for the ConWork benchmark. Splitting the work
load of the benchmark among an increasing number of processors reduces the execution 
time. Once the workload has been partitioned among the processors, the initial performance 
(if it was acceptable) could be restored by frequency-scaling the processors. In order to 
understand whether this is beneficia! in terms of energy consumption, we have to look at 
Figure 7.11, where the energy cost is reported for the different points of Figure 7.10. We 
notice that an optimal configuration can be identified, that minimizes energy dissipation: 4 
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processors running at half the baseline frequency. For lower frequencies, the increase of exe-
cution time causes an energy increase. Moreover, we expect that a further partitioning of the 
workload would very soon incur a saturation effect with respect to the execution time and a 
consequent energy increase due to the higher number of active processors. 
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Figure 7.10: Execution time for the ConWork benchmark. 
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Figure 7.11: Energy consumption for the ConWork benchmark. 

Interestingly, the optimal configuration with respect to the energy-delay product (see 
Figure 7.12) is not the same that minimizes energy. In fact, in this case the 4 processor 
configuration without frequency/voltage scaling achieves an absolute minimum. Anyway, 
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Figure 7.12: Energy-delay product for the ConWork benchmark. 

the Figure shows that a subset of 6 configurations succeed in improving the energy-delay 
product compared to the baseline case (leftmost point in the figure). 

7.4.4. OS support and Unbalanced Tasks 

The impact of the operating system on system performance is illustrated in Figure 7.13, 
wherein just a single processor is frequency-scaled. As expected, the behavior is very similar 
to the standalone case, but the absolute valúes indícate that the execution time is almost 
doubled and the larger impact of memory speed. The average bus utilization confirms this 
trend: the bus is much more congested (on average 32% bus utilization compared with the 
6% of the standalone case), and the level of congestión changes more significantly as a 
function of memory latency (from 23% with 4 wait states memories up to 35% with a ten 
times slower memory) due to the increased number of OS accesses to the memory. 

Finally, a set of simulation runs regarding the execution of JJnbTas is presented. In 
particular, the most computation-intensive task has been speeded up to counterbalance the 
asymmetric workloads. 

The overall benchmark execution time and bus utilization are reported in Figure 7.14. 
Faster working frequencies for the overloaded processor are beneficial for the execution 
time, but put a relatively higher pressure on the bus since the same number of transfers 
are performed in a reduced period of time. 

It is though very interesting to analyze the effect of such a policy on the energy consump-
tion of the whole system. Figure 7.15 reflects such results, and indicates that the dramatic 
decrease of execution time achieved by increased frequencies translates into a significant 
energy reduction. By reporting both frequency scaling and frequency-voltage scaling (VS) 
bars, the lower energy savings related to an increased supply voltage can be exactly quanti-
fied. Of course, the bars of interest depend on the margins for core overclocking, although it 
is very likely that voltage scaling is required over such a wide range of core-to-system clock 
frequency ratios. In order to scale the voltages on the heavily loaded processor, a baseline 
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Figure 7.13: Execution time of DepTas with OS run-time support and one frequency-scaled 
core. 
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system configuration running at 100 MHz was assumed. 
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7.5. Tunlng Power Management Policies 

The extended MPARM simulation platform and the derivad system characterization results 
can be effectively used to assess different design altematives in the implementation of power 
management mechanisms. As an example, the design of a simple power management policy 
is proposed, that perfectly suits the control of Embedded Signal Processing (ESP) applica-
tions [LLP98]. 

A common system configuration is assumed, wherein pairs of producer-consumer nodes 
communicate by means of a shared memory. Previous results have showed that a lack of 
synchronization between read and write operations (e.g., an excessive waiting time of the 
consumer for data that the producer has not written into the shared memory yet) results in 
an increased system energy dissipation. Moreover, the run-time varying computation and 
communication workload results in a varying degree of synchronization for inter-processor 
communication. 

The idea is to dynamically change the frequency of individual processors to keep the 
producing and consuming rate of exchange data as much balanced as possible, thus mini-
mizing energy for every pair of interacting processors. Figure 7.16 shows a schematic view 
of the producer-consumer organization. A memory position has been reserved for a counter 
of memory transactions. Whenever a write access to the memory is performed by the pro
ducer, the counter valué is incremented by one. The opposite occurs for a read access by the 
consumer. 

The use of this access counter allows to detect a lack of synchronization between the 
communicating processors. A valué of this counter below a lower threshold is interpreted as 
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a too fast consumer (or a too slow producer) configuration; while the crossing of an upper 
threshold is achieved with a too fast producer (or too slow consumer). A power manager 
module has been connected to the bus in order to dynamically check this number and modify 
the working frequencies of the producer-consumer pairs to achieve a balanced communica-
tion. 

Four configurations of the power manager are feasible, depending on the course of action 
taken at (lower and upper) threshold crossing (Figure 7.17 shows a schematic view of these 
configurations): 

• confl decreases and increases the consumer frequency; 

• confl increases the producer frequency and increases the consumer one; 

• confS decreases the consumer frequency and decreases the producer one; 

• conf4 increases and decreases the producer frequency; 

The developed modelling and simulation framework will be used to select the best con
figuration from an energy viewpoint. Finally, note that frequency switchings are not homo-
geneously performed (i.e. the working frequency is first reduced by a half, then by a third, a 
fourth and so on) to simplify the control logic. 

7.5.1. Validation of the Dynamic Power Management Policy 
Figure 7.18 shows the results in terms of energy consumption, execution time and energy-
delay product (all of them in % with respect to the baseline non frequency-scaled case) for 
the four configurations of the power manager and a fixed initial configuration of the system 
(all processors working at the nominal frequency of the system, thus no static frequency 
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Figure 7.17: Configurations of the dynamic power manager. 

scaling is applied). These results were derived considering an execution time overhead of 
5pLS for each processor frequency switch. 

The first configuration (confl) presents the best results in terms of energy consumption. 
The overall execution time for this configuration is slightly higher than the one for conf 2 
configuration but, finally, the energy-delay product is kept constant. Conf 3 and Conf 4 show 
the worst results since the pipeline is easily destabilized and a huge number of consecutive 
frequency switchings are generated before getting to a regime condition. The frequency 
switchings performed at the producers are propagated across the pipeline, and the speed of 
many processors has to be increased or slowed down several times to restore the equilibrium. 
Finally, conf 2 presents the minimum number of frequency switchings over the benchmarií 
run (therefore, the pipeline is easily kept synchronized), resulting in a lower execution time. 

In order to reduce the impact of frequency switching overhead, an improvement of the 
previous approach has also been devised. Instead of modifying the working frequency of the 
processors whenever the thresholds are crossed, this is done periodically at discrete times. 
In this way, counters are periodically checked and the frequencies are changed if needed, 
thus better amortizing the frequency switching cost. This policy shows optimum results 
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Figure 7.18: Power manager configurations. 

attending to the instantaneous valúes of the counters. Some improvements can be expected 
by increasing the logic complexity and attending to the average valué of these counters. 
Figure 7.19 shows the results for several frequency update periods (100, 500, 1000, 2500 
and 6000 clock cycles) and a fixed initial configuration (two processors working at one half 
the nominal frequency, therefore dynamic and static approaches are combined). 
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Figure 7.19: Effect of frequency update period. 

A frequent sampling of the counter valué results in a larger number of frequency switch-
ings, although higher power savings are to be expected. However, the increased execution 
time causes the overall energy dissipation to highly increase. For lower frequency update 
periods the execution time overhead decreases, and the total energy consumption is reduced 
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as well. Much lower periods (e.g., 6000) make the dynamic power management policy inef-
fective. Finally, an optimum point is áchieved for intermediate update periods. 

7.6. Design Example 

The analysis of power-performance trade-off performed in the previous sections has been ap-
pHed to a more complex example. The benchmark selected for this analysis has been a mod-
ified implementation [PPM05] of the des algorithm included in the PowerStone [MMCOO] 
suite. DES is a strong cryptographic algorithm conceived to protect non-classified Informa
tion. The algorithm was required to be cheap, widely available, and very secure. 

DES encrypts and decrypts data in N-bit blocks, using an N-bit key. It takes an N-bit 
block of plaintext as input and outputs an N-bit block of ciphertext. Since it always opérales 
on blocks of equal size and it uses both permutations and substitutions in the algorithm, DES 
is both a block cipher and a product cipher. 

DES performs several rounds, méaning the main algorithm is repeated several times to 
produce the ciphertext. It has been found that the number of rounds is exponentially pro-
portional to the amount of time required to find a key using a brute-force attack. So as the 
number of rounds increases, the security of the algorithm increases exponentially. 

The current multi-processor implementation of the algorithm used in these simulations 
counts with a producer processor that transfers the input data into the shared memory, a 
consumer processor which reads the ;output cipherdata from the shared memory, and a pa-
rameterizable number of working processors that perform the encryption in different portions 
of the input data. For the simulations that concern this Thesis, a single working processor 
will be used. 

The set of simulations performed with this example analyzes the effect of voltage/power 
scaling in the MPSoC environment running this benchmark. Attending to the benchmark 
design, the workload of both producer and consumer processors is almost negligible com
pared to the working processor; therefore, the working frequency will be modified just for 
producer and consumer in order to minimize the performance penalty. 

Also, the size of the design space cannot be fully exercised with the experiments. In 
this way, a meaningful subset of configuration points will be selected. The regularity of the 
application allows to extend the obtaihed conclusions to non-analyzed configuration points. 

The first set of simulations is performed by setting the frequency of the working pro
cessor to the máximum achievable (the one at which the bus works), and scaling down the 
frequency of both producer and consumer. These simulations bring the Unes of energy and 
power (shown in Figures 7.20 and 7.21) determined by the configuration points (1,1), (2,1), 
(3,1), (4,1) and (15,1) where the first number means the integer divider of the nominal fre
quency applied to producer and consumer. As can be observed, the reduction on the power 
dissipated when the frequency is scaled down, conducts to the consequent reduction on the 
energy consumption until the executipn time is determined by the delay in producer and con
sumer. From that point, the execution time rapidly increases with slower frequencies while 
the energy consumption is no longer reduced. The design point from which the execution 
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time changes to a faster slope will be known as the critical point. 
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Figure 7.20: Energy consumption of the DES benchmark. 

The second set of experiments takes three different critical points as starting point. In 
this way, the system is configured to work at the maximal frequency before the bottleneck. 
From that point, the frequency scaling policy is applied and the working frequency of the 
three processors is homogeneously slowed down, resulting the configurations (4,2), (6,2) 
and (6,3). As can be seen, given a performance (execution time) constraint, the optimal 
configuration in terms of energy consumption can be achieved just modifying the frequency 
of both producer and consumer, but it is desirable to keep the working processor as fast as 
possible. 

These conclusions are obviously related to the apphcation DES, but they could be drawn 
to all those applications where a strong computation work is performed, the working pro
cessor works with streams of data, and the MPSoC is configured in a producer-working-
consumer fashion. These requirements are usually found in multimedia and image process-
ing applications. 

7.7. Conclusions 

The work of this chapter focuses on the system level interaction of cores running at differ
ent frequencies, assessing the impact on overall system performance, energy dissipation and 
energy-delay product. When one processor is relatively slower or faster than the others in 
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Figure 7.21: Power consumption of the DES benchmark. 

presence of benchmarks requiring inter-processor synchronization and communication, the 
negative impact on bus utilization has been demonstrated. The power-performance trade-
off has been explored when múltiple cores are allowed to work at different speeds at the 
same time: degradation of execution time is counterbalanced by a lower energy consump
tion as the number of frequency-scaled processors increases. We have provided frequency 
selection guideUnes to minimize energy dissipation when an application workload can be 
partitioned among a variable number of processors. Finally, the relative impact of OS sup-
port has been highlighted (the execution time has been almost doubled for communication-
intensive benchmarks), and the benefits of increasing clock frequency for processors with 
heavy asymmetric workloads in terms of both execution time and energy dissipation have 
been thoroughly analyzed. This work puts a solid basis (both modelling infrastructure and 
experimental evidence) for future work on dynamic voltage/frequency scaling and power 
management in multi-processor Systems-on-Chip. 





8 
Conclusions and Future Work 

All these constructions and the laws connecting 
them can be arrived at by the principie oflooking 
for the mathematically simplest concepts and the 

link between them. 
— Albert Einstein, 1879-1955. 

German-Swiss-U.S. scientist. 

This chapter summarizes of the results in the previous chapters, and examine the conclusions 
that can be drawn in the context of this Ph. D. Thesis. Also, some Unes regarding the future 
research will be pointed out. 

8.1. Power Estimatíon and Power Modelling 

The complexity achieved on the design of embedded systems requires to use CAD tools that 
help the designer on meeting the tight schedules. Moreover, these CAD tools have extended 
the figures of performance and cost (área) with a new constraint (power consumption). 

The main goal of these tools is not only to provide an accurate estimation of the power 
dissipation, but also to fit perfectly in the current design process (avoiding in this way com-
plex re-design loops) and to be easily retargetable (i.e. easily applied to current and future 
architectures of processor-based systems). The design of INCAPE satisfies those require-
ments employing a fully retargetable methodology that allows the designer to extract accu
rate power estimates for the target architecture without compromising the simulation time. 

INCAPE is embedded in the CGEN environment, and the target-independent code is 

139 



140 CHAPTER8. CONCLUSIONS AND FUTURE WORK 

written in the Scheme language, in order to be automatically generated during the creation 
of the cross-compilation tools. The estimation performed by INCAPE targets the cache 
hierarchy of the processor, which has emerged as one of the main power consumers in the 
embedded system's paradigm. 

The accuracy of the underlying power model is also a main concern in the design of 
power estimation tools. This Ph. D Thesis has shown how the assumptions made by previ-
ous works conducted on this topic cause under and overestimation of the dissipated energy. 
Moreover, the analysis of these factors has been employed to feed the simulator with accurate 
Information of the application's statistic and improve the results. 

INCAPE has proved its effectiveness with real benchmarks, and several factors with 
strong influence on the power consumption has been identified, as they are the input data 
correlations, the compiler optimizations and the cache configuration. 

The results and conclusions collected from this work enable the design of new compiler 
optimizations oriented to low-power issues, outline the utility of taking advantage of inherent 
data correlations, and valídate the increased accuracy of the presented estimator which relates 
functional simulation with power estimation. 

8.2. Power Optimization in the Register File 

Once traditional power optimization techniques have been applied to reduce the power con
sumption in the cache hierarchy (the most power-hungry device in the computer architec-
ture), the register file is the most power hungry component of the processor architecture. 
Moreover, the complexity achieved in the integration of superscalar machines with múltiple 
pipelined data-paths encourage to devise low-power and low-complexity approaches to re
duce the energy dissipation of this device in conjunction with its implementation complexity. 

The work described in this Ph. D. Thesis effectively targets the energy consumption and 
implementation complexity of the register file of in-order and out-of-order machines. 

The compilation and hardware techniques described in this work have proved to be able 
to reduce the energy consumption of the register file without compromising the system per
formance. These techniques make an efficient use of voltage scaling approaches presented in 
previous works. Moreover, the specificity and effectiveness of the hardware techniques have 
been compared and even combined with the generality and simplicity of the software ap
proaches, resulting in a complete environment capable of optimizing an interesting amount 
of benchmarks. 

The architecture of out-of-order processors introduce a new complexity degree charac-
terized by the uncertainty of the behavior. Even for this complex paradigm a solution based 
on instruction pre-decode has been devised, which shows a good behavior in average when 
reducing the energy consumption of the device. 

Finally, the presented banked approach together with the register assignment performed 
by the improved compiler, have demonstrated their effectiveness on reducing the number of 
ports in the register file. This parameter (number of ports) has emerged as one of the main 
boosters of the energy consumption and implementation complexity of the register file. The 
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work performed in this Ph. D. Thesis puts a solid basis for future work on this área. 

8.3. Analysis of the Power-Performance Trade-Off in 
MPSoCs 

Shared memory multi-processor systems-on-chips (MPSoCs) have been widely used in to-
day's high performance embedded systems, such as network processors and parallel media 
processors (PMP). They combine the advantages of data processing parallelism of multi-
processors (MP) and the high level integration of systems-on-chip (SoC). The MPSoC per
formance is not only determined by the capacity of the node processors (e.g. CPU speed, 
cache size, etc.), but it is also limited by the interconnect network that connects the pro
cessors and memories. Nowadays, major research efforts are therefore devoted to explore 
new methodologies, algorithms and optimization strategies that help to enable the design of 
highly complex multi-processor systems on a chip that feature ultra-low power consumption, 
high performance and low cost. 

The work presented in this Ph. D. Thesis focuses on the system level interaction of cores 
running at different frequencies, assessing the impact on overall system performance, energy 
dissipation and energy-delay product. This work brings to light many interesting effects that 
appear when the cores integrated in a complex MPSoC run a different speeds. These effects 
have not been previously detailed by higher-order abstraction models. 

Moreover, it has been presented a detailed analysis of a complex algorithm running in 
a MPSoC environment. The conclusions drawn from this example allow the future design 
of low-power policies based on voltage/frequency scaling that avoid a dramatic impact on 
the system performance. Also, the analysis of the experimental results is extremely impor-
tant to build a set of design guidelines for the designer of power-constrained/performance-
constrained MPSoCs. 

8.4. Future Work 

The work presented in this Ph. D. Thesis identifies those factors that strongly impact the 
power consumption in complex embedded systems and MPSoCs, and bring some ideas to 
efficiently manage the energy dissipation. 

However, some interesting points of future research have emerged during the evolution 
of this work. Some of them have been created by the designed approaches, some of them by 
the current evolution of the trend on microprocessor design. 

Related to the design of power estimation tools, it is needed to reduce the simulation 
time by using the techniques of software parallelization. Also, the extensión of the targeted 
memory hierarchy to the data-path of the processor would allow the analysis of the impact 
of compiler optimizations in the core's dissipation. 

The effect of compiler optimizations on the power dissipation is well known and has been 
partially analyzed in this Thesis. Our current work is already amending such optimizations 
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to improve the behavior of the compiler for power-constrained systems. 
On the other hand, the approaches presented in this work have been designed from an 

energy/power view-point. However, the thermal implications of these approaches have to 
be studied and optimized, such as the current research works on thermal management sug-
gest [HGS+04, SSV+04]. 

Finally, the paradigm of low-power MPSoCs is still in its very early stages. It still has 
to be understood the complex mechanisms that appear in the system behavior when a low-
power technique as voltage/frequency scaling is applied. Once the complete picture of the 
behavior can be drawn, it will be the time for devising new power reduction techniques 
targeting the cores, switches and communication bus of the system. 
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