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Spain

Vocales:
Javier Segovia Pérez
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the mobility grant that made possible my 6 month visit to the Uni-
versity of Portsmouth. Finally, to project TIN2008-05924 of Spanish
Ministry of Science and Innovation which allowed to finance the pre-
sentation of this thesis results in several international conferences.

I would like to acknowledge the constant support during the 4 years
of the PhD from my supervisors Pedro Sousa and Ernestina Menasal-
vas. I would like to specially thank to Ernestina for her invaluable
guidance, without which this thesis would have not been possible.

For sharing with me their inspiration toward Ubiquitous Data Stream
Mining, I would like to thank João Gama, Mohamed Gaber and Hillol
Kargupta.

From the DAME group in Madrid, i would like to thank Andrea Zanda
for his comments, discussions and friendship. Also from the same
group to Aysegul Cayci and Santiago Eibe for providing such great
working environment.

I would like to thank Mohamed Gaber, who supervised my work at
the University of Portsmouth, for the brainstorming sessions and for
his guidance which resulted in additional contributions to this thesis.
From my stay in Portsmouth i would also like to thank Frederic Stahl
his valuable comments and discussions regarding this thesis.

From Porto i would like to thank João Gama that welcomed me to
visit LIAAD, Petr Kosina and Pedro Rodrigues for their help and en-
couragement. Morever, i would like to acknowledge the FCT project
(PTDC/EIA-EIA/98355/2008) Knowledge Discovery from Ubiquitous
Data Streams (KDUDS) from this group.

In addition, i would also like to acknowledge Bettina Berendt, Concha
Bielza, Hillol Kargupta, Myra Spiliopoulou and Yucel Saygin for their



valuable seminars and lectures that had a significant impact on my
background during the PhD.

Finally, but not less important, i would like to thank my friends
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Abstract

Due to recent scientific and technological advances in information sys-
tems it is now possible to continuously record data at high speeds
in a wide range of devices. The need to make sense of such massive
amounts of data opens an opportunity to create new data stream clas-
sification techniques to model and predict the behavior of streaming
data.

When learning from data streams, the problem of concept drift means
that the underlying data distributions can change over time. This
has a strong impact on classification techniques, as predictive models
become invalid and have to be updated. Furthermore, these changes
in concept are usually a consequence of changes in context, and this
relationship could be exploited to handle concept drift.

Recurring concepts is a particular case of concept drift, where con-
cepts that have drifted can suddenly reoccur. In this situation it may
be possible to avoid relearning these previously observed concepts.
However, the few existing approaches that take advantage of concept
recurrence are neither designed to take context into consideration nor
to take into account the resources required to store representations of
past concepts. Both issues are of particular significance for ubiquitous
data stream mining, where the learning process is executed in dynam-
ically changing environments using resource constrained devices.

Moreover, most existing techniques assume that the underlying data
stream feature space is static. However, in many real-world applica-
tions the set of features and their relevance to the target concept may
change over time. Despite its importance, this issue has received lit-
tle attention, particularly on how it can be efficiently addressed when
tracking recurring concepts.

Sharing knowledge among ubiquitous devices to collaboratively im-
prove the modeling of local concepts is another interesting idea which
has not been properly explored. This could improve the accuracy of
the local model as it would benefit from patterns similar to the local



concept that were observed in other ubiquitous devices, but not yet
locally.

In addition, the deployment of data stream classification as an au-
tonomous and adaptive service to support the data analysis require-
ments of ubiquitous applications is still an open issue that lacks re-
search in the field of ubiquitous data stream mining.

This PhD thesis addresses the aforementioned open issues, focusing on
learning anytime, anywhere classification models from data streams in
ubiquitous environments, where the underlying concepts may change
over time, with special emphasis on recurring concepts. Four main
contributions are presented:

• The MReC (Mining Recurring Concepts) approach that inte-
grates context with previously learned concepts to improve the
adaptation to recurring concepts. Moreover, to deal with situ-
ations of resource constraints, an intelligent strategy to discard
models is also proposed.

• The MReC-DFS (Mining Recurring Concepts in a Dynamic Fea-
ture Space) approach, that extends MReC to address the chal-
lenges of a dynamic feature space while simultaneously reducing
the memory cost of storing past models. In addition, a novel
incremental feature selection method is proposed that dynami-
cally determines the threshold used to select the most relevant
features for a certain concept.

• A Collaborative Data Stream Mining (Coll-Stream) approach
that explores the knowledge available in the community to im-
prove local classification accuracy. Coll-Stream integrates com-
munity knowledge using an ensemble method where the classi-
fiers are selected and weighted based on their local accuracy for
different partitions of the instance space.

• A UDSM (Ubiquitous Data Stream Mining) Service to support
the data analysis requirements of ubiquitous applications. As the
basis for our service we describe a general mechanism, which au-
tonomously adapts the execution of the data stream classification
process to each situation, using context and resource awareness.

Finally, the experimental validation of the proposed contributions us-
ing synthetic and real datasets allows us to achieve the objectives and
answer the research questions proposed for this dissertation.
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Chapter 1

Introduction

1.1 Motivation

In recent years, scientific and technological advances in information systems make
possible to continuously record data at high speeds. Such continuous flows of
information grow rapidly over time and are known as data streams. This type of
data is observed across several application domains which require data analysis.
Examples of such domains include web applications, medical care, intelligent
vehicles, financial applications or the analysis of space observations. Modeling and
predicting the behavior of data streams can bring additional value to these time-
critical application domains. However, due to data streams massive (possibly
infinite) size and continuous nature it is neither possible for humans to analyze
such data, nor traditional batch learning systems, where a large number of records
is stored and processed in one shot. Therefore, in the last decade there has been
increasing interest and demand for on-line data analysis systems that allow the
extraction of knowledge from data streams, which resulted in the field of data
stream mining Domingos and Hulten (2000); Gama and Gaber (2007). This thesis
is focused on the data stream mining problem of classification, where the aim is
to learn the data stream underlying concept, this is, to model the class variable
on the basis of one or more feature variables.

In most real-world data streams, it is common to observe significant changes
in the underlying data distributions over time. Consequently, these changes have
a strong impact when applying classification techniques to data streams, as pre-
dictive models become invalid when the underlying concept changes Hulten et al.
(2001); Tsymbal (2004). This phenomenon is known in the literature as con-
cept drift Tsymbal (2004) or concept change Gama (2010). Over the past years
researchers have been showing interest in this problem and many classification
algorithms have been proposed to address it Gama et al. (2004); Hulten et al.
(2001); Street and Kim (2001); Widmer and Kubat (1996). Such algorithms must

1



1.1 Motivation

recognize and adapt to concept changes by continuously learning (i.e., anytime
prediction model) the different time-changing concepts Gama et al. (2004); Tsym-
bal (2004). Therefore, it is important to understand the nature of change when
designing algorithms for the classification of evolving data streams.

Concepts in data streams usually change over time due to context, for ex-
ample, in product recommendations customer interests change due to fashion,
economy or other hidden context Harries et al. (1998); Tsymbal (2004); Widmer
and Kubat (1996).

It is also common in real-world data streams for previously seen concepts
to reappear Widmer and Kubat (1996). This represents a particular case of
concept change Gama (2010), known as recurring concepts Gama and Kosina
(2009); Katakis et al. (2010); Widmer and Kubat (1996); Yang et al. (2005).
For instance, the changes that occur in weather predictions are usually recurrent
according to the seasons. In situations where concepts change due to context
changes, exploiting context information can result in a more efficient adaptation
to recurring changes Harries et al. (1998); Widmer (1997). Therefore, improving
the overall efficiency and efficacy of the data stream learning and classification
processes.

Moreover, most data stream mining algorithms assume that the underlying
feature space is static, yet in many real-world applications the set of features and
their relevance to the target concept may change over time Katakis et al. (2005);
Wenerstrom and Giraud-Carrier (2007).

With the increasing computational power and wireless networking capabili-
ties of small devices, such as smart phones, PDAs (Personal Digital Assistants)
and wireless sensor networks, ubiquitous computing environments have become
popular and are in widespread use today Gama and Gaber (2007); Kargupta
et al. (2004). This opens a novel opportunity to perform intelligent data analy-
sis in such ubiquitous computing environments. However, the characteristics of
these pervasive computing environments present important requirements for any
application, namely resource constraints, the need to handle continuous streams
of data and the ability to be used in different contexts Gaber et al. (2004b).
These requirements should be considered when designing data stream mining al-
gorithms as well. Examples of ubiquitous applications with recurring concepts
include mail/blog filters, monitoring intelligent vehicles or recommender systems.

Furthermore, the knowledge learned in these ubiquitous environments can be
shared between devices to collaboratively improve the accuracy of local predic-
tions Wurst and Morik (2007).

The main challenges of an ideal ubiquitous data stream learning system for
the problem of classification include:

• The ability to process continuous (possibly infinite) data, as is characteristic

2



1.2 Goals and research questions

in data stream algorithms.

• One-pass over the data to guarantee linear complexity, due to the streaming
nature of the data.

• Adapt the learning model to concept changes to keep anytime classification
accuracy.

• Handle recurring concepts to avoid the accuracy loss and computational
cost that is associated with relearning previously known concepts.

• Integrate context information in the learning process, to improve its effi-
ciency when recurring concept changes are associated with context.

• Learn from a stream where the records belong to a dynamic feature space.

• Use and share knowledge from other ubiquitous devices to collaboratively
improve the learning of local concepts.

• Use efficiently a limited amount of computational resources (e.g., memory,
battery, computational power).

Consequently, in this thesis we tackle the problem of anytime, anywhere learn-
ing of time-changing concepts from data streams. We explore the integration of
context information into the learning process as a method to improve the adap-
tation to recurring concept changes. We are also particularly interested in per-
forming this learning process in ubiquitous devices (i.e., anytime, anywhere data
stream mining). Therefore, we study the usage of incremental feature selection
methods to reduce the space complexity of the approach, while extending it to
deal with data streams where the records feature space is not static. Moreover,
we explore how the knowledge available in other ubiquitous devices can be used
to collaboratively improve local predictions. Finally, we propose a ubiquitous
data stream mining service to deliver ubiquitous applications anytime, anywhere
classification modeling from time-changing data streams.

1.2 Goals and research questions

The main goal of this PhD thesis is:

The design of algorithms to learn anytime, anywhere classifica-
tion models from data streams in ubiquitous environments where
the underlying concepts may change and recur over time. Con-
sequently, we are interested in achieving high predictive accuracy
while coping with the resource constraints typical of ubiquitous de-
vices (e.g., memory, battery, computational power).

3



1.2 Goals and research questions

The main goal is decomposed into several objectives and for each, we explain
the research questions that need to be solved to accomplish this objective and
the associated hypothesis that the proposed solution should validate.

1.2.1 Objective 1: Tracking recurring concepts using con-
text

The first objective that this thesis focuses on the integration of context informa-
tion in the data stream learning process, to improve the adaptation to recurring
concept changes that are associated with context. Consequently, to address this
objective the following open research questions have to be answered:

• How to model and compare dynamic context information?

• How to model and compare learned concepts?

• How to integrate context with learned concept representations?

• How to identify situations of recurring concepts?

• How to improve the accuracy-efficiency trade-off of the approach in memory
constrained scenarios?

The solution proposed for the first objective should validate the following hy-
pothesis:

• H1: The integration of context can help to track recurring concepts, and as
a result be used to improve the overall and over time predictive accuracy
of the learning process while saving computational resources.

• H2: The available resources can be used efficiently in situations of memory
scarcity using resource-aware adaptation.

1.2.2 Objective 2: Tracking recurring concepts in a dy-
namic feature space

This objective aims to extend the data stream learning process proposed for
the previous objective to deal with a dynamic feature space while reducing the
feature space used to represent the concepts. Therefore, to address this objective
the following open research questions have to be answered:

• How to represent concepts from a dynamic feature space?

4



1.2 Goals and research questions

• How to select the best features in a data stream learning process to improve
the accuracy and memory consumption of the approach in situations of
recurring concepts?

The solution proposed for the second objective should validate the following hy-
pothesis:

• H3: Dynamic feature selection improves the accuracy-efficiency trade-off of
the solution.

• H4: Adaptive feature selection methods are more efficient than fixed ones
in situations of memory scarcity.

1.2.3 Objective 3: Collaborative data stream mining in
ubiquitous environments

Using the knowledge available in other devices of the ubiquitous environment to
collaboratively improve local predictive accuracy is the aim of the third objective
proposed for this thesis. The associated open research questions that need to be
addressed are:

• How the knowledge available in the community can be integrated to repre-
sent local concepts in a data stream scenario?

• How the learning process is able to adapt to changes in the data stream
underlying concept?

The solution proposed for the third objective should validate the following
hypothesis:

• H5: The knowledge available in the community can be used to improve local
classification accuracy in situations where the underlying concepts change.

1.2.4 Objective 4: Situation-aware data stream mining
service for ubiquitous applications

The last objective proposed for this thesis is to provide anytime, anywhere data
stream classification as an autonomous and adaptable service to ubiquitous ap-
plications. The open research problems that need to be addressed are:

• How to autonomously and adaptively execute a data stream classification
algorithm to address the requirements of ubiquitous applications.

5



1.3 Main contributions and publications

• How to represent situations, configurations, and strategies and be aware of
resources and context?

The solution proposed for fourth objective should validate the following hypoth-
esis:

• H6: The Ubiquitous Data Stream Classification Service can adapt the exe-
cution of a data stream learning process to the requirements of ubiquitous
applications while being aware of the situation (i.e., context and resources).

1.3 Main contributions and publications

The main contributions of the thesis are:

• To design and validate an algorithm that integrates context to learn of
recurring concepts from data streams.

• To propose and validate a resource-aware strategy that discards low utility
past concept representations in situations of memory scarcity.

• To propose and validate a novel incremental feature selection method to
improve the accuracy-efficiency trade-off when learning recurring concepts.

• To design and validate a collaborative data stream mining algorithm that
explores the knowledge available in the community to improve the learning
of local concepts.

• To design an autonomous and adaptive data stream classification service to
support ubiquitous applications data analysis requirements.

Publications
The results presented this thesis are documented in the following publications.
Journals:

• J. Bártolo Gomes, P.A.C. Sousa, E. Menasalvas - Tracking Recurrent Con-
cepts using Context - to appear in vol.16 no. 5 of Intelligent Data Analysis
Journal (summer of 2012) - Impact Factor: 0,4 (JCR 2010).

Reviewed Conferences:

• J. Bártolo Gomes, M. Medhat Gaber, P.A.C. Sousa, E. Menasalvas - Context-
Aware Collaborative Data Stream Mining in Ubiquitous Devices - Advances
in Intelligent Data Analysis X - 10th International Symposium (IDA2011),
Porto, Portugal.
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1.4 Thesis overview

• J. Bártolo Gomes, E. Menasalvas, P.A.C. Sousa - Learning Recurring Con-
cepts from Data Streams with a Context-aware Ensemble - ACM Sympo-
sium on Applied Computing (SAC2011), Tai Chung, Taiwan.

• J. Bártolo Gomes, E. Menasalvas, P.A.C. Sousa - CALDS: Context-aware
Learning from Data Streams - Workshop on Novel Data Stream Pattern
Mining Techniques (StreamKDD-2010) at ACM SIGKDD 2010, Washing-
ton, DC, USA.

• J. Bártolo Gomes, S. Eibe, P.A.C. Sousa, E. Menasalvas - Context-Aware
Stream Ensemble for Ubiquitous Environments - Workshop on Ubiquitous
Data Mining at ECAI 2010, Lisbon, Portugal.

• J. Bártolo Gomes, E. Menasalvas, P.A.C. Sousa - Tracking Recurrent Con-
cepts Using Context in Memory-constrained Devices - Fourth International
Conference on Mobile Ubiquitous Computing, Systems, Services and Tech-
nologies, UBICOMM 2010, Florence, Italy.

• J. Bártolo Gomes, E. Menasalvas, P.A.C. Sousa - Improving the learning
of recurring concepts through high-level fuzzy contexts The Fifth Interna-
tional Conference on Rough Set and Knowledge Technology (RSKT2010),
Beijing, China.

• J. Bártolo Gomes, E. Menasalvas, P.A.C. Sousa - Tracking Recurrent Con-
cepts using Context - Combined Learning and Mining Complex Data Spe-
cial Session at RSCTC 2010, Warsaw, Poland.

• J. Bártolo Gomes, E. Menasalvas, P.A.C. Sousa - Situation-Aware Data
Stream Mining Service for Ubiquitous Applications - International Confer-
ence on Mobile Data Management, MDM 2010, Kansas City, MO, USA.

1.4 Thesis overview

The rest of this thesis is organized as follows. Chapter 2 reviews the background
and analyzes research work related to the one developed in this thesis. In Chapter
3, the research problem to be solved is set. The chapter starts with presenting
the open research issues related to learning changing concepts from data streams
in ubiquitous environments. This is followed by a detailed description of the
problems that are treated in this thesis work. Chapter 4 presents the solutions to
the previously defined problems. Chapter 5 introduces the experimental design
and the methodology used. This is followed by the validation of the proposed
solutions and a discussion of the results obtained in the experiments. Finally, the
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conclusions of this thesis and the outline of future research lines are presented in
Chapter 6.
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Chapter 2

Background

The work presented in this thesis belongs to different inter-related research fields,
particularly, data mining from data streams, classification and ubiquitous com-
puting. The fields of Data Mining and Machine learning focus on the design of
algorithms that enable computers to learn how to recognize non-trivial patterns
and make intelligent decisions based on empirical data, such as from databases
or data streams. Ubiquitous computing is a new paradigm of HCI (Human Com-
puter Interaction) where the information process is into everyday life objects and
activities in contrast with the desktop paradigm. In the intersection of both
fields we can find the work of this thesis, which is concerned with the design of
algorithms able to learn changing concepts from data streams in the ubiquitous
computing paradigm. Such field is known in the literature as Ubiquitous Knowl-
edge Discovery May et al. (2008) or Ubiquitous Data Stream Mining Gaber et al.
(2004b).

In this chapter we review literature that is related to our work. We organize
it, starting by describing data mining and knowledge discovery from databases
(KDD) in Section 2.1. In Section 2.1.1 we describe the KDD process phases and
the most popular data mining tasks are explained in Section 2.1.2. Since this
thesis deals with the problem of classification, further details and a review of the
different approaches for this task are presented in Section 2.1.3. Moreover, in
the same section a description of the Naive Bayes algorithm is presented because
some of the solutions proposed in this thesis use this popular learning algorithm
as base learner. In Section 2.2 we describe Ubiquitous Knowledge Discovery and
Ubiquitous Data Mining.

Data Stream Mining is introduced in Section 2.3. The algorithmic challenges
that data streams bring to traditional data mining tasks are presented Section
2.3.1. Moreover, since the work proposed on this thesis is framed within data
stream classification, we review this topic in Section 2.4. In addition, this thesis
focuses on learning from evolving data streams, therefore in Section 2.5 the prob-

9



2.1 Data Mining and Knowledge Discovery

lem of concept drift is described, the nature of change in data streams is discussed
and a characterization and discussion of existing approaches to address this prob-
lem is presented. Section 2.6 reviews the small amount of existing work to deal
with recurring concepts in data streams. This is followed by a review of the role
of Context in Ubiquitous Computing in Section 2.7. The context representation
and similarity that will be used as part of the solutions is also described. An-
other issue that has seen little attention is the fact that the data stream feature
space can change with time. Existing research regarding this issue is reviewed
in Section 2.8. Section 2.9 motivates the ideas behind collaborative data stream
mining in ubiquitous environments and reviews literature that is similar to it to
a certain extent.

Finally, Section 2.10 concludes the chapter and summarizes what has been
presented, particularly the open issues that will be the addressed throughout this
thesis.

2.1 Data Mining and Knowledge Discovery

Knowledge Discovery from Databases (KDD) is a field of computer science that
has been defined by Fayyad et al. (1996b) as the non-trivial process of identifying
valid, novel, potentially useful and ultimately understandable patterns in data.
The term was introduced at the first KDD workshop in 1989 Piatetsky-Shapiro
(1990). Since then it has become popular in the artificial intelligence and machine
learning fields.

Despite the fact that KDD refers to the overall process of discovering useful
patterns from data, while data mining refers to a particular step in this process
Fayyad et al. (1996a), both terms are used interchangeably. However, over the
years, the term data mining has became increasingly more popular in the business
community and in the press. At the time this thesis was written (i.e., Summer
2011) , a Google search for data mining finds over 54.000.000 pages, while search
for knowledge discovery finds only 8.070.000 pages.

The KDD process deals with the problem of representing raw data into other
forms that might be more compact, more abstract, or more useful. KDD is an in-
terdisciplinary field, that combines results from different fields such as, statistics,
databases, machine learning and visualization, in order to find these interesting
patterns. While Data mining has much in common with these fields, particularly
statistics and machine learning, there are differences that go beyond them. KDD
focuses on the entire process of knowledge discovery from data, including: data
cleaning; how the data is stored and accessed; machine learning algorithms; how
these algorithms can be scaled to massive data sets and still run efficiently; how
the results can be interpreted and visualized; and how the overall man-machine
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interaction can usefully be modeled and supported Fayyad et al. (1996a).

2.1.1 Knowledge Discovery Process

KDD cannot be seen as the simple application of a machine learning method
to a dataset in a single step. The KDD is a complex continuous process with
many loops and feedbacks. In 1997, with the goal of establish a standard for
the process of Data Mining, an industry group called CRISP-DM (The Cross-
Industry Standard Process for Data Mining) Chapman et al. (2000) proposed a
standard KDD process with the following main steps:

• Business (or Problem) Understanding: Initial phase that focuses on under-
standing the project objectives and requirements from a business perspec-
tive. This knowledge is then converted into a data mining problem where
a preliminary plan is designed to achieve the project objectives.

• Data Understanding: This phase starts with an initial data collection and
proceeds with several activities in order to: get familiar with the data; iden-
tify data quality problems; discover first insights about the data; or detect
interesting data subsets to form hypotheses about hidden information.

• Data Preparation (including data cleaning and preprocessing): Covers all
activities to construct the final dataset (i.e., data that will be fed into
the modeling tool(s)) from the initial raw data. Data preparation tasks
are likely to be performed multiple times, and not in any prescribed order.
Tasks include selection and transformation of tables, records, and attributes
and cleaning the data for the modeling tools. Cooley et al. (1999) presents
several data preparation techniques and algorithms that can be used to iden-
tify unique users and user sessions from web server log that can posteriorly
be used in web usage mining. Zhang et al. (2003) presents a good survey
on data preparation, it first motivates the importance of data preparation
in data analysis, then introduce some research achievements in the area of
data preparation. Finally, the authors suggest some future directions of
research and development.

• Modeling: In this phase various machine learning and data mining algo-
rithms are selected and applied to data. Their parameters are calibrated
to optimal values. Typically, there are several techniques for the same data
mining problem type. Some techniques have specific requirements on the
form of data. Therefore, stepping back to the data preparation phase is
often needed.
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• Evaluation: Before proceeding to final deployment of the model (or models)
that have been built, it is important to evaluate the results more thoroughly,
and review the steps executed to construct the model to be certain it prop-
erly achieves the business objectives.

• Deployment: The creation of the model is generally not the end of the
project. Even if the purpose of the model is to increase knowledge of the
data, the knowledge gained will need to be organized and presented in a
way that the customer can use it. In many cases it will be the customer,
not the data analyst, who will carry out the deployment steps.

2.1.2 Data Mining Tasks

The different tasks of the modeling phase (i.e., the methods that automatically
identify patterns in data) are usually divided in two big categories:

• Descriptive: oriented to data interpretation, which focuses on understand-
ing the underlying data relations, such as finding correlations, trends, groups,
clusters and anomaly detection. This type of techniques are of exploratory
nature. Tasks like Clustering and Association Rules belong to this category.

• Predictive: based on inductive learning, where a model is constructed by
generalizing a set of training records. This model aims to predict the value
of a particular attribute (i.e., target variable) based on the values of other
attributes. The underlying assumption of the inductive approach is that
the trained model is able to accurately predict the values of future unseen
records.

We review the main tasks with special emphasis on classification.

• Clustering: is the division of data into groups (clusters) that contain similar
records (according to some similarity measure) and that separates dissimilar
records into different clusters. Jain et al. (1999) presents a taxonomy of
clustering techniques, and an overview of its fundamental concepts and
methods. Moreover, it describes several successful applications of clustering
such as image segmentation or object and character recognition. A more
recent survey on this topic can be found in Berkhin (2006).

• Association Rule Mining: explores the relations between attributes that
exist in data and thus detecting attribute-value conditions that occur fre-
quently together. Popularized due to Agrawal et al. (1993) that proposed
Apriori, the best-known algorithm to mine association rules. Furthermore,
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association rules can be used as the basis for decisions about marketing ac-
tivities and its best known application is market basket analysis. A survey
on the algorithmic aspects of association rule mining can be found in Hipp
et al. (2000).

• Prediction: aims to predict values of a class attribute from other attributes
based on training data. It is divided into:

– Numeric Value Prediction: which attempts to predict a numeric at-
tribute value by modeling a continuous-valued function.

– Classification: which aims to predict a discrete class label. This thesis
focuses on this task and the next section will review work related to
it.

2.1.3 Classification

In data mining, classification methods represent a set of supervised learning tech-
niques where the goal is to learn/build a model from training data (i.e., discrete
labeled records) and apply this model to predict the class of new/future unlabeled
records.

Let X be the feature space and its possible values. Let Y be the space of
possible discrete class labels of target variable. Let f : X → Y be the target
concept that assigns the right class label to any unlabeled record. However,
it is not possible, in general, to know f directly and classification algorithms
(also known as induction classification algorithms) learn an approximate function
g : X → Y given a set of correctly labeled records. The classification algorithm
aims to minimize the expected error between the learned g and the true concept
f . Consequently, the classifiers are usually evaluated assessing their predictive
accuracy on a test set, that is calculated by dividing the number of correctly
classified records by the total number of classified records.

Many classification algorithms have been proposed, we list below the most
successful and well known types:

• Logic based approaches have been developed based on Artificial Intelligence
logical/symbolic techniques. From these, the two most popular ones are:

– Decision trees techniques aim to generate comprehensible tree struc-
tures which classify records by sorting them based on attribute values.
Each node in a decision tree represents an attribute in a record to be
classified, and each branch represents a value that the node can take.
The attribute that best divides the training data in respect to the
class would be the root node of the tree. There are several methods
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to calculate the goodness of an attribute such as the information gain
Hunt et al. (1966) and the gini index Breiman et al. (1984). The most
popular decision tree algorithms are ID3 Quinlan (1986), C4.5 Quinlan
(1993) and CART Breiman et al. (1984). However, the details of such
algorithms are beyond the scope of this thesis. For a more detailed
review of work in decision trees we refer the reader to Murthy (1998).
In section 2.4.2 we will review this problem when learning from data
streams.

– Rule induction aims to create the smallest rule-set that is consistent
with training data. Quinlan (1987) proposes to create these rules from
decision trees, where each path from the root to a leaf represents a rule.
However, direct induction algorithms have also been proposed such as
the RIPPER Cohen (1995) that has been shown to be competitive with
C4.5rules Quinlan (1993). Furnkranz (1999) provides an extensive
overview of existing works in rule induction.

• Artificial Neural Networks (ANN), inspired by the structural aspects of
biological neural networks. ANN are represented by a set of connected
nodes in which each connection has a weight associated with it. The network
learns the classification function adjusting the node weights. The simplest
kind of neural network is the single layer perceptron Rosenblatt (1962).
However, since perceptron-like methods are binary, in the case of multi-class
problems, this problem must be reduced to multiple binary classification
problems. Moreover, single layer perceptrons are only capable of learning
linearly separable functions. Therefore, multiple layer perceptrons have
been proposed. These learn the network weights using a technique called
backpropagation Rumelhart et al. (1986). A good review of ANN works
can be found in Zhang (2000).

• Statistical based approaches build an explicit probabilistic model, which
provides a probability that a record belongs to each class instead of simply
assigning a class label to it. Bayesian networks (BN) are amongst the
most well known statistical learning algorithms. Jensen (1996) provides a
good introduction to BN. The Naive Bayes Algorithm is a well known BN
approach that assumes independence amongst the attributes. It was first
used for ML in Cestnik et al. (1987) and we will review it in detail in Section
2.1.3, because it is closely related to the work of this thesis.

• Instance based algorithms are also known as lazy-learning algorithms be-
cause no explicit model is created in advance. When classification is per-
formed the new record is classified based on the class label of training
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records that have similar properties. This type of algorithms require less
computation time during the training phase when compared to other algo-
rithms that explicitly create a model. However, they require more compu-
tation time during the classification process.

kNN Cover and Hart (1967) is one of the most well known algorithms and
classifies a record using the most frequent class in its k nearest (using some
distance metric) records. The distance metric must minimize the distance
between two similarly classified records, while maximizing the distance be-
tween records of different classes. Aha (1997) provides a review of instance-
based classifiers.

• Support Vector Machines (SVM), are non-probabilistic binary linear clas-
sifiers that model concepts by creating hyperplanes in a multidimensional
space. Records are mapped into this space where they become linearly
separable. SVM were proposed by Vladimir and Vapnik (1995) and a com-
prehensive tutorial can be found in Burges (1998).

Kotsiantis et al. (2007) presents a more extensive review of the different clas-
sification algorithms and an interesting discussion comparing them.

Naive Bayes

Naive Bayes is considered one of the most efficient and effective classification
algorithms in machine learning and data mining Zhang (2004). Naive Bayesian
networks (NB) represent the simplest Bayesian networks which are composed of
directed acyclic graphs with only one parent (representing the class) and sev-
eral children (corresponding to observed attributes). It assumes independence
among child nodes (conditional independence) Good (1950), which means that
all attributes are independent given the value of the class variable.

The Naive Bayes classifier provides a simple, incremental and efficient ap-
proach to learn probabilistic knowledge. From the Bayes theorem, the probability
that an record ~x ∈ X belongs in class y ∈ Y

Pr(Y = y|X = ~x) =
Pr(Y = y)Pr(X = ~x|Y = y)

Pr(X = ~x)

It is straight forward to estimate Pr(Y = y) by counting the number of records
that belong to class y, which will be referred as Py, and the number N of records
processed. Still, estimating Pr(X = ~x|Y = y) in not feasible. Using the Naive
Bayes assumption (i.e., that all attributes in X are independent given the class
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in Y ) it is possible to obtain,

Pr(X = ~x|Y = y) =

|X|∏
xi∈~x

Pr(X = xi|Y = y)

that can be estimated by counting the number of records belonging to class y
with xi, which will be referred as Pxi,y. Finally, it is not required to estimate
Pr(X = ~x) because it is a constant. The method presented by John and Langley
John and Langley (1995), is used to handle numeric type attributes. The method
assumes that the value of each attribute is normally distributed within each class
y. Then it is possible to use,

Pr(X = xi|Y = y) =
1√

2πσ2
exp

(
− (xi − µ)2

2σ2
)

)

for each numeric attribute xi in X. It is possible to estimate µ and σ2 by storing
the sum and squared sum of the values of xi.

The Naive Bayes classifier m outputs the class label y for a record ~x,

m(~x) = y = argmaxy

(
Pr(Y = y)

|X|∏
xi∈~x

Pr(X = xi|Y = y)

)

The assumption of conditional independence is wrong in most real-world ap-
plications. However, NB achieves surprising good performance in datasets which
have strong dependencies among the attributes. Domingos and Pazzani (1997)
explain this due to the zero-one loss function. This function does not penalize
inaccurate probability estimation as long as the maximum probability is assigned
to the correct class. This means that NB may change the posterior probabili-
ties of each class, but the class with the maximum posterior probability is often
unchanged. Thus, the classification is still correct, although the probability esti-
mation is poor.

The major advantage of the Naive Bayes classifier is its short computational
time for training. In addition, since the model has the form of a product, it can be
converted into a sum through the use of logarithms - with significant consequent
computational advantages.

2.2 Ubiquitous Knowledge Discovery

The recent technological advances in ubiquitous computing Weiser (1993) led to
the dissemination of small, heterogeneous, and distributed devices. These devices
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have more computational power than the last decade desktop computers and are
able to sense, communicate and interact with each other. Therefore, such devices
create the technological support for the next-generation of ubiquitous applications
that demand for intelligent and adaptive systems that are able to work on these
complex and changing environments.

Ubiquitous Data Mining (UDM) is the process of performing data analysis
on mobile, embedded and ubiquitous devices Kargupta et al. (2002). Ubiquity
introduces a new important dimension to the field of data mining which opens
many interesting research challenges.

UDM is part of Knowledge Discovery in ubiquitous environments, that is an
emerging area of research at the intersection of mobile, highly distributed systems
and advanced knowledge discovery systems. Ubiquitous Knowledge Discovery
combines an array of different fields and technologies, such as: machine learning,
data mining, sensor networks, grids, P2P, data stream mining, activity recogni-
tion, Web 2.0, privacy, user modeling and others. It aims to create intelligent
and adaptive systems centered around the notion of learning from data.

The devices and data that Ubiquitous Knowledge Discovery studies are char-
acterized in May et al. (2008) by:

• Time and space: the devices and data of analysis exist in time and space.

• Change location: these devices exist in a dynamic and unstable environ-
ments and often are able to move in it, changing their location and might
appear or disappear.

• Information processing capabilities: The devices have information process-
ing power.

• Locality: The devices know only their local spatio-temporal environment
and never see the global picture.

• Real-Time: must act under real-time constraints as learned models have to
evolve in accordance with the evolving environment.

• Distributed: The devices are often able to exchange information with other
objects, thus forming a truly distributed environment.

Ubiquitous Data Mining uses Data Mining techniques to extract useful knowl-
edge from data in devices with the aforementioned characteristics. In a fully
ubiquitous setting, the learning typically takes place within the small devices.
However, the learning process is quite different from traditional data mining and
machine learning. Instead of offline-learning in a batch scenario on-line, incre-
mental, anytime, anywhere learning under real-time constraints from ubiquitous
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and distributed data is needed. Moreover, instead of learning from stationary
distributions, these often change over time. While traditional data mining takes
place of large stand-alone workstations, in UDM the learning process takes place
in unreliable, highly resource constrained environments in terms of battery power
and bandwidth.

In what follows we describe in greater detail the characteristics of ubiquitous
devices and discuss the major challenges that they pose for research in Ubiquitous
Knowledge Discovery:

• Ubiquitous devices are resource constrained. Major limitations are stor-
age, processing, battery and communication capabilities, combined with a
dynamic and unreliable network connectivity. This results in data mining
approaches that consider a streaming setting and use optimized versions of
classical data mining algorithms. These may have to trade-off accuracy and
efficiency by using techniques such as sampling, windowing or granularity
approaches Shah et al. (2005).

• Ubiquitous data is usually non-stationary and/or non-independent. The
underlying distribution may be both temporally and spatially varying, and
it may change both slowly or abruptly. Classical data mining and machine
learning are based on the iid (i.e., independent and identically distributed)
assumption, therefore an important challenge for ubiquitous knowledge dis-
covery is to learn beyond independent and identically distributed data.

• Locality. Temporal and spatial locality are closely related with the iid
assumption, as this assumption removes the spatio-temporal boundaries
from our inference capabilities. Taking into account dependent data and
non-stationary distributions makes possible to learn in temporally and/or
spatially local environments.

• Privacy is an important issue in data mining as the obtained models may
reveal sensitive information about individuals Agrawal and Srikant (2000).
Moreover, privacy-preserving data mining in a distributed, spatio-temporal
environment poses challenges such as finding an optimal trade-off between
privacy protection and the quality of the data mining results Giannotti et al.
(2008).

2.3 Data Stream Mining

Data streams are continuous sources of information that produce data at high
speeds. This type of data is common in many applications where data can grow
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without limit at a rate of millions of records per day. Examples of this are Google
that handles 100 million searches, AT&T that produces 275 million call records
or WalMart that records 20 million transactions every day Bifet (2010). These
are not alone and examples of other sources that naturally generate data streams
include: network traffic, GPS data, mobile calls, emails, sensor networks, cus-
tomer click streams and others. In these applications the data volume is so large
(maybe infinity) that it may be impossible to store all the data and even when
this can be done, it may be impossible to process any record more than once
due to the limited computational and storage capabilities. Moreover, the under-
lying patterns in data streams may evolve continuously over time. Therefore,
this brings new challenges to the data mining community as many data mining
techniques become significantly more challenging when considering data streams.

In the streaming model Muthukrishnan (2005) the input elements f1, f2, ...,
fj, ... arrive sequentially, item by item, and describe an underlying function F.
Regarding the possible models, they differ on how fi describes F :

• Time Series Model (Insert Only Model): once an element fi is seen, it can
not be changed. Examples of this model are time series data that register
the traffic volume at an IP link every 5 minutes, or stock market volume of
trades each minute. At a given time periodicity a new update is observed.

• Cash Register Model (Additive Model): each fi is an increment to F [j] =
F [j] + fi. An example of this model is monitoring the IP addresses that
access a web server.

• Turnstile Model (Insert-Delete Model): elements fi can be deleted or up-
dated. This is the most general model. Its name is inspired by the busy
NY subway train station where the turnstile keeps track of people arriving
and departing continuously.

Data streams can be seen as stochastic processes in which events occur con-
tinuously and independently from each another. Querying data streams is quite
different from querying in the conventional relational model Gama (2010). Some
of the relevant differences between the conventional relational model and the data
stream model are:

• The data elements in the stream arrive on-line.

• The system has no control over the order in which data elements arrive,
either within a data stream or across data streams.

• Data streams are potentially unbounded in size.
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• Once an element from a data stream has been processed, it is discarded
or archived. It cannot be retrieved easily unless it is explicitly stored in
memory, which is small relative to the size of the data streams.

Data stream mining can be considered a subfield of data mining, machine
learning, and knowledge discovery and is the process of extracting knowledge
structures from data streams.

2.3.1 Algorithmic challenges

Traditional data mining has been performed over static datasets, where the data
mining algorithms can afford to read the data several times. Such an approach
is not feasible in a data stream scenario where the algorithms have to work with
one or a few passes over the data, and have limited processing time and memory
space Muthukrishnan (2005).

The major challenges in data stream mining result from data streams un-
bounded data size, its high speed and the fact that their data distributions can
evolve over time Bifet (2010); Gama (2010); Muthukrishnan (2005). These issues
can influence data stream mining algorithms as:

• The volume of data to process is huge (possibly infinite) and is impossible
to store. This leads to constraints on the implementation of the mining
algorithms. Typically only a small summary can be computed and stored,
each record can only be processed once.

• The data is generated at high-speeds. Therefore, each record has to be
processed almost in real time, and then discarded.

• The data underlying distribution can change over time. Therefore, old data
may become irrelevant (or even harmful) for the current model.

The amount of memory that can be used is limited in relation to the data
volume typical of data streams. This introduces a new challenge in relation to
traditional data mining algorithms. Therefore, low memory consumption ap-
proaches are more suited for the data stream scenario. Moreover, the process
must be incremental to address the time processing issues, with time-per-record
guarantees. The main differences between traditional and stream algorithms can
be found in table 2.1 Bifet (2010); Gama (2010); Muthukrishnan (2005).

The need to adapt the extracted knowledge over time is a challenging issue
in data stream mining Aggarwal (2007); Gama (2010). A popular approach for
dealing with this issue is based on the use of a sliding windows: the mining
algorithm keeps a window with the latest n records, when a new record arrives,
the oldest element in the window is deleted to make place for the new one. The
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Traditional Stream
Number of passes Multiple Single
Processing Time Unlimited Restricted
Memory Usage Unlimited Restricted
Type of Result Accurate Approximate
Distributed No Yes

Table 2.1: Traditional vs Stream Algorithms

knowledge that is mined from the data stream is continuously updated or rebuild,
and refers to the data in the window. A challenge with this approach is the
definition of the window size. While a window of moderate size uses a feasible
amount of memory, n is fixed through the mining process. This assumes that the
distribution of the data is constant in most intervals of size n, this means that the
distribution can change gradually at a rate that is small in relation to n, or that
it can change abruptly from time to time, but the periodicity between changes is
often much greater than n. However, it is hard to select an optimal n as the rate
of change is usually not known in advance. Moreover, its is possible that rate of
change can itself vary over time so the optimal n is a dynamic value Bifet (2010).

2.4 Data stream classification

Due to the significance of classification to model a large number of real world
problems, these techniques have attracted the attention of many researchers.
Data stream classification is therefore one of the most widely studied problems
in data stream mining Aggarwal (2007). Several methods such as decision trees,
rule based methods, and instance based methods have been proposed for the
classification problem. Many of these techniques that we reviewed in section
2.1.3 were designed to build classification models from static data sets that fit
into memory and where several runs over the records are possible. However, such
approaches are not feasible in a data stream scenario, where it is only possible to
process each record only once.

2.4.1 Main challenges

In this section, we will address the primary challenges and research issues encoun-
tered in data stream classification. Many of these challenges were introduced in
section 2.3.1. Here we will discuss these challenges with a special emphasis on
the problem of classification.
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• Unbounded memory requirements: Classical classification algorithms re-
quire data to be resident in memory for building the model. They assume
that the memory size needed to represent the data is lower than the avail-
able memory. This assumption is violated due to data streams unbounded
nature. This challenge has been addressed using techniques such as load
shedding, sampling, aggregation, incremental algorithms and the creation
of data synopsis.

• High-speed nature of data streams: The algorithm should be able to adapt
to the high speed nature of streaming data. The rate of building/updating
the classification model should be higher than the data rate and each record
should be process only once (one-pass constraint).

• Concept change: Change in the underlying data distribution causes that
the classifier results become outdated over time. It is also referred to as
concept drift or data stream evolution. Detection and adaptation to such
changes is a possible approach to update the classification model effectively.
If no adaptation is performed an outdated model could lead to a very low
classification accuracy.

• Trade-off between accuracy and efficiency: One of the main trade-offs in
data stream classification algorithms is between the predictive accuracy and
the algorithm time and space complexity. In many cases, approximation
algorithms can guarantee error bounds, while maintaining a high level of
efficiency.

In section 2.1.3 we presented the Naive Bayes algorithm, that is one of the
few traditional classification algorithms that can inherently be used to learn from
data streams because it can learn incrementally. However, the rest of the al-
gorithms previously presented require that all training data fits in memory and
that each record must be processed several times. In the following section we will
describe how decision trees can be built from data streams and thus address the
aforementioned challenges that are introduced when the classification model has
to be built from streaming data.

2.4.2 Learning decision trees from data streams

Decision trees are one of the most used algorithms in the data mining community:
they are distribution-free, and tree models exhibit a high degree of interpretabil-
ity. These factors strongly contribute to their increasing popularity in the data
mining community.
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In decision trees, each internal node represents an attribute and its branches
represent the different possible outcomes of a test on that attribute (i.e., age ¡
30 ). After an unlabeled record is tested against its nodes and traverses the tree
from the root to a leaf, it receives the class that the decision tree predicts for that
leaf.

Decision tree learning algorithms, generate a decision tree by recursively di-
viding the feature space into smaller partitions. Starting at the root node, in a
top-down approach the best attribute use at a given node is selected based on
some heuristic measure. This measure defines the predictive power of that at-
tribute, that is, how it partitions the training data into homogeneous subsets in
relation to the class variable.

Most traditional decision tree learning algorithm such as ID3 Quinlan (1986),
C4.5 Quinlan (1993) and CART Breiman et al. (1984) assume that all training
records can be stored in memory. However, when learning from data streams,
where the number of records is potentially infinite, these traditional algorithms
are not applicable. In response to this problem, Domingos and Hulten (2000)
propose Hoeffding trees, an incremental, anytime decision tree learning algorithm
that is capable of learning efficiently from data streams.

Hoefding Trees

Hoefding Tree is an algorithm proposed by Domingos and Hulten (2000) that is
able to build decision trees from unbounded data streams. The approach does
not need to store all the records as classical tree induction algorithms Quinlan
(1993). The principle behind Hoefding Trees is that in order to find the goodness
of an attribute, it may be sufficient to consider only a small subset of the training
records, instead of consider the full data set, which would be impossible in the
stream scenario. The number of records that are needed to estimate the goodness
of each attribute is determined using a statistical result known as the Hoefding
bound (or additive Chefnoff bound) Hoeffding (1963).

The Hoeffding bound states that with probability 1 − d, the true mean of
a random variable of range R will not differ from the estimated mean after n
independent observations by more than:

ε =

√
R2ln(1/δ)

2n

An interesting property is that Hoeffding trees output is (asymptotically)
nearly identical to that of a conventional batch learning algorithm.

Based on the notion of Hoeffding trees, Domingos and Hulten (2000) devel-
oped a decision tree system known as Very Fast Decision Trees (VFDT). The
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extension of Hoeffding trees in VFDT has been proposed to address the some
research issues of data streams using the following techniques:

• Ties of attributes: The critical step during the construction of the decision
tree is the selection of attributes to be used as nodes that split the tree.
Situations where ties between attributes occur when two or more attributes
have close values of the splitting criteria such as information gain or gini
index. Such ties can delay such split decisions indefinitely, therefore, the
ties are broken using a user-specified threshold of acceptable error measure
for the output.

• Bounded memory: The tree can grow until the algorithm runs out of mem-
ory. This results in a number of issues related to effective maintenance of
the tree. Bounded memory has been addressed by de-activating the least
promising leaves and ignoring the poor attributes. The calculation of these
poor attributes is done through the difference between the splitting crite-
ria of the highest and lowest attributes. If the difference is greater than a
pre-specified value, the attribute with the lowest splitting measure will be
freed from memory.

• Efficiency and Accuracy: This is an inherent characteristic of all data stream
algorithms due to data streams massive volume. The VFDT system guar-
antees that the time for processing a record is lower than the time required
to read it from disk. Furthermore, in VFDT the computation of the split-
ting evaluation is done in a batch processing mode periodically, rather than
on-line processing. This significantly saves the time needed to recalculate
the criteria for all the attributes with each incoming record of the stream.

The VFDT system has been extended to address the problem of concept drift
in evolving data streams. The extension is called CVFDT (Concept-adapting
Very Fast Decision Trees) Hulten et al. (2001). It runs VFDT over a fixed sliding
windows in order to have the most updated classifier. Drift occurs when the
splitting criteria changes significantly among the attributes. In Section 2.5 we
will review the problem of concept drift and methods to deal with it.

2.5 Concept drift

Data stream mining algorithms process the incoming data records as they appear
in the stream (or in small batches), incrementally updating the decision model
which represents the data underlying concept Hulten et al. (2001). However, in
real world data streams concepts are not static but usually change over time.
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This problem is known in the literature as concept drift Tsymbal (2004) and
is of great importance as it can greatly influence the performance of the learned
model. This results as a consequence that the model learned from past data is
likely to be inconsistent with the new data and consequently its predictive per-
formance will decline. Therefore, in order for the classification model to maintain
high classification accuracy, it must be adapted to changes, so it represents the
newest underlying concept.

In this section, we study the problem of learning when the distribution that
generates the records changes over time. Making learning algorithms able to
adapt to concept changes is one of the most challenging problems when learning
from data streams. A review of the literature related to concept drift is pre-
sented. The major issues to detect change and adapt the classification model when
learning from streams with non-stationary distributions are discussed. Moreover,
state-of-the-art algorithms to handle changes in the distribution of the training
records are also presented.

2.5.1 Definition

Concept drift means that the data stream underlying concept may shift from
time to time, each time after some minimum stability. The evidence of concept
drift is reflected in the training records. The old records, which reflect the past
concepts, become irrelevant or even harmful to the current model. Therefore,
the current model must somehow forget records that do not correspond to the
current concept.

Let X be the feature space for the explanatory variables. Let Y be the
space of the target variable (i.e., the space of class labels). Let f : X → Y
be the underlying function to be learned. Concept drift represents the changes
in the target function f over time. This results from a change in the posterior
distribution of the class membership P (Y |X). Such a drift might be accompanied
by changes in the distribution of class prior P (Y ), the unconditional feature
distribution P (X), and the feature distribution conditioned on classes P (X|Y ).

As the true distributions and thus the true target concept are in general
not directly observable in nature, samples of training records are used in the
construction of a classification model.

The data stream can be represented as sequences < S1, S2, ..., Sn > where
each element Si is a set of records generated by some stationary distribution Di.
The records in each sequence Si represent a stable concept.

As a consequence that the stream represents different distributions over time,
if for each concept the sequence Si contains a large number of records, it would
be possible to adapt the current model to Di. The main problem is to detect
the change events whenever they occur. Moreover, in real problems between two
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consecutive sequences Si and Si+1 there could be a transition phase where some
records of both distributions occur. A record generated by a distribution Di+1

is noise for Di and vice-versa. This is an additional issue for change detection
algorithms to address, as they must differentiate noise from change. The dif-
ference between noise and records of another distribution is persistence: there
should be a consistent set of records of the new distribution. Change detection
algorithms must combine robustness to noise with sensitivity to concept changes
Gama (2010).

2.5.2 Nature of change

The nature of change in data streams is diverse. It can be characterized by two
dimensions, the causes of change and the rate of change. The causes of change
can be due to changes in:

• the context of learning. Machine Learning algorithms learn from observa-
tions described by a finite set of attributes, some attributes can be contex-
tual and changes in their values can be the nature of changes in the target
concept Widmer (1997).

• hidden variables. There could be hidden variables that influence the be-
havior of nature (i.e., hidden context) Harries et al. (1998) but cannot be
observed. These hidden variables may change over time, and as a result,
the concepts learned at one time can become inaccurate.

• the characteristic properties in the observed variables.

The second dimension considers the rate of change. In the literature the term
Concept Drift is more frequently used to refer to gradual changes in the target
concept (for example the rate of changes in prices), while the term Concept Shift
refers to abrupt changes Yang et al. (2006). Usually, detection of abrupt changes
is easier and requires few records for detection. Gradual changes are more difficult
to detect. At least in the first phases of gradual change, the perturbations in data
can be seen as noise by the detection algorithm. To be resilient to noise, they
often require more records to distinguish change from noise. In an extreme case,
if the rate of change is larger than our ability to learn, it is not possible to learn
anything Helmbold and Long (1994); Kuh et al. (1990). In addition, slow changes
can be confused with stationarity.

Whenever a change in the underlying concept generating data occurs, the
class-distribution changes, at least in some regions of the instance space. Never-
theless, it is possible to observe changes in the class-distribution without concept
drift. This is usually referred as virtual drift Widmer and Kubat (1996).
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In practice, the decision model needs to be updated, regardless of whether the
concept change is real or virtual.

Lazarescu et al. (2004) defines concept drift using the notions of consistency
and persistence. Consistency refers to the change εt = θt − θt−1 that occurs
between consecutive records of the target concept from time t − 1 to t, with θt
being the state of the target function in time t. A concept is consistent if t is
smaller or equal than a consistency threshold εc. A concept is persistent if it is
consistent during p times, where p ≥ w

2
and w is the size of the window. The drift

is therefore considered permanent (real) if it is both consistent and persistent.
Virtual drift is consistent but it is not persistent. In this definition, noise has
neither consistency nor persistence.

2.5.3 Approaches to learn in the presence of concept drift

There are several methods in Machine Learning to deal with changing concepts.
These methods assume that the most recent records are the most relevant ones
to the target concept. Gama (2010) presents the relevant dimensions and char-
acteristics of existing approaches to cope with concept changes. In this section
we present a critical review of existing approaches to deal with the problem of
concept drift. The dimensions in which the approaches are analyzed are:

1. Data management

2. Detection methods

3. Adaptation methods

4. Decision model management

1 - Data Management

The data management methods characterizes the information about data stored
in memory to maintain a decision model consistent with the current underlying
concept. We can distinguish among:

• Full Memory. Methods that store in memory sufficient statistics over the
entire learning process (all the records). Examples of this technique include
weighting the records accordingly to their age. Weighted records are based
on the idea that the relevance of a record to the model should fade with
time. A simple strategy consists in multiplying the sufficient statistics by
a fading factor a (0 < α < 1). Koychev (2000) presents a method using
a linear gradual forgetting function, while Klinkenberg (2004) presents an
exponential decay function. This last method weights the records only
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based on their age using an exponential aging function: wλ(x) = exp(−λi),
where records x was seen i time steps ago. The parameter λ controls how
fast the weights decrease. For larger values of λ less weight is assigned to
the records and less importance they have. If λ = 0, all the records have
the same weight.

• Partial Memory. Methods that store in memory only the most recent
records. Records are stored in a first-in first-out (FIFO) data structure. Ex-
amples are methods that include a time-window over the stream of records.
At each time step, the learner decision model uses information from the
records in the window. The challenge with this type of methods is on how
to select an appropriate window size. A small size window, which reflects
accurately the current distribution, can assure a fast adaptability in phases
with concept changes but in more stable phases it can affect the learner
performance; while a large window would produce good and stable learning
results in periods of stability but can not react quickly to concept changes.
These methods can be further divided into:

– Fixed Size Windows. These methods store in memory a fixed number
of the most recent records. Whenever a new record is available, it is
stored in memory and the oldest one (out of the window) is discarded.
This is the simplest method to deal with concept drift and can be used
as a baseline for comparisons.

– Adaptive Size Windows. In this method, the number of records in the
window is variable. It is usually used in conjunction with a detection
model. The most common strategy consists of decreasing the size of
the window whenever the detection model signals drift and increasing
otherwise (for instance in Klinkenberg and Joachims (2000)).

Using a Time Window is a simple and efficient approach, however, its main
drawback lies in determining the size of the window. Schlimmer and Granger pro-
posed the STAGGER system Schlimmer and Granger (1986) that was amongst
the first to explicitly address the problem of concept drift. STAGGER keeps
a set of concept descriptions based on a set of weighted elements, where each
element is a Boolean function of attribute-value pairs that is represented by a
disjunction of conjunctions. To adapt to concept drift it incrementally updates
the concept description weights and functions over a fixed time window. The
FLORA learning system proposed by Widmer and Kubat (1996) adjusts its win-
dow size dynamically using an heuristic based on the prediction accuracy and
concept descriptions. It also handles recurrence by storing concept descriptions.
Klinkenberg and Joachims Klinkenberg and Joachims (2000) monitor the value
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of several performance indicators, accuracy, recall and precision over time. The
key idea is to automatically determine and adjust the window size so that the
estimated generalization error on new records is minimized. Klinkenberg Klinken-
berg (2004) proposed an automatically adaptive approach to the time window,
instance selection and weighting or training records, also in order to minimize the
estimated generalization error.

2 - Detection Methods

Dynamic environments with non-stationary distributions require forgetting ob-
servations not consistent with the current underlying concept in the data stream.
Drift detection algorithms must not only adapt the decision model to newer in-
formation but also forget old information that can be harmful to the current
decision model.

The Detection Model characterizes the techniques and mechanisms for drift
detection. It is assumed that periods of stable concepts are followed by change
into another stable concept period. One advantage of detection models, is that
they can provide a meaningful description (indicating the change-points or small
time-windows where the change occurs) and the quantification of changes. They
may be divided into two different approaches:

• Monitoring the evolution of performance indicators. Some indicators (e.g.,
performance measures, properties of the data, etc.) are monitored over
time.

• Monitoring distributions on two different time-windows. A reference win-
dow, which usually summarizes past information, and a window over the
most recent records.

Most of the work in drift detection follows the first approach. A highly refer-
enced work that uses this approach is the FLORA family of algorithms developed
by Widmer and Kubat (1996). An example of the latter approach, is the work
proposed by Kifer et al. (2004) that uses statistical tests based on Chernoff bound
to determine if the samples drawn from two probability distributions are different
and then decide if a concept change occurred.

Gama et al. (2004) and Yang et al. (2006) approaches monitor the error-rate
of the learning algorithm to find drift events. In Gama et al. (2004), when the
learning process error-rate increases above certain pre-defined levels, the method
signals that the underlying concept has changed. Alternatively Baena-Garcıa
et al. (2006) uses the distribution of the distances between classification errors to
signal drift. If the distance, which results from more consecutive errors is above
pre-defined threshold, the underlying concept must be changing and an event is
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triggered. The basic adaptation strategy after drift is detected is to discard the
old model and learn a new one to represent the new underlying concept Baena-
Garcıa et al. (2006); Gama et al. (2004). In what follows a detailed review of
state-of-the-art drift detection methods is presented.

Page-Hinkley One of the most referred tests for change detection is the Page-
Hinkley test (PHT), a sequential analysis technique typically used for monitoring
change detection in signal processing Page (1954). It allows efficient detection of
changes in the normal behavior of a process which is established by a model. The
PHT is designed to detect a change in the average of a Gaussian signal. The test
considers a cumulative variable mT , defined as the cumulated difference between
the observed values and their mean till the current moment:

mT =
T∑
t=1

(xt − xT − δ)

where xT = 1/T
T∑
t=1

xt and δ corresponds to the magnitude of changes that are

allowed. The minimum value of this variable is also computed: MT = min(mt, t =
1...T ). As a final step, the test monitors the difference between MT and mT :
PHT = mT −MT . When this difference is greater than a given threshold (λ) we
alarm a change in the distribution. The threshold λ depends on the admissible
false alarm rate. Increasing λ will entail fewer false alarms, but might miss or
delay some changes.

Drift Detection Method The drift detection method (DDM) Gama et al.
(2004) assumes that periods of stable (i.e., the data distribution is stationary)
concepts are observed followed by changes leading to a new period of stability with
a different underlying concept. It considers the error-rate (i.e., false predictions)
of the learning algorithm to be a random variable from a sequence of Bernoulli
trials. The binomial distribution gives the general form of the probability of ob-
serving an error. For each record i in the sequence being sampled and errori the
number of misclassifications at i, the error-rate is the probability of misclassify-
ing pi = (errori/i), with standard deviation given by si =

√
pi(1− pi)/i. It is

assumed that pi will decrease while i increases if the distribution of the records
is stationary. A significant increase in pi, indicates that the class distribution is
changing. The values of pi and si are calculated incrementally and their mini-
mum values (pmin, smin) are recorded when pi + si reaches its minimum value.
A warning level and a drift level, which represent confidence levels, are defined
using pi, si, pmin, smin. The levels and the adaptation strategies for each one are
defined as follows:
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• pi + si ≥ pmin + 2 * smin for the warning level(95% confidence). Beyond
this level, the incoming records are stored in anticipation for a possible
change in concept.

• pi + si ≥ pmin + 3 * smin for the drift level(99% confidence). Beyond
this level the concept drift is considered to be true, the adaptation strategy
consists in resetting the model induced by the learning method and use the
records stored during the warning period to learn a new model that reflects
the current target concept. The values for pmin and smin are also reset.

Early Drift Detection Method The Early Drift Detection Method (EDDM)
Baena-Garcıa et al. (2006) has been developed to improve the detection in pres-
ence of gradual concept drift. At the same time, it keeps a good performance
with abrupt concept drift. The basic idea is to consider the distance between
two errors classification instead of considering only the number of errors. While
the learning method is learning, it will improve the predictions and the distance
between two errors will increase. We can calculate the average distance between
two errors (p′i) and its standard deviation (s′i). What we store are the values of
p′i and s′i when p′i + 2× s′i reaches its maximum value (obtaining pmax

′ and smax
′

). Thus, the value of pmax
′ + 2 × Smax′ corresponds with the point where the

distribution of distances between errors is maximum. This point is reached when
the model that it is being induced best approximates the current concepts in the
dataset. Similarly to the DDM the EDDM method defines two thresholds too:

• (p′i + 2 × s′i)(pmax′ + 2 × Smax′) ≺ α for the warning level. Beyond this
level, the records are stored in advance of a possible change of context.

• (p′i + 2× s′i)/(pmax′ + 2× Smax′) ≺ β for the drift level. Beyond this level
the concept drift is supposed to be true, the model induced by the learning
method is reset and a new model is learned using the records stored since
the warning level triggered. The values for pmax

′ and smax
′ are reset too.

The method considers the thresholds and searches for a concept drift when a
minimum of 30 errors have happened (note that it could appear a large amount of
records between 30 classification errors). After occurring 30 classification errors,
the method uses the thresholds to detect when a concept drift happens. The
authors have selected 30 classification errors because they want to estimate the
distribution of the distances between two consecutive errors and compare it with
future distributions in order to find differences. Thus, pmax

′+2×smax′ represents
the 95% of the distribution. For the experimental section, the values used for α
and β have been set to 0.95 and 0.90. These values have been determined after
some experimentation. If the similarity between the actual value of p′i + 2 × s′i
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and the maximum value (pmax
′+ 2× smax′) increase over the warning threshold,

the stored records are removed and the method returns to normality.

3 - Adaptation Methods

The Adaptation model characterizes the adaptation of the decision model. Here,
two different approaches are considered:

• Blind Methods: Methods that adapt the decision model at regular inter-
vals without considering whether changes have really occurred. Examples
include methods that weigh the records according to their age and methods
that use time-windows of fixed size.

• Informed Methods: Methods that only modify the decision model after a
change is detected. These methods are used in conjunction with a detection
model.

4 - Decision Model Management

The model management characterizes the number of decision models needed to
maintain in memory. Here the assumption is that data is generated from multiple
distributions, at least in the transition between concepts. Instead of maintaining
a single decision model, several authors propose to use and combine multiple
decision models Kolter and Maloof (2007); Street and Kim (2001); Wang et al.
(2003). When combining multiple decision models into an ensemble, the main
challenges are on how to determine which classifiers to use, their weights and the
chunks size.

Street and Kim (2001) build separate classifiers on sequential chunks of train-
ing records and combine these into a fixed-size ensemble. Wang et al. (2003)
propose a similar approach but the weights are calculated based on the classifiers
accuracy on current data. The DWM algorithm, proposed by Kolter and Maloof
(2007), dynamically builds and deletes weighted classifiers in response to changes
in performance. The models are created at different time steps so they use differ-
ent training set of records. The final prediction is obtained as a weighted vote of
all the classifiers. The weights of all the models that misclassified the record are
decreased by a multiplicative constant β. If the overall prediction is incorrect,
a new expert is added to the ensemble with weight equal to the total weight of
the ensemble. Scholz and Klinkenberg (2007) propose a boosting-like method for
data streams that adapts to concept drift. For each iteration, the classifiers are
induced and re-weighted according to the most recent records.

Another important aspect is the granularity of decision models. When drift
occurs, it may not not have an impact in the whole instance space, but in some
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particular regions. Adaptation in global models (like Naive Bayes, discriminant
functions, SVM) requires the reconstruction of the decision model, where in gran-
ular decision models, such as decision rules and decision trees, it is possible to
adapt the decision model only in the regions where drift occurs. An instance
of this approach is the CVFDT algorithm Hulten et al. (2001) that generates
alternative decision trees at nodes where there is evidence that the splitting test
is no longer appropriate. CVFDT replaces the old tree with the new alternative
tree when it becomes more accurate.

2.6 Recurring concepts

A particular case of concept drift is when previously seen concepts reappear Gama
and Kosina (2009); Katakis et al. (2010); Widmer and Kubat (1996); Yang et al.
(2005). Although concept recurrence is observed in many real-world problems
Widmer and Kubat (1996), few approaches explore this possibility, and the ability
to recognize seasonal and re-occurring patterns is still considered to be an open
issue Gama (2010).

The usual approach to deal with concept drift is to use some forgetting mech-
anism and train a new model Gama et al. (2004); Street and Kim (2001). In
scenarios with recurrence, this implies to relearn a previously observed concept.
However, a more sophisticated technique to exploit recurrence is to store learned
models (that represent past concepts) Gama and Kosina (2009); Katakis et al.
(2010); Yang et al. (2005), reusing these when appropriate. This avoids the effort
and need to relearn a known concept when a similar one reappears.

Ramamurthy and Bhatnagar (2007) presented an ensemble approach that
exploits recurring concepts, using a global set of classifiers learned from sequential
data chunks. If no classifier in the ensemble performs better than the error
threshold, a new classifier to represent the current concept is learned and stored.
The classifiers with better performance on the most recent data are part of the
ensemble for labeling new records. Similarly, in Katakis et al. (2010) an ensemble
is used but incremental clustering was exploited to maintain information about
historical concepts, the proposed framework captures batches of records from the
stream into conceptual vectors. Conceptual vectors are clustered incrementally
by their distance and for each cluster a new classifier is learned. Classifiers in the
ensemble are learned using the clusters.

Another interesting idea, in combination with storing past concepts, is to
explore the history of concept changes over time. Such has been used in Gama
and Kosina (2009); Harries et al. (1998); Yang et al. (2006), where the concept
history representation is built from the changes observed between concepts in the
data stream. This means that if the history repeats itself when concepts recur, it
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is possible to anticipate the adaptation to change by using a stored model that
represents the recurring concept.

The method proposed by Yang et al. (2005) consists of using a proactive
approach to recurring concepts, which means to reuse a concept from the history
of concepts. This history of concepts is represented as a Markov chain and allows
selecting the most probable concept according to a given transition matrix. The
approach proposed by Gama and Kosina (2009) uses the drift detection method
presented in Gama et al. (2004) to identify stable concepts and memorizes learned
classifiers that represent these concepts. After change is detected in situations
of recurrence, referees are used to choose the most appropriate classifier to reuse
(i.e., the referee prediction about the applicability of the classifier is greater than
a pre-defined threshold).

2.7 Context in Ubiquitous Computing

Recent technological advances enable context representation in ubiquitous com-
puting environments, through the information gathered from a different variety of
sensors. This makes context-awareness one of the key aspects in ubiquitous com-
puting environments as ubiquitous applications need to monitor context changes
and adapt to them Dey (2001); Padovitz et al. (2004).

In ubiquitous settings, data is collected from devices spread around the envi-
ronment, stimulating context-aware design where knowledge about the user and
device, including surroundings, situation and location, is exploited. In Singh
et al. (2003), the authors lay out a data mining framework where context in-
formation (domain specific, location, etc) is used to determine the behavior of
data mining process. In another context-aware data mining study Haghighi et al.
(2007), context is defined as data collected from sensors, static data and internal
resources (e.g. battery and memory) of the device. In the architecture presented
in this study the input, output and algorithms of data stream mining are ad-
justed dynamically and autonomously according to situations which are inferred
based on current context attribute values. In a recent work, the same authors
proposed an approach for Situation-Aware Adaptive Processing of data streams
and described the implementation and evaluation of the framework for a health
monitoring application Haghighi et al. (2009a), with an emphasis on Fuzzy Situ-
ation Inference, which uses fuzzy logic to deal with uncertainty associated with
real-world situations.

The review of the state-of-the-art of ubiquitous data mining in resource-
constrained devices shows that the some data mining algorithms are able to
learn in ubiquitous environments. However, they have a limited ability to cope
with a wide range of changing contextual factors. This opens an opportunity
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for context-aware adaptation approaches that can provide continuity and consis-
tency for ubiquitous applications by adapting the mining algorithm parameters
according to changes in context Haghighi et al. (2009b).

2.7.1 Context-aware approaches to deal with concept drift

Context dependence has been recognized as a problem in several real world do-
mains Harries et al. (1998); Turney (1993); Widmer (1997). Turney (1993) was
among the first ones to introduce the problem of context in machine learning,
where he presented a formal definition in which the notions of primary, contex-
tual and context-sensitive features were introduced. Such notions are based on
a probability distribution for the observed classes given the features. However,
when the probability distribution is unknown it is often possible to use back-
ground knowledge to distinguish between features. In the approach proposed in
this thesis, the same method is followed as the approach processes what experts
define as contextual features in a meta-learning level and primary features in the
base learning level.

Widmer (1997) exploits what is referred as contextual clues (based on the
Turney (1993) definition of primary/contextual features) and proposes a meta-
learning method to identify such clues. Contextual clues are context-defining
attributes or combinations of attributes whose values are characteristic of the
underlying concept. When more or less systematic changes in their values are
observed this might indicate a change in the target concept. The method auto-
matically detects contextual clues on-line, and when a potential context change
is signaled, the knowledge about the recognized context clues is used to adapt
the learning process in some appropriate way. However, if the hidden context is
not represented in the contextual clues it is not possible to detect and adapt to
change.

The approach of conceptual clustering proposed by Harries et al. (1998) identi-
fies stable hidden contexts from a training set by clustering the instances assuming
that similarity of context is reflected by the degree to which instances are well
classified by the same concept. A set of models is constructed based on the iden-
tified clusters. This idea proved to work very well with recurring concepts and
real world problems. However, its main drawback is the off-line training required
to obtain the conceptual clusters, as these could lead to inaccuracy with concepts
or patterns that were not seen during training.

2.7.2 Context representation

Context representation in information systems is a problem studied by many
researchers as they attempt to formally define the notion of context. Schmidt
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et al. (1999) defined context as the knowledge about the users and device state,
and the well known definition from Dey et al. (2001) states that ‘Context is
any information that can be used to characterize the situation of an entity’. In
contrast Brezillon and Pomerol (1999) argue that no particular knowledge that
can be objectively called context, as context is in the eye of the beholder, stating
that ‘knowledge that can be qualified as ‘contextual’ depends on the context!’.
Padovitz et al. (2004) proposed a general approach that models context using
geometrical spaces which allow for the inference of situations for context-aware
environments called Context Spaces.

The context representation used in this work is based on the Context Spaces
model Padovitz et al. (2004), where a context state is represented as an object in
a multidimensional Euclidean space. A context state ci is defined as a tuple of N
context attribute-values,

ci = (ai1, ..., a
i
n)

where ain represents the value of context attribute an for the ith context state ci.
The available context information depends on the learning environment and

data mining problem. Context information can represent simple sensors (e.g.,
temperature, humidity) or a more complex context (e.g., season, location, gait)
defined by domain experts or inferred by other means beyond the scope of the
problems discussed in this work.

2.7.3 Context similarity

Context similarity is not a trivial problem Padovitz et al. (2004), because while it
could be more immediate to measure the (dis)similarity between two values in a
continuous attribute, the same is not that easy when we consider categorical ones
and to a greater extent when integrating the heterogeneous attributes similarity
into a (dis)similarity measure between context records/states. For the purposes
of this work the degree of similarity between context states ci and cj, is calculated
using the Euclidean distance defined as:

|ci − cj| =

√√√√ N∑
K=1

dist(aik − a
j
k)

where aik represents the kth attribute-value in context state ci. For numerical
attributes distance is defined as:

dist(aik, a
j
k) =

(aik − a
j
k)

2

s2
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where s is the estimated standard deviation for ak. For nominal attributes dis-
tance is defined as:

dist(aik, a
j
k) =

{
0 if aik = ajk
1 otherwise

We considered two context states ci, cj to be similar if the distance between
them is below a predefined threshold ε:

similar(ci, cj) =

{
true if |ci − cj| ≤ ε
false if |ci − cj| > ε

The definition of ε depends on the context space being represented and must
be specified according to the problem domain knowledge.

2.8 Dynamic Feature Selection

Most data stream mining algorithms assume that the underlying feature space is
static, yet in many real-world applications the set of features and their relevance
to the target concept may change over time.

Katakis et al. (2005) was amongst the first to introduce the problem of a
dynamic feature space over time in data streams. They reviewed the different
approaches for feature selection (i.e., filter or wrapper approaches), and for the
purpose of on-line feature selection considered the filter approach to be more
adequate for on-line processing due to its lower computational costs. Such filters
evaluate the predictive power of each feature, which allows discriminating and
selecting the N most predictive ones. The filters are based on cumulative statistics
(i.e., contingency tables) of the number of times a feature appears in each distinct
class. Updating such statistics is incremental by nature, which makes the method
suited for data stream processing.

Consequently, a minimum degree of relevance for the features can be estab-
lished or simply selecting the N most relevant, which in our framework allows
making the distinction between predictive and irrelevant features. The predictive
score of each feature can be computed using popular methods such as, the in-
formation gain, χ2 or mutual information Katakis et al. (2005); Wenerstrom and
Giraud-Carrier (2007). Katakis et al. (2005) proposes a technique that consists
of a feature ranking method which allows the selection of the relevant features
and also the usage of an incremental learning algorithm called feature based as
it can deal with the distinct features selected over time (i.e., dynamic feature
space). Wenerstrom and Giraud-Carrier (2007) proposes a technique, FAE (Fea-
ture Adaptive Ensemble), which also applies incremental feature ranking and se-
lection, but an ensemble of classifiers is used to classify unlabeled records. Their
experimental results show that FAE achieves relatively better performance than
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the Katakis et al. (2005) approach. In a recent work Masud et al. (2010) pro-
poses a data stream classification technique to address the novel classes problem,
DXMiner, that uses the deviation weight to deal with the feature ranking and
selection problem. Moreover, in FAE, when the feature space of an unlabeled
record is different from the feature space of the classification model, the unla-
beled record uses only the features available in the classification model, which is
a lossy conversion. In contrast, DXMiner uses Lossless conversion that exploits
all the available features which is useful to detect novel classes.

2.9 Collaborative data stream mining

In collaborative and distributed data mining, the data is distributed and the goal
is to apply data mining to different, usually very small and overlapping, subsets
of the entire data Datta et al. (2006); Stahl et al. (2010).

In the context of ubiquitous environments, the goal in this thesis work is
not to learn a global concept, but to learn from other ubiquitous devices their
concepts, while maintaining a local or subjective point of view. Wurst and Morik
(2007) explore this idea by investigating how communication among peers can
enhance the individual local models without aiming at a common global model.
The motivation is similar to what is proposed in transfer learning Pan and Yang
(2009) or domain adaptation Daumé III and Marcu (2006).

Transfer learning focuses on problems where training data in one domain
is insuficient but in another domain where the data may be from a different
feature space or follow a different distribution is abundant. In such situations,
transfering the knowledge from one domain to the other, if done successfully,
would improve the performance in the domain of interest, reducing the need and
effort to collect additional training data. For example, the problem of automatic
sentiment classification, where the task is to classify reviews into positive and
negative sentiments. Sentiments are expressed differently in different domains,
and creating training data for every possible domain of interest is impractical.
This problem is investigated by Blitzer et al. (2007) where the focus is on domain
adaptation of on-line reviews for different product types.

Pan and Yang (2009) presents a survey that frames the problem of transfer
learning in relation to other machine learning techniques. Moreover, it catego-
rizes and reviews the current advances on transfer learning for the problems of
classification, regression and clustering. In the natural language processing do-
main, transfer learning is sometimes referred as domain adaptation Daumé III
and Marcu (2006).

However, the collaborative learning work of Wurst and Morik (2007), do-
main adaptation Daumé III and Marcu (2006) and transfer learning Pan and
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Yang (2009) assume a batch scenario (i.e., finite data sets). Nevertheless, when
the learning task is executed in a ubiquitous environments with streaming data,
an incremental learning approach is required Gaber et al. (2004b); Hotho et al.
(2010).

2.10 Conclusions

From the analysis of the state-of-the-art presented in this chapter we can conclude:

• In data streams classification, concept drift is one of its most challenging
issues. Still, little attention has been given to the ability to recognize sea-
sonal and re-occurring concepts which is considered to be an open issue.
From the literature, the few approaches that exploit that concepts can re-
cur, neither take context into account nor are aware of the resources used to
save past concept representations. Such issues are of particular significance
for ubiquitous data stream mining where we are faced with an ubiquitous
environment with dynamic changing contexts and the usage of resource
constrained devices.

• In data streams the feature space can be dynamic over time. However, to
the best of our knowledge the existing approaches to deal with recurring
concepts consider that the feature space is static.

• In ubiquitous environments it would be interesting to explore how learning
concepts from other ubiquitous devices, while maintaining a local or sub-
jective point of view can improve local predictive accuracy. This problem
has seen very little attention in the literature and the existing approaches
assume a batch scenario. However, when the mining task is executed in a
ubiquitous environments , a continuous and incremental learning approach
is required.

• The current data stream mining algorithms are able to learn in ubiqui-
tous environments using resource constrained devices. However, they have
a limited ability to cope with a wide range of changing contextual fac-
tors. This opens an opportunity for context-aware adaptation approaches
that can provide continuity and consistency for ubiquitous applications by
adapting the mining algorithm parameters according to changes in context.
Moreover, such an approach could provide the analysis of data streams to
ubiquitous applications, as required by its autonomy and adaptability to a
broad range of situations.
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Chapter 3

Setting the problem

In the previous sections, we have reviewed the problem of learning changing con-
cepts from data streams, its associated research issues and existing approaches to
address it. However, to the best of our knowledge, most of the existing approaches
do not explore thoroughly the following issues:

• The fact that in evolving data streams concepts can recur. In addition,
the few approaches that do it, are neither designed to take context into
consideration nor are aware of the resources used to keep past concept
representations. Both issues are of particular significance for ubiquitous
data stream mining, where the learning process is executed in dynamically
changing environments using resource constrained devices.

• The data stream feature space and each feature relevance to the target
concept is likely to change over time. Nevertheless, this issue has seen little
attention in the literature, particularly on how it can be efficiently addressed
when tracking recurring concepts. By efficiently, we mean that the recurring
concept representations (i.e., past models ) could save memory if they kept
only information about the most relevant features for that concept.

• The idea to share knowledge among ubiquitous devices to collaboratively
improve the modeling of local concepts. This can improve the accuracy of
the resultant local model as it may benefit from patterns similar to the local
concept that were observed in other ubiquitous devices, but not yet locally.

• The deployment of data stream classification as an autonomous and adap-
tive service to support the data analysis requirements of ubiquitous appli-
cations is still an open issue that lacks research in the field of ubiquitous
data stream mining.
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These open issues set the objectives for this thesis work and are described in
detail in the following sections.

3.1 Tracking recurring concepts using context

A particular type of concept change is that of reappearing concepts. In such cases
recognizing an already learned concept and reusing previously learned models can
improve the adaptation to recurring concept changes by avoiding to relearn that
concept from scratch.

The major advantages of reusing previously learned models in situations of
concept recurrence are:

• A greater and more stable predictive accuracy over time. The accuracy
loss after change is minimized as the previously learned model is expected
to represent the recurrent concept accurately. Conversely, in situations
where a forgetting mechanism is used, the recurring concept needs to be
re-learned from scratch and the predictive accuracy is expected to increase
progressively in relation to the number training records.

• Savings in the computational power consumed are expected as there is no
need to relearn the recurring concept.

Nevertheless, one drawback of this approach is the additional memory con-
sumption that results from keeping past models. This can be an issue when the
learning process runs in ubiquitous devices where the available memory is severely
limited, such as in sensor networks.

To the best of our knowledge the existing approaches that exploit recurring
concepts are not designed to take context into consideration nor are aware of the
resources used to keep past models.

In situations where contextual information is related to the underlying con-
cepts, such knowledge can improve the detection and adaptation to recurring
concepts. Moreover, in situations of memory scarcity, being aware of the memory
consumed and deciding which models should be kept can result in a more efficient
use of the available memory. Consequently, in this thesis we analyze these issues
and propose a solution to address them.

The integration of context in the learning process to improve adaptation to
recurring concepts poses several challenges. These challenges are:

• How to represent and compare dynamic context information - In this thesis,
we propose to use the definition by Turney (1993) to represent context. In
order to compare different context situations, a similarity measure has to
be defined.
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• How to find relations between context and concepts - Most of the time these
relations are not known in advance and learning them is an important chal-
lenge. Moreover, when exploiting context-concept relations to improve the
adaptation to recurring concepts, one possible solution could be to use con-
text attributes as additional attributes for the base learner to process. How-
ever, that would increase the problem dimensional complexity and would
introduce noise in the learning process, since concepts can change due to
factors that may not be expressed in the available context attributes (i.e.,
hidden context). Therefore, we propose to integrate context information in
a meta-learning level.

• How to detect changes in the underlying concept and adapt to them - An
existing drift detection method that monitors the learning process error-rate
is used to find when changes in the underlying concept occur. Neverthe-
less, when integrating context-concept relations the challenge is on how to
identify the recurring concepts and adapt to them reusing the knowledge of
previously saved models.

• How to recognize when a concept reappears - When a concept reappears, if
the model that represents that concept has already been saved, the model
can be reused, thus avoiding the effort to learn that concept from scratch.
However, the challenge is to detect that a concept is recurring. Therefore,
a method to compare models and establish their similarity is required.

• How to improve the accuracy-efficiency trade-off - Different devices have
different resource constraints and thus the maximum number of models that
can be saved depends on the available memory in the device. Therefore,
awareness of the space consumed by the models and ensuring that this
value is kept within a memory limit is an important requirement. Moreover,
the available memory should be efficiently used to obtain the best possible
accuracy. Consequently, another challenge is to decide which models are
less promising and thus can be forgotten. This will free memory that can
be used to save new and potentially more promising models.

In this thesis we propose the MReC algorithm that integrates context to
deal with recurring concepts. Moreover, MReC is a resource-aware algorithm to
minimize the problems associated with storing past concepts, and make it usable
in a broader range of ubiquitous devices with different resource constraints. This
algorithm as well as its components to address the aforementioned challenges are
fully described in Section 4.2.
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3.2 Mining recurring concepts in a dynamic fea-

ture space

In data stream classification, the feature space can change over time. Moreover,
a problem associated with concept changes is the fact that the relevance of each
feature to the target concept can change over time. Therefore, features that
were relevant in the past can become irrelevant in relation to the target concept.
Nevertheless, this issue has seen little attention in the literature. Particularly,
to the best of our knowledge, no other work that deals with recurring concept
considers a dynamic feature space neither exploits feature relevance for the target
concept.

The recurring concept representations (i.e., past models ) can save memory
if only the most relevant features for that concept were saved, instead of the
whole feature space that can contain irrelevant features. This has the potential
to decrease the memory consumption of the approach. However, the following
research issues need to be addressed:

• Representing concepts from a dynamic feature space - The base learner
needs to be able to generate models and process records from a dynamic
feature space. The natural candidates to address this challenge are base
learners that consider each feature independently.

• Selecting the most relevant features for each saved model - An incremental
feature selection method that is able to select the most relevant features for
a given model is required. The challenge of such method is to be able to
efficiently reduce only irrelevant features and thus have a minimal impact
on the resulting accuracy.

In this thesis we propose MReC-DFS to learn from a dynamic feature space.
Moreover, we propose and experimentally evaluate different feature selection
methods to minimize the memory consumption of the saved models. The pro-
posed algorithm and feature selection methods are fully described in Section 4.3.

3.3 Collaborative data stream mining in ubiq-

uitous environments

In Ubiquitous environments where different devices share the same classifica-
tion problem but where the data stream underlying concept can be different, it
would be interesting to analyze under which circumstances sharing the knowledge
available among the devices in the community could be used to collaboratively
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improve their local predictive accuracy. Therefore, patterns similar to the local
concept that were observed in other ubiquitous devices, but not yet locally, can
be exploited and do not need to be relearn from scratch. Still, in order to design
a collaborative data stream learning environment in which several devices can
interchange models the following research issues need to be addressed:

• How to integrate the knowledge available in the community to represent
local concepts - Each device aims to learn the local underlying concept
in the data stream. This concept can be similar to some extent to the
target concept of other devices. In addition, the feature space available in
each device can be different. Nevertheless, the models available in other
ubiquitous devices can be more accurate than the local model, in all or in
some regions of the feature space. The challenges is how to select the most
accurate model of a certain device to use for each region of the instance
space.

• How to adapt to possible changes in the underlying concept - In evolving
data streams there is the possibility of concept change. Therefore, the
evaluation of each device model accuracy needs to be updated over time.

In this thesis we propose Coll-Stream, an algorithm that integrates knowledge
from other peers to improve the predictive accuracy of local models. Coll-Stream
is described in Section 4.4.

3.4 Situation-aware data stream mining service

Recent technological advances, particularly in ubiquitous computing, made pos-
sible to perform complex computations in small mobile devices. This has led to
the emergence of many ubiquitous applications, of which some require intelligent
data analysis.

The next challenge in knowledge discovery is to be able to provide data mining
as a service in ubiquitous devices. This would provide devices with the possibility
of knowledge discovery and consequently address the data analysis requirements
of intelligent ubiquitous applications.

To cope with the dynamic application requirements and the device resource
constraints, the data mining process needs to be aware of the resource limitations,
as well as changes in context, caused by temporal/spatial mobility and other
environmental dynamics. All these factors can strongly influence the process
results and it is not always clear how to continuously fulfill the application data
mining requirements.
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We will also address in this thesis how to design a situation-aware data stream
classification service for ubiquitous applications. In this thesis, we understand by
situation, information regarding the context and the resources that the ubiquitous
device has access to. Still, prior to the service design, several issues have to be
addressed:

• How to autonomously and adaptively execute a data stream mining algo-
rithm to address the requirements of ubiquitous applications - The mining
algorithm parameter values should change accordingly to the different situa-
tions. The design of a mechanism to accomplish this is one of the challenges
that needs to be addressed.

• How to obtain situation-awareness and implement strategies to adapt to
the different situations - The representation of situations is an important
issue that needs to be addressed as part of the ubiquitous data stream
classification service.

In this thesis we propose a ubiquitous data stream mining UDSM Service
that provides data stream classification to ubiquitous applications and adapts
the learning process to the current situation. This service and its components
are described in Section 4.5.

3.5 Conclusions

This PhD thesis is focused on learning anytime, anywhere classification models
from a data streams in ubiquitous environments, where the underlying concepts
may change over time, with a special emphasis on the problem of recurring con-
cepts. Consequently we propose solutions to the following related open problems:

• The integration of context information in the learning process, to improve
the adaptation to recurring changes of concept when these are associated
with context. Moreover, the existing solutions that exploit recurring con-
cepts are not aware of the memory used.

• Learning recurring concepts from a the data stream with a dynamic feature
space. In addition, since for each target concept the relevant features can
change, another issue is to save only the relevant features and thus reduce
the memory cost associated with saving previously learned models.

• Collaboratively improve the learning of the data stream underlying concept
using knowledge available in other ubiquitous devices. Here, the goal is to
efficiently integrate knowledge from other peers in order to improve local
predictive accuracy.
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• Provide anytime, anywhere data stream classification as a service to ubiq-
uitous applications. This means to autonomously execute the mining algo-
rithm while continuously adapting to the different situations (i.e. context
and resources) while satisfying the requirements of the ubiquitous applica-
tion.
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Chapter 4

Solution

4.1 Introduction

In this chapter we present the solution to the problems defined in Chapter 3.
This solution is structured as follows:

1. In Section 4.2 we propose MReC (Mining Recurring Concepts), a solution
that integrates context to improve the learning of recurring concepts from
streaming data. In addition, MRec includes a resource-aware strategy that
calculates and uses the utility of saved models to efficiently manage the
available memory in situations of memory scarcity.

2. In Section 4.3 we present MReC-DFS, a solution to that extends MReC
to learn from a dynamic feature space. Moreover, MReC-DFS exploits
that each feature relevance to the target concept can change according to
the different concepts. Therefore, several feature selection methods are
proposed to reduce the memory cost of the approach with minimal impact
on the accuracy.

3. In Section 4.4 we propose Coll-Stream, a Collaborative data stream mining
approach for ubiquitous environments is presented. Coll-Stream exploits
and combines the knowledge of other devices using an ensemble where for
each region of the instance space the best classifier is selected.

4. In Section 4.5, we present UDSM Service an adaptive and autonomous data
stream mining service to provide ubiquitous applications anytime, anywhere
classification models from data streams.
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4.2 Tracking Recurring concepts using context

This Section describes our proposal to learn recurring concepts from data streams
using context. Handling recurring concepts avoids the accuracy loss and compu-
tational cost that is associated with relearning previously known concepts. In
addition, the integration of context information in the learning process can im-
prove its efficiency when recurring concept changes are associated with context.

In situations of memory scarcity, for instance when the learning process is ex-
ecuted in highly constrained ubiquitous devices, such as sensor networks, the cost
associated with saving previously learned models can become an issue. There-
fore, our solution is resource-aware, and tries to efficiently manage the limited
available memory, by keeping only the most promising models.

4.2.1 Motivation

Data stream mining algorithms can only keep a bounded number of records in
memory and should process each record only once, in order to deal with the mas-
sive volume of data that is typically processed in data stream learning systems.
Consequently, in the data stream mining problem of classification, an anytime
model is learned incrementally, which means that after the first training records
it is possible to use this model to predict the class of unlabeled records in the
stream. It is expected that the accuracy of the classification model increases as
the number of training records grows. However, this will not happen if the under-
lying data distribution changes, as the classification model no longer represents
the underlying concept and its accuracy will decline. Therefore, in order to keep
the quality of the results, it is important that data stream mining algorithms not
only learn incrementally but also detect and adapt to changes in the underlying
concept.

The usual approach to deal with concept changes is to use some forgetting
mechanism and train a new model. In scenarios with recurring concepts, this im-
plies to relearn previously observed concepts. Nevertheless, a more sophisticated
technique to exploit recurrence situations is to store learned models (that rep-
resent past concepts) and reuse these when appropriate. Such technique, avoids
the effort and need to relearn a known concept when a similar one reappears.

Another interesting idea, in combination with storing past concepts, is to
explore the history of concept changes over time. The concept history represen-
tation is built from the changes observed between concepts in the data stream.
This means that if the history repeats itself when concepts recur, it is possible
to anticipate the adaptation to change by using a stored model that represents
the recurring concept. Therefore, associating context and concepts can improve
existing methods, allowing to estimate which concept is likely to recur given the
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occurring context.
Thus in this thesis we propose a data stream learning algorithm, MReC (

Mining Recurring Concepts ), to exploit recurring concept changes. A change
in the underlying concept is identified using an existing drift detection method,
based on the error-rate of the learning process Gama et al. (2004). To handle
situations of concept recurrence, the approach combines on the one hand the
performance of stored models representing previously learned concepts and on
the other hand exploits learned relations between context and stored models.

4.2.2 Problem Definition

Let X be the space of attributes and its possible values and Y the set of possible
(discrete) class labels. Let the data stream training records Xi = (~xi , yi) with
xi ∈ X and yi ∈ Y , that arrive sequentially, where ~xi is a vector of attribute
values and yi is the class label for the ith record in the stream. These records are
processed by a base learner to incrementally train a model m that returns the
class label of a record ~x ∈ X, such that m(~x) = y ∈ Y . A stable concept can be
learned when the records of a given period (or set) k (with an arbitrary number
of records) are independently identically distributed according to a distribution
Prk(x, y). In situations of concept change, Prk(x, y) 6= Prk+1(x, y).

Recurring concepts The case of a recurring concept is that when the records
from a period k are generated from the same distribution as a previously observed
period Prk(x, y) = Prk−j(x, y).

Goals The goal is that the trained model m minimizes the number of prediction
errors. Furthermore, a model mk learned from a certain period k can be saved
and then reused in situations where the underlying concept represented by mk

reappears in the stream. This would improve the on-line learning process as
it does not require to learn from scratch a previously known concept when the
underlying concept recurs. Besides reducing the number of training records that
need to be processed compared with approaches that do not take recurrence into
account (i.e., forgets old models). In addition, if the underlying concepts are
associated with context, learning such relations can be used to anticipate and
improve the adaptation to concept changes when the context changes.

Challenges The proposed approach presents solutions to the main challenges
that arise from the integration of context in the data stream learning process.
Such challenges are:
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1. How to represent context information, the context history and its integra-
tion with learned concepts.

2. Preserve information from learned concepts in a compact representation
(i.e., classification models) that can be efficiently saved and reused in situ-
ations of recurrence.

3. Compare context and learned models to recognize recurrent concepts.

4. Anticipate recurring concepts and adapt to concept drift.

In the following section an overview of MReC is introduced, which is fol-
lowed by a complete description of its components to address the aforementioned
challenges.

4.2.3 MReC - Context-aware Learning from Data Streams

In this section, we propose MReC to continuously store learned models from the
data stream learning process and associate context information with these models.
Such context information will be used later when a similar concept reappears, in
the selection of an appropriate model, which is able to represent the reappearing
concept.

MReC is composed by a two-level framework:

1. a base learner level where an incremental algorithm learns the underlying
concept, building a classification model.

2. a meta-learning level where: i) detection and adaptation to concept drift
are performed; ii) the relations between context-concepts are learned and
used to deal with the recurring concepts.

One of the main assumptions behind the MReC approach is that concepts
reappear. This is the basis of the MReC approach to improve the learning pro-
cess in such recurring concept situations. The main advantage is avoiding to
relearn previously observed concepts, which translates into faster adaptation to
concept changes, accuracy gains and efficiency of the learning process (i.e., less
processing time and computational costs used due to less training records pro-
cessed). The drawback associated with it, is the additional memory consumption,
as models have to be stored so they can be reused when the concept they rep-
resent reappears. Therefore, there is an accuracy-efficiency trade-off in storing
more classification models. Consequently, as part of MReC we propose an intel-
ligent memory-aware strategy that is executed in situations of memory scarcity.
This strategy discards models that are considered less promising to reuse in a
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Figure 4.1: MReC - Context-aware Data Stream Learning

recurrence situation (according to several proposed criteria). Moreover, there
is the possibility of conflicts with recurring concepts in the presence of differ-
ent context. The proposed approach is sensitive to these situations because the
context-concept relation history is constantly being updated, and context is not
the only factor when selecting a model to reuse.

Figure 4.7 illustrates the learning process and its components. The continuous
learning process consists of the following steps:

1. Process the incoming records from the data stream using an incremental
learning algorithm (base learner) to obtain a decision model m capable
of representing the underlying concept, and classify unlabeled records at
anytime.

2. Context records are associated with the current model m to represent the
history of context-concepts relations.

3. A drift detection method continuously monitors the error-rate of the learn-
ing algorithm. When the error-rate goes above pre-defined confidence levels
the drift detection method signals a warning (i.e., possible drift) or drift.
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4. When change is detected two situations are possible:

(a) the underlying concept is new (i.e., no equivalent concept is represented
in the classifiers repository), then the base learner will learn the new
underlying concept by processing the current incoming labeled records.
The incremental classifier that is being learned will also classify the
incoming unlabeled records as anytime classification is assumed;

(b) the underlying concept is recurrent (i.e., has been learned previously).
In this situation a classifier from the repository that represents the un-
derlying concept is used to classify incoming unlabeled records. Fur-
ther description of this process and the utility function used to select
the retrieved model is described in section 4.2.3.

The major issues to deal with when integrating contextual information to
improve the adaptation to recurring concepts in the on-line learning process are:

• Representing the data stream underlying concepts in a compact form that is
adequate for storage. In addition, a similarity function to compare learned
concept representations is also required.

• Representing and comparing dynamic context information.

• Detecting and adapting to recurring concept changes.

• Deciding which information to store about past concepts and related con-
text.

• Deciding how to retrieve past concepts in situations of recurrence.

• Dealing with the accuracy-efficiency trade-off of the learning system under
situations with memory constraints.

Context integration

In situations where contextual information is related to the underlying concepts,
such knowledge could be exploited to detect and adapt to recurring concepts.
Nevertheless, these relations are not known apriori, and it is even possible that
given the available context information it is not possible to find such relations.
Still, in many real-world problems we find examples where the available context
information does not explain all global concept changes, but partially explains
some of these. For example, user preferences often change with time or location.
Imagine a user that has different interests during the weekends, weekdays, when
at home or at work. In general, different concepts can recur due to periodic
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context (e.g., seasons, locations, week days) or non-periodic context (e.g., rare
events, fashion, economic trends).

The available context information is represented as a vector of contextual at-
tributes. Finding associations between context and concepts is not trivial, as
their relations are not known in advance. Furthermore, when exploiting such re-
lations to improve adaptation to recurring concepts, one could argue that context
information should be simply added as additional attributes in the base learner.
However, that would increase the problem dimensional complexity and introduce
noise to the learning process, since concepts may change due to factors that may
not be expressed as context attributes. Therefore, we believe that such context
information should be integrated carefully in a meta-learning level (as discussed
in Harries et al. (1998); Turney (1993); Widmer (1997)).

Concept representation

The base learner is used to learn a model that represents the data stream un-
derlying concept. Any classification algorithm able to learn incrementally can
be used for this task, and such decision can be made according to the nature
of data, choosing the algorithm that best suits it (e.g., high accuracy, handles
noise, memory consumed, fast execution). For this task we propose to use the
NaiveBayes algorithm, because it represents the concepts in a compact form (i.e.,
results in greater memory efficiency), is incremental, handles nominal as well as
continuous attributes and has shown good results as a base learner Gama and
Kosina (2009); Katakis et al. (2010); Widmer (1997).

Concept history

For the purpose of our approach, it is important to have a memory efficient
representation of concepts. NaiveBayes as a base learner achieves this, because
given a model m it only requires to store the estimation of the class Py and
the estimation of each attribute given the class Pxi,y, we will refer to these as
conceptual vectors,

cv = {Py, Pxi,y}

Model storage Learned models are stored so they can be reused in situations
of recurrence. In such situations the repository is searched for an adequate model,
which means, finding a model that represents the current underlying concept. If a
match is found, a reduction in the computational cost that comes associated with
learning a new model is expected, and also improved adaptation to concept drift
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(i.e., better learning curve in terms of accuracy). For each classification model m
in the model repository we store:

• The concept representation: as the Naive Bayes algorithm is used, this
means to store the conceptual vectors of model m, that is represented as
cv.

• Acc(m) is an estimate of the accuracy of m obtained during the period m
was used. Let numCRecordsm be the number of correctly classified records
by m and numRecordsm be the total number of records classified by m.
The accuracy Acc(m) is defined as:

Acc(m) =
numCRecordsm
numRecordsm

• The timestamp t that records the period when a model m was used.

Consequently each decision model m stored in the model repository is defined
as the tuple:

m = {cv(Py, Pxi,y), numCRecords(m), numRecords(m), t}

Most of the information that is kept, together with the context-concepts his-
tory, is used in the selection of past models to represent the latest underlying
concept and also in the selection of models to delete in situations of memory
scarcity. The memory consumption of the proposed approach is a function of
the size used by the conceptual vectors cv, and as described previously, this de-
pends on the number of attributes, its type, number of values and classes that
are considered.

Context-Concepts relation history The idea to explore the concept history
has also been used in Gama and Kosina (2009); Harries et al. (1998); Yang et al.
(2006), where a model representing the concept history is built from the changes
observed between concepts. This way, if history repeats itself when concepts
recur, it is possible to anticipate the adaptation to change in the underlying
concept.

To represent concept history and better adapt to recurrence, here we associate
the concepts (i.e. learned classifiers) with context information. Such history is
also of great interest to model the concept changes and associated context as
domain experts can analyze these structures to better understand the nature of
change or in applications where modeling concept changes is required.

The main assumption under our approach is that when a concept reappears
normally the context previously associated with it also reappears. We take ad-
vantage of this fact to anticipate the adaptation to recurring concepts. Here a
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description of how to create and represent the context-concepts relations history
is presented.

Let mj be the model learned or used in a certain period j (i.e., that represents
the underlying concept during that period j) and Cj = {c1, c2, ..., cn} a sequence
of n context records observed during this period j. The context-concepts history
representation uses the Naive Bayes algorithm to associate context with concepts.
It is incrementally learned from the sequence of context records Cj, where the
model mj identifier is used as the class label. This allows us to estimate the prob-
ability that a certain model mk represents the current underlying concept given
a certain context state ci, we denote this estimation of probability as h(mk|ci),
similarly as has been previously explained for the base learner prediction of the
class label given ~x. As a consequence, we can keep an approximate and com-
pact representation of the context-concepts relation history, without keeping the
context records, which would be impossible due to the memory required. The
maximum number of models (i.e., the number of classes in the context-concepts
history) that we can store is determined by the mlimit.

It is possible to aggregate the different context records of Cj into one context
record that we call frequent context freqC, where each attribute value of freqC
is the most frequent value that attribute takes in these records. This can be
used to have more control over the creation of the context-concepts history. For
example balance possible bias that can occur when the period length (in terms
of records) of different concepts is not similar.

The context-concepts relation history also allows knowing the most frequent
context for a given model. This is used when we need to compare the distance be-
tween the most frequent contexts that are associated with certain stored models.
The proposed strategy to deal with memory scarcity uses this context distance
as a criterion.

Concept similarity To determine whether a certain model represents a new
concept or a reappearing one a similarity measure is required. The Conceptual
equivalence measure, that is based on the one proposed by Yang et al. (2006) is
used for this purpose. The measure is independent of the concept representation.
Given two classification models m1,m2 and a sample dataset Dn of n records, it
calculates for each instance Xi=(~xi , yi) a score,

score(Xi) =

{
+1 if m1(~x) = m2(~xi)
−1 if m1(~x) 6= m2(~xi)

that is used to represent the degree of equivalence between m1 and m2, that is
an average continous value score with range [-1,1], defined as,

ce =

∑
Xi∈Dn

score(Xi)

N
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The larger the output value, the higher the degree of conceptual equivalence. For
the records in Dn it compares how m1 and m2 classify the records. The authors
Yang et al. (2006) argue that the accuracy and the conceptual equivalence degree
are not necessarily positively correlated. The reasoning is that, despite m1 and m2

might classify Dn with low accuracy, their equivalence degree can be very high
if their classifications match, even when both misclassify. Moreover, accuracy
does not represent conceptual equivalence as models can still achieve the same
accuracy and misclassify different parts of the attribute space.

We consider that if the obtained ce value is above a pre-defined threshold, the
models are similar and thus represent the same underlying concept.

Model retrieval The main objective of model retrieval procedure is to find
from the stored models the one which better represents the current underlying
concept.

The proposed model retrieval procedure, combines an accuracy based ap-
proach similar to the proposed in Wang et al. (2003) and the information learned
from the context-concepts history described in section 4.2.3. The model mi ac-
curacy is estimated using the Mean Square Error. This measure estimates the
error of the classifier for a window of records Wn. The Mean Square Error MSIi
for model mi, using the window Wn of n records in the form of (~x, y), where y is
the true class label for that record, can be expressed as:

MSEi =
1

|Wn|
∑

(~x,y)∈Wn

(1−my
i (~x))2

where the error of mi on record (~x, y) is 1 - my
i (~x), and my

i (~x) is the probability
given by mi that ~x is an instance of class y.

Let wm and wc be the weights assigned to the MSEi calculated using dataset
Wn and to the context-concepts history h(mi|co), representing the probability
estimation that the current underlying concept is represented by mi given the
occurring context co (i.e., the most frequent context observed for the records in
Wn):

u(MSEi, h(mi|co)) = wm ∗
1

1 +MSEi
+ wc ∗ h(mi|co)

The utility function is calculated for all the models in the repository or if
processing time is limited just the models associated to a certain context co. The
model that has the highest utility value is selected. If its utility value is below
a given threshold, it is not reused and we proceed as in a situation where the
underlying concept is new.

Note that here instead of the accuracy, we could have used the degree of
conceptual equivalence (discussed in 4.2.3). However, the conceptual equivalence
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degree and the model accuracy are not necessarily correlated, and the accuracy
based approach is less restrictive as it is more flexible to changes.

Change detection and adaptation to recurring concepts

The proposed learning system requires to identify when drift occurs, and for this
purpose it uses the method proposed by Gama et al. (2004), that is based on the
error-rate of the learning process.

It should be noted that other methods for change detection can be used instead
(e.g. EDDM Baena-Garcıa et al. (2006)), without need to change the MReC
learning process. Exploring other change detection methods for the problem of
recurring concepts is an interesting line of research for future work.

Adaptation strategy to concept changes using context One of the main
contributions of the MReC approach is how contextual information is exploited
when a concept change is detected. Consequently, the drift detection method
adaptation strategy is extended to integrate context information. The drift de-
tection method puts the learning process in one of the levels, stable, warning,
or drift. The main contribution is made in the warning and drift levels. The
adaptation strategy to any of these levels is executed in the meta-learning level
of MReC through the following actions:

• stable, means that the error-rate is less than the pre-defined warning or
drift levels. In this situation no adaptation is needed independently of the
changes in context, because the performance is stable or increasing.

• warning, could represent a potential false alarm (i.e., the change level is
not reached and the error-rate decreases to normal level). In this situation
we:

– prepare a new instantiation of the base learner mnew to represent the
new underlying concept in case the error-rate continues to increase and
drift is detected in a near future.

– if the statistics collected from context-concepts history are sufficient
(i.e., after some pre-defined period considered for initial training) and
h(mk|co)) for a certain kept mk is above a given threshold, we antic-
ipate to the recurring concept using mk to classify unlabeled records.
Two situations can happen:

∗ i) the model mk that we use to anticipate represents the current
underlying concept and the error-rate decreases (i.e., the underly-
ing concept is recurrent)
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Figure 4.2: MReC - State diagram of the Learning Process

∗ ii) the warning level continues, in this situation the process waits
for n records to execute the same adaptation strategy as in drift
level.

• drift, in this case the current decision model is replaced with mnew from the
new base learner and waits until it processes n records. If mnew represents
a new concept (i.e., no similar model is stored in the model repository),
it continues to be incrementally updated and is added to the repository.
Otherwise the model retrieval procedure is used to obtain from the reposi-
tory the model that best represents the recurring concept, which is used to
classify unlabeled records.

Learning process

The on-line learning process of MReC is detailed in Algorithm 2 and its state
diagram is presented in Figure 4.2. The process proceeds as follows:

• It continuously processes the records Xi = {~x, y} as they appear in the
Data Stream.

• In line 3, currentClassifier represents the classifier that is currently being
used to classify unlabeled records. Its performance (i.e., right or wrong) on
the prediction of Xi is passed to the drift detection algorithm that identifies
the current state of the learning process.

• If the process is in the normal level, the record that represents the occur-
ring context is associated with the current model in the context-concepts
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relation history, and if the currentClassifier is new (i.e., not recurrent) it
gets updated with the new training record.

• In the case of warning level (line 11), if the repository does not have the
currentClassifier, it is stored. In addition (line 15), if the context-concepts
relation history suggests a certain model with high probability, this model
is reused and becomes the currentClassifier. This is a way to anticipate
the adaptation that takes place in the drift level, but without requiring the
collection of training records, it simply tries to predict what model would
best represent the underlying concept given the current context. Still in
this level (in line 18 and 19), a newLearner is updated with the training
record and it is added to a warningWindow. This window contains the
latest records (that should belong to the most recent concept), and will be
used to calculate the conceptual equivalence and estimate the accuracy of
stored models with the current concept.

• When drift is signaled (line 20), the currentClassifier is replaced by
one from the model repository according to the model retrieval proce-
dure described in Section 4.2.3, if none represents the current concept
the newLearner is used. During a pre-defined stability period (line 25),
the newLearner is updated and when it finishes (line 28) it is compared
with repository models in terms of conceptual equivalence. If the current
underlying concept is recurrent a stored model is reused to replace the
currentClassifier, otherwise the newLearner is used.

• A false alarm (line 22) is when a warning is signaled and then returns back
to normal without reaching drift, in this case the warningWindow and the
newLearner are cleared.

4.2.4 Resource-awareness

MReC may lead to higher accuracy and a reduction in the number of processed
records when comparing it with approaches that relearn a recurrent concept from
scratch. However, there is a memory cost associated with model storage that
must be taken into account. Consequently, the MReC is aware of the space
consumed by the stored models and ensures that this value is kept within a the
predefined memory limit mlimit. Using the proposed concept representation (see
section 4.2.3), the maximum number of models that can be kept is a function of
the number of attributes in the dataset, the number of classes and of the available
memory.
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Algorithm 1 MReC - Data Stream Learning Process

Require: Data stream DS, ModelRepository MR
1: repeat
2: Get next record DSi from DS;
3: prediction = currentClassifier.classify(DSi);
4: DriftDetection.update(prediction);
5: switch DriftDetection.level
6: case Normal
7: history.train(co,currentClassifier.ID);
8: if ¬recurrent then
9: currentClassifier.train(DSi);

10: end if
11: case Warning
12: if ¬MR.contains(currentClassifier) then
13: MR.store(currentClassifier);
14: end if
15: if history(co) > ρ then
16: currentClassifier = MR.getModelID(history(co))
17: end if
18: WarningWindow.add(DSi);
19: newLearner.train(DSi);
20: case Drift
21: currentClassifier = MR.getModel(co);
22: case FalseAlarm
23: WarningWindow.clear();
24: newLearner.delete();
25: case Stability Period
26: WarningWindow.add(DSi);
27: newLearner.train(DSi);
28: if WarningWindow.size > τ then
29: if ¬MR.containsEquivalent(newLearner) then
30: currentClassifier = newLearner;
31: else
32: currentClassifier = MR.getModel(co);
33: end if
34: end if
35: end switch
36: until END OF STREAM
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Classifier pruning strategy

In situations where its not possible to add a new model to the repository without
exceeding the memory limits, an intelligent strategy is used to discard the clas-
sifier that is considered to have the lowest utility. This strategy is based on the
following criteria:

1. Equivalent classifiers. The classifiers that have the highest conceptual
equivalence ce value according to the concept similarity function described
in 4.2.3.

2. Classifiers that are associated with similar contexts. This is determined by
finding the classifiers with the lowest context distance between the context
associated with them.

3. The Accuracy Acc(m) of model m.

4. Timestamp t that records the period when a model m was used. This is
only used in the rare case that a tie results from using the other criteria.

The criteria proposed tries to promote heterogeneity between the saved mod-
els, and thus the overall accuracy-efficiency value of MReC.

In situations of memory scarcity (i.e., when the system tries to store a model
and the memory limit mlimit is reached), the system executes a function that
deletes the model with the lowest utility (using the previously proposed criteria)
from the model repository. This function searches the model repository for the
candidates:

1. get the lowest accuracy models.

2. find which of these low accuracy models have the highest conceptual equiv-
alence with other models in the repository.

3. if more than one model is found, from this set we find which models have
the lowest context distance with other models in the repository.

4. if more than one model is found, the model with the lowest accuracy is
deleted.

5. in the unlikely case that more than one model remains for deletion after
the previous steps. This means that the remaining models share the same
accuracy, conceptual similarity and are associated with the same context.
The model with oldest timestamp is the one to be deleted.
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There is a trade-off between the number of models that can be stored simul-
taneously and the possibility that this model can be reused in the future. In
a worst case scenario where only one model fits the memory available for the
model repository, the learning process will behave like the standard drift detec-
tion method, that exploits only a single classifier representing the latest concept,
and thus it will not take advantage of concept recurrence. In the experimental
results (see Section 5.3) different memory configurations are tested, which allow
us to analyze how the learning process efficiency changes with the possibility to
keep a reduced number of models.

4.2.5 Context-Aware Ensemble Learning

One natural variation of the MReC approach is to combine the different stored
models in a weighted ensemble instead of using only one model to classify incom-
ing records from recurring concepts.

Motivation

It has been shown that an ensemble of classifiers can outperform a single classi-
fier Ramamurthy and Bhatnagar (2007); Wang et al. (2003). In traditional data
stream learning systems based on ensembles the classifiers are weighted based
on their accuracy Kolter and Maloof (2007); Street and Kim (2001); Wang et al.
(2003). Consequently, we also propose to use ensembles for data stream classifica-
tion, but in our case the weights are based on accuracy and context information
instead of being based only on accuracy. This makes it possible to adapt to
recurring concepts that are associated with context.

The MReC maintains a pool of classifiers that represent previously learned
concepts. The weight of each classifier is based both on their associated accuracy
and context information. In this approach, an ensemble is dynamically created to
classify incoming unlabeled records, the classifiers that form part of the ensemble
are the ones from the pool which are able to represent the current underlying
concept. Reusing previously learned classifiers in situations where concepts re-
cur leads to faster adaptation to changes and gains in accuracy, while saving
computational costs associated with relearning a concept (i.e. train a classifier),
improving the system added value in terms of the accuracy-efficiency trade-off.

The adaptation strategy to recurring concepts dynamically defines the weights
of the classifiers, so the ensemble represents the current underlying concept given
the available context. The major challenges of this approach is the decision
of what classifiers to use in the ensemble and how to calculate their weights.
The modifications to MReC proposed to address this challenges are presented in
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the following subsections. Note that the remaining components of this variation
remain the same as MReC.

Basis of MReC Context-aware Ensemble

When a change is detected two situations are possible: i) the underlying concept
is new (i.e. no equivalent concept is represented in the classifiers repository) and
the base learner will learn the new underlying concept by processing the current
incoming labeled records. The incremental classifier that is being learned will
also classify the incoming unlabeled records as anytime classification is assumed;
ii) the underlying concept is recurrent (i.e. has been learned previously). In this
situation the classifiers in the repository that represent the underlying concept
integrate the ensemble that is created to classify incoming unlabeled records.
Further description of how the ensemble is built to represent recurring concepts
and how the weights are calculated for each of the classifiers that belong to the
ensemble is detailed the following subsection.

Classifier weighting The main objective of the ensemble is to represent the
current underlying concept and thus be able to classify the incoming records
with high accuracy. One of the most important challenges of stream ensemble
approaches is how to select and weight the classifiers in the ensemble Ramamurthy
and Bhatnagar (2007); Wang et al. (2003). In this approach, we combine an
accuracy weighted ensemble approach as proposed by Wang et al. (2003) and
the information learned from the context-concept history described in 4.2.3. In
the accuracy weighted approach the classifier Ci accuracy is estimated using the
Mean Square Error. This measure estimates the error of the classifier for a set of
records Wn. The Mean Square Error MSIi for classifier Ci, using the window Wn

of n records in the form of (x, c), where c is the true class label for that record,
can be expressed as:

MSEi =
1

|Wn|
∑

(x,c)∈Wn

(1− f ic(x))2

where the error of Ci on record (x, c) is 1 - f ic(x), and f ic(x) is the probability
given by Ci that x is an instance of class c.

The MSEr is the error estimation of a random classifier and is used as part
of the filtering criterion (i.e. decide which classifiers are used in the ensemble),
here we could have used the conceptual equivalence measure discussed in 4.2.3.
However, conceptual equivalence degree and accuracy are not necessarily corre-
lated, and also the accuracy based approach is less restrictive as it allows for
more diversity in the ensemble, which may achieve higher accuracy. Classifiers
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Ci with MSEi*acceptanceFactor greater than MSEr and context distance with
the occurring context greater than a pre-defined threshold are not included in
the ensemble. The acceptanceFactor is in the range [0,1] and was proposed in
Ramamurthy and Bhatnagar (2007), to avoid that classifiers that show minimal
improvement from MSEr participate in the ensemble.

The weight Wi assigned to Classifier Ci in the ensemble is formulated, using
the MSEi calculated using dataset Wn and with probability h(mi|co) that Ci
represents the underlying concept given the occurring context ~co (i.e. the most
frequent context observed for the records in Wn):

Wi = wm × (MSEr −MSEi) + wc × h(mi|co)

The wm and wc are pre-defined weights assigned to error and context factors in
the calculation of Wi. The sum of wm and wc is 1. The weights are normalized
according with the number of classifiers in the ensemble.
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4.3 Mining Recurring concepts in a Dynamic

Feature Space

4.3.1 Motivation

In this section we propose MReC-DFS an extension of MReC to deal with the
issues introduced by learning from data streams where the feature space can
change over time, which is one problem not considered by most of the existing
data stream learning algorithms Katakis et al. (2005). Here, a base learner that
can process records from a dynamic feature space is used to learn each model.
Moreover, to improve the memory consumption of the approach, incremental
feature evaluation and selection is used. Therefore, only the information from the
most predictive features for each model are kept. Moreover, when such models
take part in the ensemble or are evaluated there is also the need to integrate
their selected feature spaces with the current underlying feature space. Note that
MReC-DFS extends the MReC ensemble variation described in Section 4.2.5.

4.3.2 MReC-DFS - Learning from Data Streams with Dy-
namic Feature Space

Similarly to MReC, the data stream learning process from a dynamic feature
space of MReC-DFS is organized in a two-level framework. However, the tasks
performed in each level are more complex than in the case of MReC. These tasks
are:

1. base learner level: i) an incremental algorithm learns the underlying concept
building a classification model; note that the learning algorithm must be
capable of learning from a data stream with a dynamic feature space (i.e.,
in the created model each feature contributes independently to the classi-
fication) ii) The features are ranked periodically using a feature evaluation
method that calculates the feature relevance to the target concept.

2. meta-learning level: i) detection and adaptation to concept changes is caried
out; ii) the context-concept relations are learned and used to deal with the
recurring concepts; iii) classification of unlabeled records using information
learned from different models and context.

Figure 4.7 illustrates the MReC-DFS learning process and its components.
This continuous learning process consists of the following steps:

1. Process the incoming records from the data stream using an incremental
learning algorithm (base learner) to obtain a decision model m capable of
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Figure 4.3: Data Stream Learning Process in a Dynamic Feature Space

representing the underlying concept, and classify unlabeled records. The
base learner must be able to deal with the dynamic feature space of the
incoming records.

2. Context records are associated with the current model m, building the
history of context-concepts relations previously described in Section 4.2.3.

3. Periodically evaluate features into predictive/irrelevant.

4. A drift detection method that monitors the error-rate of the learning al-
gorithm. When error-rate goes above pre-defined levels the drift detection
method signals a warning (possible drift) or drift.

5. When change is detected two situations are possible: i) the underlying
concept is new (i.e., no equivalent concept is represented in the classifiers
repository) and the base learner will learn the new underlying concept by
processing the current incoming labeled records. The incremental classifier
that is being learned will also classify the incoming unlabeled records as
anytime classification is assumed. The evaluation and selection of features
takes place here. ii) the underlying concept is recurrent (i.e., has been
learned previously). In this situation the classifiers in the repository that
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represent the underlying concept, are integrated in the ensemble that is
created to classify incoming unlabeled records.

The feature space of the records ~x ∈ Xt observed in the data stream may be
different over time. Also the relevance of each available feature may be different
for each concept. We explore this idea to deal with recurring concepts in data
streams. In the following sections we define what we consider predictive features
and their relevance to the target concept, we describe how each feature predic-
tiveness is evaluated and some possible methods that can be used to select which
features are worth saving in the model repository of previously learned concepts.

Dynamic Feature Space definitions

Let X be the space of all attributes and its possible values and Y the set of
possible (discrete) class labels. Let Xt be the space of attributes that occur in
the stream at time t and Xt ⊆ X.

According to general idea of Turney Turney (1993) and to Widmer Widmer
(1997) definition:

Definition 1 (Predictive features). A feature (attribute-value combination)
ai : vij is predictive if p(ck|ai = vij ) is significantly different from p(ck) for some
class ck.

Definition 2 (Predictive attributes). An attribute ai is predictive if one of
its values vij (i.e., some feature ai : vij ) is predictive.

Definition 3 (Contextual features). A feature ai : vij is contextual if it is
predictive of predictive features, i.e., if p(ak : vkl — ai = vij) is significantly
different from p(ak : vkl) for some feature ak : vkl that is predictive.

Definition 4 (Contextual attributes). An attribute ai is contextual if one of
its values vij is contextual.

We extends this definition to include Irrelevant attributes ( those that are not
needed to represent a concept nor in the classification process ) as:

Definition 5 (Irrelevant attributes). An attribute ai is irrelevant if none of
its values vij is neither predictive nor contextual.

Such notions are based on a probability distribution for the observed classes
given the features. However, when the probability distribution is unknown it is
often possible to use background knowledge to distinguish between predictive and
contextual features Turney (1993). In this work, the same approach is followed,
as the system processes what experts define as contextual features in a meta-
learning level and primary/irrelevant features in the base learning level using
feature evaluation and selection. Moreover, the distinction between primary and
irrelevant must be evaluated periodically as the underlying distributions may
change over time. An attribute can be predictive in a certain context and in
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another context become irrelevant. The process of feature selection is described
in detail in the following section.

Feature evaluation and selection

The base learner must represent the most relevant feature space for that time
interval. It stores the estimation of the class probability Pr(Y = y) and the
estimation of each attribute given the class Pr(X = ~x|Y = y). These values are
kept in a contingency table and are incrementally updated when new training
records are available. Such information is enough to evaluate the predictive score
of each individual feature, using popular methods as, the information gain, χ2 or
mutual information Katakis et al. (2005); Wenerstrom and Giraud-Carrier (2007).

After a change is detected if the situation immediately before corresponds
to learning a new concept, the model that was being learned is saved, but only
its most predictive features are kept (i.e., the corresponding estimators for the
attribute given the class). The features are evaluated and selected, however, many
selection methods can be used for this task and according to the application some
methods may be achieve better results than others. Some possibilities are:

• Fixed N: Select the top N most relevant features to store for each model.
This strategy is simple and deterministic as it allows knowing in advance
the amount of memory each model will consume.

• Fixed Threshold: In this method a threshold which defines the cut point
between predictive and irrelevant features is used. This is more flexible than
the previous method as it avoids storing irrelevant features that have low
scores but end up being stored because they belong to the top N features.
The major drawback of this measure is that it requires in advance the
definition of an adequate threshold value, which is not trivial.

• Adaptive threshold: As its name suggests the adaptive threshold method
tries to adapt the threshold value used to the different concepts. This is the
approach that we propose in this thesis, in particular we propose the usage
of the percentile value to avoid the explicit definition of a fixed threshold.
The percentile value of the evaluation score is dynamically calculated for
each model that is saved. The vector of scores is sorted and the estimated
percentile position calculated as position = p ∗ n+1

100
with (0 < p < 100) and

n as the number of feature scores. The position is rounded to the nearest
integer and the percentile p value is obtained. This method major advantage
is that unlike the previous ones it can adaptively set the threshold according
to the scores of a particular model. For example the 90th percentile for each
model will vary according to the feature scores, which make the method
more robust to changes of scores across different models.
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(a) Top 3 (b) Fixed threshold (c) Adaptive threshold

Figure 4.4: Illustration of the Feature Selection Methods over time

Note that in the methods were a threshold is used (whether the fixed or the
adaptive threshold method) a maximum N sets an upper bound on the number
of features that can be possibly saved and consequently define the maximum
memory consumption of the approach.

All the 3 methods have been implemented and in Section 5.4 we present
experiments to compare and evaluate them.

Heterogeneous feature space integration

The incremental nature of the feature evaluation-selection and learning process
results in a different set of features being considered predictive for each concept
representation. In practice this means that the learned models may have a distinct
feature space ( Xt ⊆ X), and that the learning system must be able to classify
a new record considering different features over time. The base learner should
be a feature based algorithm Katakis et al. (2005), which means that in the
created model each feature contributes independently to predict the resulting
class. Examples of inherently feature based algorithms are Naive Bayes and the
K-Nearest Neighbors.

In MRec-DFS the conceptual vectors cv for m only contain information from
the most relevant features and their evaluation scores as been described in the
previous section.

In this work, we also use an ensemble of classifiers to deal with recurring
concepts. These classifiers are likely to be represented by different feature spaces,
as only the most relevant features are kept. When the models and by extent the
ensemble are used to predict the class of a new record, this should be done in a
homogeneous feature space Katakis et al. (2005); Masud et al. (2010); Wenerstrom
and Giraud-Carrier (2007).
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Some possible approaches to convert the feature space used during classifica-
tion into an homogeneous feature space, exploiting the feature based classifiers
are:

• Fixed conversion: in this approach the feature space is fixed during the
whole learning process. The feature evaluation and selection is executed
with the first training records and will define the feature set for the learning
process. This process loses much of the information from the data stream
learning process where new features may emerge.

• Local conversion: in this approach each model uses the intersection of its
feature space with the unlabeled record feature space, some features of the
unlabeled records can be lost in this conversion. This has been the strategy
used in Wenerstrom and Giraud-Carrier (2007).

• Homogenizing conversion: in this approach proposed in Masud et al. (2010),
each unlabeled record is classified using the union of the record and model
features. No information is lost the conversion process here. Features that
are not part of the unlabeled record will take a default value. In Masud
et al. (2010) it is shown that for novel classes and using their algorithm
this method avoids mis-classification into an existing class instance when
compared with the local conversion method. However, in our approach,
the end results will be the same as the local conversion strategy, because
only the intersection of features can actually be used in the classification of
unlabeled records.

We should note that the integrated feature space is also of importance when
checking for concept similarity (that has been presented in Section 4.2.3). For
this reason the equivalence score between models m1 and m2 is calculated using
the intersection of the feature spaces of m1 and m2.

Learning process

The on-line learning process for the proposed learning system is detailed in Al-
gorithm 2. The process proceeds as follows:

• It continuously processes the records Xi = {~x, y} with ~x ∈ Xt as they
appear in the Data Stream.

• In line 3, currentClassifier represents the classifier that is currently being
used to classify unlabeled records. In case of a recurring concept the ensem-
ble is used. Its prediction (i.e., right or wrong) on Xi is passed to the drift
detection method that identifies the current state of the learning process
(i.e., stable, warning or drift ).
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• If the process is in the normal level (line 7), the record that represents the oc-
curring context is associated with the current model in the context-concepts
relation history, and if the currentClassifier is new (i.e., not recurrent) it
gets updated with the new training record. The feature selection is executed
periodically.

• In the case of warning level (line 11), if the repository does not have the
currentClassifier, it is stored (please note that feature selection is also per-
formed when storing). In addition (line 17), if the context-concepts relation
history suggests a certain model with high probability, this model is reused
and becomes the currentClassifier. This is a way to anticipate the adapta-
tion that takes place in the drift level, but without requiring the collection
of training records, it simply tries to predict what model would best repre-
sent the underlying concept given the current context. Still in this level (in
line 20 and 21), a newLearner is updated with the training record and it is
added to a warningWindow. This window contains the latest records (that
should belong to the most recent concept), and will be used to calculate the
conceptual equivalence and estimate the accuracy of stored models with the
current concept.

• When drift is signaled (line 22), until there are enough records (i.e., sta-
bility period ) in the warningWindow the newLearner is updated. When
the stability period is over (line 26) it is compared with repository models
in terms of conceptual equivalence. If the current underlying concept is
recurrent the ensemble is created reusing stored models that represent the
recurring underlying concept, otherwise the newLearner is used.

• A false alarm (line 32) is when a warning is signaled and then returns back
to normal without reaching drift, in this case the warningWindow and the
newLearner are cleared.
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Algorithm 2 MReC-DFS - Data Stream Learning Process

Require: Data stream DS, ModelRepository MR
1: repeat
2: Get next record DSi from DS;
3: prediction = currentClassifier.classify(DSi);
4: MR.updateStatistics(prediction);
5: DriftDetection.update(prediction);
6: switch DriftDetection.level
7: case Normal
8: history.train(co,currentClassifier);
9: if ¬recurrent then

10: currentClassifier.train(DSi);
11: update.FS(); //every x records
12: end if
13: case Warning
14: if ¬MR.contains(currentClassifier) then
15: MR.store(currentClassifier);
16: end if
17: if history(co) > ρ then
18: currentClassifier = MR.getPastModel(co))
19: end if
20: WarningWindow.add(DSi);
21: newLearner.train(DSi);
22: case Drift
23: repeat
24: WarningWindow.add(DSi);
25: newLearner.train(DSi);
26: until WarningWindow.size > τ //Stability Period
27: if ¬MR.containsEquivalent(newLearner) then
28: currentClassifier = newLearner;
29: else
30: currentClassifier = MR.calcEnsemble(co);
31: end if
32: case FalseAlarm
33: WarningWindow.clear();
34: newLearner.delete();
35: end switch
36: until END OF STREAM
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4.4 Collaborative Mining in Ubiquitous Envi-

ronments

4.4.1 Motivation

The increasing advances and popularity of ubiquitous devices, such as smart
phones, PDAs (Personal Digital Assistants) and wireless sensor networks, open
an opportunity to perform intelligent data analysis in such ubiquitous computing
environments Gaber et al. (2004b); Hotho et al. (2010); Kargupta et al. (2004).
This work is focused on collaborative data stream mining on-board these ubiqui-
tous devices. The goal is to learn an anytime classification model that represents
the underlying concept from a stream of labeled records. Such model is used to
predict the label of the incoming unlabeled records. However, it is common for
the underlying concept of interest to change over time and sometimes the labeled
data available in the device is not sufficient to guarantee the quality of the results
Masud et al. (2008). Therefore, we propose to use the knowledge available in
other devices to collaboratively improve the accuracy of local predictions.

The data mining problem is assumed to be the same in all the devices, how-
ever the feature space and the data distributions are not static, as assumed in
traditional data mining approaches Katakis et al. (2005); Tsymbal (2004). We are
interested in understanding how the knowledge available in the community can
be integrated to improve local predictive accuracy in a ubiquitous data stream
mining scenario.

As an illustrative example, collaborative spam filtering Cortez et al. (2009) is
one of the possible applications for the proposed collaborative learning approach.
Each ubiquitous device learns and maintains a local filter that is incrementally
learned from a local data stream based on features extracted from the incoming
mails. In addition, user usage patterns and feedback are used to supervise the
filter that represents the target concept (i.e., the distinction between spam and
ham). The ubiquitous devices collaborate by sharing their knowledge with others,
which can improve their local device predictive accuracy. Furthermore, the dis-
semination of knowledge is faster, as peers new to the mining task, or that have
access to fewer labeled records, can anticipate spam patterns that were observed
in the community, but not yet locally. Moreover, the privacy and computational
issues that would result from sharing the original mail are minimized, as only the
filters are shared. Consequently, this increases the efficiency of the collaborative
learning process.

However, many challenges arise from this scenario, the two major ones are:

1. how the knowledge from the community can be exploited to improve local
predictiveness; and
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Figure 4.5: Collaborative learning process

2. how to adapt to changes in the underlying concept.

To address these challenges, we propose in this work an incremental ensemble
approach Coll-Stream where the models from the community are selected and
weighted based on their local accuracy for different partitions of the instance
space. Such technique is motivated by the possible conflicts among the commu-
nity models. The technique allows to exploit the fact that each model can be
accurate only for certain subspaces, where its expertise matches the local under-
lying concept.

We should note that the communication costs and protocols to share models
between devices are out of the scope of this work and represent an interesting
open challenge that we intend to address in future work.

The following sections describe the details of Coll-Stream and Figure 4.5 il-
lustrates the collaborative learning process.
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4.4.2 Problem Definition

Let X be the space of attributes and its possible values and Y be the set of pos-
sible (discrete) class labels. Each ubiquitous device aims to learn the underlying
concept from a stream DS of labeled records where the set of class labels Y is
fixed. However, the feature space X does not need to be static. Let Xi = (~xi , yi)
with xi ∈ X and yi ∈ Y , be the ith record in DS. We assume that the underlying
concept is a function f that assigns each record xi to the true class label yi. This
function f can be approximated using a data stream mining algorithm to train a
model m at device from the DS labeled records. The model m returns the class
label of an unlabeled record ~x, such that m(~x) = y ∈ Y . The aim is to minimize
the error of m (i.e., the number of predictions different from f). However, the
underlying concept of interest f may change over time and the number of labeled
records available for that concept can sometimes be limited. To address such
situations, we propose to exploit similarities in models from other devices and
use the available labeled records from DS to obtain the model m. We expect m
to be more accurate than using the local labeled records alone when building the
model. The incremental learning of m should adapt to changes in the underlying
concept and easily integrate new models. We assume that the models from other
devices are available and can be integrated at anytime. The costs and methods
used to generate and share models are beyond the scope of this work.

4.4.3 Collaborative Data Stream Mining in Ubiquitous
Environments using Dynamic Classifier Selection

We propose Coll-Stream, a collaborative learning approach for ubiquitous data
stream mining that combines the knowledge of different models from the commu-
nity.

There is a large number of ensemble methods to combine models, which can
be roughly divided into:

1. voting methods, where the class that gets more votes is chosen Kolter and
Maloof (2007); Street and Kim (2001); Wang et al. (2003)

2. selection methods, where the ”‘best”’ model for a particular instance is used
to predict the class label Tsymbal et al. (2008); Zhu et al. (2006).

The Coll-Stream is a selection method that partitions the instance space X
into a set of regions R. For each region, an estimate of the models accuracy is
maintained over a sliding window. This estimated value is updated incremen-
tally as new labeled records are observed in the data stream or new models are
available. This process (in Algorithm 3), can be considered a meta-learning task
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Algorithm 3 Coll-Stream Training

Require: Data stream DS of labled records, window w of records.
1: repeat
2: Add next record DSi from DS to w;
3: if w → numRecords > wMaxSize then
4: forget(w → oldestRecord);
5: end if
6: r = getRegion(DSi);
7: for all Model → mj do
8: prediction := mj.classify(DSi);
9: if prediction = DSi → class then

10: updateRegionCorrect(r,mj);
11: end if
12: updateRegionTotal(r,mj);
13: end for
14: until END OF STREAM

Algorithm 4 Coll-Stream Classification

Require: Data stream DS of unlabeled records.
1: repeat
2: Get DSi from DS;
3: r := getRegion(DSi);
4: for all Model → mj do
5: model := argmaxj(getAccuracy(mj, r);
6: end for
7: return model.classify(DSi);
8: until END OF STREAM

where we try to learn for each model from the community how it best represents
the local underlying concept for a particular region ri ∈ R. When Coll-Stream
is asked to label a new record ~xi, the best model is used. The best model is
considered to be the one that is more accurate for the partition ri that contains
the new record, as detailed in Algorithm 4. The accuracy for a region ri is the
average accuracy for each partition of its attributes. For r15 in Figure 4.6, we
average the accuracy for value V 1 of attribute A1 and value V 5 of attribute A2.
The accuracy is the number of correct predictions divided by the total number of
records observed (this values are updated in lines 10 and 12 of Algorithm 3) as is
illustrated in Figure 4.6. The next section explains how the regions are created
using the attribute values.
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Figure 4.6: Detail of the estimators maintained for each region

Creating Regions

An important part of Coll-Stream is to learn for each region of the instance space
X which model mj performs better. This way mj predictions can be used with
confidence to classify incoming unlabeled records that belong to that particular
region.

The instance space can be partitioned in several ways. Here we follow the
method used by Zhu et al. Zhu et al. (2006), where the partitions are created
using the different values of each attribute. For example, if an attribute has
two values, two estimators of how the classifiers perform for each value are kept.
If the attribute is numeric, it is discretized and the regions use the values that
result from the discretization process. This method has shown good results and it
represents a natural way of partitioning the instance space. However, there is an
increased memory cost associated with a larger number of regions. To minimize
this cost the regions can be partitioned into higher granularity ones, aggregating
attribute values into a larger partition. This is illustrated in Figure 4.6, where the
values V 4 and V 5 of attribute A1 are grouped into regions r41 to r45. In section
5.5.5, we perform experiments to study how the regions granularity influences the
accuracy of the approach.

Figure 4.7 illustrates the training and classification procedures of Coll-Stream
that are described in Algorithm 3 and Algorithm 4.
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Figure 4.7: Coll-Stream: Training and Classifying

Variations

Some variations of the Coll-Stream approach were considered while developing
the method. Details are given in the following.

Multiple classifier selection: If more than one model is selected, their predic-
tions are weighed according to the corresponding accuracy for region ri, and the
record to be labeled gets the class with the highest weighted vote. This is similar
to weighted majority voting but with a variable number of classifiers, where the
weights are calculated in relation to the region that contains the unlabeled record
to classify.

Feature weighting: The models used from the community can represent a
heterogeneous feature space as each one is trained according to a different data
stream DSd. One possible variation is for each device to measure feature rele-
vance. Then at the time of classification the accuracy estimates for each region
are weighted according to the feature weight for that region. The predictive score
of each feature can be computed using popular methods such as, the information
gain, χ2 or mutual information Katakis et al. (2005). However, these must be
calculated incrementally given the data stream scenario where this approach is
framed. Moreover, this takes into account that features that were relevant in
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the past can become irrelevant at some point in the future for a different target
concept.

Using local base learner: One base learner that is trained using the available
records in the device can be always part of the ensemble. This integration is
simple as it only requires an additional step of training the classifier when a new
record arrives in addition to updating the ensemble estimates for the new record
region.

Resource awareness: Resource-awareness is an important issue in ubiquitous
data stream mining Gaber et al. (2004a); Gaber and Yu (2006). In such a dynamic
ubiquitous usage scenario, it is common for Coll-Stream method to receive too
much knowledge from the community over time. In such situations we propose to
discard past models that have the lowest performance and allow the integration
of new models.

Feature selection: Feature selection is used to reduce the size of the mod-
els kept. This process can be executed before the models are shared, in order
to additionally reduce the communication costs associated with transferring the
models between devices. When the model is shared with other devices, only its
most predictive features are used. For example in the case where the NaiveBayes
algorithm is used as base learner, only the corresponding estimators for the se-
lected predictive attributes given the class take part in the shared model. The
features predictiveness is evaluated and these are then selected. However, many
selection methods can be used for this task and according to the application some
methods may be superior to other. Some simple possibilities are:

• Fixed N, select the top N highly scored features for each model.

• Fixed Threshold, which defines the cut point between predictive and irrel-
evant features.

Section 5.5.8 presents experimental results that test the impact of feature
selection on the resulting accuracy and on the memory consumed. In addition,
both feature selection methods described previously are tested and compared.
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4.5 Situation-Aware Mining Service for Ubiqui-

tous Applications

4.5.1 Motivation

Most ubiquitous applications running in pervasive and mobile devices require in-
telligent data analysis to support their functionalities. The knowledge obtained
from this data analysis is used by these applications: i) in internal decision tasks;
ii) delivered to its users; and iii) sent to other applications. Examples of ubiqui-
tous applications that fit into this scenario are intelligent vehicles Kargupta et al.
(2004), personal digital assistants (PDA) Kargupta et al. (2002); Siewiorek et al.
(2003), wireless sensor networks(WSN) Gama and Gaber (2007) or ambient in-
telligence applications Marmasse and Schmandt (2000) to name a few. Although
the application domain is broad, when we confront their shared features, we ob-
serve that the data to analyze is continuously being generated at high speeds.
This issue makes it impossible to manage without one-pass data stream mining
algorithms. Moreover, the unreliability and costs in communication imply that
the data mining process must run locally where the data is generated (or collected
without spending valuable resource costs) Gaber et al. (2004b). To cope with ap-
plication requirements and device constraints, the on-board data mining process
needs to be aware of such computational resource limitations, as well as changes
in context, caused by data rates and distribution, temporal/spatial mobility and
other environmental dynamics. All these factors can influence the process results
and it is not always clear how to respond accordingly. In this section we pro-
pose UDSM (Ubiquitous Data Stream Mining) an anytime anywhere data stream
classification service.

4.5.2 Preliminaries

Assumptions

The data stream mining process (DSMP) has to run autonomously, and must be
able to adapt to changes in context and resource availability to constantly fulfill
the application data mining requests. These requests are defined as the data
stream classification process high-level goals, which establish what the process
must do, but not how the system adapts the process to meet those high-level
goals. Adaptation of the process should be achieved with minimal overhead
in terms of response time and resource consumption, while keeping the quality
requirements.

The proposed service deals with the data mining problem of obtaining an
anytime, anywhere classification model. For this scenario we assume:
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• The data to analyze is a data stream (i.e. there are possibly infinite records).
This stream is preprocessed, the mining schema (attributes) is known and
the number of class labels is limited and also known.

• The memory available is bounded and depends on the device and applica-
tion. The size of the records to analyze is far greater (possibly infinite) than
could fit in the available memory.

• The time to train or classify a record is bounded. This guarantees that the
process will scale linearly with the number of records.

• The context and resource variables (dependent on the application domain
and device) can be accessed using a known interface. These are dependent
on the application and device used.

Requirements

Considering the previously described assumptions, we specify the data stream
mining service requirements:

• Functional requirements:

– Process a record only once, by using a one-pass mining algorithm.

– Prediction can be done at anytime.

– Adapt the data mining process to changes in service inputs.

• Inputs:

– Minimum accuracy.

– Maximum admissible error.

– Maximum amount of memory available.

– Upper bound on the processing time of each record (i.e., train and
classify).

– Context variables. (e.g., Data rate, location).

– Availability of computational resources; Data schema of the stream.

Challenges

The majority of data stream classification algorithms are designed to cope with
some of the challenges described in this scenario, such as the one pass constraint.
Nevertheless there are open challenges, not inherently solved by data stream
mining algorithms, that will be the focus of our research:
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• Awareness of resource constraints. Although the data stream mining algo-
rithms are lightweight when compared with classic classification algorithms,
the algorithms themselves are not resource aware.

• Awareness of contextual information. Adapting the process execution ac-
cording to the situation can potentiate the successful accomplishment of
the process goals.

• Guarantee the quality of service to the ubiquitous application.

• Provide an interactive environment to meet user requirements at anytime.

• Monitor the historical changes in learning process. Invocation of a con-
figuration without taking into account the process history can result in a
non-optimal decision that leads to errors and unwanted behavior.

Addressing all of these is not trivial, because of conflicting goals and a trade-
off between the challenges must be established.

The problem can thus be stated as one of determining at each moment the best
configuration of the data stream process control variables (i.e., the classification
algorithm parameters), in order to address the data mining requirements (such
as accuracy and efficiency) defined for the ubiquitous application, while taking
into account context and resources. Moreover, it should be stressed that it is
important to minimize the overhead of the service itself.

4.5.3 Description of the adaptable data stream classifica-
tion service

The adaptation of the process is done taking into account the data mining re-
quirements, current context and resource availability. The main features of the
described service are:

• Autonomous execution.

• Resource-awareness.

• Context-awareness.

• Interactive adaptation of the DSMP to changes in context and resources.

• Taking into account the process history as a mean of adaptation.

• Possibility to use and test different adaptation mechanisms
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• Separation of control of the DSMP from its perceived functionality.

• Simplify the development of ubiquitous applications that require data anal-
ysis.

The general tasks of the ubiquitous data stream mining service to adapt the
process execution can be described as:

• Monitor the information that influences the process execution.

• Analyze and compose this information into a description of the current
situation.

• Plan the best DSMP configuration for the current situation according to
the high-level data mining goals of the process.

• Set the DSMP configuration according to the plan.

The proposed service follows the general architecture for context-aware adap-
tive data stream mining proposed in Haghighi et al. (2007). As shown in figure
4.8, the service is divided into the following components: i) Data stream mining
process, which can be accessed through a known interface to tune parameters;
ii) Situation manager, which provides context-awareness, resource-awareness and
includes functionality for inference and modeling of situations; and iii) Strategy
manager, which is responsible for adjusting the DSMP parameters according to
the situation. It also includes a decision mechanism that defines how the param-
eters are tuned.

The service runs continuously and is able to classify or train records at any-
time. Furthermore, periodically, or when an event is triggered, the service: i)
evaluates the data mining process; ii) determines the current situation using in-
formation from context, resources, requirements and process evaluation; and iii)
according to the situation tunes the data mining process parameters in order to
accomplish the process goals and requirements.

Adaptation of the data stream mining process

The adaptation problem can be put formally as:

1. Let S = { S1,...,Sn } be the set of features that influence the data mining
process execution. This set defines the situation.

2. Let Ci = { P1=vj,...,Pn=vk } be one possible data stream mining process
configuration, a set of parameter values, where Pn=vk represents that the
value vk is set to the parameter Pn of the DSMP.
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Figure 4.8: Service for adaptable UDM - Ubiquitous Data stream Mining

3. Let St(S) = Ci be the function which maps the current situation to the best
DSMP configuration.

Our focus will be on the factors that influence the process, ensuring those
are represented in the situation space and in the mapping function from where
we obtain the configuration. The following subsections provide a more detailed
description of the functionality of the components:

Data Stream Mining Process

This component is a concrete data stream classification algorithm that keeps an
anytime model. The algorithm execution is defined by the specification of its
parameters, the format of the model it generates, the evaluation metrics of the
process and pre-processing requirements of the data it handles. Pre-processing of
the data stream in itself is beyond the scope of this work. However, information
regarding constraints of the input, such as, data rates and data types, is required.
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Situation Manager

This component is responsible for generating the situation features that influence
the adaptation of the DSMP. We define those as high-level features that represent
the state of the ubiquitous environment, the resources available and the state of
the learning process. We must stress that some situation features are more than
context variables or resource variables mapped into situation features. For in-
stance, we can monitor the accuracy of the classifier, and compute a situation
feature that reflects its evolution over time. This means that situation features
can also represent the evolution of the context, resources and the process evalu-
ation metrics over time. Having historical information is an important property
because we require adaptation to have persistence of action, and a purely reac-
tive invocation that does not take into account past information will fail to adapt
the process as expected. Keeping track of the process over time requires extra
memory (that must be considered) to store past values, but in this work we favor
this approach over purely reactive situation features that will not represent the
persistent behavior of the stream process for a given period, leading to errors and
unstable adaptation.

We based our situation modeling on the Context Spaces model Padovitz et al.
(2004), that represents contextual information in a multidimensional Euclidean
space, in which each dimension represents a context feature. Therefore, a situ-
ation is defined by a set of features and the range of values for each one that
is considered accepted for the situation. For the proposed scenario we defined
multidimensional spaces for context, resources, process requirements and process
evaluation, and we combine these to generate a multidimensional space repre-
senting the perceived situation. Useful information from the other subspaces is
collected in order to generate high-level semantic descriptors on top of the mul-
tidimensional features.

Strategy Manager

Strategies define the mapping between the current situation and configuration of
the process. This is shown in our formal definition where the strategy contains the
semantics used to achieve the adaptive behavior. In a classic data mining process,
this is done by the expert data miner. However in ubiquitous environments, like
the ones described in our scenario, the process must execute autonomously and
its adaptation doesn’t require human intervention. Many solutions can be used
to implement the strategy manager component, and in the following section we
propose a possible adaptability mechanism.
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Adaptation Algorithm

The first loop of the service adaptation algorithm handles new data records from
the stream. These records are then used to train the classifier, if they have
a class label; otherwise, the records are themselves classified according to the
current model. The updateProcessStats() function updates the statistics we need
to store about the algorithm, depending on the application and its requirements.
It can include information such as data rate or time to train/classify a record.

Algorithm 5 UDSM Service adaptation algorithm

Require: Data stream DS,
1: repeat
2: repeat
3: Get next record DSi from DS;
4: if DSi has classLabel then
5: UDSMP.train(DSi);
6: else
7: DSiClass = DSMP.classify(DSi);
8: return DSiClass;
9: end if

10: updateProcessStats();
11: until ADAPT
12: evaluateProcess();
13: Si = SituationManager.GenerateCurrentSituation();
14: Ci = StrategyMananger.GetConfiguration(Si);
15: if Ci 6= NoChange then
16: DSMP.InvokeConfiguration(Ci);
17: end if
18: until END OF STREAM

The second loop is where the adaptation of the process is carried. ADAPT
is a flag used to decide when to run the adaptation of the process. This can be
every second, after a certain number of records is trained, or when a predefined
event is triggered. The evaluateProcess() function assesses the process evalua-
tion metrics, such as accuracy or memory used, and updates these values. These
will be subsequently used by SituationManager. The SituationManager uses the
available information from context, resources, requirements, statistics and evalu-
ation of the process to generate the current situation. Using the current situation
the StrategyManager finds the best configuration. If the configuration is differ-
ent from the default configuration (NoChange), it is then invoked in the DSMP,
resulting in the adaptation of the process behavior.
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Section 5.6 presents preliminary experimental results that show a possible
method to learn accurate configuration selection strategies. Moreover, the feasi-
bility of the proposed service is tested. This is, if the service is able to successfully
adapt the data stream classification process to the situation.
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Chapter 5

Experimental evaluation

In this chapter the solutions proposed in Chapter 4 to address the problems
discussed in Chapter 3 are experimentally evaluated. First, we describe the issues
found when evaluating data stream classification algorithms, which are followed
by the framework and evaluation metrics used for the experiments. Then we
set the goals of the experiments performed in this thesis. This is followed by
an introduction to the datasets used, the experiments for each of the proposed
solutions, its results and a detailed discussion about them.

5.1 Experimental design

In a data stream scenario, the data arrives at high speed, and the learning al-
gorithm must process the incoming records under strict constraints of space and
time.

Most of Machine Learning and Data Mining approaches assume that the
records are independent, identically distributed and generated from a stationary
distribution. Moreover, they assume that computational resources are unlimited
(i.e., that the data fits into memory). Consequently, traditional algorithms use
finite training sets and generate static models. However, the majority of algo-
rithms to learn classification models from continuously evolving data streams,
run in resource-aware situations, and need to detect and adapt to changes in
the underlying concept. Therefore, the design of an experimental framework to
evaluate and compare models that evolve over time has been recognized as an
important issue in data stream mining Gama et al. (2009).

In this section, we review the desired properties to comparatively assess al-
gorithms performance, taking into account that these need to learn from possi-
bly infinite data streams with non-stationary distributions and using a limited
amount of memory. Finally, we present the general framework that is used for
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assessing the quality of data stream learning algorithms contributed in this thesis.

5.1.1 Preliminaries of the experimentation

The metrics and the design of experiments for assessing the quality of the data
stream learning algorithms and the classification models they create are still open
issues in machine learning and data stream mining. The main challenges intro-
duced by data stream learning algorithms are:

• The continuous flow of data instead of a fixed sample of independent and
identically distributed examples.

• Classification models evolve over time instead of static models.

• Data is generated in a dynamic environment from non-stationary distribu-
tions instead of a stationary sample.

Gama et al. (2009) identifies the three dimensions that influence the data
stream learning process. These are:

• Space: The available memory is fixed;

• Learning time: Process incoming examples at the rate they arrive;

• Generalization power: How effective the learned model is at capturing the
underlying concept.

The algorithms proposed in this thesis were designed to use a limited memory
space and are able to process the incoming records incrementally at the rate they
arrive. Therefore, in the experiments, the proposed algorithms are compared with
other known algorithms that deal with the first two dimensions as well and the
focus will be on evaluating the generalization power of the learned model. Still,
the amount of available memory can have an impact on the generalization power
of the learned model and thus measuring such impact will also be the considered
in our evaluation of our resource-aware proposals.

This resource-awareness is more relevant for non-parametric classification mod-
els, such as decision trees because the number of free parameters evolve with the
number of training examples. For other types of models, such as linear models,
where its size typically depends on the number of attributes, memory manage-
ment is not so challenging because the size of the model does not depend on the
number of records.

Kirkby (2008) presents an interesting framework to evaluate learning algo-
rithms under memory constrains. Potential practical deployment of data stream
classification has been divided into three environments of increasing memory uti-
lization. These environments are:
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• Sensor networks (hundreds of Kbytes) - This environment represents the
most restrictive case of sensor networks, learning using only a few hundreds
of kilobytes of memory. Since this environment is so so restrictive, it is an
interesting test case for algorithm efficiency.

• PDA (tens of Mbytes) - This environment simulates the capacity of lightweight
consumer devices designed to be carried around by users and that fit into
a pocket. This includes devices such as PDA or smart phones where the
learning algorithm is allowed 32 megabytes of memory.

• Server computers (several Gbytes) - This environment simulates a server
dedicated to processing a data stream. The memory limit in this environ-
ment is assigned to 400 megabytes.

Kirkby (2008) also states that despite the future technological advancements
the insights gained about the scalability of algorithms will still be valid, as the
environments cover an interesting range, from restrictive to generous. Conse-
quently, in this work to evaluate the proposed solutions in memory constrained
environments we will limit the available memory to a few hundred of Kbytes.

Finally, the fact that learned models evolve over time is one of the major
challenges when evaluating their performance. In this thesis experiments, the
performance is evaluated using metrics based on sequential analysis, that refers
to the body of statistical theory and methods where the sample size may depend in
a random manner on the accumulating data Ghosh and Sen (1991). The following
section further describes the evaluations metrics used in the experiments.

Evaluation Metrics

In traditional batch learning algorithms with limited training sets, techniques
such as cross-validation, leave-one-out or bootstrap are the standard methods of
evaluation. Cross-validation is appropriate for limited size datasets, generated by
stationary distributions, and assuming that examples are independent. In data
streams scenarios, where data is potentially infinite, the distribution generating
examples and the classification models evolve over time, cross-validation and
other sampling strategies are not applicable.

When evaluating in the data stream scenario, the major goal is to establish a
measure of the accuracy over time. One possible solution involves taking snap-
shots at different times during the induction of the model to see how much the
model improves as additional records are processed. The evaluation procedure
of a learning algorithm must determine which records are used for training the
algorithm, and which are used to test the classification model created by the algo-
rithm. To evaluate a classification model in a data stream scenario, two possible
alternative procedures presented in the literature are:
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• Holdout an independent test set - In traditional batch learning, if the data
reaches a scale where cross-validation is too time consuming, it is often ac-
cepted to measure performance on a single holdout set instead Dietterich
(1998). In a data stream scenario, the current classification model is ap-
plied to the test set, at regular time intervals (or set of records). The loss
estimated in the holdout is an unbiased estimator.

• Interleaved Test-Then-Train or Prequential (Predictive Sequential): In the
Prequential approach Dawid (1984), the error of a model is calculated from
a sequence of records. Each individual record can be used to test the model
before it is used for training, the prediction is based only on the record
attribute-values (i.e., ignores the class value). Using this order, test then
train, the model is tested on new records (i.e., records it has not seen before).
This approach advantage is that no holdout set is needed for testing, making
use of all the available training data. Moreover, in situations where the
underlying concept is stable, it ensures a smooth plot of accuracy over
time, as each individual record will become increasingly less significant to
the overall average Gama et al. (2009).

Given Prequential advantages over the Holdout method, we decided to use
this method in this thesis experiments. The prequential-error is computed based
on the accumulated sum of a loss function L between the model prediction ŷi and
the observed values yi:

Si =
n∑
i=0

L(yi, ŷi)

In the prequential approach, is possible not to know the true value yi of all the
records in the stream. This method can be used in situations of limited feedback,
by computing the loss function L and the prequential-error Si only for the records
where yi is known.

The mean loss is given by: Mi = 1
n
×Si. For any loss function, it is possible to

estimate a confidence interval for the probability of error, Mi± ε, using Chernoff
bound Chernoff (1952):

εc =

√
3× µ
n

ln(
2

δ
)

where δ is a user-defined confidence level. In the case of bounded loss functions,
like the 0-1 loss, the Hoeffding bound Hoeffding (1963) can be used:

εh =

√
R

2n
ln(

2

δ
)

where R is the range of the random variable. Both bounds use the sum of
independent random variables and give a relative or absolute approximation of
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the deviation of X from its expectation. They are independent of the distribution
of the random variable.

Prequential-error estimators for a single algorithm and a single Dataset
Prequential evaluation provides a learning curve that monitors the evolution of
the data stream learning process over time. Using holdout evaluation, we can
obtain a similar curve by applying, at regular time intervals, the current model
to the holdout set. Both estimates can be affected by the order of the records.
Moreover, it is known that the prequential estimator is pessimistic, this is, under
the same conditions, it will report somewhat higher errors than holdout estimates
Gama et al. (2009).

The prequential error estimated over all the stream might be strongly influ-
enced by the first part of the error sequence, that in most cases is in the begin-
ning of the learning process and the classifier as seen only a few training records.
Therefore, the prequential error can be calculated using a forgetting mechanism,
which forgets old estimates and gives more importance to the most recent error
observations. This can be achieved by either using a time window relative to the
most recent observed errors, or using fading factors.

The prequential error using fading factors is computed as: Ei = Si

N
where

S1 = L1 and Si = Li + α × Si−1. Nevertheless, Ei converges to 0 when N tends
to +∞. A correction factor in the denominator of the equation is used:

Ei =
Si
Bi

=
Li + α× Si−1
ni + α×Bi−1

where ni is the number of examples used to compute Li . When the loss Li is
computed for every single record, ni = 1.

Since data stream classification is a relatively new field, the evaluation prac-
tices are not nearly as well researched and established as they are for traditional
classification algorithms that use a batch setting. The majority of experimental
evaluations use less than one million training records. In a data stream scenario
this is not enough, as in order to be truly useful for data stream classification the
algorithms need to be able to cope with a very large (potentially infinite) number
of records. Evaluations on small data sets do not build a convincing case for
the capacity to solve more demanding stream applications Kirkby (2008). The
following section introduces the MOA framework that was created to address this
problem and will be used for the experiments conducted.

The MOA framework

MOA is an open-source framework for dealing with massive evolving data streams
Bifet et al. (2010). It is written in Java and related to WEKA Witten and
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Frank (2005), the Waikato Environment for Knowledge Analysis, which is an
award-winning open-source workbench containing Java implementations of a wide
range of batch machine learning methods. MOA contains a collection of stream
generators, learning algorithms and evaluation methods particular to data stream
learning problems, for instance the Prequential-error.

It also contains implementations of several popular classification algorithms
such as the Naive Bayes and Hoeffding Trees. The implementations of the algo-
rithms proposed in this thesis are also developed in Java and some extend the
algorithms implemented in MOA.

Assessing machine learning algorithms and its results is one of the most rele-
vant and difficult problems in data mining, even in the case where static models
are obtained. The prequential statistic is a general methodology to evaluate
learning algorithms in data stream scenarios, where dynamic models that evolve
over time are required. Gama et al. (2009) summarizes the advantages of using
prequential error estimation to evaluate data stream algorithms:

• Allows us to monitor the evolution of learning process;

• Requires a forgetting mechanism, such as sliding windows or fading factors,
to avoid that estimates from the beginning of the process, where few records
have been process, bias the overall estimate.

• Sliding windows and fading factors converge toward the holdout estimate;

• Fading factors are faster and use less memory than sliding windows;

• Forgetting techniques are useful in statistical hypothesis testing, reducing
type II errors (false negatives);

• Forgetting techniques are useful in change detection. They might improve
detection rates, maintaining the capacity of being resilient to false alarms
when there are no drifts.

Therefore, the algorithms proposed in this thesis are evaluated using the
prequential-error as criteria of performance using sliding windows. Moreover,
the memory used by the learning algorithm must be taken into account. Despite
the fact that the solutions proposed in this thesis run using fixed memory, in sit-
uations of memory scarcity, they need to be evaluated. For instance, considering
a restricted learning environment, where only a few hundred Kbytes are avail-
able for the learning algorithm, the proposed algorithms must efficiently manage
the available memory, eventually discarding parts of the required statistics or old
classification models in situations of recurring concepts. Consequently, we need
to evaluate the impact on accuracy as severe memory constraints will negativelly
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affect the algorithm performance. Moreover, we need to asses how efficiently the
available memory is used over time.

The MOA framework makes possible the evaluation of data stream classifica-
tion algorithms on large streams and under explicit memory limitations. More-
over, since it allows to easily estimate the Prequential-error of classification al-
gorithms and the memory they consume, we will use the MOA framework to
evaluate the algorithms proposed in this thesis.

5.2 Datasets

In this section we explain the datasets that have been used for the experimenta-
tion, we used both real and synthetic data.

5.2.1 Synthetic Dataset

SEA Concepts
The SEA concepts dataset was introduced by Street and Kim Street and Kim

(2001) to test their Stream Ensemble Algorithm. SEA Concepts is implemented
in MOA as the stream generator. The SEA Concepts is a benchmark data stream
that uses different functions to simulate concept drift, allowing control over the
target concepts and its recurrence in our experiment. The SEA Concepts dataset
has two classes {class0, class1} and three features with values between 0 and 10
but only the first two features are relevant. The target concept function classifies
a record as class1 if f1 + f2 ≤ θ and otherwise as class0, f1 and f2 are the two
relevant features and θ is the threshold value between the two classes. Four target
concept functions as proposed in Street and Kim (2001) are used, threshold values
8, 9, 7 and 9.5 are set to define these functions. In the MOA implementation, it is
possible to control the noise present in the data stream. The noise is introduced
as the percentage p% of records where the class label is changed.

STAGGER
This dataset was introduced by Schlimmer and Granger Schlimmer and Granger

(1986) to test the STAGGER concept drift tracking algorithm. The STAGGER
concepts are available as a data stream generator in MOA and has been used
as a benchmark dataset to test concept drift. The dataset represents a simple
block world defined by three nominal attributes size, color and shape, each with
3 different values. The target concepts are:

1. size = small ∧ color = red

2. color = green ∨ shape = circular
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3. size = (medium ∨ large)

5.2.2 Real World Datasets

Electricity Market Dataset(Elec2 )
The Electricity Market Dataset(Elec2 ) Harries uses data collected from the

Australian New South Wales Electricity Market, where the electricity prices are
not stationary and are affected by the market supply and demand. The market
demand is influenced by context such as season, weather, time of the day and
central business district population density. In addition, the supply is influenced
primarily by the number of on-line generators, whereas an influencing factor for
the price evolution of the electricity market is time. During the time period
described in the dataset, the electricity market was expanded with the inclusion
of adjacent areas (Victoria state), which lead to more elaborate management of
the supply as oversupply in one area could be sold interstate. The Elec2 dataset
contains 45.312 records obtained from 7 May 1996 to 5 December 1998, with
one record for each half hour (i.e., there are 48 instances for each time period
of one day). Each record has 5 attributes, the day of week, the time period,
the New South Wales demand, the Victoria demand, the scheduled electricity
transfer between states and the class label. The class label identifies the change
of the price related to a moving average of the last 24 hours. The class level only
reflects deviations of the price on a one day average and removes the impact of
longer term price trends. As shown in Harries, the dataset exhibits substantial
seasonality and is influenced by changes in context.

This dataset was also used in Gama et al. (2004) to test the drift detection
method in real world problems, achieving good performance results.

Emailing list(Elist)
The real world emailing list (Elist) dataset1 Katakis et al. (2010) is a stream

of email messages from topics that are labeled by a user as interesting or junk
according to his preferences. The dataset is composed of 1.500 records and 913
attributes which represent words that occur in the corpus with frequency higher
than 10. To simulate concept drift and recurring concepts the dataset contains
2 recurrent concepts that change every 300 records. The first concept represents
messages where user is only interested in medicine and in the second concept
the interest changes to space and baseball. Since the dataset is relatively small
compared to the data volumes normally used to test streaming algorithms, we
processed it two times sequentially which results in a data stream with 3.000
records.

1http://mlkd.csd.auth.gr/concept drift.html
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Reuters
The Reuters dataset2 is usually used to test text categorization approaches. It

contains 21,578 news documents from the Reuters news agency collected from its
newswire in 1987. From the original dataset, two different datasets are usually
used, R52 and R8. R52 is the dataset with the 52 most frequent categories,
whereas R8 only uses the 8 most frequent categories. The R8 dataset has 5,485
training documents and 2,189 testing documents. In our experiments from R8, we
use the most frequent categories: earn (2,229 documents), acq (3,923 documents)
and others (a group with the 6 remaining categories, with 1,459 documents).

WebKD
The webKD data set1 contains web pages of computer science departments

of various universities. The corpus contains 4,199 pages (2,803 training pages
and 1,396 testing pages), which are categorized into: project; course; faculty;
student.

5.3 Experiments with MReC

5.3.1 Goals

The goal of the experiments presented in this section is to test the algorithm
MReC, proposed in Section 4.2, in terms of accuracy and efficiency. In addition,
experiments are performed to evaluate MReC behavior in situations with strong
memory limitations.

5.3.2 Datasets

MReC was tested with synthetic (SEA) and real world datasets (Elec2 and Elist),
in all but in one dataset (Elec2 ), the concept changes and contextual attributes
are generated artificially in order to control how MReC is able to exploit existing
relations between recurring concepts and context. In Elec2, we use an existing
context attribute. The context and recurrence details of the experiments are
detailed in what follows.

5.3.3 Context and recurrence settings

As context for the SEA dataset, we used a numerical context feature space with
two features a1 and a2 with values between 1 and 4. It was generated indepen-
dently as a context stream where the context attribute a1 is equal to the target

2http://www.cs.umb.edu/ smimarog/textmining/datasets/index.html
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concept function number, and a2 value is a random value, which introduces noise
in the context stream. The experiments use a stream with 250.000 records that
is generated using the MOA SEA generator and where the underlying concept
changes every 15.000 records. We tested a recurrence situation, where the order
of concepts is repeated periodically (i.e. 1,2,3,4). The experience was executed
with a 10% noise value as in the original paper Street and Kim (2001), this means
the class value of the training record is wrong in 10% of the records, so to be able
to test how sensitive the base learner is to noise.

For the Electricity Market (Elec2 ) dataset, we have considered the classifica-
tion problem to predict the changes in prices relative to the next half hour, using
as predictive attributes, the time period, the New South Wales demand, the Vic-
toria demand and the scheduled electricity transfer. As context, we used the
day of week attribute, as in Harries experiments it led to 10 different contextual
clusters. This learning scenario motivates our context-aware approach, which is
common in real-world problems. However, when using this a real world dataset
we have to take into account the fact that the day of the week variable used
as context may not represent the actual hidden context and when such changes
occur, which makes more difficult to evaluate the obtained results.

The Email List (Elist) dataset contains 2 recurrent concepts that change every
300 records. The first concept represents messages where user is only interested
in medicine and in the second concept the interest changes to space and baseball.
A contextual attribute location that is correlated with the target concept was
used as context.

5.3.4 Experimental setup

Two different experiments were performed:

• Experiment 1: Testing the accuracy of the MReC learning process over
time

• Experiment 2: Also tests the accuracy of the MReC learning process
but in situations where the memory available is limited. Since we are inter-
ested in assessing the accuracy-efficiency obtained by the proposed memory-
awareness strategy used in MReC.

Experiment 1 - Accuracy test experiments

In this set of experiments, MReC is compared in terms of accuracy with the
SingleClassifierDrift (i.e., moa.classifiers.SingleClassifierDrift) implemented in
MOA. Experiments are executed using the 3 datasets (i.e., SEA, Elec2, Elist)
explained above. In the experiments, we mark the records where change occurs
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to observe the adaptation to change and the if MReC is able to learn the relations
between concepts and context. In the case with the synthetic dataset, we moni-
tored if the mechanism is able to predict the underlying concept after change is
detected by recording its accuracy. The SingleClassifierDrift approach also uses
the incremental Naive Bayes algorithm and detects drift using the drift detection
method Gama et al. (2004), that does not consider recurrence. In the Elec2 real
world dataset we also compare results with an incremental Naive Bayes algorithm
Gama and Gaber (2007) (without any mechanism to adapt to drift) because for
this dataset the records where change occurs is unknown.

In the experiments the value of some parameters has to be defined:

• Window size

• The weights assigned to the utility function used to select the saved models

• The training period that is considered for the context-concepts history

• The threshold that is used for the context history

• The threshold that is used in the concept similarity function

For all the experiments, the context history threshold was set to 0.3 and
the similarity threshold was 0.6. The parameter values for the window size and
training period were set according to the different datasets so an adequate value
could be defined. The window size used to compare the models (i.e. the number
of records we consider the learned concept is stable) was 20 for Elist and 100 for
the SEA and Elec2 datasets. The weights assigned to the utility function where
0.5 to each factor after the training period, while during the training period the
MSE factor was given all the weight because context is not yet used. We used
a training period for the context-concepts history of 60.000 records for the SEA
dataset, 10.000 for Elec2 dataset and 900 for the Elist dataset.

Experiment 2 - Memory-awareness experiments

In this set of experiments, we compared the MReC memory-aware strategy in
different memory constrained situations, using 7KBytes, 5KBytes and 3KBytes
of available memory, running the SEA and the Elec2 datasets. These values
were chosen because they are within the restricted scenario proposed in Kirkby
(2008) which allows to simulate constrained ubiquitous devices such used in sensor
networks. Moreover, these values enable to compare situations where different
amounts of models can be saved. On the one hand, scenarios where it is possible to
store enough models to represent the different target functions, on the other hand
scenarios where due to the strong memory constraints only a reduced number of
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Figure 5.1: Accuracy of MReC (Context) vs SingleClassifierDrift (Single) using
the Elist dataset

models can be stored. Note that for the SEA of concepts dataset, this means that
in the 3KBytes scenario, it is only possible to store a less number of models than
existing target functions. Such constraint enables us to observe and measure how
the accuracy declines as the memory available is reduced and as fewer models can
be kept in memory. Also, it is important to understand the impact of discarding
models and the utility of the stored models in the adaptation to recurrence in
such memory constrained scenarios.

5.3.5 Results

Email list dataset - Experiment 1 Figure 5.1 shows the results from the
accuracy experiment using the Elist dataset. The black vertical lines show when
drift occurs. In the figure one can observe that the context-aware approach leads
to better overall accuracy than SingleClassifierDrift. Moreover, the MReC in
general adapted faster to drift and the models retrieved using context integra-
tion were able to represent the underlying concept. This is not observed in the
SingleClassifierDrift approach that always has to relearn the underlying concept
from scratch after drift is detected. Furthermore, it is also noticeable that MReC
achieves a more stable accuracy over time, as it recovers much faster from drift
than the approach without stored models. We can clearly start to see the im-
proved adaptation after record 1.200 where the accuracy loss after a drift event
is much softer than the SingleClassifierDrift approach. This results from the
successful learning of the context-concept relations and its usage in situations
of recurrence. The MReC approach obtained 75.5% accuracy vs 72.4% single
classifier approach and required to process 2.361 less records, as the system was
able to recognize and take advantage of concept recurrence. The integration of
context enabled the system to exploit the associations between recurrent concepts
and context as a way to track concept recurrence and in situations where this
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(a) normal

(b) memory-limited

Figure 5.2: Elec2 dataset experiment, testing the accuracy of the MReC (Context)
vs SingleClassifierDrift(Single) vs NaiveBayes (a) - Memory-awareness (b) com-
paring MReC in scenarios with different memory limits.

association occurs it was possible to achieve better results.

Electricity Market dataset - Experiment 1 As it can be seen in Figure
5.3.5a MReC obtained better overall accuracy results (i.e., 72%) when compared
with SingleClassifierDrift (i.e., 69%) and incremental NaiveBayes (i.e., 62%) re-
spectively. It is also possible to observe that MReC achieves a more stable ac-
curacy and recovers faster from changes. This can be seen more clearly around
record 35.000. Despite the promising results, it is not possible to determine ex-
act borders between concepts in this dataset and its relations with the context
represented by the day of week. This limits the extent in which is possible to
evaluate the results. However, such drawbacks are a consequence of learning from
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Figure 5.3: Accuracy of the MReC (Context) vs SingleClassifierDrift(Single) using
the SEA concepts dataset.

real world data and is an issue that is also referred in other works that use this
dataset Gama et al. (2004).

Electricity Market dataset - Experiment 2 In the experiments with mem-
ory constraints, the results in Figure 5.3.5b show that the overall accuracy is
similar between the experiments, in the order of 72% correctly classifier records.
For the different tested scenarios MReC still obtains better or equal overall ac-
curacy than the memoryless approach (i.e., SingleClassifierDrift). However, the
accuracy over specific periods depends on the model that is reused and which
ones that were previously discarded in situations of memory scarcity, which is a
direct consequence of the proposed model utility criteria. Such a difference can
be seen around record 35.000, where the test that kept the adequate models (i.e.,
7Kb) are still able to show improved adaptation. In contrast, the accuracy loss
in the tests with 5Kb and 3Kb is more evident, but results in less number of
processed records, 9032 and 8731 less records respectively than 37345 that were
processed in the 7Kb test. This means that in this experiment MReC is able to
efficiently use the available memory in situations of memory scarcity.

SEA concepts dataset - Experiment 1 As can be observed in Figure 5.3,
for the SEA concepts dataset, using the MReC approach leads to better re-
sults than SingleClassifierDrift when recovering from concept drift. In general,
the MReC adapted to drift faster and the models selected by the context-aware
mechanism were able to represent the target concepts as can be seen by the ac-
curacy obtained after change. This is more evident after the training period for
the context-concept relations, that is, after 60.000 records are processed. The
SingleClassifierDrift approach always has to relearn the underlying concept from
scratch after drift is detected. However, in some situations for example at record
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17.500 and 100.500, where selected model does not seems to represent the target
concept at first and the SingleClassifierDrift approach is able to achieve better
results. In this case, the fast adaptation of our greedy approach leads to the
selection of a worse model. A more conservative approach could be used in-
stead by increasing the number of records in the warningWindow or the selection
threshold. It is also noticeable that MReC achieves a more stable accuracy over
time, because it recovers much faster from drift than the approach without stored
models. This is significant for ubiquitous learning as MReC obtained 2.526 more
correct predictions and required to process only 98.431 of the 250.000 records.
The usage of context as part of MReC enables to exploit the associations be-
tween recurrent concepts and context as a way to track concept recurrence and
achieve better results in situations where this association exists.

SEA concepts dataset - Experiment 2 In Figures 5.4, the memory-aware
approach is compared in scenarios with different available memory values. It is
observed that when the available memory is reduced, the accuracy decreases. In
the test scenario with 7Kbytes (Figure 5.4a ) it is possible to store 7 models,
which allows to keep more than one model for each target concept. As a result
the performance was almost the same (with only 11 more misclassified records)
to the scenario without any memory constraints where 10 models are stored.
In the scenario with 5Kbytes (Figure 5.4b), the reduction in accuracy is more
significant, with 4.318 more misclassified records and the accuracy curve starts
to resemble the SingleClassifierDrift seen in Figure 5.3 especially around records
120.000 and 165.000 (where the concept with θ=8 is the target concept). Finally
in the scenario with 3Kbytes (Figure 5.4c) only 3 models can be kept in memory
and as a result the performance is further reduced, with more 4.918 misclassified
records. In terms of the number of records processed the numbers for the 7Kb,
5Kb and 3Kb were 98.474, 68.098 and 119.352 respectively. The increase in the
number of processing records in the more constrained situation is because it has to
relearn from scratch some concepts. The models that it can store do not represent
the underlying concept, as it was forced to delete useful models previously due
to the severe memory limit.

From the results we observe that MReC achieves better overall accuracy,
adapts faster to change and in situations of recurrent concepts is able to improve
the accuracy between changes. Also, it reduces the number of processed records
(i.e., training records processed by the base learner).
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(a) 7KB

(b) 5KB

(c) 3KB

Figure 5.4: Accuracy of the MReC (Context) using the SEA concepts dataset in
memory limited scenarios.
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5.4 Experiments with MReC-DFS

5.4.1 Goals

Experiments to test MReC-DFS algorithm, proposed in Section 4.3, in terms of
accuracy and resource consumption have been performed, which allow to asses
MReC-DFS feasibility and efficiency. The approach was tested using different
high dimensional real world text streams as data sources.

5.4.2 Datasets

The real world datasets used, Elist ;R8 ;WebKD, are well known for text classi-
fication Katakis et al. (2010). Since we are interested in scenarios of recurring
concepts, we created experiments where the user interest changes according to
context and where the learning task is to correctly predict the current user interest
in a certain document.

The features are evaluated using the information gain ratio method available
in Weka, we also tested the χ2 statistic and the information gain, the informa-
tion gain ratio gives better results in the selection between predictive/irrelevant
attributes. The NaiveBayes class used as base learner was extended to deal with
dynamic feature spaces.

5.4.3 Experimental setup

Similarly to what has been proposed in Katakis et al. (2010) with the Elist dataset
using the 20 Newsgroups data to deal with recurrent concepts, we created a MOA
data stream generator that wraps the R8 and WebKD text documents. The
generator simulates document filtering according to user interest. Each record
generated from the stream represents binary labeled (i.e., interesting or irrele-
vant) document from the collection. The labels are calculated dynamically when
matching the original document classification with the current user preferences.
In webKD data there are 4 classes, to simulate a user that is only interested in
pages about course and project, all the documents that belong to these topics
will be labeled as interesting. Moreover, the generator allows the definition of
the current underlying concept by changing the topics of interests. In the scope
of our experiments, this allows control over concept changes and user preferences
may be repeated to simulate recurring concepts.

Context-Concept relations

For simplicity and without loss of generality the context is generated as a stream
of context records within a context space C that uses two context attributes C =
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{location, weekDay}. With location ∈ {work, home}, weekDay ∈ {week, weekend}.
In our experiments the target concepts of the learning process represents the

user interests in a set of topics. These interests are associated with context. For
instance, a user at home is not interested in science, but in documents related to
sport and cinema.

The table 5.1 summarizes for the aforementioned datasets, defines what are
the user interests and which is the associated context for each 500 records period.
The row start indicates the starting record for each period.

Context/
work home work home home work home work work home

Dataset week week week week weekend week week weekend week week
R8 earn acq earn acq others earn acq others earn acq

WebKD
project student project student faculty project student faculty project student
course course course course

Start 0 500 1000 1500 2000 2500 3000 3500 4000 4500

Table 5.1: Interests associated with context over time

In the elist dataset the context (work, week) occurs with the first the topic
(medicine) that defines the first concept, whereas the context (home,weekend)
occurs with the topics (spaceandbaseball) that define the second concept.

5.4.4 Experiments

MReC is compared in terms of accuracy with the different learning algorithms:

• Incremental Naive Bayes (NB): A single Naive Bayes processes the data
stream records. The method can inherently deal with the dynamic feature
space. However, no feature selection is performed. Consequently, if the
combined feature space has high dimensionality too many estimators must
be kept, which can limit the algorithm performance in relation to approaches
that apply feature selection.

• Moving Window Naive Bayes (MW): A single Naive Bayes processes the
data stream records, likewise the previous method but in this algorithm,
only the records within a time window of fixed size are considered.

• Single Classifier Drift (DDM): The MOA implementation of the Drift De-
tection Method by Gama et al. (2004) is used. The incremental Naive Bayes
is used as base classifier, because it can learn in a dynamic feature space.
Nevertheless, the same limitations in performance that apply to the Naive
Bayes may be applied here if the dimensionality is high, because no feature
selection is used.
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The aim is to compare MReC with the aforementioned learning algorithms
using high dimensional datasets and analyze the accuracy over time.

The following different versions of MReC-DFS are compared measuring the
accuracy and memory used:

• MReC : serves as baseline method, it tracks recurring concepts using context
information and the base learner is the Naive Bayes algorithm, no feature
selection is performed.

• MReC-DFS -TopN: same as MReC but feature selection is performed keep-
ing the top N features (according to their evaluation score) for a given
model.

• MReC-DFS -Threshold: same as MReC but feature selection is performed
keeping the features with score above a pre-defined threshold.

• MReC-DFS -Adaptive: same as MReC but the feature selection is per-
formed using an adaptive threshold as described in section 4.3.2, for all
the experiments we used the 75th percentile.

In the experiments, values have to be assigned to the following parameters :

• The stability period Window size

• The weights assigned to the utility function used to select the saved models

• The training period that is considered for the context-concepts history

• The threshold that is used for the context history

• The threshold that is used in the concept similarity function

The values used for the MSE and context weights in the ensemble creation
were set to 0.5, the stability period used was 30 records, the context training pe-
riod was 900 records and the context history threshold was set to 0.3, whereas the
similarity threshold was 0.6. In this set of experiments, these parameters are the
same for all datasets used, so no fine tuning for each dataset was performed. The
parameters of each particular variation (feature evaluation threshold or number
of features) are shown in the tables and figures with the results for each particular
test.
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Memory consumed
Dataset Method Memory savedMemory Accuracy

elist

MReC 501.960 0% 0.736
MReC-DFS (0.01) 368.272 26.6% 0.717
MReC-DFS (300) 332.072 33.8% 0.697
MReC-DFS (Adap) 220.024 56.2% 0.761

R8

MReC 681.808 0% 0.796
MReC-DFS (0.05) 485.584 28.7% 0.807
MReC-DFS (300) 489.456 28.2% 0.791
MReC-DFS (Adap) 489.912 28.1% 0.829

webKD

MReC 892.184 0% 0.780
MReC-DFS (0.05) 346.240 61.1% 0.770
MReC-DFS (300) 444.216 50.2% 0.772
MReC-DFS (Adap) 443.088 50.3% 0.797

Table 5.2: Memory saved using feature selection

5.4.5 Results and discussion

The aim of the experiments is to asses MReC-DFS efficacy and efficiency, in re-
lation to the different methods. The efficacy is shown in terms of the obtained
accuracy, precision and recall. The memory consumed and the number processed
records are used as an indicator of the algorithm efficiency. Therefore, the ex-
periments measure the predictive accuracy, precision, recall, number of records
processed to train the models and total memory consumed (this is done only for
the methods that store models).

All the figures of the experiments show the accuracy of the algorithms over
time. Each point shows the average accuracy using a time window over a period
of 50 records. In the figures the vertical lines indicate that a change in concept
occurs at that point. In order to improve readability of the figures in which
we present the results for each dataset are divided into two figures of different
scale. Thus for better comparison between the figures with different scales and
as reference, the MReC approach is shown in both figures of the same dataset.

Elist

Table 5.3 shows the experimental results for the Elist dataset, we observe that
the methods that explore recurring concepts outperform the other methods. Be-
tween the MReC methods that explore recurrence, we see that due to exploiting
recurring concepts all these require to process less records and achieve good ac-
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Method Accuracy Precision Recall ProcInst
NB 0.542 0.507 0.692 1500
MW(100) 0.661 0.632 0.652 1500
DDM 0.707 0.664 0.754 1500
MReC 0.736 0.693 0.778 630
MReC-DFS (0.01) 0.717 0.674 0.761 633
MReC-DFS (300) 0.697 0.654 0.742 908
MReC-DFS (Adap) 0.761 0.717 0.807 1020

Table 5.3: Results of all methods using the elist dataset

curacy at the cost of increased memory consumption (table 5.2). Consequently,
there is a good trade off in the accuracy and the memory consumed. However, as
it can be seen when comparing the base method with the ones that use feature
selection, the latter achieve a reduction in the memory consumed.

Considering the 3 feature selection methods, we see that selecting the top
N (MReC-DFS (TopN)) for these concepts results in the worse accuracy value.
This is a consequence of the concepts and N, as some useful features may be lost
and the models (with selected features) fail to represent accurately the recurring
concepts in comparison with other models where a more flexible feature selection
method is used. For example, the MReC-DFS (Threshold) method results in the
second best accuracy within the feature selection methods, however determining
the threshold is not trivial, particularly in the context of online learning, as the
threshold value that is more adequate can change with concepts. The adaptive
threshold method proposed in this work, tries to address such issue, we observe
that it achieves the best results for this dataset.

In Figure 5.5 we can see the methods without feature selection, MReC that
exploits recurring concepts is shown in both figures (Figure 5.5 and Figure 5.6).
Moreover, in Figure 5.6 the different feature selection methods are shown.

Figure 5.5 shows that the NB achieves the worse performance followed by the
Moving Window where its model always refers to the most recent records in the
window, which makes it able to adapt to the underlying concept. However, no
explicit drift detection is used, for this reason the DDM and MReC achieve better
results as they can explore more training records. While learning the two concepts
both methods achieve the same results (until record 600), but after learning the
underlying concepts, the MReC ( because it exploits recurrence) is able to reuse
these models and adapt more efficiently to the concept changes.

In the Figure 5.6 we can observe that all the methods have similar behavior
but that MReC and MReC-DFS (Adaptive) achieve the best curve and adapt
better. MReC because it exploits recurrence and keeps all the relevant features,
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Figure 5.5: Accuracy of the methods using the elist dataset

however at the cost of more memory consumed, and the MReC-DFS (Adaptive)
because for each model the feature selection threshold is calculated according to
the evaluation values and not by some fixed value determined apriori that has
to remain constant between the different concepts observed during the learning
process.

Reuters R8

Table 5.4.5 shows the experimental results for the Reuters R8 dataset. We see
that once more that the feature selection helps to improve the accuracy of the
results. Due to the existence of 3 different concepts in this dataset, we can
observe in table 5.2 that the memory consumption increases in the MReC ap-
proach, this is minimized when we look at the feature selection methods because
less features are saved. Between these methods, a very good trade-off between
accuracy and memory consumed is achieved by the adaptive threshold method.
This is also seen in figure 5.8 where MReC-DFS (Adaptive) adapts much better
to the recurring concept changes. Moreover, it is possible to observe that for
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Figure 5.6: Accuracy of the MReC variations using the elist dataset

Method Accuracy Precision Recall ProcInst
NB 0.517 0.404 0.651 5000
MW(250) 0.657 0.529 0.684 5000
DDM 0.816 0.705 0.864 5000
MReC 0.796 0.689 0.818 1504
MReC-DFS (0.05) 0.807 0.702 0.829 1503
MReC-DFS (300) 0.791 0.681 0.816 2192
MReC-DFS (Adap) 0.829 0.731 0.850 2247

Table 5.4: Results of all methods using the R8 dataset
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Figure 5.7: Accuracy of the methods using the R8 dataset

the 3rd concept (which is difficult to track, because of the accuracy dip around
4.000), MReC-DFS (Adaptive) obtains the best results as it adapts smoothly to
the concept change. This result is is even better than the one obtained with the
MReC method, and can be explained by the number of records processed that is
not enough to represent efficiently all the underlying concepts, particularly the
aforementioned 3rd concept. Note that, once more, the fixed feature selection
MReC-DFS (TopN) method is the worse of the sophisticated methods as it some-
times fails to adapt to recurrence, this can attributed to the loss of important
features. Concerning the DDM, it clearly achieves good performance with low
memory consumption, however, its main drawback is that the base learner al-
ways relearns all concepts from scratch and needs to process all the records in
the stream.

webKD

Table 5.4.5 shows the experimental results obtained for the webKD dataset.
Again a clear advantage is seen for the MReC methods that exploit recurrence, at
they obtain better predictive accuracy and process fewer records than the other
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Figure 5.8: Accuracy of the MReC variations using the R8 dataset

Method Accuracy Precision Recall ProcInst
NB 0.569 0.380 0.372 5000
MW(250) 0.630 0.472 0.526 5000
DDM 0.732 0.592 0.740 5000
MReC 0.780 0.664 0.746 1524
MReC-DFS (0.05) 0.770 0.660 0.704 1517
MReC-DFS (300) 0.772 0.655 0.732 2050
MReC-DFS (Adap) 0.797 0.689 0.760 2023

Table 5.5: Results of all methods using the webKD dataset
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methods. Table 5.2 shows that the memory cost that comes associated with sav-
ing models is minimized by the feature selection methods. Moreover, the minimal
loss in accuracy results from an effective feature selection. The differences be-
tween the feature selection methods can be attributed to their relative success in
keeping the most relevant features for the target concepts.

The adaptive threshold selection method gives the best accuracy while re-
ducing the memory cost to half. Figure 5.10 shows that the accuracy curves
of the MReC methods are superior to the other methods (Figure 5.9), how-
ever, the feature selection methods are not free from drawbacks, as it is seen for
the fixed threshold method around record 2.000. This shows that the MReC-
DFS (Threshold) method failed to adapt to recurrence due to loss of relevant
features which can have an impact on measuring the conceptual equivalence be-
tween stored models. However, we should note that no fine tuning was performed
between the experiments to alleviate such drawbacks as it was not the focus of
these experiments. Still, within the MReC methods the MReC-DFS (Threshold)
was the one with lowest memory consumption and less processed records. This
shows again the importance of the trade-off between accuracy and resources in
data stream learning systems.

5.5 Experiments with Coll-Stream

5.5.1 Goals

In this section we present the experiments conducted to test Coll-Stream, pro-
posed in Section 4.4, in terms of accuracy for different situations, using a variety
of synthetic and real datasets. The MOA evaluation features and some of its
algorithms were used. Some of these algorithms were used as base classifiers
to be integrated in the ensemble that Coll-Stream uses and also as comparison
algorithms in the accuracy evaluation experiments.

5.5.2 Datasets

The synthetic datasets used are the STAGGER and SEA datasets. As real world
datasets, the R8 and WebKD are used.

5.5.3 Experimental Setup

For the experiments, in the case of the webKD dataset we created a data stream
generator with this dataset and we defined 4 concepts that represent the user
interest for certain pages. These are:
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Figure 5.9: Accuracy of the methods using the webKD dataset

1. course ∨ project

2. faculty ∨ project

3. course ∨ student

4. faculty ∨ student

Similarly to the Web dataset, for the R8 dataset in our experiments, we define
4 concepts (i.e., user interest) with the following categories:

1. earn

2. acq

3. others

4. earn ∨ others

In the experiments, Coll − Stream is tested using the SEA, STAGGER, we-
bKD and R8 datasets with the data stream generator in MOA, the target concept
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Figure 5.10: Accuracy of the MReC variations using the webKD dataset

was changed sequentially every 1,000 records and the learning period shown in
the experiments is of 5,000 records. As parameters, it is required to set the size of
the window. This value was set to 100 records for all the experiments and for all
the algorithms that use a sliding window. This guarantees the robustness of the
approach without the need for fine parameter tuning, which can be considered a
drawback in other approaches.

In the Experiments, Coll − Stream, proposed in Section 4.4, is evaluated
against the following approaches:

• MajV ote: Majority Weighted Voting, ensemble approach where each clas-
sifier accuracy is incrementally estimated based on its predictions. To clas-
sify a record, each classifier votes with a weight proportional to its accuracy.
The class with most votes is used.

• NBayes: incremental version the Naive Bayes algorithm.

• Window: incremental Naive Bayes algorithm but its estimators represent
information over a sliding window; 5)HoeffNB, Hoeffding Tree with Naive
Bayes classifier on its leafs.
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DataSet STAGGER SEA Web Reuters
HoeffNB 78.92% 89.94% 57.20% 61.88%
NBayes 72.74% 90.96% 57.06% 62.90%
Window 81.96% 92.42% 58.62% 72.36%
MajVote 93.76% 90.98% 66.16% 66.94%
Coll-Stream 97.42% 94.72% 71.00% 76.92%

Table 5.6: Accuracy evaluation

In addition, we have implemented and tested the accuracy of Coll − Stream
variations proposed in Section 4.4.3. Nevertheless, the results show only a very
small increase in accuracy for the variation that considers the relative importance
of the features, and are not significant for the other variations. For this reason
the results presented in this section refer to the regular version of Coll−Stream
and Section 5.5.8 is dedicated to describe the experiments of the variation that
uses feature selection.

In the experiments, the base classifiers (that represent the community knowl-
edge) used in the ensemble were trained using data records that correspond to
each individual concept, until a stable accuracy was reached. The Naive Bayes
and Hoeffding Trees algorithms available in MOA were used as base classifiers.
For the real datasets, the ensemble only receives the 3 first of the 4 possible con-
cepts, this asserts how the approach is able to adapt the existing knowledge to a
new concept that is not similar to the ones available in the community. In the
experiments we record the average classification accuracy over time using a time
window of 50 records using the evaluation features available in MOA.

5.5.4 Accuracy evaluation of Coll-Stream

We compare the efficacy of Coll-Stream in relation to the other aforementioned
approaches. In this set of experiments we measured the predictive accuracy over
time. The vertical lines in the figures indicate a change of concept.

Table 5.6 shows the overall accuracy of the different approaches for each
dataset. Concerning the accuracy, Coll-Stream achieves the highest accuracy.
For the other approaches, the performance seems to vary across the datasets.

Figure 5.11 depicts further analysis of the accuracy of the different approaches
over time for the STAGGER data. It shows that Coll-Stream is not only the
more accurate but also the most stable approach, even after concept changes. The
MajV ote also achieves very good results, close to Coll-Stream, but for the 2nd
and 3rd concept it performs worse than Coll-Stream. For the Window, NBayes
and HoeffNB approaches, the first is able to adapt faster to concept drift, while
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Figure 5.11: Accuracy over time for the STAGGER datastream

HoeffNB only shows a small gain over the NBayes, which is the worst approach
in this evaluation.

Figure 5.12 shows the high and stable accuracy of Coll-Stream over time for
the SEA data. In this experiment, we can observe that the MajV ote performs
worse than Coll-Stream, and does similar to the other methods, with the ex-
ception of the 4th concept, where the MajV ote achieves the best performance.
The Window approach also shows good accuracy and stable performance with
the changing concept, which makes it higher than MajV ote when we look at
the overall accuracy in Table 5.6. The NBayes and HoeffNB approaches do
not show significant difference. We should note that even the HoeffNB which
achieves the worse performance in the evaluation is able to keep the accuracy
higher than 80%. This can be a result of less abrupt differences between the
underlying concepts, when compared with what we observed in the STAGGER
data in Figure 5.11.

The Web data concepts are more complex than for the synthetic data. For
this reason, we can observe in Table 5.6 that the overall accuracy is not as high
for most of the approaches. Figure 5.13 further analyzes the accuracy curve for
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Figure 5.12: Accuracy over time for the SEA datastream

the different concepts and how it is affected by concept changes. For the 1st

concept, the MajV ote achieves a slightly better performance than Coll-Stream.
However, in the 2nd concept, we can observe a greater drop in the performance
of MajV ote at the time that the Coll-Stream is more stable and become higher
in the accuracy. During the 3rd concept, both approaches achieve similar results,
while the other approaches are not able to adapt successfully to the concept
changes. It is interesting to find that for the 4th concept, which is dissimilar to
the classifiers used in the ensemble approaches, we observe that Coll-Stream is
able to adapt well with only a slight drop in accuracy while the MajV ote shows a
large drop in performance and is not able to adapt successfully. Again when the
1st concept recurs we see a dominance of the MajV ote which seems to represent
this concept with high accuracy.

Using the Reuters dataset, the overall accuracy is better than in the Web data
as can be observed in Table 5.6. Figure 5.14 shows that Coll-Stream achieves high
accuracy across the concepts and very stable performance over time. The results
are somehow similar to the Web ones. However, the MajV ote achieves worse
performance for the 2nd and 3rd concepts, while the Window approach is able
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Figure 5.13: Accuracy over time for the Web data stream

to adapt faster to the different concepts, with the exception of the 3rd one. For
the 4th concept, the Window approach is even able to outperform Coll-Stream,
which explains its overall accuracy result in Table 5.6.

5.5.5 Impact of region granularity on the accuracy

In this set of experiments, we measured how the accuracy is influenced by the
granularity of the partitions used in Coll-Stream. For the SEA dataset where
each attribute can take values between 0 and 10, we defined regions with different
sizes from 10 possible values to only 2 values for each attribute. For example,
if we consider R2, the 2 indicates that each attribute has to be discretized into
only two values. Consequently, all the accuracy estimations for attribute values
greater than or equal to 5 are stored in one region, while values lower are stored
in the another. A similar situation is illustrated in Figure 4.6 of Section 4.4.3.
Figure 5.15 shows that the accuracy of Coll-Stream decreases with higher region
granularity (i.e., less partitions). In Table 5.7, we measured the memory required
for the different granularities and how that size relates to the overall memory
consumption of the approach (excluding the classifiers). We observe that the
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Figure 5.14: Accuracy over time for the Reuters datastream

Regions Accuracy Memory(bytes) Memory(%)
Full 94.72% 30112 55.83%
R7 90.82% 23776 44.09%
R5 79.58% 20608 38.21%
R3 63.34% 17440 32.33%
R2 54.64% 15856 29.40%

Table 5.7: Region granularity evaluation using SEA dataset

additional memory cost to have higher accuracy is small. This could only have
a significant impact in ubiquitous devices with very limited memory where the
accuracy-efficiency trade-off of the approach is critical.

5.5.6 Impact of noise in the accuracy

We compare the impact of noise on the accuracy of Coll-Stream. Table 5.8 shows
the results of our experiments with different approaches using the SEA data
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Figure 5.15: Accuracy with different region granularity using SEA datastream

DataSet Noise 0% Noise 10% Noise 20% Noise 30%
HoeffNB 89.94% 81.22% 71.52% 62.92
NBayes 90.96% 81.94% 72.72% 64.12
Window 92.42% 82.82% 73.12% 63.90
MajVote 90.98% 81.42% 71.96% 63.90
Coll-Stream 94.72% 83.68% 73.22% 63.78

Table 5.8: Noise impact evaluation using SEA datastream
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DataSet Without TC With TC
STAGGER 95.86% 97.42%
SEA 94.24% 94.72%
Web 71.00% 72.36%
Reuters 76.92% 77.78%

Table 5.9: Similarity with target concept (TC)

with different noise percentages (i.e., percentage of records where the class label
changed). The first column represents the case without noise and shows the
results that were previously reported in Section 5.5.4. We can observe that Coll-
Stream achieves higher accuracy than the other approaches even when the noise
level increases, however as the percentage of noise increases the difference between
the approaches decreases. Consequently, when the noise level is 30%, all of the
approaches achieve a very similar performance (around 63%).

5.5.7 Effect of concept similarity in the ensemble

In Section 5.5.4, when discussing the evaluation of the experiments using real
datasets, we were able to observe (in Figures 5.13 and 5.14 ) that Coll-Stream is
able to adapt to new concepts that are not represented in the community/ensemble.
This is clear when we compare Coll-Stream performance difference with the
MajV ote for the 4th concept (between 4,000 and 5,000 records) in the real
datasets. To further investigate this issue, we performed an additional experi-
ment where we measured the impact on the accuracy of Coll-Stream when having
the target concept represented in the ensemble. We can observe the results in
Table 5.9. The table shows a small drop in the accuracy between the two cases;
when the target concept is represented and when it is not. Thus, it could be con-
cluded that Coll-Stream achieves good adaptation to new concepts using existing
ones. Furthermore, we observe the least difference for the SEA dataset, because
even without knowledge from the 4th concept, there is greater similarity to known
ones than in other datasets (e.g., in the STAGGER dataset where the difference
between concepts across the regions is greater). Consequently, if there is a local
similarity among the concepts, Coll-Stream is able to exploit it. This way it can
represent a concept by combining other concepts that are locally similar to the
target one.
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5.5.8 Impact of feature selection on the accuracy

In general, accuracy evaluation of Coll-Stream when using feature selection shows
that it is possible to maintain or even increase the accuracy while reducing the
number of features that need to be kept. This has a strong impact on the
accuracy-efficiency trade-off of the approach and will be discussed in detail in the
following subsection where we evaluate the memory consumption of Coll-Stream.
We also observe that there is a small decrease in the accuracy of Coll-Stream,
particularly in the Web dataset, in this set of experiments in relation to the ex-
periments in the previous section. This is a result of using less diversity in the
ensemble (i.e., only NaiveBayes base learner)

Table 5.10 shows the 5 different tested methods their parameters for each
dataset and the accuracy obtained. In what concerns the accuracy for the different
datasets, we can observe in Table 5.10 that for the synthetic datasets where the
number of features is much smaller than in the real datasets. Therefore, it is
only possible to perform a modest reduction on the number of features without
affecting the accuracy. This is also a result of the number of irrelevant features.
For instance, in the STAGGER dataset the number of irrelevant features can
be 1 or 2 according to the target concept. In addition, in the SEA dataset the
last feature is always irrelevant to the target concept, we can observe that when
the number of kept feature is two ( and the feature selection method correctly
selects the two predictive ones ) the accuracy increases. Nevertheless, if one of
the predictive features is lost there is a sharp drop in accuracy.

For the real datasets, where there is a large number of features the results
show that its possible to reduce the number of features while achieving a similar
or slightly better accuracy than without feature selection.

With respect to the different feature selection methods, either the fixed or
threshold approaches achieve similar results. However, the main drawback asso-
ciated with this method is related to the selection of the appropriate parameter
value (i.e., threshold or number of features). In general, the fixed approach al-
lows better control over the consumed space, while the threshold approach is
more flexible. This will further analyzed in the next section where we asses the
memory savings of each method.

5.5.9 Impact of feature selection on memory consumption

When measuring the savings in memory consumption that result from using fea-
ture selection, we can observe in Table 5.11 that is possible to maintain of even
increase the accuracy while consuming at least 50% or less or the resources. Please
observe the number of features (NumF) and the percentage of memory (Mem)
used in relation to the test without feature selection.
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DataSet Measure Fixed(1) Fixed(2) Threshold(1) Threshold(2) WithoutFS

STAGGER
Accuracy 90.78% 97.40% 93.98% 97.40% 97.40%
ParValue 1 2 0.13 0.05 -

SEA
Accuracy 87.78% 96.12% 95.10% 96.12% 94.72%
ParValue 1 2 0.08 0.06 -

Web
Accuracy 67.38% 66.54% 67.80% 66.54% 66.4%
ParValue 100 300 0.08 0.02 -

Reuters
Accuracy 77.00% 76.32% 76.68% 76.06% 75.64%
ParValue 100 300 0.08 0.02 -

Table 5.10: Accuracy evaluation of Coll-Stream using feature selection

DataSet Measure Fixed(1) Fixed(2) Threshold(1) Threshold(2) WihoutFS

STAGGER
Accuracy 90.78% 97.40% 93.98% 97.40% 97.40%
NumF 3 6 4 5 9
Memory 33% 66% 44% 55 % 100 %

SEA
Accuracy 87.78% 96.12% 95.10% 96.12% 94.72%
NumF 4 8 5 8 12
Memory 33% 66% 42% 66% 100 %

Web
Accuracy 67.38% 66.54% 67.80% 66.54% 66.4%
NumF 300 900 234 782 2820
Memory 14% 43% 11% 37% 100 %

Reuters
Accuracy 77.00% 76.32% 76.68% 76.06% 75.64%
NumF 300 900 502 986 1683
Memory 18% 54% 30 59 % 100 %

Table 5.11: Memory evaluation of Coll-Stream using feature selection

5.6 Experiments with UDSM Service

5.6.1 Goals

In this section, we present preliminary experimental results from the UDSM Ser-
vice proposed in Section 4.5. The experiment goal is to analyze the feasibility
of the UDSM Service. This is, if the proposed service is able to successfully
adapt the data stream classification process to the situation. In what follows we
describe the experiments performed and the preliminary results obtained.
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5.6.2 Datasets

As data source for the experiments, we used the Waveform generator that is
available in MOA as generators.WaveformGenerator. This dataset consists of 21
numeric attributes from which the goal is to predict one of three waveform types.
The number of generated records was 250.000.

5.6.3 Experimental setup

For simplicity and to keep the experiment general, we did not use the informa-
tion of a particular application context to avoid being dependent of a specific
application context. Consequently, we choose to focus on internal context, using
resource-awareness and the process information. These factors avoid particu-
lar application contexts and take part in any deployment of the UDSM service.
Therefore, we consider those more appropriate for this evaluation.

Here we start by defining the inputs that are used in the experiment. The
inputs serve to illustrate a simple instantiation of the UDSM Service in a possible
scenario. These inputs are kept to a minimum for simplicity, but without loss of
generality.

Situation Definition

First we enumerate the input variables that the ubiquitous application uses to
define the service requirements and constraints.

• Min Accuracy Required - Lower bound on the required accuracy.

• Max Time to Classify - Upper bound on the required time to classify a new
record.

• Max Time to Train - Upper bound on the required time to train a new
record.

• Memory available in the device - Upper bound on the memory available for
the service.

• DataStream - The stream that is used as data source.

The resource state and the internal context of the process are monitored using
the variables:

• Memory consumed, The memory currently used by the service;

• Accuracy( 2 variables ), The current value and the value from the past
evaluation;
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Feature Values
S1:DataRate {overload, normal}
S2:AccReqIsMet {true, false}
S3:AccEvolution {increasing,stable,decreasing}
S4:MemReqIsMet {true, false}
S5:FullMemUsage {true, false}
S6:TimeTrainIsMet {true, false}
S7:TimeClasifyIsMet {true, false}

Table 5.12: Situation feature space and its values

• TimeToClassify, The current maximum and the average value;

• TimeToTrain, The current maximum and the average value;

• SizeOfModel, The memory used by the classification model;

• DataRate, The number of records receive per second.

The situation space is now defined in terms of the high-level features obtained
from combinations of the input variables. In this case, we represent each feature
as a set of categorical values, described in the Table 5.12. This situation space
represents the semantics of the process state.

Configuration definition

The data stream classification algorithm used in this experiment is VFDT Domin-
gos and Hulten (2000). We used the implementation of MOA that enables us to
control many parameters and from those we used the following,

• P1 : Maximum memory consumed by the model;

• P2 : Number of instances between memory checks;

• P3 : The allowable error in split decision;

• P4 : Stop growing as soon as memory limit is hit;

• P5 : Use sampling(not in MOA, in the service);

P5 is a Boolean parameter, that is set to true when sampling is used. This
happens when the current data-rate is too high for the system to handle. These
parameters have default values and in a non-adaptable scenario are kept constant
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Configuration Parameter,Value
C0:DefaultConf {NoChange}
C1:MemoryResize {P1 = memoryAvail - statsSize

P4=true}
C2:ReduceTimeTrain {P1 = modelSize × timeFactor}
C3:UseSample {P5 = true}

Table 5.13: Configurations

during the process execution. Using the previous parameters, we defined a few
configurations that can be seen in Table 5.13

The statsSize variable in Table 5.13 represents the memory used by the ser-
vice, excluding the classification model. The timeFactor variable is computed
from the current time to train a record and the required time to train a record,
as the factor grows with the difference between these values. The parameters P2

and P3 were not used in the configurations but were set with default values at
the start of each test. A combination of the previous configurations and param-
eter value sets can be used to obtain more complex configurations, but in this
example we limited the number of possible configurations and their complexity
for simplicity and clarity.

5.6.4 Learning strategies

A possible approach to address this problem is to apply supervised learning to
data collected from previous process executions. These executions record the
configuration selected by experts for given situations. The learned strategies will
capture the expert knowledge, providing adaptation of the process for a given
situation.

Here we generated records with the situation space high-level features previ-
ously described. A configuration was then assigned to each record by a human
expert. The obtained data set was used to learn strategies. We used the J48
algorithm from the WEKA environment to induce a decision tree from the pre-
viously classified data. With a few hundred examples we were able to obtain
98% accuracy, using 10-fold cross-validation as testing. The resulting tree can be
found in Figure 5.16.
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Figure 5.16: Decision tree capturing expert knowledge about strategies.

5.6.5 Testing

The implementation of the service was developed in Java. The UDSM Service
uses the VFDT Domingos and Hulten (2000) algorithm implemented in the MOA
environment as Hoeffding Tree, that is used as a Java library.

In this experiment, we developed a new MOA task tailored according to our
service description and adaptation algorithm(as presented in subsection 4.5.3).
Then, to asses the UDSM Service performance we compared executions of the
Hoeffding Tree algorithm with adaptability to the situation and the same algo-
rithm without adaptability. The evaluation of the classifier accuracy was done
using prequential evaluation that is available in MOA.
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Evaluation metrics

To evaluate the performance of the service using the the Hoeffding Tree algorithm,
we recorded the following metrics:

• i) Accuracy of the classifier;

• ii) Memory consumption;

• iii) Time to Classify;

• iv) Time to Train.

In both executions the initial parameters were set to the same values. In
the adaptive process the evaluation and adaptation was done every thousand
records. During the execution of the experiment the memoryAvailable value
changes and we expect the execution with adaptability to keep the application
requirements and explore the memory variation. If the value increases it can
allocate more size for the classification model with expected gains in accuracy,
otherwise if the memory decreases it should try to minimize the accuracy loss.
The execution without adaptation is unaware of changes in context and resources,
and the parameters are kept with their initial values.

Accuracy Assessment

Figure 5.17 shows the accuracy between both executions of the UDSM Service.
It shows a slightly better accuracy in the execution with adaptation. This re-
sults from the adaptation stategy that takes advantage of the additional available
memory. Figure 5.18 shows such adaptation to available memory, as the UDSM
Service attempts to explore available resources to increase classifier accuracy. A
small gain in accuracy is observed around the same time in 5.17.

Resource-awareness Assessment

We should note that the evaluation of the times to train and classify was not sig-
nificant in this test. This shows the efficiency of the the Hoeffding Tree algorithm
to handle data streams and the challenges regarding time constraints posed by
high data rates.
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Figure 5.17: Accuracy adaptable vs non-adaptable

Figure 5.18: Memory resource-awareness
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Chapter 6

Conclusions and Future work

6.1 Conclusions

The recent advances in ubiquitous data stream mining makes possible to learn
classification models in ubiquitous environments from massive streams of data
that can evolve over time. Despite such advances, to the best of our knowledge,
most of the existing approaches do not explore thoroughly that:

• i) The integration of context information in the learning process, which can
be used to improve the adaptation to recurring concept changes that are
associated with context.

• ii) Resource-awareness can make the recurring concept approach feasible in
situations of memory scarcity.

• iii) The data stream feature space is likely to change. Therefore, learning
from a dynamic feature space while reducing the feature space used to
represent the concepts will make the recurring concepts approach applicable
to a broad range of situations while reducing its memory cost.

• iv) The knowledge available in other devices of the ubiquitous environment
can be used to collaboratively improve local predictive accuracy.

• v) Ubiquitous applications require anytime, anywhere data stream classifi-
cation service that is situation-aware.

In this PhD thesis, we addressed the aforementioned issues, that are focused on
learning in ubiquitous environments, an anytime, anywhere classification model
from a data stream, where the underlying concepts may change over time, with
a special emphasis on the problem of recurring concepts.
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• To deal with i) in this work we have designed and implemented MReC, a
context-aware data stream learning approach, which improves the learning
process accuracy when concepts reappear by integrating context informa-
tion with learned concepts. MReC exploits this context information to im-
prove existing approaches that handle concept drift and recurring concepts.
We have also analyzed the main challenges associated with the integration of
context, such as concept and context representation, storage, similarity and
adaptation to reappearing concepts. The challenges are addressed through
the definition of formal concept and context representations, similarity func-
tions between these and an adaptation strategy to recurring concepts.

Experimental results to validate and test the effectiveness and efficiency of
MReC have been performed, using the SEA concepts, Electricity Market
and Email List datasets. In what concerns the accuracy over time, the
results show that MReC adapts faster when compared to a single classi-
fier approach that detects concept drift but does not exploit recurrence.
Besides, in these recurring concept situations, we observe an overall im-
provement on the accuracy and a reduction in the number of processed
records. Furthermore, the ability to process less records is of great interest
for ubiquitous computation, as processing fewer records may extend the
battery life of the ubiquitous device.

MReC also deals with issue ii), that means it is sensitive to memory scarcity,
which is an important factor to consider when using ubiquitous devices. Ex-
periments to analyze the performance of the learning system in situations
of memory scarcity have been conducted. The results show that whenever
possible the system keeps the more promising models in memory and for-
gets the ones that are considered less useful for situations of recurrence,
increasing its performance accordingly.

Consequently, the empirical results obtained for MReC validate the hypoth-
esis:

– H1: The integration of context can help to track recurring concepts,
and as a result be used to improve the overall and over time predictive
accuracy of the learning process while saving computational resources.

– H2: The available resources can be used efficiently in situations of
memory scarcity using resource-aware adaptation.

• To address the issue iii) MReC is extended in MReC-DFS, a data stream
learning approach for data streams with a dynamic feature space. A base
learned that is able to deal with a dynamic feature space is used and the
models it generates are saved similarly to MReC. To minimize the memory
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cost that comes associated with the benefits of the MReC, and based on
the definition of predictive/irrelevant attributes, only the most predictive
features for each target concept are kept. We discussed possible methods for
selecting the most relevant features and propose a novel adaptive threshold
feature selection solution.

In order to evaluate the MReC-DFS and the possible feature selection meth-
ods, we developed an implementation of the proposed approach. We ran
tests using a known dataset (Elist) for recurring concepts and with a gen-
erator of recurring concepts that uses 2 popular datasets from text mining
(R8 and webKD). We have tested and compared 7 different methods in our
experiments. The experimental results show that feature selection can be
used to minimize the cost associated of learning recurring concepts in data
streams with a dynamic feature space. Moreover, the results show that
the adaptive threshold method proposed outperforms the other methods
and achieves the best trade-off between accuracy and resources (i.e., the
number of processed instances by the base learner and the total memory
consumed).

Consequently, the empirical results obtained for MReC-DFS validate the
hypotesis:

– H3: Dynamic feature selection improves the accuracy-efficiency trade-
off of the solution.

– H4: Adaptive feature selection methods are more efficient than fixed
ones in situations of memory scarcity.

• To deal with issue iv) this work discusses collaborative data stream min-
ing in ubiquitous environments and proposes Coll-Stream, an ensemble ap-
proach that incrementally learns which classifiers from an ensemble are more
accurate for certain regions of the feature space. Moreover, Coll-Stream is
able to adapt to changes in the underlying concept using a sliding window
of the classifier estimates for each defined region of the feature space. In
addition, we also discussed possible variations of Coll-Stream.

To evaluate the Coll-Stream, we developed an implementation of the pro-
posed approach. Several experiments were performed using 2 known datasets
for concept drift and 2 popular datasets from text mining from which we
create a stream generator. We tested and compared Coll-Stream with other
related methods in terms of accuracy, noise, partition granularity and con-
cept similarity in relation to the local underlying concept. The experimental
results show that the Coll-Stream approach presented in this thesis achieve
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good results in relation to the other methods and could be used for situa-
tions of collaborative data stream mining as it is able to successfully exploit
local knowledge from other concepts that is similar to the new underlying
concept.

Consequently, the empirical results obtained for Coll-Stream validate the
hypothesis:

– H5: The knowledge available in the community can be used to im-
prove local classification accuracy in situations where the underlying
concepts change.

• Finally, to address issue v) we have proposed an autonomous and adapt-
able data stream classification service which aims to support knowledge
discovery requirements of ubiquitous applications. The main components
to achieve adaptability of the learning process are described. The prelim-
inary experimental results show the feasibility of the service and illustrate
the usage of a concrete service instantiation.

Consequently, the preliminary empirical results obtained for UDSM Service
validate the hypothesis:

– H6: The Ubiquitous Data Stream Classification Service can adapt
the execution of a data stream learning process to the requirements of
ubiquitous applications while being aware of the situation (i.e., context
and resources).

Consequently, the proposed contributions and the evidence from the experi-
mental results make possible to accomplish the objectives, answer the research
questions and validate the hypothesis established in Section 1.2 for this PhD
thesis.

6.2 Future Work

The solutions presented in this work fulfill the goals proposed at the beginning
of this PhD thesis. Nevertheless, the development of the proposed solutions and
the results obtained have opened new research lines that would make possible to
either address objectives we did not plan at the beginning or extend the proposed
solutions to address other interesting related issues as future research. We sum-
marize in what follows these future lines that are grouped taking into account
the three main ideas explored in this thesis.
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Mining Recurring Concepts

• Despite the promising results obtained so far, the context representation and
similarity function used can be extended to deal with other issues behind
the scope proposed for this thesis, such as uncertain contexts and noise.
Therefore, it would be interesting to explore the usage of fuzzy functions,
which may lead to a more robust and enhanced learning algorithm.

• Tuning MReC, specially in what relates to setting the window sizes and
some thresholds represents an additional challenge that was beyond the
proposed objectives but that deserves to be investigated in future work.

• Designing new change detection methods that are able to detect recurring
concepts instead of just changes in the underlying concept is an interesting
line of research for future work.

• It would be interesting to study how MReC-DFS can be used to learn from
multiple data streams where the recurring underlying concepts can occur
in different streams and therefore exploit previously learned models.

Collaborative Data Stream Mining

• One issue that is beyond the objectives proposed for Coll-Stream and can
be explored in future work, is to study the communication costs associated
with exchanging models and investigate efficient protocols to address this
issue.

• In Coll-Stream if the partitions of the instance space are not optimal this
will negatively influence the accuracy of the results. Consequently, the
dynamic creation of the partitions is an interesting variation to be explored
in future work.

Ubiquitous Data Stream Mining Service
The open challenges of UDSM Service are:

• Handling possible changes in strategies over time.

• Understanding how the sequence of configurations over time influences the
process; and how to minimize reliance on expert knowledge.

• Explore additional adaptability mechanisms.
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